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WELCOME TO NIME 
We are delighted to host the 17th edition of the New Interfaces for Musical Expression 
conference for the first time in Denmark. We believe there are many exciting challenges in 
the field, ranging from everyday sonic interactions to overtly musical interfaces, and we 
see great designs to improve the technology-based sonic world around us. 

Although the general-purpose computers and mobile devices everyone uses today are 
extremely useful as multipurpose artefacts, such ‘Swiss army knives’ are not always the 
best tool for mastery of a specific task. Investigating how novel uses and extensions / re-
inventions of musical interfaces can improve and re-shape our interaction with sound is a 
fundamental perspective that leads to many opportunities. How do tools shape our art? In 
music (or any art form, indeed all human endeavours) tools clearly have an impact on the 
expressions that are possible - even language itself (which some say evolved from music) 
shapes the way we think as humans. How do we create technologies that allow us to 
better connect to one another through New Interfaces for Musical Expression? 

There is a huge opportunity for the NIME community to extend the reach of our work and 
help shape the future. While interactive technologies are now commonplace, it is our duty 
and privilege s a research discipline to advance the science of musical interaction and 
expression. 

It is with these thoughts in mind that we present NIME2017: The academic conference 
with cutting edge research published as scholarly papers, presented as posters and 
demos, shared in workshops, not to mention performed and exhibited!  

We also open up the musical programme to the general public this year: all concerts and 
installations are public events, taking place at Aalborg University Copenhagen and across 
a range of venues in town, connecting us to the wonderful local Copenhagen music 
scene. We have added NIME Kids day this year, as well as an Unconference day  to the 
programme, to be held in Helsingør in conjunction with the CLICK Festival. 

Whether you are here with us now at the conference, or revisiting these proceedings at a later 
date, we welcome you to NIME 2017! 

Dan Overholt and Stefania Serafin 
NIME2017 General Chairs 
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KEYNOTES 
Ge Wang 
The ME in NIME 
Wang is an Associate Professor at Stanford University, in the 
Center for Computer Research in Music and Acoustics (CCRMA). He 
specializes in artful design — researching programming language and 
software design for music, interaction design, mobile music, laptop 
orchestras, aesthetics of technology mediated design, and education 
at the intersection of engineering, art, and design. 

Ge is the author of the ChucK music programming language, the 
founding director of the Stanford Laptop Orchestra (SLOrk), the Co-
founder of Smule (reaching over 200 million users), the designer of 
the iPhone’s Ocarina and Magic Piano, and a 2016 Guggenheim 
Fellow.  He is currently writing a book about design, art, and 
technology. 

Dorit Chrysler 
An Austrian-born, New York based composer, producer and singer, 
Chrysler is the co-founder of the New York Theremin Society and 
founder of the first school for theremin, KidCoolThereminSchool. As 
much as the theremin is a tool in Chrysler’s electronic instrument 
arsenal, she’s also one the most visible thereminists spreading the 
gospel of this mysterious sounding instrument, which is basically 
played by massaging thin air. 

Her latest record “Avalanche” has been produced by Anders 
Trentemøller and is released on his Label InMyRoom. Her 
compositions have been commissioned for the Venice Biennale, the 
MoMA Filmdepartment, Steirische HerbstFestival and CERN. Most 
recent composer residencies have been received by Pioneerworks 
NY, City of Bern, the Knightsbridge Foundation in Detroit and 

VillaTereze, Italy. In 2016 she created and curated “Dame Electric” Festival Edition for the Austrian Cultural Forum in New York, featuring 
a sold out performance of electronic music pioneer Suzanne Ciani. 

Chris Chafe  
The Modeling Shift 
Chafe is a composer, improvisor, and cellist, developing much of his 
music alongside computer-based research. He is Director of Stanford 
University’s Center for Computer Research in Music and Acoustics 
(CCRMA). At IRCAM (Paris) and The Banff Centre (Alberta), he pursued 
methods for digital synthesis, music performance and real-time 
internet collaboration. CCRMA’s SoundWIRE project involves live 
concertizing with musicians the world over. 

Online collaboration software including jacktrip and research into 
latency factors continue to evolve. An active performer either on the 
net or physically present, his music reaches audiences in dozens of 
countries and sometimes at novel venues. A simultaneous five-country 
concert was hosted at the United Nations in 2009. Chafe’s works are 

available from Centaur Records and various online media. Gallery and 
museum music installations are into their second decade with “musifications” resulting from collaborations with artists, scientists and 
MD’s. Recent work includes the Brain Stethoscope project, PolarTide for the 2013 Venice Biennale, Tomato Quintet for the 
transLife:media Festival at the National Art Museum of China and Sun Shot played by the horns of large ships in the port of St. Johns, 
Newfoundland.
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STEERING COMMITTEE 
The Steering Committee is responsible for guiding future directions with regards to the NIME 
conference. Its members currently include : 

 ▪ Alexander Refsum Jensenius, University of Oslo (Chair of SC, Chair NIME 2011) 
 ▪ Andrew Brown, Griffith University (Chair NIME 2016) 
 ▪ Jesse Allison, Louisiana State University (Chair NIME 2015) 
 ▪ Atau Tanaka, Goldsmiths, University of London (Chair NIME 2014) 
 ▪ Rebecca Fiebrink, Goldsmiths, University of London (Chair NIME 2014) 

The Advisory Board consists of former chairs, and serve as support for the Steering Committee: 

 ▪ Georg Essl, University of Michigan, Ann Arbor (Chair NIME 2012) 
 ▪ Sidney Fels, University of British Columbia (Chair NIME 2005) 
 ▪ Andrew Johnston, University of Technology, Sydney (Chair NIME 2010) 
 ▪ Michael Lyons, Ritsumeikan University, Kyoto (Chair NIME 2004) 
 ▪ Norbert Schnell, IRCAM (Chair NIME 2006) 
 ▪ Woon Seung Yeo, KAIST, Daejeon (Chair NIME 2013) 
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PAST NIMES 
 ▪ NIME 2001, Seattle, Washington 
 ▪ NIME 2002: Media Lab Europe, Dublin, Ireland 
 ▪ NIME 2003: McGill University, Montreal, Canada 
 ▪ NIME 2004: Shizuoka University of Art and Culture, Hamamatsu, Japan 
 ▪ NIME 2005: University of British Columbia, Vancouver, Canada 
 ▪ NIME 2006: IRCAM, Paris, France 
 ▪ NIME 2007: New York University, USA 
 ▪ NIME 2008: University of Genova, Italy 
 ▪ NIME 2009: Carnegie Mellon School of Music, Pittsburgh, Pennsylvania, USA 
 ▪ NIME 2010: University of Technology, Sydney, Australia 
 ▪ NIME 2011: University of Oslo, Norway 
 ▪ NIME 2012: University of Michigan, Ann Arbor, Michigan, USA 
 ▪ NIME 2013: Korea Advanced Institute of Science and Technology, Daejeon, South Korea. 
 ▪ NIME 2014: Goldsmiths University, London, UK 
 ▪ NIME 2015: Louisiana State University, Baton Rouge, Louisiana, USA 
 ▪ NIME 2016: Griffith University, Brisbane, Australia 

Keynote speakers 
 ▪ 01 (Seattle) Max Matthews 
 ▪ 02 (Dublin) Tod Machover, Joel Chadabe 
 ▪ 03 (Montreal) Joseph Paradiso, Claude Cadoz, Michel Waiswisz 
 ▪ 04 (Hamamatsu) Robert Moog, Toshio Iwai 
 ▪ 05 (Vancouver) Don Buchla, Golan Levin, Bill Buxton 
 ▪ 06 (Paris) George Lewis, William Gaver 
 ▪ 07 (New York) Perry Cook, Trimpin, Teresa Marin Nakra 
 ▪ 08 (Genova) Andrew Gerzso, Xavier Serra 
 ▪ 09 (Pittsburgh) Paul DeMarinis 
 ▪ 10 (Sydney) Nicolas Collins, Stelarc 
 ▪ 11 (Oslo) Tellef Kvifte, David Rokeby, Sergi Jorda 
 ▪ 12 (Ann Arbor) David Wessel, David Huron 
 ▪ 13 (Daejeon) Bill Verplank, Ajay Kapur 
 ▪ 14 (London) Hiroshi Ishii, Laetitia Sonami 
 ▪ 15 (Baton Rogue) R. Luke DuBois, Sile O’Modhrain 
 ▪ 16 (Brisbane) Miya Massoka, Garth Paine
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ABSTRACT 
Percussion robots have successfully used a variety of actuator 
technologies to activate a wide array of striking mechanisms. 
Popular types of actuators include solenoids and DC motors.  
However, the use of industrial strength voice coil actuators 
provides a compelling alternative given a desirable set of 
heterogeneous features and requirements that span traditional 
devices. Their characteristics such as high acceleration and 
accurate positioning enable the exploration of rendering highly 
accurate and expressive percussion performances. 
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1. INTRODUCTION 
Human percussion performances involve extremely complex 
biomechanics, instrument physics, and musicianship. The 
development of a robotic system to closely approximate the 
complexity of performance of its human counterpart not only 
requires a deep understanding of the range of motion, but also a 
set of technologies with a level of performance that can match 
or exceed empirical measurements in multiple dimensions. 
There are a variety of electro-mechanical devices and 
configurations to choose from that offer the level of 
performance required for percussion robotics. However, only a 
subset of the devices represent viable options. 

Through calibrated non-invasive acquisition and analysis of 
the 40 percussive rudiments, a typical range of motion with 
respect to striking implement tip motion was determined [1]. 
This was accomplished by developing a simple low cost motion 
capture system using an off-the-shelf high frame rate video 
camera [2]. The actual motion data was extracted from the 
video footage using open source tools, which enabled 
subsequent analysis of timing, velocity, and position. 

With an understanding of the range and speed of striking tip 
implement motion, a mechatronic system was designed using 
an industrial voice coil actuator (VCA). Unlike solenoids and 
DC motors, VCAs offer high-precision continuous linear 
control of motion with minimal power when coupled with an 
adequate position encoder and application-specific closed-loop 
servo controller. In this paper we will discuss the related 
technologies and how they were fashioned into a basic 
prototype for evaluation. 

 
 

 
 

2. RELATED WORK 
Musical robots have used a variety of actuators that include 
solenoids [3, 4, 5], brushed/brushless DC motors [3, 4, 5, 6], 
and stepper motors [4]. These electromechanical devices offer a 
simple low cost solution that can be adapted to a wide variety 
of applications. An exceptional example of this is the Man and 
Machine Robot Orchestra at Logos [5]. The orchestra is 
composed of over 45 individual systems spanning organs, 
wind, string, and percussion instruments. Each of the 
instruments uses a dedicated MIDI controller that can activate a 
complex set of actuators that are tailored to specific 
instrument’s capabilities and tonal range. In addition to 
precision timing of instrument events, pulse width modulation 
is used to control the velocity of solenoids and DC motors. 
Positioning of instrument controls is achieved by using closed 
loop servo systems. Finally, voice coil actuators in the form of 
modified loud speakers are employed to drive monophonic 
wind instruments. 

The Machine Orchestra developed by Kapur et al., fuses 
musical robots with human performers and is part of a 
pedagogical vision to teach related technical skills and 
encourage international collaboration [4]. The orchestra is 
composed of seven robotic instruments as well as several 
laptops with musical interfaces that enable human performers 
to interact with the instruments in real-time. Each robot utilizes 
a variety of actuator technologies such as solenoids and DC 
motors that are ultimately directed by a dedicated control 
module that is connected to a central server. The set of human 
performers communicate with the server over a dedicated 
Gigabit network from laptops using low-latency OSC 
messages. The result is a fantastic exploration of composition, 
sound, and visual arts with notable international performances. 

Extensive research and development of a percussion robot 
named “Haile” by Weinberg and Driscoll links a mechatronic 
system with improvisation in order to promote human-robot 
interaction [7].  The robot is designed to interpret human 
performances in real-time and provide an accompaniment in an 
improvised fashion by utilizing both auditory and visual cues. 
The robot was designed to embody human characteristics in 
terms of its form and uses a linear motor and solenoids. The left 
arm uses a motor and solenoid for precise closed loop 
positioning of a strike, which yields greater control over 
volume and timbre. In contrast, the right arm uses a single 
solenoid which can strike at a higher rate than the left arm. 
Each arm is controlled by a dedicated microprocessor that is 
directed by a networked single board computer that enables 
low-latency communication with a laptop computer. 

Voice coil actuators were used for the improvisational 
robotic marimba player named “Shimon” that was developed 
by Hoffman and Weinberg [3]. Like Haile, this robot explored 
human interaction that included visual elements. The robot is 
composed of four arms with solenoids for the striking 
implements and voice coils for lateral arm movement.  

Non-acoustic instruments such as digital musical instruments 
have benefited from the use of voice coil actuators to provide 
vibrotactile feedback [8]. Independent control in the form of 
frequency and amplitude within the audio spectrum offers a 
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rich medium for expressing real-time instrument responses to 
the performer. By integrating a loudspeaker into the body of an 
instrument and driving it with a performance derived signal, an 
increased level of musician engagement was observed. 

3. VOICE COIL ACTUATORS 
High-resolution, powerful, quiet, and fast motion demands 
actuators with low position quantization, high acceleration, low 
mass, low friction, low hysteresis, and no backlash. Although 
solenoids possess some of these characteristics, there are 
inherent limitations that include a lack of precision motion 
control. In contrast, VCAs, when instrumented with position 
encoders, can achieve a remarkable level of performance when 
coupled with appropriate driver electronics and closed loop 
servo control. Other types of actuators such as DC motors and 
servos have been used effectively in the context of percussion 
robots [6]. However, VCAs offer a unique combination of 
characteristics that make them a compelling alternative for use 
in musical robots. They represent the simplest form of non-
commutated motors, which increases robustness, reliability, and 
performance. The basic VCA design has been in use since it 
was first invented by Oliver Lodge in 1898 in the creation of a 
moving coil dynamic loudspeaker, which is the origin of the 
“Voice Coil” moniker [9]. 

3.1 Actuator Fundamentals 
Voice coil actuators are linear motors with a permanent magnet 
and coil winding whose motion is dictated by the Lorentz force 
principle [10]. This force is a product of the current and 
magnetic flux as defined in Equation 1, where 𝐹 is the force in 
Newtons, 𝑘 is a constant, 𝐵 is the magnetic flux density in 
Teslas, 𝐿 is the length of wire in meters, 𝐼 is the current in 
amperes, and 𝑁 is the number of conductors. 
 

𝐹 = 𝑘𝐵𝐿𝐼𝑁 (1) 
 

Since all of the variables in Equation 1 for a given motor are 
fixed with the exception of 𝐼, the generated force is directly 
proportional to the input current. In addition, a change in the 
direction of current results in a change in direction of force. As 
shown in the cutaway of Figure 1, the use of a stationary 
permanent magnet with a moving coil attached to a linear 
bearing yields an actuator with low mass and low friction. 
 

Ferromagnetic Cylinder

Permanent Magnet

Permanent Magnet

Linear BearingShaft

Coil
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Figure 1. VCA Cutaway. 

 
The stroke of a typical VCA can range from 0.125 inches to 

6 inches with a relatively constant force that drops off at less 
than 5 percent at the stroke extremes. Since it is a direct drive 
device, there is no backlash, which enables precision 
positioning and high acceleration rates. 

Rapid coil movement has the side effect of generating back 
EMF that is proportional to the speed, current, and magnetic 
field strength. This phenomenon reduces the current and limits 
the acceleration. However, these limitations are often 
acceptable in many applications. Further, the VCA can be used 
to detect motion that is directed by an external force as defined 
by Equation 2, where 𝐸 is in Volts, 𝑘 is constant, 𝐵 is the 

magnetic flux density in Teslas, 𝐿 is the length of the 
conductor, 𝑣 is the velocity of the conductor, and 𝑁 is the 
number of conductors. Motion detection can be used to detect 
haptic feedback events such as striking implement tip impact 
with a drum head. 
 

𝐸 = 𝑘𝐵𝐿𝑣𝑁 (2) 
 

3.2 Actuator Control 
Since the VCA coil bobbin and shaft are free to move along a 
single axis, there is nothing to hold the assembly in place. In 
fact, without any mechanical stops, the bobbin assembly will 
simply fall out of the permanent magnet housing. In a similar 
fashion, if current is applied to the coil, the assembly will either 
shoot out of the housing or be driven closed based on the 
direction of current flow. Therefore, the key to controlling a 
VCA is a closed control loop, which also implies some form of 
position sensing. 

There are several forms of position sensors that include 
optical disk linear quadrature encoders and proximity devices 
such as Hall Effect sensors. The former typically uses dual 
infrared LED emitter and detector pairs as illustrated in Figure 
2 to generate quadrature output signals, whereas the latter relies 
on a localized magnetic field strength detector. Other forms of 
position sensors include mechanical systems and variable 
resistive elements. 
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Figure 2. Optical Encoder. 

 
 The quadrature encoder outputs 𝐴, 𝐵, and 𝐼 as depicted in 

Figure 2 provide a set of signals that can be decoded for speed, 
direction, and index. The frequency of 𝐴 or 𝐵 are a proportional 
indication of speed in terms of pulses per second, which can be 
converted to units such as RPM since the diameter and the total 
number of lines are known. The phase relationship will change 
between 𝐴 and 𝐵 to leading or lagging depending on the 
direction of rotation. Finally, an index pulse 𝐼 can be generated 
once for every full rotation of the disk. In many cases, a 
quadrature decoder chip is used to present an absolute position 
value, which can be used directly for closed loop control. 

A proportional, integral, and derivative or PID controller is a 
common motion control method to set and maintain the 
absolute position of a closed loop system [11]. As illustrated in 
Figure 3, the weighted sum of 𝑢(𝑡) in Equation 3 is a control 
variable that is used to minimize the error value between the set 
point 𝑟(𝑡) and the measured process value 𝑦(𝑡). 

 

 
Figure 3. PID Controller. 

 

𝑢(𝑡) =  𝐾𝑝𝑒(𝑡) + 𝐾𝑖 ∫ 𝑒(𝜏)𝑑𝜏 + 𝐾𝑑
𝑑𝑒(𝑡)

𝑑𝑡
𝑡

0  (3) 

2



Referring to Equation 3, the first term accounts for the 
present value of the error, the second term integrates past 
values of the error, and the third term embodies future trends 
based on the current rate of change. Each of the constants 𝐾𝑝, 
𝐾𝑖, and 𝐾𝑑 are non-negative coefficients that must be tuned for 
a specific application in order to optimize responsiveness while 
eliminating oscillations and reducing overshoots. With proper 
tuning, the PID controller offers a fast and stable means to 
move a VCA between positions or simply maintain its current 
position. 

3.3 Actuator Driver 
An H-Bridge circuit is typically used to control the speed and 
direction of a VCA from a microprocessor. A good example of 
such a device is the Texas Instruments LMD18200. Common 
binary logic control inputs include PWM, DIR, BRAKE, and 
ENABLE. The PWM signal controls the speed of the motor 
based on the duty cycle. The DIR input dictates which pair of 
power MOSFET devices is enabled. For example, to move the 
motor forward a diagonal set of MOSFETs would be driven by 
the input PWM signal whilst the opposite set remain off. 
Switching to the opposite diagonal set would result in reverse 
motion. In order to stop the motor quickly, the BRAKE signal 
effectively shorts the motor inputs by enabling the appropriate 
pair of MOSFETs based on the DIR input. Lastly, de-asserting 
the ENABLE signal will turn off all of the MOSFET devices, 
allowing the motor to move freely. Integrated H-Bridge drivers 
will often include other features such as thermal sensing, 
automatic overcurrent detection and shutdown, and current 
sensing. 

3.4 Actuator Comparison 
When compared to other actuator technologies such as 
solenoids and DC motors, VCAs offer compelling performance 
characteristics as demonstrated by comparative metrics. J. 
Long, et al. proposed a methodology for evaluating striking 
mechanisms in the context of musical instruments [12]. This 
very informative work added to some of the earlier seminal 
research conducted by Ajay Kapur, Trimpin, and others 
towards the goal of developing high-quality robotic drumming 
systems [13]. 

The principal performance metrics in the aforementioned 
study were composed of latency, maximum loudness, dynamic 
consistency, and maximum repetition rate. Although an exact 
reproduction of the test environment was not available, a 
relatively similar approach was used to perform comparable 
measurements. Notable differences include the use of a 14” 
Pearl Session Studio Classic drum with snare disabled, a 
Roland RT-10S vibration transducer attached to the top of the 
drum head located 150mm from the strike position, and a 24V 
VCA driver voltage. 

3.4.1 Latency 
The plot in Figure 4 shows linear VCA actuator to drum head 
impact latency in comparison to several solenoid designs that 
had been previous evaluated by J. Long, et al. after 
compensating for MIDI and microcontroller latencies [12]. This 
shows that VCA latency performance is roughly on par with the 
“Linear Solenoid with Pivot” design that has been used 
extensively in robotic percussion systems. It is very important 
to note that the mechanical design with respect to transferring 
actuator motion to a striking implement plays a large role in the 
performance characteristics of the overall solution. Improper 
mechanical translation of actuator motion can result in poor 
performance despite the selection of an adequate 
electromechanical actuator for a given application. 
 

 
Figure 4. Actuator Latency. 

3.4.2 Maximum Loudness 
The bar chart in Figure 5 shows the comparative maximum 
loudness of a linear VCA in the context of the study conducted 
by J. Long, et al. [12]. Although the drum type was 
fundamentally different as indicated in section 3.3, the VCA 
loudness measurement should generally indicate excellent 
relative performance. 
 

 
Figure 5. Maximum Loudness. 

 
As shown in Figure 6, the loudness level is proportional to 

the preparatory height as expected. However, the level plateaus 
beyond 220 mm. Further, one can see that that the VCA 
achieves 92% of maximum loudness at a height of 20 mm, 
which would indicate very high acceleration within a short 
stroke.  
 

 
Figure 6. VCA Loudness vs. Height. 

3.4.3 Dynamic Consistency 
Consistency in dynamics as a function of height can be 
expressed in terms of percentage standard deviations for a fixed 
number of strikes. The consistency of the linear VCA is lower 
than most of the other actuators that have been characterized by 
J. Long et, al. as enumerated in Table 1 [12]. Further 
investigation will be needed to understand and potentially 
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improve this metric. Potential sources of inconsistency include 
low tolerance linear to rotary coupling components and bearing 
play. 
 

Table 1. Dynamic Consistency Percentage. 

 

3.4.4 Maximum Repetition Rate 
As shown in Figure 7, the linear VCA achieved 34 strikes per 
second at a height of 16mm, which ranked a close third when 
compared to the set of actuators that had been evaluated by J. 
Long et, al. [12].  
 

 
Figure 7. Maximum Repetition Rate. 

3.5 Actuator Range of Motion 
Before a robotic system can be developed to model a human 
performance, research must be conducted to understand the 
associated range of motion on the target instrument. Attributes 
such as timing, velocity, and position in multiple dimensions 
represent a complex interaction between the musician and the 
instrument. Seminal work by Sofia Dahl has served to lay the 
groundwork of our understanding of striking implement motion 
[14]. In addition, a study was conducted to acquire and analyze 
the unencumbered human performance motion in a non-
invasive manner [15]. The results of this study informed a set 
of constraints for a robotic system that can closely approximate 
human motion while maintaining a fundamental goal of a 
robust and practical design. 

An example of a Double Stroke Open Roll rudiment at 110 
bpm is shown in Figure 8. By using a tipped snare drum head, 
both the X and Y axis calibrated motion was captured and 
analyzed at a sample rate of 240Hz to inform the constraints of 
the robotic system [16]. Note that the Z axis was also evaluated, 
however it was determined to contain minimal motion data with 
respect to the 40 rudiments. The elimination of Z axis motion 
dramatically reduces the complexity of a robotic system and 
therefore has become a practical constraint of the design. 

 

 
Figure 8. Double Stroke Open Roll. 

4. EXPERIMENTAL PROTOTYPE 
A 1DOF prototype was developed using an industry standard 
VCA, off-the-shelf PWM driver, optical position encoder, 
custom interface board, general purpose USB control board, 
and custom console application hosted on a PC as illustrated in 
Figure 9. 
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Figure 9. Prototype Schematic. 

 
The mechanical system as shown in Figure 10 was composed 

of commercially available general purpose components that 
included aluminum panels, bearings, fasteners, rod ends, a 
hollow shaft, and a tripod mount. In addition, several custom 
components were designed and machined to translate linear 
VCA motion to appropriate rotary striking implement tip 
motion that included position monitoring using an optical disk 
quadrature encoder.  
 

 
Figure 10. Mechanical Prototype. 

 
The integrated prototype can be seen in Figure 11, which 

also includes a PC laptop, 24V 90W power supply, and USB 
MIDI interface as illustrated in Figure 9. A demonstration of 
the prototype is available at http://tinyurl.com/jlvavta. 
 

 
Figure 11. Integrated Prototype. 

type low medium high
Direct Striking Linear Solenoid 5.05 (4 mm) 7.12 (6 mm) 9.52 (8 mm)
Shindengen Rotary Solenoid 6.99 (10 mm) 7.4 (100 mm) 3.22 (190 mm)
Linear Solenoid with Pivot 3.5 (10 mm) 3.53 (20 mm) 4.25 (30 mm)
Ushio Rotary Solenoid 4.34 (10 mm) 2.36 (55 mm) 1.44 (100 mm)
Pneumatic Striker N/A 10.83 (50 mm) N/A
Analog Servo 4.34 (10 mm) 5.21 (65 mm) 6.08 (120 mm)
Digital Servo 2.93 (10 mm) 3.71 (65 mm) 3.16 (120 mm)
Linear VCA 8.72 (10 mm) 8.66 (20 mm) 11.22 (30 mm)
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4.1 PID Tuning 
Adjusting the application-specific PID gain constants in 
Equation 3 requires an iterative approach that starts with 
proportional gain. By setting the integral and derivative term 
gains to zero, the proportional component can be adjusted for a 
basic response. If the proportional gain is too high, the system 
will oscillate, whereas if it is too low, the response time will be 
unacceptably slow and inaccurate. As a general rule of thumb, 
one should start with low proportional gain and no integral or 
derivative gain [17]. The proportional gain is then increased 
until it starts to oscillate then reduced by a factor of two. At this 
point, a small integral gain can be introduced until the system 
begins to oscillate after which it should also be reduced by a 
factor of two. Finally, derivative gain is introduced to anticipate 
and react quickly to positional changes that are internally or 
externally induced. Ultimately, fine tuning of all three gains 
will result in a stable loop with minimal overshoot and a quick 
set point response time, which must be verified both at rest and 
in motion. The set of plots in Figure 12 illustrate examples of 
PID tuning behaviors. 

 
Figure 12. PID Tuning. 

4.2 Calibration 
Positioning the striking implement tip requires a point of 
reference, which ostensibly should be the drum head surface. 
Discovering the geometry of the drum as a calibration step is 
critical to subsequent motion control algorithms that make 
assumptions about striking implement tip elevation, timing, and 
expected impact position [18]. Calibration is achieved by gently 
lowering the striking implement tip until it contacts the drum 
head surface. This is followed by briefly applying additional 
force while resetting the quadrature encoder position counter to 
become the “home” position. Next, the striking implement tip is 
gently raised until it contacts the upper extent of the mechanics, 
which is then followed by applying increased force while 
recording the quadrature encoder position counter value for the 
“top” position. The typical values for the home and top position 
on the prototype were 0 and 750 respectively. Given the 
location at which the striking implement is mounted to the 
center of rotation, the tip sweeps a vertical height of 18”, which 
yields an effect quadrature encoder counter resolution of 0.024” 
per bit.  

4.3 Playback 
The ability to accurately set the striking implement position in 
real time inherently enables the playback of pre-recorded or 
live motion data. The blue motion capture plot shown in Figure 
13 is the extracted normalized Y axis left hand motion of the 
original performance plot that was introduced in Figure 8. The 
red playback plot in Figure 13 shows the normalized Y axis 
optical encoder position of the 1DOF prototype as it rendered 
the normalized captured performance data. Although they are 
similar, there are notable distortions that can be attributed to 
sample rate, PID controller bandwidth, and the overall 
performance of the mechatronic system. Further mechanical 

improvements and PID performance tuning will ideally assist in 
reducing undesirable artifacts. 
 

 
Figure 13. Captured vs. Playback. 

4.4 Bounce 
Percussionists take advantage of a drum head impact by 
allowing the striking implement to bounce from the first strike 
through a timely reduction in downward pressure and then 
reapplying pressure at the right time to induce a second strike. 
This method is used successively for the formation of triple and 
quadruple strikes, which form the foundation of drum rolls 
between the alternating left and right hands as shown in Figure 
8. 

Since VCA driver strength is controlled by a PWM signal, 
the prototype can also increase or reduce downward pressure at 
will, in addition to controlling the absolute position of the 
striking implement tip. As shown by the optical encoder 
position plot in Figure 14, this method was used to affect 
double, triple, and quadruple strikes in a similar fashion to a 
human performer. 

 

 
Figure 14. Multiple Strikes. 

 
The key ingredients in creating multiple strikes through drum 

head bounce are impact event detection, pressure adjustment, 
and precision timing. Impact events can be detected by 
calibrated absolute position or haptic feedback as discussed in 
section 3.1. Once the impact has been detected, the controller 
must reduce the downward pressure by adjusting the PWM 
signal to the VCA driver. It is the reduced downward pressure 
that allows the striking tip implement to “bounce” up from the 
taught drum head. The final component of a multi-strike 
articulation is the timing of when downward pressure should be 
increased again to force a second impact event. As suggested 
previously, this process is simply repeated with appropriate 
pressure and timing values to form triple and quadruple strikes. 
The pressure magnitude changes and timing associated with 
multiple strikes can either be precomputed profiles or adaptive 
in nature through the use of training algorithms on specific 
drums. The latter method is highly recommended since the type 
of drum and head tuning will impact the characteristics of the 
successive strikes in terms of strength and timing as it relates to 
the BPM of a particular performance. 
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5. CONCLUSION AND FUTURE WORK 
In this paper we have shown that the use of VCAs for 
percussion robots is a viable alternative to traditional solenoids 
and DC motors. Although VCAs are expensive, the 
combination of high acceleration, low latency, low hysteresis, 
and precision positioning result in an effective means to control 
striking implement tip motion. Through comparative analysis 
and experimentation we have demonstrated that the application 
of VCAs and associated control/training algorithms can 
successfully contribute to the evolution of percussion robotics. 

Future work includes enhancing the existing prototype by 
adding a second degree of freedom to control the lateral or X 
axis impact location of the striking implement tip. Mirroring 
the 2DOF system to the other side of the robot will serve to 
complete a left and right hand design. Further development of 
signal processing performance and resolution will reduce 
rendered artifacts and increase fidelity in multiple dimensions. 
Both quantitative and qualitative studies will be used to steadily 
improve software, hardware, and mechanical components 
towards the goal of approximating human performances using a 
practical and robust design. 

With a self-contained and capable VCA based robotic 
percussion platform, further exploration of motion control and 
learning algorithms can be conducted to render pre-recorded 
motion, live, and composed performances that begin to nudge 
existing boundaries of timing, dynamics, and timbre fidelity 
[19]. Additionally, the introduction of stochastic processes 
offers the opportunity to imbue renderings with human qualities 
that make each performance unique and pleasing to the listener 
[16].  

For live or playback performances, a MIDI continuous 
controller interface and Open Sound Control (OSC) network 
message support will be added to enable normalized absolute 
striking tip positioning. Although a MIDI continuous controller 
is limited to a range of 0-127, two controllers can be used to set 
the course and fine values for an effective range of 0-16383 at a 
command overhead cost of 6 bytes or ~2ms at 31.25K baud. In 
contrast, OSC network messages natively support 32-bit 
integers and arbitrary length payloads for high resolution low 
latency control when used over a gigabit network.  
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ABSTRACT 
We present a textile pressure sensor matrix, designed to be used 
as a musical multi-touch input device.  An evaluation of our 
design demonstrated that the sensors pressure response profile 
fits a logarithmic curve (R² = 0.98). The input delay of the 
sensor is 2.1ms. The average absolute error in one direction of 
the sensor was measured to be less than 10% of one of the 
matrix’s strips (M = 1.8mm, SD = 1.37mm). We intend this 
technology to be easy to use and implement by experts and 
novices alike: We ensure the ease of use by providing a host 
application that tracks touch points and passes these on as OSC 
or MIDI messages. We make our design easy to implement by 
providing open source software and hardware and by choosing 
evaluation methods that use accessible tools, making 
quantitative comparisons between different branches of the 
design easy. We chose to work with textile to take advantage of 
its tactile properties and its malleability of form and to pay 
tribute to textile’s rich cultural heritage.  
 
Author Keywords 
Multitouch; piezoresistive; fabric sensor; e-textiles; tangible 
computing; musical input. 
 
ACM Classification 
H.5.2. [Information Interfaces and Presentation] User Interfaces: 
Input devices and strategies (e.g., mouse, touchscreen), H.5.5 
[Information Interfaces and Presentation] Sound and Music 
Computing: Systems. 

1. INTRODUCTION 
We present a soft textile multi-touch sensor designed for 
musical input as an alternative to existing rigid devices. 
Conventional input devices have materials and fixed shapes 
that restrict our possible actions to a predesigned set. A textile 
device, however, does not have such fixed affordances. A sheet, 
for example, can change its affordances rapidly when 
reconfigured. It could be tied in multiple knots to create an 
improvised rope-ladder, it could be spread out over a table to 
become the decorative backdrop of a meal or it could be 
wrapped around a person to provide warmth and comfort. 
 In addition to a textiles dynamic affordances, we are 
fascinated by the aesthetics of textiles themselves. Textiles, as 
the end product of a creative process, come with a rich cultural 
heritage and diversity of fabrication and manufacturing 
traditions. Simultaneously, there are a large variety of practices 
that use textiles as a raw material to be further crafted into the 
desired object of interest. 

 
Figure 1:  Simple interactive Canvas using capacitive leads 

 Inspired by these properties of textiles, we set out to create an 
interface that would not only provide musicians with a unique 
and satisfying platform for performing digital music, but also 
be visually appealing to an audience. We believe that the 
unique affordances of textiles will open new expressive 
opportunities for performers [28], while the aesthetic qualities 
of textiles provide the performance with an additional layer of 
artistic expression. 
 While initially exploring large form factors that support full 
body interaction (Figure 1), we eventually settled on a smaller 
design, the shape and size of a record sleeve (Figure 2). This 
relatively small size was chosen as an accessible platform for 
prototyping and evaluating designs as it reduces material costs 
and enables faster design iterations. To further advance 
collaborative research into textile input devices, all hardware 
and software elements are open sourced and can be accessed on 
our GitHub account1. 
 In this paper we present the hardware design of a resistive 
matrix sensor that consists of a multi-layer textile. Additionally 
we present a host application that uses OpenCV to transform 
the raw sensor data into useful information that can be 
interpreted by a synthesizer or DAW. We also provide a 
technical evaluation of the systems performance. Our 
evaluation uses simple tools, so that people who wish to extend 
or modify our designs have an easy way of quantifying if and 
how they improved on the design. We find that the field of 
textile electronic input devices is ripe with smart one-off 
prototypes, but that it is often difficult to infer how well these 
perform or make comparisons between different methods. By 
sharing our work this way, we contribute toward the maturation 
of these technologies and hope to inspire others to do the same.  
 

                                                                 
1 github.com/eTextile/resistiveMatrix 
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2. CONTRIBUTIONS 
 We present a prototype multi-touch enabled fabric as music input 
device. The design is intended as a prototyping and developing 
platform to enable faster iteration and comparison of both hardware 
and software parameters. While our device is built on a tradition of 
music input devices, we offer a series of contributions over previous 
work. These include:  

• Descriptions of the hardware, improving the ease with which 
novices and experts can implement such sensors. 

• A method of constructing the interface between soft fabric 
and rigid PCBs, using a fabric bus. 

• Blob tracking to better utilizing the sensor data for 
multidimensional musical input. 

• A technical evaluation of the force, spatial and temporal 
sensing resolution of the sensor.  

• Generalizable guidelines for the design of sensors with 
different temporal or spatial requirements. 

3. RELATED WORK 
The history of conductive textiles is less recent than one might 
think. For example, in the 17th century gold and silver yarn 
were woven into tapestries in France [3] or wedding dresses in 
Indonesia [23] for decorative purposes. It is only recently 
however, that we have started taking advantage of the electrical 
properties of such textiles. Currently when people speak of 
eTextiles they usually refer to two complementary concepts: 
On the one hand there are systems such as Lilypad [5] that are 
typically used for augmenting existing materials with electronic 
components. On the other hand efforts exist that try to combine 
the affordances of the textile and the functions of digital 
circuitry into hybrid eTextiles [4, 11]. Our work contributes to 
both traditions. Our sensing approach uses and traditional 
textile fabrication methods to create an analog electronic 
device, while our bus system improves over methods explored 
by researchers and tinkerers that add electronic devices to 
fabrics.  
 The motivations for working with eTextiles are varied. A 
recurring theme are the aesthetic and sensual qualities of 
fabrics, explored in various artistic installations [2, 9]. Others 
have approached the topic from a fashion design perspective, 
using eTextiles to expand the tools available to fashion 
designers in manufacturing garments that have additional 
functional elements [1, 11, 14]. A frequent motive is also that 
the crafting process that results from combining textile and 
electronic workflows appears to be more approachable than 
either alone, making eTextiles a popular medium of introducing 
young people to creating their own interactive technologies [6, 
17, 18]. 
 Soft circuitry presents designers both with new opportunities 
and new challenges. Much creativity, ingenuity and hard work 
has been invested into finding soft, hand-craftable alternatives 
to traditional rigid digital components such as switches, 
multiplexers or sensors [19, 20]. Practitioners have created 
online open source libraries [16] and physical swatchbooks to 
share their designs2. The communities around this craft of 
textile electronics typically come together at textile-
hackerspaces such as Datapaulette3 in Paris or the Electronic + 
Textile Institute in Berlin4 and at annual events such as 
‘Schmiede’5 or the E-Textile Summer Camp6. It is within this 
culture of open source exchange of knowledge between the 
                                                                 
2 http://etextile-summercamp.org/swatch-exchange/ 
3 http://datapaulette.org/ 
4 https://etiberlin.wordpress.com/ 
5 http://schmiede.ca/ 
6 http://etextile-summercamp.org 

Arts and Technology that the work presented in this paper 
emerged.  
 A promising alternative to manipulating fabrics is 
investigated by Rathnayake and Dias [22] who integrate the 
electronic elements into the core of yarns. Google ATAP 
recently published a simpler but related approach [21]. 
 Various methods exist to facilitate fast prototyping of multi-
touch input devices. The most common are capacitive touch 
sensors. Others have used infrared [26], resistive [15], or even 
skin-conductance based sensors [7]. In combination with fabric, 
stretch sensing approaches have also been popular [8, 27]. 
Methods used in flexible or fabric devices include 4 wire 
resistive touch [25], two wire resistive touch [29] and a variety 
of other approaches [10]. The sensor discussed in this paper is 
very similar to resistive multi-touch matrices presented by Roh 
et al. [24] and Zhou et al. [30]. Roh et al. present various 
methods to design and fabricate such sensors, while Zhou 
explores what kind of information can be visualized using the 
raw data. We expand on these devices by showing how the data 
can be used for input to musical devices and by evaluating their 
performance in the context of musical input and by making first 
steps towards generic design guidelines.  
 The affordances of textile or deformable instruments have 
been explored within the HCI community, for example Gomes, 
et al [12] explored flex-input for modulation and effect control 
while Troiano et al. explored what type of input musicians 
preferred for what type of control [28], suggesting tapping or 
pushing for sound generation and deformations for sound 
modulation. Our own input methods currently are simpler than 
those suggested by Troiano and Gomes, as we are still 
evaluating the basics of our design, however going forward we 
wish to support these as well. 

4. IMPLEMENTATION 
Our design follows the same principles as sensors presented by 
Roh [24] and Zhou [30]. The hardware and software design is 
freely available and documented on GitHub7. The design 
consists of the textile sensor, a microcontroller board, a custom 
PCB with circuitry for sampling the sensor and hardware for 
physically connecting to the sensor, and a computer application 
that interprets the data to pass it on as OSC messages (Figure 
2). 

                                                                 
7 github.com/eTextile/resistiveMatrix 

 
Figure 2: eTextile sensor based on the design described in 

this paper. Visualization provided by host application. 
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4.1 Textiles 
The eTextile consists of a ‘sandwich’ of materials with 
different properties. The outer layer is a non-conductive textile 
(Figure 3, striped, dark Purple), the core consists of a 
piezoresistive material (black) and between the outer layer and 
the core there is a layer of conductive material arranged as a 
grid (silver). 
4.1.1 Conductive 
The conductive textile is cut into strips that are fused to the 
non-conductive backing. The conductive textile must have 
minimal resistance, as any resistance it has would reduce the 
measurement precision, and it must be easy to cut into custom 
shapes. Currently the conductive material is cut into strips by 
hand. In the future we will explore other patterns to improve 
the transition between stripes, using a laser-cutting process. 
Potential materials that can be used include the ripstop line be 
Statex8  - we have successfully used Statex ‘Bremen’ in 
combination with two layers of iron-on adhesive sheet. Various 
Chinese manufacturers produce conductive material that have 
the benefit that they come pre-fused to iron-on glue. 

4.1.2 Piezoresistive 
The core needs to change its conductive properties when 
compressed. Materials such as Velostat achieve this by proxy 
of the quality of the surface contact. Piezoresistive materials 
change their resistance based on compression. Our current 
implementation uses a piezoresistive material by Eeonyx9 that 
has a nominal resistance of 20K ohms per square. The 
resistance drops monotonously with increasing compression. 

4.1.3 Non-conductive 
The non-conductive material turns the layers of conductive 
stripes and piezoresistive core into a single, cohesive object. It 
also serves the function of an insulator. 
 We consider the texture of the non-conductive material to 
also be a functional property (Figure 4). For example the 
orange textile (Figure 4, top left) has a relatively uniform grain, 
while the grain of the textile shown in figure 3 and bottom left 
of Figure 4 has a grain with a clear directionality. This 
directionality of the grain gives the textile a unique affordance, 
the experience of moving in one axis can be clearly 
distinguished from the other.  
 We are in the process of actively exploring such tactile 
affordances by designing custom textiles. The overlay seen in 
Figure 4 (top right) uses neoprene dots fused to a soft elastic 
sheet, while the overlay at the bottom right has a screen-printed 
tactile pattern  

                                                                 
8 statex.biz/index.php/en/2012-04-06-13-28-47/item/159-

shieldex%C2%AE-gewebe 
9 http://eeonyx.com 

4.2 Bus System 
One of the challenges of eTextiles is that electronic components 
typically are rigid while textiles are soft and elastic. Any 
interface between a rigid and a flexible object is subject to 
stress and a potential breaking point. Additionally, the go-to 
crafting methods of the two media (sewing and soldering) are 
inherently incompatible. This makes connections between 
electronics and fabrics challenging, especially if dealing with a 
large number of connections as found in our textile 
 We address this problem by designing a ribbon with 
integrated conductive thread (Figure 5, right). This ribbon is 
placed perpendicular to the conductive strips and the 
conductive strips are connected to the ribbon by sewing them 
together with conductive thread. Headers can be crimped to the 
conductive ribbon, using methods otherwise used for flexible 
thin film cables (Figure 5, bottom). These headers allow 
connecting the ribbon to rigid electronics. Alternatively, to save 
space, the ribbon can also be directly sewn to a PCB with a 
dual-row of holes for standard header pins (Figure 5, top). 

4.3 Electronics 
We created a custom PCB to use with the Teensy3.x that can be 
sewn to the ribbon or connected with headers. This PCB 
includes a resistor array, a button, an LED, a battery connector, 
a charging circuit and an audio output. The resistor network is 
used to create voltage dividers. These are used for measuring 
the resistance between the top and bottom layers of strips. We 
sample the voltage of each top strip while sequentially pulling 
each of the bottom strips high. This enables us to infer the 
pressure at the intersection of each of the top strips with each of 
the bottom strips, for a total of 265 (16 by 16 strips) pressure 

 
Figure 3: Multi-layer structure of eTextile sensor: non-

conductive (outside), piezo resistive (center) and conductive 
(in strips) materials combine to form the sensor. 

 
Figure 4: Four different tactile experiences: Textiles on 
the left are the part of the sensor, textiles on right are 
overlays designed to explore alternative affordances 

 
Figure 5: Bus system – Schematic representation (right) 

and example of ribbon sewn to PCB (left, top) and ribbon 
crimped to female headers (left, bottom). Connections are 

made by sewing conductive thread where ribbon and 
strips overlap (highlighted in red) 
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values. Whenever the calibration button is pressed or the teensy 
rebooted, the noise floor is removed by subtracting the state of 
the resting sensor from all future readings.  

4.4 Software 
The Teensy3.x sends the raw sensor readings to a host 
application over USB. The host application interpolates the data 
to extend the resolution from 16x16 to 64x64 or more, as this 
eases the implementation of the blob-tracking.  
 We treat the raw data as an image and use blob-tracking to 
identify touch-points. We assign a persistent ID to each touch-
point: if a finger is lifted and then placed back at the same 
position or a position matching its trajectory, it maintains its 
ID. The host application is written using Open Frameworks. 
The blob tracking is done using OpenCV. 
 The host application then sends out an OSC message for each 
touch-point containing its ID as well as position (x, y), pressure 
(z) and size (A). Typically the x dimension will control the 
pitch of the tone and the pressure (z) the volume. The y 
dimension and the area (A) can be used to manipulate filters or 
effects. These mappings are not mandatory; other mappings can 
and should be explored in the context of textile devices. For 
example, if the y dimension is also mapped to pitch, interesting 
polyphonic effects can be achieved by folding the textile.  
 To allow easy exploration of this input-dimension space, we 
provide sample applications of simple synthesizers made with 
Supercollider and PureData10, demonstrating how the 
dimensions of each touch-point can be used to manipulate 
sound parameters. The host application can also provide MIDI 
output to connect to applications such as Ableton Live. 

4.5 Embedded Options 
We intend to integrate the host application with the embedded 
application, enabling future eTextile devices to directly 
communicate with DAW software or allow stand-alone 
operation. Currently we provide two alternative builds of the 
embedded software, one version acts as a standard MIDI 
device, and the other version provides direct audio-out11, using 
the DAC of the Teensy3.x. The drawback of the MIDI build is 
that it currently does not support multi-touch. 

5. EVALUATIONS 
As more variations of the initial design are being created, it 
becomes more relevant to compare not just their feel, but also 
their objectively measurable performance. By doing so we 
intend to not only characterize the existing sensor, but also 
identify where improvements to our design are necessary, 
create generalizable guidelines for future designs and create a 
benchmark that these future designs can be compared to.  
 To make our evaluation easily reproducible, the tools we use 
are as simple as possible. They consist of a series of weights 

                                                                 
10 github.com/eTextile/Skins 
11 github.com/eTextile/resistiveMatrix 

consisting of stacks of European 50 cent coins, as well as laser 
cut round disks of different sizes to create controllable touch-
points of varying size.  
 The evaluations are not measure of maximum possible 
performance of this sensor type, but represent the current status 
quo of one of our sensors. We intend to use this data in the 
future to describe how changing parameters of our design can 
improve sensor precision in future iterations.  

5.1 Force Sensitivity 
We placed objects of varying weight on our sensor to measure 
how a change in weight relates to a change in output signal. We 
used €0.05, €0.10, €0.20 and €0.50 coins to measure light 
weight. We then increased the weights by stacking 5, 10, 15, 
20, 40 €0.50 coins. Finally we placed 0.5kg (64 €0.50 coins), 
1kg, 1.5kg and 2kg weights on the fabric (as seen in Figure 6). 
We recorded blob position as well as raw sensor data for each 
weight. We used a weighted average of the three highest sensor 
readings per blob (3:2:1 ratio in descending order) to describe 
the blobs z-value. We repeated the series of measurements 7 
times for a total of 112 measurements (Figure 7).  
 We found that overall there was a high logarithmic 
correlation between the applied force and the recorded z-values 
(y = 34.128 ln(x) - 43.016, R² = 0.98), however, the measures 
were divided in two sessions as the entire dynamic range of the 
sensor cannot be used concurrently. Weights below 10g 
required a more sensitive blob-calibration that leads to artifacts 
if heavier weights are used. If the blob calibration is adjusted to 
work well with heavy weights, the light weights no longer 
register, and we cannot extract a z-value from them. In the 
future this can be compensated with a dynamic blob-threshold. 
Figure 7 shows the maximum, minimum and average sensor 
output for each weight.  
 Please note that we are not evaluating the pressure response 
curve of the piezoelectric core, but rather of the entire system. 
Had we placed each weight at the same location, our response 
curve would show less variation, however such an evaluation 
would not capture the sensors properties, as a performer would 
currently experience them.  

 
Figure 6: Images taken during the evaluation of force sensitivity. 

 
Figure 7: Weight (x-axis, grams) vs sensor output (y-axis) 
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5.2 Spatial Resolution 
We laser cut 6 circular chips out of pressboard sheets. The 
diameter of these circles was 125mm, 20mm, 25mm, 30mm, 
50mm and 75mm respectively. We added weights to each chip 
so that the weight per cm2 was ~25g. We then placed each of 
these objects on 21 locations of the sensor (3 columns with 
10mm spacing by 7 rows with 5mm spacing) for a total of 126 
measurements (demonstrated in video figure). 
 We found that the average absolute error in one dimension 
was less than 10% of the strip width (M = 1.8mm, SD = 
1.37mm). Based on this we calculate the average absolute error 
to be 12.5% of the strip width (~2.5mm) in two dimensions. 
Figures 8 and 9 show some systematic properties of these 
errors. Figure 8 highlights issues with the interpolation: As the 
pressure point transitions from one strip to the next, it will 
initially overestimate the actual position of the pressure point, 
and will then underestimate the position once it has moved 
beyond the center of the strip. The maximum errors resulting of 
this motion are typically less than 15% (<3mm) of the width of 
individual strips (Figure 8). 
 Figure 9 shows that the different pressure point sizes did not 
contribute equally to the overall error. We found that pressure 
points that were 150% the size of the strip (30mm) created the 
smallest errors: ~ 6% of strip width (M = 1.2mm, SD = 0.9mm). 

5.3 Latency 
The temporal precision of the sensor is important, especially 
when rhythmic accuracy is desired. To better understand the 
temporal properties we measure the time that the 
microcontroller takes for executing the readings. The 
microcontroller measures 256 analog voltages; each 
measurement is conducted 4 times and averaged to reduce 
noise. Once the measures are taken, the noise floor from the 
initial calibration is removed and the data is sent over USB. 
The total time of this was measured 10 times by creating a 
timestamp at the beginning of the measurement cycle and 
comparing that to a second timestamp that marked the 
completion of the measurements. The total time was 2.1ms (M 
= 2100.78μs, SD = 2.2μs).  

6. DESIGN GUIDELINES 
Our evaluation points out what aspects of our sensor can be 
improved. We hope the evaluation to be generalizable to other 
sensor, which is why we present results in percentage of 
distance of sensing elements. We can also extract some lessons 
from our evaluation that provide us with useful heuristics for 
designing future sensors. 

6.1 Spatial vs Temporal Resolution 
An inherent limitation of matrix-style sensors is that if the 
resolution of the sensor is doubled, so is its latency. This can be 
mitigated by, for example, dynamically adjusting the 
resolution. This can be done in hardware by pulling multiple 

strips high instead of one, or in hardware by temporarily 
connecting multiple ADC channels and only reading from 
every other channel. A piece of textile with a series of 
conductive patches with the size of two strips could be folded 
into the sensor to achieve the hardware modification. 

6.2 Strip Width 
If we have information on the size of the expected pressure 
points (think finger, vs cat-paw, vs foot) we can calculate the 
size of the strips to maximize its size or minimize the error. Our 
measurements suggest maintaining a ratio of expected pressure 
point size to strip size of 3:2. For example, when designing a 
sensor for fingertips (~15mm) the strips should be spaced 
approximately ~10mm apart. If designing a sensor for cat-feet 
(~24mm) the strips should be spaced approximately 16mm 
apart. 
 If we have no knowledge of the expected pressure points but 
wish to keep our error below some absolute measure, we should 
design the sensor so that the acceptable error is less than 12.5% 
of the strip width.  

7. FUTURE WORK 
So far we have barely breached the opportunities provided by 
the textile, as we have used it more or less as one would a large 
touchpad. The soft, malleable nature of the sensor opens up an 
exciting design space: For example, it could be draped over a 
drum pad, to trigger multiple synthesizers with a single action. 
The sensor could be folded for chorded input – reconfiguring 
the folds provides users with a fast way of programming the 
composition of the chords (Figure 10, left). The textile can be 
draped over objects of various shapes, enabling musicians to 

 
Figure 8: Location (x) vs measurement error (y) in mm 

 
Figure 9 – Pressure point size (x, in percent of strip width) 
vs absolute error in two-dimensions (y, in mm).  

 
Figure 10 – The sensor is folded for one-finger chorded 

input and worn as a sleeve for on-body interaction 
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explore concave or convex input devices. Finally its textile 
nature allows it to be draped over the body, be it as clothing or 
as a soft, malleable wearable (Figure 10, right). Currently only 
few explorations of such unique input methods exist (e.g., 
[13]). We intend the groundwork provided in this paper to 
support future explorations of this space. 

8. CONCLUSION
We have presented a textile multi-touch sensor, together with 
ample documentation on its construction and use. For us, 
working with textile is not a coincidental choice, rather it 
comes out of a position of respect towards the rich cultural 
heritage that comes with textile and a fascination of the 
opportunities that the malleability of fabric and the tactile 
properties of different textiles provide in the design of musical 
input devices. Our evaluations demonstrate that the spatial and 
temporal precision of the sensor is high enough for being used 
for performing music, but that there is also room for 
improvement. Most of all we hope that our evaluations will 
help others make better design choices when designing their 
own sensors and provide others with a tool to asses if and how 
their designs improve over the one provided by us. 
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ABSTRACT
While there are a great variety of digital musical interfaces
available to the working musician, few o↵er the level of im-
mediate, nuanced and instinctive interaction that one finds
in an acoustic shaker. bEADS is a prototype of a digi-
tal musical instrument that utilises the gestural vocabulary
associated with shaken idiophones and expands on the tech-
niques and sonic possibilities associated with them.
By using a bespoke physically informed synthesis engine,

in conjunction with accelerometer and pressure sensor data,
an actuated handheld instrument has been built that allows
for quickly switching between widely di↵ering percussive
sound textures. The prototype has been evaluated by three
experts with di↵erent levels of involvement in professional
music making.
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Digital Shaker, Nime, DMI, Actuated Instrument, PhISEM
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1. INTRODUCTION
Electronic percussion has been commercially available since
the 1980s. Their use, and the sounds they can produce
have become more sophisticated and they are used in many
genres of music.
Sales of electronic drum-kits have been steadily increas-

ing for year, and now appear to be outselling their acous-
tic counterparts. [11] The Electronic Percussion Industry
Council (EPIC) has recently been established to help pro-
mote and educate in the use of electronic percussion. [2]
These instruments are clearly popular and are likely to con-
tinue increasing in popularity.
In many music circles a distinction is made between the ti-

tle of Drummer and Percussionist. Whilst drummers are in-
deed percussionists, there are percussionists who have great
success without sitting behind a drum kit. Other electronic
percussion formats are produced, such as the MalletKat,
but electronic percussion seems to have evolved mostly from
the drum-kit and the drum-pad. [14] What of percussion-
ists who are not drummers? Would they not benefit from an
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interface that caters to their highly refined set of gestures,
that can cover a myriad of sounds and control possibilities?

Commercial electronic percussion products have become
increasingly sophisticated since they first became popular
in the eighties. But the reasons for the continuing increase
in their uptake amongst musician’s remain the same. Ben
Meyer reviewed these advantages which are summarised in
table 1. [13]. A review of drumming forums revealed some
common criticisms, whilst these criticisms may not be uni-
versally applicable or accurate, they give some indication
as to consumer perception, and therefore Digital Musical
Instrument (DMI) design requirements.

In music technology circles there are interfaces that present
a variety of possibilities for capturing gesture for musical
purposes. They are not in any way restricted to the drum-
kit paradigm and many of them, such as Navid Navab’s
Gesture Bending and Greg Beller’s Synekine Project, have
been applied with percussive e↵ect. Performers such as Alex
Nowitz, Andrew Stewart have also achieved expressive and
sophisticated musical performances using non-conventional
music controllers (Wii remote and T-stick), but these ex-
amples seem to be the exception rather than the rule [23,
25].

The physical form and method of interaction with an
instrument using physical modelling was investigated with
Physmism [8]. One of the findings was that a well designed
and natural feeling interface can easily be appreciated by
a musician when exploring the possibilities that physical
modelling can provide.

[15, 16, 24, 7] Despite the great artistic potential of these
technologies, the commercial trends seem to be pointing
even more towards the portable rather than the expressive.
DrumPants, Aerdodrums and Freedrum all do away with the
need for a drum surface to provide a small physical footprint
and quick set-up, and seemingly sacrifice some degree of
nuance in the process. [3, 1, 4]

Numerous studies have investigated the impact of cuta-
neous transfer of audio information in various Human Com-
puter Interaction (HCI) scenarios. O’Modhrain and Essl
developed Pebble Box and Crumble Bag to ”uncover in-
stances of coupling, however loose, between the haptic and
auditory senses” [19]. In Playing by Feel O’Modhrain lays
out a model of motor skill acquisition in the practice of a
musical instrument where the methods a musician employs
to monitor the state of their instrument and their own per-
formance progress through various stages, she argues that
haptic feedback can play an important role in learning a
new instrument [17]. Cook also considers haptic feedback
as a potentially valuable tool in a digital musical instru-
ment. He employs a solenoid in his Haptic Maraca to open
up this feedback modality within the format of a shaker [10].

Amongst the most valued qualities of acoustic instru-
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Table 1: Pros and cons of Electronic Percussion
Pros Contras
Low Acoustic Volume Not as responsive to velocity as acoustic alternatives
Portability Aesthetic preference for acoustic sound
Small physical footprint Dictates sound for recording
Ease of recording Not as responsive to playing subtleties
Versatility Feels very di↵erent to acoustic kit
–Triggering Possibilities Requires amplification, even for practice
–Midi output Technical di�culties in performance
–Combination with Virtual Studio Technology (VST) High repair costs
–Use of sampling to a↵ord being able to change drum
sounds

ments is ability to transfer the more detailed aspects of
music, beyond timing and overall dynamics. These details
are clearly important to the musician, but also have an im-
pact on the audience. Many electronic percussion instru-
ments cannot distinguish between the strike of a drumstick
and the tap of a finger. Clearly this is a shortcoming, one
only has to consider the care that drummers take in choos-
ing the weight, material, design and general style of their
sticks. The ability to completely change sound, and make
noises that would not normally be possible with an acoustic
instrument are the cherished advantages of a digital ap-
proach.
Shakers are a sub–group of percussion instruments that

can be found in a wide variety of shapes, sizes and mate-
rials. They can be found in various forms in most cultures
and date back to at least three thousand years ago. [20]
Most musicians are familiar with their use at some level,
and for most humans, a shaker, in the form of a rattle, is the
first music instrument they are likely to hold. Interaction
with these instruments is both instinctive, and su�ciently
intricate to allow for expressive use. This paper describes
a prototype DMI – bEADS (see figure 1) which has been
designed in the hope that such an instrument open up the
world of Electronic Percussion to a new group of musicians.
Unlike Cook’s Haptic Maraca, bEADS is modelled after a
generic form of shaker where the performer’s hand is in con-
tinuous contact with the primary resonant material of the
instrument. This model was chosen as it is more typical
of the shakers that are in common use across music genres,
allows for the exploration of standard playing techniques
related to grip variation (implemented as pressure sensor
readings) and mimics shakers where a more significant level
of cutaneous information transfer might occur.

2. AN ACTUATED DIGITAL SHAKER
bEADS stands for Extended Actuated Digital Shaker. It
takes advantage of the gesture vocabulary associated with
an acoustic shaker, extends the possible interaction and
sonic capabilities of shaken idiophones and is actuated to
provide a realistic, credible user experience.

2.1 Construction
The shaker housing was made from laser-cut 6mm MDF. It
housed all of the following equipment with the exception of
the laptop running the Max/MSP patch.
A Grove - IMU 10DOF motion sensor was used as an

accelerometer. Gyroscope information was not used in an
attempt to reduce latency in the Arduino code. A single
5 mm Force Sensing Resistor (FSR) was sandwiched inside
the shaker housing. An Arduino Uno was employed to send
IMU and FSR data to Max/MSP which generated both
audio and haptic output. These signals were sent to the
three watt class D stereo acoustic amplifier board powering

Figure 1: bEADS

the two 1 watt audio exciters, which were attached to the
inside of the shaker housing.

2.2 The Synthesis Engine
Taking inspiration from PhISEM, as described in [9], a syn-
thesis engine has been created to mimic some of the qualities
of shaker instruments.

The accelerometer data is used to create an amplitude
envelope, this envelope is applied to a white noise signal.
A threshold is then created by multiplying the envelope by
a user defined factor. When the enveloped noise exceeds
the threshold a collision is modelled with an impulse signal
output. The envelope is then applied to the series of impulse
signals.

This stochastic signal is then sent to a bandpass filter.
Instead of attempting to simulate existing materials, control
of the filter parameters is carried out by manipulation of
the shaker, thus extending the expressive capabilities of the
instrument.

2.2.1 Colouration
During the initial stages of software development a simple
sonification approach was used to explore the possibilities of
bEADS. Assigning the frequency of elementary wave forms
to direction of force led to entertaining results. This led to
the metallic and Cuica modes described below.

2.2.2 Mapping

14



Figure 2: Schematic of bEADS circuitry

Sound synthesis is controlled via motion and pressure via
the shaker, whilst various parameters and mappings can be
defined via a Graphical User Interface (GUI) on the laptop
running Max/MSP. See figure 3.
The accelerometer x, y and z data is converted from

Cartesian to spherical coordinates so that magnitude and
direction can be used for mapping. A constant approxi-
mating acceleration due to gravity is subtracted from the
magnitude value.

2.2.3 Envelope
The magnitude of the spherical accelerometer data controls
the amplitude of the synthesised sound, and by implica-
tion the envelope. Two line objects provide overlapping
envelopes for attack and decay 1.
The attack and decay times, and their gain values can be

altered via the GUI.

2.2.4 Band Pass Filter
The x value of the accelerometer is mapped to the centre
frequency of a band-pass filter, this results in di↵erent fil-
tering e↵ects depending on the orientation and rotation of
the shaker whilst in use.
Depending on user selection via the Max/MSP GUI, the

width of this filter can be changed during performance by
increasing or decreasing grip pressure.

2.2.5 Metallic Sound
When the metallic colouration is selected via the GUI, di-
rection of force (azimuth and polar angles) control the fre-
quencies of two dissonant sine waves.
The balance between metallic sound and collision sounds

is controlled by the grip pressure.

2.2.6 Cuica Sound
When the Cuica colouration is selected the frequencies of
two sawtooth waves are modulated by force direction (as
with the metallic colouration) and by grip pressure. The
tighter the grip, the higher the pitch.

2.2.7 Haptic Feedback
Haptic and audio signals are sent to separate transducers in
the shaker housing.
Depending on the user selection via the GUI the haptic

feedback can either follow the attack portion of the enve-
lope, or the entire synthesised sound.

1It should be noted that in this scope attack and decay do
not refer to standard ADSR parameters, but rather two line
objects that govern the overall response to a given accelera-
tion. Attack, in this instance might roughly equate to attack
and decay, and decay representing sustain and release. In
reality they overlap somewhat.

Figure 3: Coarse overview of the bEADS system

It was determined during development that when haptic
feedback was governed by the entire acoustic amplitude the
experienced became confusing. The preferred condition is
obtained by using the attack portion of the signal.

Attempts to use the synthesised audio signal as the haptic
feedback source were unsuccessful as often these signals did
not result in the shaker housing resonating at a frequency
that could be detected via cutaneous sensation.

A sawtooth wave at 40 Hz was chosen as the base vibra-
tion signal. This provides a high energy whilst still feeling
natural. The selected envelope is then used to control the
amplitude of this signal, which is subsequently filtered to
ensure that any audible aspect of the haptic signal is re-
duced.

2.3 Evaluation
Three experts were selected to help evaluate bEADS. They
were all male, aged between 38 and 53 and heavily involved
in music in various ways. They all play percussion instru-
ments. There were separate evaluation sessions for each
expert. Evaluation took between three and four hours per
person.

Evaluation took the form of a series of simple musical
tasks, directed, informal interview, comparison to a selec-
tion of three acoustic shakers and open experimentation
with the instrument. Video was recorded during evaluation
and used further scrutinise interaction with the shaker.

2.3.1 Playing with a Metronome
This test was carried out first as it is a basic exercise and
should therefore be possible if bEADS is to function prop-
erly. The feedback settings were also alternated to ascertain
how e↵ective the actuated design was. See table 2.

All three subjects were able to play along with a metronome,
without instructions as to how to play. This test shows that
the interaction is instinctive, and that bEADS is, at least
at this elementary level, a functioning musical instrument.

There was no significant variation in Likert scores for
playability between settings. However, all three expressed
a strong aesthetic preference for having the acoustic and
haptic feedback from the shaker. Each musician was asked
to play in tempo with a metronome set at 120 bpm, for one
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Figure 4: Expert A testing bEADS

Table 2: Feedback settings used for testing
Setting Haptic Audio Source

1 Yes Shaker Housing
2 No Shaker Housing
3 No Laptop Speakers

Figure 5: Rhythm pattern used for initial testing

Figure 6: Three acoustic shakers used for compari-
son tests

minute, using a basic eighth note rhythm. See figure 5.

2.3.2 Informal Interview
Each musician was encouraged to play with bEADS, and
the other three available shakers(see Figure 6) whilst dis-
cussing and evaluating a set of qualities and design aspects
that had been chosen after reviewing various approaches to
musical instrument evaluation. [18, 6, 22] These discussions
continued throughout the rest of the testing session.

The overall response from the three musicians was posi-
tive. Feedback is summarised in table 3.

In addition to traditional shaker gestures and sounds, all
three musicians found that new gestures could be used for a
di↵erent set of musical e↵ects. They felt it could be used as
a sound e↵ects controller. One expert stated that he felt it
was an instrument in it’s own right and could be composed
for.

There was a consensus that the size of the shaker, com-
bined with using grip pressure as a control gesture, led to
fatigue in the hand.

The mapping of x value from raw accelerometer readings
to filter centre frequency (see section 2.2.2) led to some con-
fusion. It made the shaker very sensitive to rotation about
the z axis, which was a↵ected by how the user happened to
be initially holding it.

2.3.3 System Usability Scale
An adapted System Usability Scale (SUS) questionnaire was
used to determine how easily the control and GUI concepts
were understood.

bEADS scored well – between 60 and 92.5. According to
[5] this equates to an adjective rating between OK and Best
imaginable.

Expert B scored the highest, significantly higher than ei-
ther Expert C or Expert A. This fits with his observed play-
ing – he appeared more confident than Expert A or Expert
C, but less adventurous. Lower scores might be equated
with an instrument that was more nuanced and complex,
or a performer trying to decipher some subtle behaviour
that they had detected.

2.3.4 Comparison to acoustic shakers
The experts were asked to play with each of the four shakers
and line them up from best to worse for each of the qualities
and design aspects discussed in section 2.3.2.

bEADS scored well in experienced freedom and possibil-
ities, and explore-ability, on average beating all three of
the other shakers. bEADS got it’s worst rating for timing
control and for learn-ability. Expert B and Expert A both
stressed that they believed it was just a matter of getting
to know the instrument. This result, combined with obser-
vations made in test 2, led to an experiment (see section
2.4) which uncovered latency and jitter issues which were
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Experienced Freedom
and
possibilities

Expert A and expert B were excited by the possibilities, which they stated were
beyond those of a normal shaker. Expert C felt that he needed more time to really
judge this aspect. See Explore-ability

Perceived control and
comfort

With the exception of Expert B, the experts found the size, unfamiliar response and
use of grip pressure led to fatigue in their hands.

Perceived stability,
sound quality
and aesthetics

bEADS was judged to be stable and produced a professional quality sound. The
volume produced was considered to be too quiet for anything other than solo practice.

Learn-ability The control of filters, pitch and cross-fading between sounds, combined with be-
havioural di↵erences from acoustic shakers, were considered to be something that
required time to master. All felt that this could be accomplished with time. Expert
A observed ”The more stories you can tell, the longer it takes to learn them”

Explore-ability The musicians initially approached bEADS with a behavioural model built on prior
knowledge of acoustic shakers. Expert C, being the least experienced musician
amongst them found it more challenging to master rhythmic control of the new in-
strument. This became an obstacle to exploration. All three had di↵erent comments
with regard to explore-ability, all were connected with learn-ability The professional
musicians were most inclined to continue exploring.

Feature controllability Overall the evaluators felt that, once they knew how to control the various features,
that they were easy to control, or could be learnt. Expert C found controlling with
orientation most challenging.

User experience bEADS was found to be interesting, inspiring and enjoyable by all the experts. Expert
B noted that holding the sound source in your hand made it feel like a real instrument.
He considered haptic feedback to play an important role in this. All three found the
wires somewhat frustrating. As noted above in perceived control and comfort, grip
pressure led to hand fatigue.

Timing Controllability Opinion was divided. Expert B found it no more or less di�cult than other shakers.
Expert A and expert C felt it was significantly di↵erent. Only expert C felt that it
was significantly more di�cult.

Categorisation It was felt unanimously that bEADS could be described as instrument like, or as an
extended instrument

Table 3: Key observations from experts

not immediately apparent during development.

2.4 Latency and Jitter
The bEADS shaker unit was placed on a thin cushion on
a table. The audio output from bEADS and the in-built
microphone signal were routed to separate channels of a
Zoom R16 multitrack recorder. The bEADS shaker housing
was then struck gently with an open palmed hand twenty
times.
The resulting recordings were then mixed into a stereo

file in Matlab. The di↵erence in onset times between the
microphone and bEADS output signals obtained using the
measure tool in Sonic Visualiser was taken as Latency. Jit-
ter was calculated from the di↵erences between all possible
pairwise combinations of the latency readings.
Latency and jitter were both found to be far higher than

the recommended target values. See table 4.
In a study of latency tolerance for theremin performance

it was noted that subjects over the age of thirty were less
perceptive of latency. All the experts use in this study are
over this age threshold. However, all subjects in this study
were able to detect latency of around 100 ms with similar
accuracy. In the same paper it is pointed out that a church
organ can have several hundred milliseconds of latency, and
can still be played with practice. [12]
The jit.fpsgui object is used in the bEADS patch to report

frame update rate. This reports a value for frame update
between 4.5 and 5 ms. This would result in jitter greater
than the commonly used 1 ms benchmark, but not as high
as the recorded values. Further investigation was carried
out by recording the raw accelerometer data from within
Max/MSP. These recordings showed that new values were
being updated every 20 ms. The origin of this jitter is still

the subject of investigation.

Average Jitter

Latency Max Min Average SD
115.3 ms 21 ms 0 ms 8.55 0.006

Table 4: Results of a simple latency test

These values require further study and explanation. In
a parallel study an experiment has been designed to shed
more light on why such high levels of jitter were not imme-
diately apparent in development or evaluation. [21]

3. CONCLUSIONS
A prototype of an actuated digital music shaker instrument
has been designed, built, and evaluated by three invited
experts.

It is believed that such an instrument would provide musi-
cians who do not play kit drums, particularly percussionists,
with a tool to experiment with the freedoms and creative
possibilities of digital musical instruments.

The current implementation can be improved upon by
choosing higher performance components, reducing latency
and Jitter, more closely modelling the behaviour of an acous-
tic shaker and allowing for integration with other systems
via protocols such as Open Sound Control (OSC). Future
iterations of bEADS could take advantage of technologies
such as concatenative synthesis to extend the sonic palette
of the instrument.

The high latency and jitter of bEADS is surprising given
that the experts felt that the instrument behaved predictably
with regard to timing. This could be an interesting area of
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further research, both to verify the results obtained during
this study, and to understand this phenomena.
The author believes that the refinement of the existing

mappings, GUI controls, and their integration into a single
amplifier and control unit, combined with a more refined,
perhaps wireless or entirely self contained shaker housing
would result in an attractive addition to the world of elec-
tronic percussion. This belief is supported by the positive
reaction of the selected experts who helped evaluate the
instrument.
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APPENDIX
A.

• Arduino Uno

– BUONO UNO R3

– Clock speed 16MHz

– Atmega328 TQFP-32 micro–controller

• TEAX13C02-8/RH Tectonic Audio Exciter

– 8 Ohm nominal

– 32.2mm x 26.3mm x 9mm

– 10 grams

– Voice coil diameter 133mm

– Continuous power handling (weighted pink noise)
1W

– Burst power handling (weighted pink noise) >2W

– Operating temperature range -20 to 55o C (TBC)

– Audio frequency range 500Hz to 20kHz

• FSR 400 Interlink Electronics

– Actuation Force 0.2 N

– Force Sensitivity Range 0.2 N – 20 N

– Force Repeatability +/- 2%

– Hysteresis 10%

– Non–actuated resistance 10 Mohms

– Rise time < 3 microseconds

• PAM8403 class-D audio amplifier

– 3W Output at 10
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ABSTRACT
Mobile devices constitute a generic platform to make stan-
dalone musical instruments for live performance. However,
they were not designed for such use and have multiple lim-
itations when compared to other types of instruments.
We introduce a framework to quickly design and proto-

type passive mobile device augmentations to leverage exist-
ing features of the device for the end goal of mobile musical
instruments.
An extended list of examples is provided and the results

of a workshop, organized partly to evaluate our framework,
are provided.
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1. INTRODUCTION
Mobile devices (smart-phones, tablets, etc.) have been used
as musical instruments for the past ten years both in the
industry (e.g., GarageBand1 for iPad, Smule’s apps,2 mo-
Forte’s GeoShred,3 etc.) and in the academic community [5,
14, 13, 6, 4, 2, 15]. As stand alone devices they present a
promising platform for the creation of versatile instruments
for live music performance. Within a single entity, sounds
can be generated and controlled, di↵erentiating them from
most Digital Musical Instruments (DMIs), and allowing the
creation of instruments much closer to “traditional” acous-
tic instruments in this respect. This resemblance is pushed
even further with mobile phone orchestras such as MoPhO4

[16], where each performer uses a mobile phone as a inde-
pendent musical instrument.

1http://www.apple.com/ios/garageband – All the
URLs in this paper were verified on 04/07/17.
2https://www.smule.com
3http://www.moforte.com/geoshredapp
4http://mopho.stanford.edu
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NIME’17, May 15-19, 2017, Aalborg University Copenhagen, Denmark.

Despite all these qualities, mobile devices were never de-
signed to be used as musical instruments and lack some
crucial elements to compete with their acoustic counter-
parts. In a previous publication [10], we introduced the
concept of “augmented mobile-device” and we presented the
BladeAxe: a hybrid instrument partly based on acous-
tic elements and an iPad. The iPad was used both as a
controller, and to implement virtual physical-model-based
elements of the instrument. The BladeAxe was the last
iteration of a series of mobile-device-based instruments that
we developed during the past four years.

In this article, we try to generalize the concept of “aug-
mented mobile device” and we provide a framework to fa-
cilitate the design of this kind of instrument. We focus on
“passive augmentations” leveraging existing components of
hand-held mobile devices in a very lightweight, non-invasive
way (as opposed to “active augmentation” requiring the use
of electronic components).

We’ll introduceMobile3D, an OpenScad5 library to help
design mobile device augmentations using DIY (Do It Your-
self ) digital fabrication techniques such as 3D printing and
laser cutting. We’ll give an exhaustive overview of the tax-
onomy of the various types of passive augmentations that
can be implemented on mobile devices through a series of
examples and we’ll demonstrate how they leverage exist-
ing components on the device. Finally, we’ll evaluate our
framework and propose future directions for this type of
research.

The software implementation of the instruments presented
in this study will not be discussed. Most of them were made
using the SmartKeyboard App Generator.6

2. MOBILE 3D
Mobile3D is an OpenScad library facilitating the design
of mobile device augmentations. OpenScad is an open-
source Computer Assisted Design (CAD) software using a
high level functional programming language to specify the
shape of any object. It supports fully parametric parts,
permitting users to rapidly adapt geometries to the variety
of devices available on the market.

Mobile3D is organized in di↵erent files that are all based
on a single library containing generic standard elements
(basics.scad) ranging from simple useful shapes to more
advanced augmentations such as the ones presented in the
following sections. A series of device-specific files adapt the
elements of basics.scad and are also available for the
iPhone 5, 6, and 6 Plus and for the iPod Touch. For ex-
ample, a generic horn usable as a passive amplifier for the
built-in speaker of a mobile device can be simply created

5http://www.openscad.org
6https://ccrma.stanford.edu/~rmichon/
smartKeyboard
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with the following call in OpenScad:

include <basics.scad>
SmallPassiveAmp();

The corresponding 3D object can be seen in Figure 1.

Figure 1: CAD model of a generic passive amplifier
for the built-in speakers of a mobile device.

To generate the same object specifically for the iPhone 5,
the following code can be written:

include <iPhone5.scad>
iPhone5_SmallPassiveAmp();

Finally, the shape of an object can be easily modified
either by providing parameters as arguments to the corre-
sponding function, or by overriding them globally before the
function is called. If this approach is chosen, all the parts
called in the OpenScad code will be updated, which can be
very convenient in some cases. For example, the radius (ex-
pressed in millimeters here) of iPhone5_SmallPassiveAmp()
can be modified locally by writing:

include <iPhone5.scad>
iPhone5_SmallPassiveAmp(hornRadius=40);

or globally by writing:

include <iPhone5.scad>
iPhone5_SmallPassiveAmp_HornRadius = 40;
iPhone5_SmallPassiveAmp();

Mobile3D is based on two fundamental elements that
can be used to quickly attach any prosthetic to the device:
the top and bottom holders (see Figure 2). They were de-
signed to be 3D printed using elastomeric material such as
NinjaFlex R

�

7 in order to easily install and remove the de-
vice without damaging it. They also help reducing printing
duration, which is often a major issue during prototyping.
These two holders glued to a laser-cut plastic plate form
a sturdy case (as shown in Figure 2), whereas completely
printing this part would take much more time.

7https://ninjatek.com

Bottom Holder Top Holder

Mobile Device

Plastic Plate

Figure 2: CAD model of a simple iPhone 5 case
made from 3D -printed holders and a laser-cut plas-
tic plate.

A wide range of elements can be easily added to the basic
mobile phone case presented in Figure 2 by using adhesives.
Some of them will be presented in greater details in the
following sections and are part of Mobile3D.

Figure 3 presents an example of an iPhone 5 augmented
with a passive amplifier similar to the one presented above.
The bottom holder and the horn were printed separately
and glued together, but they could also have been printed
as one piece. In this example, the bottom and top holders
were printed with PLA,8 which is a hard plastic, and they
were mounted on the plate using Velcro R

�. This is an
alternative solution to using NinjaFlex R

� that can be useful
when augmenting the mobile device with large appendixes
requiring a stronger support.

Passive Amplifier

Velcro

iPhone 5

Figure 3: iPhone 5 augmented with a horn used as
passive amplifier on its built-in speaker (instrument
by Erin Meadows).

The passive amplifier presented in Figure 3 was
made by overriding the default parameters of the
iPhone5_SmallPassiveAmp() function:

include <lib/iPhone5.scad>
iPhone5_SmallPassiveAmp_HornLength = 40;
iPhone5_SmallPassiveAmp_HornRadius = 40;
iPhone5_SmallPassiveAmp_HornDeformationFactor

= 0.7;
iPhone5_SmallPassiveAmp();

8PolyLactic Acid.
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An exhaustive list of all the elements available in Mo-

bile3D can be found on the project webpage.9

3. LEVERAGING BUILT-IN SENSORS AND
ELEMENTS

Mobile devices host a wide range of built-in sensors and el-
ements that can be used to control sound synthesizers [2,
6]. While the variety of available sensors and elements dif-
fers from one device to another, most smart-phones have
at least a touch screen, a loudspeaker, a microphone, and
some type of motion sensor (accelerometer, gyroscope, etc.).
In this section, we’ll focus on these four elements and we’ll
demonstrate how they can be “augmented” for specific mu-
sical applications.

3.1 Microphone
While the built-in microphone of a mobile device can simply
serve as a source for any kind of sound process (e.g., audio
e↵ect, physical model, etc.), it can also be used as a versa-
tile, high rate sensor. [12] In this section, we demonstrate
how it can be augmented for di↵erent kinds of uses.

3.1.1 Amplitude-Detection-Based Augmentations

One of the first concrete uses of the built-in microphone of
a mobile device to control some sound synthesis process was
done with Smule’s Ocarina10 [15]. There, the microphone
serves as a blow sensor by measuring the gain of the signal
created when blowing on it to control the gain of an ocarina
sound synthesizer.
Mobile3D contains an object that can be used to lever-

age this principle when placed in front of the microphone
(see Figure 4). It essentially allows the performer to blow
into a mouthpiece mounted on the device. The air-flow is
directed through a small aperture inside the pipe, creating a
sound that can be recorded by the microphone and analyzed
in the app using standard amplitude tracking techniques.
The air-flow is then sent outside of the pipe, preventing it
from ever being in direct contact with the microphone.
The acquired signal is much cleaner than when the per-

former blows directly onto the mic, allowing to generate
precise control data. Additionally, condensation never ac-
cumulates on the mic which can help extend the duration
of its life, etc.

Mic mouthpiece (where the performer can blow)

Mobile Device

Figure 4: Mouthpiece for mobile device built-in
mic.

9https://ccrma.stanford.edu/~rmichon/
mobile3D

10https://www.smule.com/ocarina/original

3.1.2 Frequency-Detection-Based Augmentations

The built-in microphone of mobile devices has already been
used as a data acquisition system to implement various
kinds of sensors using frequency analysis techniques [7].
Mobile3D contains an object using similar principles that
can be used to control some of the parameters of a synthe-
sizer running on a mobile device. It is based on a conical
tube (see Figure 5) where dozens of small tines of di↵erent
length and diameter are placed inside it. These tines get
thicker towards the end of the tube and their length varies
linearly around it. When the performer blows inside the
tube, the resulting airflow hits the nails, creating sounds
with varying harmonic content. By directing the airflow
towards di↵erent locations inside the tube, the performer
can generate various kind of sounds that can be recognized
in the app using frequency analysis techniques. The inten-
sity and the position of the airflow around the tube can be
measured by keeping track of the spectral centroid of the
generated sound, and used to control synthesis parameters.

The same approach can be used with an infinite number
of augmentations with di↵erent shapes. While our basic
spectral-centroid-based analysis technique only allows us to
extract two continuous parameters from the generated sig-
nal, it should be possible to get more of them using more
advanced techniques such as those used with MOGEES11 [1].

Nails of different lengths and
diameters change the harmonic
content of the sound
generated by the air flow
going inside the tube

Figure 5: Frequency-based blow sensor for mobile
device built-in microphone.

3.2 Speaker
Even though their quality and power has significantly in-
creased during the last decade, mobile device built-in speak-
ers are generally only good for speech, not music. This is
mostly due to their small size and the lack of a proper res-
onance chamber to boost bass, resulting in a very curvy
frequency response and a lack of power.

There exists a wide range of passive amplifiers on the mar-
ket to boost the sound generated by the built-in speakers
of mobile devices, also attempting to flatten their frequency
response. These passive amplifiers can be seen as resonators
driven by the speaker. In this section, we present various
kinds of resonators that can be connected to the built-in
speaker of mobile devices to amplify and/or modify their
sound.

3.2.1 Passive Amplifiers and Resonators

Mobile3D contains multiple passive amplifiers of various
kinds that can be used to boost the loudness of the built-
in speaker of mobile devices (e.g., see Figure 3). Some of

11http://www.mogees.co.uk
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them were designed to maximize their e↵ect on the gen-
erated sound [3]. Their shape can vary greatly and will
usually be determined by the type of the instrument. For
example, if the instrument requires the performer to make
fast movements, a small passive amplifier will be preferred
to a large one, etc. Similarly, the orientation of the out-
put of the amplifier will often be determined by the way
the performer holds the instrument, etc. These are design
decisions that are left up to the instrument designer.
3D printed musical instrument resonators (e.g., guitar

body, etc.) can be seen as a special case of passive am-
plifiers. Mobile3D contains a few examples of such res-
onators that can be driven by the device’s built-in speak-
ers. While they don’t o↵er any significant advantage over
“standard” passive amplifiers like the one presented in the
previous paragraph, they are aesthetically interesting and
perfectly translate the idea of “hybrid lutherie” developed
in [10] and that we emphasize in this study.

3.2.2 Dynamic Resonators

Another way to use the signal generated by the built-in
speakers of mobile devices is to modify it using dynamic res-
onators. For example, in the instrument presented in Fig-
ure 6, the performer’s hand can filter the generated sound to
create a wah e↵ect. This can be very expressive, especially
if the signal has a dense spectral content. This instrument is
featured in the teaser video [11] of the workshop presented
in §5.

Figure 6: Hand resonator for mobile device built-in
speaker.

Similarly, the sound generated by the built-in speaker is
sent to the mouth of the performer in the instrument pre-
sented in Figure 7. The sound is therefore both modulated
acoustically and through the embedded synthesis and touch-
screen. The same result can obviously be achieved by di-
rectly applying the mouth of the performer to the speaker,
but the augmentation presented in Figure 7 increases the ef-
fect of the oral cavity on the sound through a passive wave
guide.

3.3 Motion Sensors
Most mobile devices have at least one kind of built-in mo-
tion sensor (e.g., accelerometer, gyroscope, etc.). They are
perfect to continuously control the parameters of sound syn-
thesizer and have been used as such since the beginning of
“mobile music” [2].

Augmentations can be made to mobile devices to direct
and optimize the use of this type of sensor. This kind of
augmentation can be classified in two main categories:

• augmentations to create specific kinds of movements
(spin, swing, shake, etc.),

Waveguide driving the
output of the built-in
speaker to the mouth
of the performer

Figure 7: Mouth resonator for mobile device built-
in speaker.

• augmentations related to how the device is held.

Figure 8 presents a “sound toy” where a mobile device
can be spun like a top. This creates a slight “Leslie ef-
fect”, increased by the passive amplifier. Additionally, the
accelerometer and gyroscope data are used to control the
synthesizer running on the device. This instrument is fea-
tured in the teaser video [11] of the workshop presented in
§5.

Mobile device

Passive amplifier optimizing
the Leslie effect

Hemisphere to 
spin the device

Figure 8: Mobile-device-based top creating a
“Leslie” e↵ect when spun.

Another example of motion-sensor-based augmentation is
presented in Figure 13 and described with more details in
§5. It features a smart-phone mounted on a bike wheel [8]
where, once again, the gyroscope and accelerometer data are
used to control the parameters of a synthesizer running on
the device. Similarly, a “rolling smart-phone” is presented
in Figure 12 and described in §5. Mobile3D contains a
series of templates and functions to make this kind of aug-
mentation.

Augmentations leveraging built-in sensors related to how
the device is held are presented in more detail in §4.

3.4 Other Sensors
Most mobile devices host built-in sensors that exceed the
ones presented in the previous sections and are not sup-
ported yet in Mobile3D. For example, built-in cameras can
be used as very versatile sensors, [12] and a wide range of
passive augmentations could be applied to them to “cus-
tomize” their use for musical ends (see §6). We plan to
support more sensors in Mobile3D in the future.
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4. HOLDING MOBILE DEVICES
Mobile devices were designed to be held in a specific way,
mostly so that they can be used conveniently both as a
phone and to use the touch-screen. Passive augmentations
can be designed to hold mobile devices in di↵erent ways to
help carry out specific musical gestures, better leveraging
the potential of the touch-screen and of built-in sensors.
More generally, this type of augmentation is targeted

towards making mobile-device-based musical instruments
more engaging and easier to play.
In this section, we give a brief overview of the di↵erent

types of augmentations that can be made with Mobile3D

to hold mobile devices in di↵erent ways.

4.1 Wind Instrument Paradigm
One of the first attempts to hold a smart-phone as a wind
instrument was Smule’s Ocarina [15], where the screen in-
terface was designed to be similar to a traditional ocarina.
The idea of holding a smart-phone as such is quite appealing
since all fingers (beside the thumbs) of both hands perfectly
fit on the screen (thumbs can be placed on the other side of
the device to hold it). However, this position is impractical
since at least one finger has to be on the screen in order
to hold the device securely. The simple augmentation pre-
sented in Figure 9 solves this problem by adding “handles”
on both sides of the device so that it can be held using the
palm of the two hands, leaving all fingers (including the
thumbs) free to carry out any action. Several functions and
templates are available in Mobile3D to design these types
of augmentations.

Laser cut handles

Figure 9: Smart-phone augmented to be held as a
wind instrument.

4.2 Holding the Device With One Hand
Mobile3D contains several functions and templates to hold
mobile devices with one hand, leaving at least four fingers
available to perform on the touch-screen. This way to hold
the device opens up a wide range of options to fully take
advantage of the built-in motion sensors and easily execute
free movements. Additionally, the performer can decide to
use two devices in this case (one for each hand).
The instrument presented in Figure 10 uses one of Mo-

bile3D’s ring holders to hold the device with only the thumb.
Similarly, Figure 11 features an instrument held in one hand
using a laser-cut plastic handle mounted on the device.

4.3 Other Holding Options
There are obviously many other options to hold mobile-
devices to carry out specific musical gestures. For example,
one might hold the device in one hand and perform it with
the other, etc. In any case, we believe that Mobile3D

provides enough options to cover the design needs for most

Thumb ring

Figure 10: Thumb-held mobile-device-based musi-
cal instrument (by Erin Meadows).

Laser cut handle

Figure 11: Single-hand-held musical instrument
based using a laser-cut plastic handle.

musical instruments.

5. MORE EXAMPLES AND EVALUATION
To evaluate Mobile3D and the framework presented in
this paper, we organized a one-week workshop last sum-
mer at Stanford’s Center for Computer Research in Music
and Acoustics (CCRMA) called The Composed Instrument
Workshop: Intersections of 3D Printing and Digital Audio
for Mobile Platforms [8, 9]. We taught the seven partici-
pants how to make basic musical smart-phone apps using
our SmartKeyboard App Generator and how to use
Mobile3D to design mobile device augmentations. They
were free to make any musical instrument or sound toy for
their final project [9]. Some examples of these instruments
are presented in Figures 3, 12 and 13.

In only one week, participants mastered all these tech-
niques and designed and implemented very original instru-
ment ideas. This helped us debug and improve Mobile3D

with new objects and features.

6. FUTURE DIRECTIONS
In this paper, we only talked about the physical part of
musical instruments based on augmented mobile devices.
As we explained previously, we believe that mobile-devices
o↵er a great opportunity to make DMIs with a strong co-
herence between the virtual (screen interface, synthesizer,
etc.) and the physical (hardware augmentations, physical
elements playing role in the sound generation process, etc.)
part of the instrument. Additionally, through various kinds
of augmentations combined with intelligent interfaces, they
can help performers to transfer a part of their skills to play
them.

Just like Mobile3D, the SmartKeyboard App Gen-

erator was designed to help musical instrument designers
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Embedded passive amplifier

Wheels

Figure 12: Rolling mobile phone with phasing e↵ect
(instrument by Revital Hollander).

Figure 13: Mobile device mounted on a bike wheel
(instrument by Patricia Robinson).

to solve these problems as a whole. We plan to conduct a
study treating these aspects.
We only talked about passive augmentations here, and we

should obviously not be limited to them. Indeed, modern
micro-controller boards such as the Arduino12 or Teensy13

can easily be used to acquire sensor data and transmit it to
mobile devices. Thus, we plan to further our investigation
to see what kind of active augmentations can be added to
mobile devices to turn them into musical instruments.

7. CONCLUSIONS
Mobile devices constitute an appealing platform to design
digital musical instruments for live performance, bridging
the often broken link between interface, musical gesture and
sound synthesis (which is quite recurring in this family of
instruments).
The deficits of mobile devices can be easily mitigated by

augmenting them with various kinds of prosthetics lever-
aging some of their built-in components and sensors. This
opens the path to a new approach to “digital lutherie” to
make completely standalone “hybrid” instruments, centered
on mobile devices, where some of their components belong
to the virtual world, and others to the physical world.
Lots of work remains to be done to provide a comprehen-

sive solution to help design this type of instruments. We
believe that Mobile3D is the first brick in wall that will
keep growing.
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ABSTRACT
The Feedback Cello is a new electroacoustic actuated instru-
ment in which feedback can be induced independently on
each string. Built from retro-fitted acoustic cellos, the sig-
nals from electromagnetic pickups sitting under each string
are passed to a speaker built into the back of the instru-
ment and to transducers clamped in varying places across
the instrument body. Placement of acoustic and mechanical
actuators on the resonant body of the cello mean that this
simple analogue feedback system is capable of a wide range
of complex self-resonating behaviours. This paper describes
the motivations for building these instruments as both a
physical extension to live coding practice and an electroa-
coustic augmentation of cello. The design and physical con-
struction is outlined, and modes of performance described
with reference to the first six months of performances and
installations. Future developments and planned investiga-
tions are outlined.
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1. INTRODUCTION
The Feedback Cello project is a collaboration between Halldór
Úlfarsson, Alice Eldridge and Chris Kiefer. Úlfarsson is
an artist and designer who has been developing a cello-like
feedback instrument – the halldorophone – over the last
decade; Eldridge is an improvising cellist who works with
adaptive dynamical systems in electroacoustic performance;
and Kiefer is a computer-musician who works with gestu-
ral controllers and dynamical systems. Following the de-
sign of the halldorophone, the self-resonating behaviour of
the Feedback Cello is induced by acoustic and vibrational
actuation: the signals from pickups under each string are
sent to a speaker built into the back of the instrument, and
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a vibrational transducer fixed on the front. The complex
response of the resonating acoustic body of the cello cre-
ates wide timbral variation, and individual gain control on
each pickup a↵ords rich interaction. In performance, the
instrument can be approached from a variety of angles; it
can be played as an augmented cello using traditional bow
and finger control, with additional gain control using foot
pedals; it can be played through manipulation of external
live-coded digital signal processing which alter the charac-
teristics of the feedback loop; or it can play autonomously
using adaptive DSP processes in installation settings.

The Feedback Cello can be positioned at the nexus of
contemporary acoustic, gestural practices and digital, gen-
erative practices: as an electroacoustic feedback instrument,
the cello brings analogue, generative processes into the ex-
tended string tradition; as a resonant signal generator and
modulator, it provides a lively gestural interface to digital
music and live-coding. The design, construction and exper-
imental use of the instrument serve as a practice-based ex-
ploration of the similarities and di↵erences between as well
as a new synthesis of gestural and generative improvisation
practices which are traditionally associated with acoustic
and software instruments respectively.

The project is ongoing and purposefully advances in iter-
ative cycles of instrument design and performance practice
development. Within this project these two practices are so
closely interlinked that they are arguably facets of a wider
artistic practice exploring methods for situated, open-ended
experimental instrument design. We begin to document
this ongoing process in this paper. Whilst the instruments
themselves are evolving to fit our very personal performance
interests, it is our intention to open-source any reusable de-
sign patterns as they emerge and to contribute to a growing
community of musician-makers interested in feedback res-
onator instruments.

2. RELATED WORK
The use of feedback to enrich timbre or enliven electroa-
coustic or digital systems has a long history in art and
experimental musics. A staple of American experimental-
ists in the 1950s, simple sinusoidal electroacoustic feed-back
was explored by David Tudor [11], Alvin Lucier and others.
More complex, dynamic and adaptive ‘architectural’ feed-
back systems were explored by the next generation, epito-
mised by the self-stabilising circuitry of Nick Collin’s Pea
Soup (1974 -76; 2002). The beguiling balance of adaptation
and autonomy of such systems was championed poetically
by Augustino Di Scipio [3] who has inspired another gen-
eration of artists and performers, designing and describing
adaptive DSP processes in terms of second-order cybernetic
principles of adaptation and coupling [12].
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Various string instruments have been developed in recent
years in which sound can be induced without striking or
bowing, using electromagnets to excite the strings, as in the
Feedback Resonance Guitar [10] or the Magnetic Resonator
Piano (MRP) [8]. Mechanical excitation has also been ex-
plored, either via a vibrational transducer on the bridge, as
in the Feedback Lapsteel [6] or the body of the instrument
directly as in the Overtone fiddle [9]. The Feedback Cello
extends this approach and uses mounted tactile transducers
together with a speaker built into the back of the instru-
ment. It is part of a wider community of feedback actuated
instruments being developed by contemporary experimental
performers and instrument makers both within and beyond
academia. For example it has been programmed alongside
Andrew McPherson’s MRP as well as Till Boverman’s min-
imal Half-closed Loop [2] and Thrainn Hjalmarsson’s Thra-
nophone #21. Half-closed loop is comprised of a string in-
side a brass tube which is fitted with a transducer pick-up,
the signal is heavily processed and sent back to actuators
fitted onto a hardwood board on which it rests, creating an
only-just controllable complex system. The Thranophone
#2 is a feedback tuba; a microphone inside the performer’s
mouth is sent to a speaker mounted in the tuba bell, ef-
fectively coupling and amplifying the resonant chambers of
the Tuba and the performer’s mouth cavity, which acts as
a filter. Together these instruments developing traditional
acoustic performance practices in new directions; although
demanding equal if not more advanced technical skill, the
performer’s relationship with the instrument is evolving to
become one of negotiation, rather than control.

3. DESIGN AND CONSTRUCTION
The basic design is inspired by the halldorophone of Halldór
Úlfarsson. As shown in Figure 1, vibrations of the strings
are picked up by electromagnetic pickups, amplified and
sent to a speaker built into the back of the instrument –
and optionally a transducer braced against the front of the
cello – which excites the body, bridge and hence strings of
the instrument.

Figure 1: Schematic of electro-acoustic-mechanical

signal pathway in the Feedback Cello

1
http://thrainnhjalmarsson.info/thranophones/

3.1 Design and Fitting of Pickups
An electromagnetic pickup is fitted under each string, housed
in a bespoke 3D printed mount (see Figure 3). These CycFi2

pickups have a built in pre-amp and a flat response, creating
a clear tone with steel core cello strings. The pickup mount
is designed to clamp onto the end of the fingerboard, allow-
ing rotational and height adjustment of each pickup. This is
important as the feedback tones produced are very sensitive
to positioning, with changes of a few milllimeters a↵ecting
which harmonic dominates.

3.2 Actuators
Feedback is induced via mechanical and acoustic processes:
a vibrational transducer is fitted on the front of the instru-
ment; a speaker is built into the back of the instrument.
Transducers are clamped with plywood braces to allow vari-
ation and fine tuning of positioning as this has a big impact
on dynamical response of the system and resultant sound.

Speakers are fitted into holes cut in the lower half of the
back cello body (Figure 7). To guard against tearing the
bodies, and to maximise vibrational conduction between
the curved cello body and flat speaker, collars were cut
from spruce on a CNC machine and hand sanded to fit
the three-dimensional curvature of the cellos. Collars were
glued (using Titebond III) to the surfaces of the cellos and
50W 8⌦ Monacor SP 50-X speaker bolted on, using a ply-
wood reinforcement internally to house the bolts. A hole
was drilled in the collar for the speaker cable, to prevent
vibration against the body during performance.

Figure 4: A 50W speaker is built into the back of the

cello body, mounted on a spruce collar to maximise

vibrational conductance.

3.3 External Connections/ Gain control
The instrument has individual gain control for each pickup,
so four ‘output’ channels. To date we have explored two
options for gain control: through an analogue mixer and
pedals, or via a digital audio interface into SuperCollider
for digital and programmatic control. The combined pickup
signal is then further amplified in a 50W 2x2 channel Sony
car stereo amplifier, before being sent to the speaker and
transducer. Either set-up creates an opportunity to add
additional audio signals to the mix (see section 4.4). The
car amplifier is selected because of its portability - both
physically and in operating at 12V.

2
http://www.cycfi.com/
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Figure 2: The four pickups are held in a 3D printed mount which attaches to the end of the finger board.

A transducer is braced on the upper front body

Figure 3: Close up of the pickup mount which allows vertical and rotational adjustments. The blue tack

in this prototype prevents oscillations in the plastic arms of the individual mounts which can themselves

become the dominating frequencies if undamped.
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4. PERFORMANCE MODES
The Feedback Cello a↵ords a range of possible modes of in-
teraction – gestural, digital and combinations of the two.
The system as a whole – strings, resonating cello body, pick
ups, speaker – can be best understood as a dynamical sys-
tem where the dominant feedback tone is one of a number of
possible attractors. The state space – and therefore acous-
tic behaviour – of the instrument is determined collectively
by three main factors: i) the positioning of the pickups,
transducer and speaker; ii) the tuning (open, stopped or
damped) of the strings; iii) the gains, colour and frequency
of the signal sent to the speaker. To date we have fixed (i)
and focused on technical and musical explorations of string
(ii) and signal (iii) manipulation, with our approaches in-
formed predominantly by our practices as a cellist and as a
live coder.

4.1 Adaptive DSP in Installation
In installation, the cellos are controlled algorithmically. In-
stalled as a durational drone duet for no cellists, we exper-
imented with a variety of adaptive DSP processes to dif-
ferentially condition the signals of each cello in response
to environmental sound. Just as two acoustic cellos played
in the same space induce vibrations in the other, in this
set-up the cello’s interact acoustically, as well as digitally,
responding to each other, as well as other sounds in the
environment.

Figure 5: Feedback Cellos in installation at Fort

Process, Newhaven, 2016

4.2 Extending Extended Cello Technique
The Feedback Cello looks like a cello, but the self-resonating
behaviour demands and inspires new extended technique.
Bowing or fingering the cello in a traditional manner inter-
rupts the vibrating strings and so are largely avoided, but
new sensitives and sonic possibilities arise. For example
the distance from string to pickup becomes a new ‘control
parameter’, and combined with sensitive gain adjustment
(via footpedals) a↵ords an expressive range of amplitude
and tone from dulcet tones to quite bright, harsh yelps.
Whilst traditional fingering in the left hand interrupts a
self-sustaining string, this opens a new sensitivity to glis-
sandi actions, which can be manipulated to create complex
timbres reminiscent of overblown woodwind.
The sustained oscillations created by the feedback also

enable new percussive preparations: bolts, sticks or other
objects stuck between the strings can be set in continuous
motion, and drift along strings toward nodes of vibration

Figure 6: Exploring Feedback Cello extended tech-

nique at Fete Qua Qua Festival of improvised music,

the Vortex, London, 2016

4.3 Live Coding the Feedback Cello
The signal pathway for the live-coder runs from pick-ups
through an audio interface into SuperCollider before be-
ing sent to the in-built speaker and transducer. In Su-
perCollider we can monitor incoming signals and explore
mechanisms for exciting and damping the strings. A Watt
governor-like [1] process has been developed which attempts
to continually push the system towards saturation; the sig-
nals from the pickups are individually processed and summed,
and then scaled by the inverse integral of the signal. This
gives rise to dynamics where frequencies battle for domi-
nance; it forces the system to become highly sensitive to
subtle changes in the feedback loop, and these changes tend
to result in the system moving to new points of stability or
in oscillation between attractors. A multichannel frequency-
shifter patch creates rhythmic pulsation as out of phase fre-
quencies interact with resonances of the strings. In another
patch, synthesized sound is injected into the system via a
ducking compressor, creating interactions between the digi-
tal sound and acoustic feedback. To create rhythmic sound,
the feedback can be limited or enhanced through sequenced
gating. When live coded, the strings become a delicate and
nuanced interface for manipulation of the instrument, with
subtle touch and damping actions bearing a large influence
on the system. The instrument presents a rich, tactile and
complex interface to more abstract digital processes.

4.4 Multi-instrument Acoustic Networks
It is of course possible to send the cello signals other than
those emanating from its pickups. We are currently experi-
menting with multi-instrument, multichannel feedback trio
for two Feedback Cellos and Threnoscope [5]. The Threno-
scope is a software compositional system created by ixi au-
dio for drones, live coding and microtonal, spatialised com-
position [7] which has multichannel outputs. The Threno-
scope’s N outputs are di↵used across a multichannel (N-
2) system and the two Feedback Cello’s in built speakers.
This a↵ects the resonant response of the instrument, and at
the same time changes the resultant Threnoscope output.
In this setting three people perform on three instruments
which form a single dynamical drone system that has a de-
cided liveliness of its’ own: everybody is playing, nobody is
in control.

5. FUTURE PLANS
The next phase of instrument design will focus on further
exploration of pickup and transducer positioning, possibili-
ties for adding another set of sympathetic strings, and meth-
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Figure 7: Feedback Cello duo performance at the

Festival of Algorithmic and Mechanical Movement,

She�eld, 2016.

ods for on-body gestural gain controllers. New approaches
to continuous, adaptive tuning are also being considered by
replacing the traditional wooden cello pegs with machine
heads which can be mechanically and therefore program-
matically controlled. Current software developments in-
clude machine listening (frequency and amplitude) to achieve
tighter control in the feedback loop, and facilitate inclusion
of various complex and adaptive dynamical system models
of homeostasis and entrainment etc [4].

6. SUMMARY
This paper outlines the motivation for and design, construc-
tion and performance possibilities of the Feedback Cello,
a self-resonating, actuated instrument. The cello is ac-
tivated by sending the signals of pickups mounted under
each string to a built-in speaker and on-body transducer.
It contributes to a growing family of self-resonating musi-
cal instruments which embrace the musical agency of elec-
tromechanical feedback system, and connects this field with
the long history of experimental, extended string techniques
and more recently evolving live-coding practice. A range of
modes of interaction and performance are described and fu-
ture directions outlined.
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ABSTRACT
We introduce a family of fragile electronic musical instru-
ments designed to be “played” through the act of destruc-
tion. Each Fragile Instrument consists of an analog syn-
thesizing circuit with embedded sensors that detect the de-
struction of an outer shell, which is destroyed and replaced
for each performance. Destruction plays an integral role in
both the spectacle and the generated sounds.
This paper presents several variations of Fragile Instru-

ments we have created, discussing their circuit design as
well as choices of material for the outer shell and tools of
destruction. We conclude by considering other approaches
to create intentionally destructible electronic musical instru-
ments.
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NIME, Ephemeral Interfaces, Noise, Analog Audio, Synthe-
sizers, Table-top Instrument.
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1. INTRODUCTION
From burning pianos to smashing guitars, the act of de-
struction has become an impactful idiom of modern music-
making. From Rock’n’Roll to the artistic avant garde, per-
formers have employed destruction to create shocking spec-
tacle and stimulating sounds. In reaction to this trend,
philosopher Stephen Davies argues that destroying an in-
strument is wasteful and disrespectful to the instrument
[14] [15]. This view points to a common psychological phe-
nomenon where well-crafted and useful tools, such as mu-
sical instruments, are awarded an elevated status among
objects; some musicians even personify their instruments,
like BB-King and his guitar Lucy.
Interestingly, Davies’s argument resonates for the very

same reason that instruments destruction has persisted in
music-making. Watching and hearing destruction induces
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visceral feelings in the audience unachievable through con-
ventional means, be it horror or glee, rage or release.Instrument
destruction flouts the collusion between performer and audi-
ence [5],introducing immediacy and tension as the audience
tries to anticipate whether the instrument will survive or
be destroyed, pushing the boundaries between reality and
performance. It also introduces a uniqueness to the perfor-
mance as that instrument won’t appear again and there’s
probably not going to be an encore, so the show is essen-
tially over. At its most basic level, instrument destruction
is expression of senseless violence, while at higher level it
can represent a strong political statement and/or a unique
theatrical spectacle that can actually be“played”to produce
a somewhat controlled sonic manifestation.

This paper introduces a family of “fragile” electronic mu-
sical instruments designed to be “played” through the act of
destruction. Each Fragile Instrument consists of a replace-
able“sacrificial” shell enclosing a sound-synthesizing circuit.
The circuit stays intact during the destruction of the outer
shell and generates analog sounds based on embedded sen-
sors. Destruction thus plays an integral part in both the
spectacle and sound of each performance. Since the shell
could be made from salvaged or recyclable materials, Frag-
ile Instruments deliver the impact of instrument destruction
without the waste of precious and expensive parts.

Figure 1: The photo on the album cover of the Punk

Rock Band – the Clash featuring Paul Simonon who

is smashing his bass guitar.

2. RELATED WORK
Intentional mistreatment of musical instruments was pop-
ularized by Rock’n’Roll and Punk musicians as a climactic
spectacle during live performance. Guitar sacrifices have
become the most iconic examples though a piano was re-
portedly the first “victim”, set aflame by Jerry Lee Lewis
in the 1950s as he performed his hit “Great Balls of Fire”
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[10]. Pete Townshend of The Who was the first to smash
his guitar on stage in the 1960s [6]. Other artists introduced
new variations on guitar sacrifice, including Jimi Hendrix,
known to have smashed and burned his guitars, and Richie
Blackmore of Deep Purple, who smashed his amplifier along
with his guitar [2]. Stage sacrifice also extended to other
instruments of the rock ensemble, such as the bass (Paul
Simonon from the Clash), the organ (Keith Emerson from
ELP) and drum set (Keith Moon from the Who).
Instrument destruction has found its way into a vari-

ety of other genres. In heavy metal Matteo Ravisio cites
the Swedish guitarist Yngwie Malmsteen and keyboardist
Christian “Flake” Lorenz of the German industrial band
Rammstein [14]. Acid Mothers Temple is one of the new
psychedelic rock bands whose unusual performances some-
times involve destroying older gear. The guitarist of the
alt-rock band Muse reportedly destroyed a record of 140
guitars over a single tour. But the most bombastic of all
may be the Japanese noise band Hanatarash, known for
their extreme and dangerous live shows; once a venue was
partly destroyed by a bulldozer [12].
Performance art of the post-war Avant-garde also fea-

tured instrument destruction. Here, no music was played in
the traditional sense, but well-known instruments served a
symbolic role as iconic cultural objects, and violence against
them acted as artistic or political commentary to incite a
strong emotional response. Such performances include Yoko
Ono Piano Drop of Al Hansen and One for Violin Solo
(1962) of Nam June Paik, both performances by Fluxus
artists, and the “Piano Destruction Concerts” of Raphael
Montañez Ortiz. More recently, Christian Marclay’s video
installation Guitar Drag (2000) explored similar themes [9].
Previous examples of instrument destruction prioritized

the visual and symbolic dimensions of spectacle over pure
sound. While the total e↵ect of instrument destruction can-
not be divorced from its visual and symbolic meaning, some
musicians have experimented with destruction as a vehicle
to explore unusual sounds. Composers Annea Lockwood
and Diego Stocco recorded pieces featuring the sounds of
burning and drowned pianos [8]. Jazz pianist Yosuke Ya-
mashita performed on a burning piano, exploring changes
in sound through his improvisations as the instrument gives
in to flames. These destructive acts can be linked to ex-
tended piano techniques and prepared piano pioneered by
post-war avant-garde composers such as Stockhausen, Cage,
and Cowell, which have been labeled as “mistreatment” by
purists [1].

Figure 2: Japanese Jazz Musician Yosuke Ya-

mashita performing on a burned piano.

Destruction for the sake of music can also be found out-
side of traditional instruments. Tchaikovsky’s 1812 Over-
ture, often performed for the American Independence fes-
tivities features 16 canon fires, for both sound and spectacle.
In the 1940s, musique concrète [18] composers also exper-

imented with destruction, such as Concrete PH of Iannis
Xenaxis, which featured sounds from burning charcoal.

Fewer examples of destruction can be found in the world
of electronic musical instruments. Most have been cen-
tered on creating interesting sounds rather than performa-
tive spectacle. Louis and Bebe Barron built overloaded cir-
cuits with parts that exploded to produce the unique sounds
for the film Forbidden Planet (1956)[7]. More recently, “cir-
cuit benders” manipulate ready-made electronic devices in
unintended ways to generate interesting e↵ects. However
these performances are not readily perceived as“device mis-
treatment” through the physical gestures of playing [19].

3. DESIGN

Figure 3: A series of table-top electronic music in-

struments feeding into a mixer. The instrument

with a fragile sticker in a salvaged plastic box awaits

its fate.

Our work explores how the new electronic musical in-
struments could be designed to allow control over both the
spectacle and the sound of their destruction. These“fragile”
instruments each consists of three main parts: a circuit, an
enclosure, and tools for destruction.

Analog electronics lies at the heart of every fragile in-
strument. Each consists of one or more sensors (e.g. pho-
toresistors, piezos, force sensitive resistors), whose output
feeds into one or more analog sound-synthesizing circuits.
The sensors detect the destruction that occurs and modu-
late the output of the synthesized sounds. This circuit is
well-protected by an enclosure and stays intact during de-
struction.

Enclosures are the actual sites of destruction. They are
meant to be destroyed each time and can be made from
low-cost, recyclable, or salvaged materials such as plywood,
plastic, or cardboard. Multiple destructible enclosures can
nest within each other, like Matryoshka dolls, where the
sensors could be distributed among each layer boosting the
overall performance and sound. To better protect the cir-
cuit, the innermost enclosure should be more robust, unlike
the outer ones.

The tools of destruction can also be included in the de-
sign of a fragile instrument. While all fragile instruments
can be destroyed by bare hands, optional tools such as ham-
mers, electric drills, and chainsaws, can add to the spectacle
and soundscape of a performance. Like drum-sticks, guitar
picks, and xylophone mallets for traditional instruments,
these tools enable di↵erent ways of “playing”.

While a large number of instruments can be created by
mapping some aspect of a performer’s gestures to sounds
on a computer [17], we imposed the design constraint that
our first set of instruments remain within the domain of
analog electronics and everyday objects. We imposed this
constraint for the following reasons:
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Figure 4: Nested boxes featuring a Laser-cut box

“protecting” a cardboard box that encloses a metal-

lic box carrying the fragile board.

• Latency: Purely analog circuits introduce no-noticeable
latency in the translation between sensor signals and
sound

• Expressivity: Analog electronics is known for its
“richness” in synthesized sounds in the world of mod-
ular synthesizers [16]. The direct connection between
sensing and synthesis enables subtle gestures to a↵ect
the resulting sound (e.g. the Theremin)

• Unpredictability: Analog circuits often yield sur-
prising results. Because destruction is chaotic, we
wanted our instruments to sound di↵erent each time
they are ”played”.

• A↵ordability: One reason electronic musical instru-
ments are not often destroyed may be due to their high
cost. Fragile Instruments use only commonly found,
inexpensive components that can be easily replaced.
Hence limiting financial damages.

• Portability: All fragile Instruments are designed to
be self-contained and “plug-and-play”, requiring no
special wiring. With the addition of wireless micro-
phone transmitters, fragile instruments can be made
untethered, which allows them to be thrown across
the stage or smashed against walls.

4. PROTOTYPES
Numerous fragile instruments can be created based on vari-
ations in circuit design, enclosure materials, and tools used.
We now describe some prototypes that we have explored.

4.1 Circuit

Figure 5: Fragile board that accepts up to 4 di↵er-

ent input sensors.

Several digital logic gates live at the core of every frag-
ile circuit. We experimented with several variations of the
circuit to yield di↵erent sounds. The simplest circuit is the
oscillator and it requires only three components: a vari-
able resistor, a capacitor, and an inverting Schmitt trigger

(74HC14). The variable resistor serves as the sensor that
a↵ects the frequency. Any part with variable resistance
could be used, such as a photoresistor, force-sensitive re-
sistor (FSR), flex sensor, or resistive fabric. The frequency
of the oscillation is calculated and approximated using the
formulas below.

f =
1

RCLn(
VT+(Vcc�VT�)

VT�(Vcc�VT+) )
(1)

f =
0.82
RC

(2)

In equation 1, R is the resistance of the variable resis-
tor in Ohms and C is the value of the capacitor in Farads.
The natural logarithmic part of the equation calculates the
amount of hysteresis induced by the circuit at a given sup-
ply voltage (VCC) and could be retrieved from the Fairchild
datasheet [4]. The simplified frequency for our condition is
calculated in equation 2.

For example, a photoresistor of value 100K Ohm, coupled
with a 0.1 uF Capacitor would give a frequency ranging from
80 to 800Hz which is an ideal frequency for audible square
waves. Some of our circuits were powered by 9V batter-
ies and regulated with an LM7805 linear voltage regulator
chip powering the inverters with 5V DC. Other circuits were
powered directly by 3xAAA batteries providing the invert-
ers with 4.5V DC.

Another type of fragile circuit contains oscillators made
by dual-input Schmitt trigger-based NAND gate from the
CMOS 4000 series (CD4093), where the frequency could
also be approximated using the simplified equation 2. Fre-
quency modulation is achieved by cascading an even num-
ber of dual inputs gated oscillators, which results in more
complex, chaotic behavior that translates to more interest-
ing sounds. Even more variability and unpredictability of
sound can be achieved by introducing feedback between the
gates coupled with tilt-switches or cheap accelerometers.

These oscillators can also be used in conjunction with an
ISD1600B. Allowing the control of the playback speed of
this chip that can record few seconds of audio when cou-
pled with a tiny electret condenser microphone. The sensor
controlling the RC component of equation 1 and 2 shapes
the interaction of any fragile instrument with such a sam-
pler circuit. For example, we can create an instrument that
screams ”ouch!” when it is struck based on how it is struck.

Figure 6: Schematic showing 4 cascading gated os-

cillators used in various fragile instruments inspired

by Nicolas Collins’s Handmade Electronic Music [3]

and Benôıt Maubrey’s work on the Audio Ballerinas

and Geishas [13].

Our last fragile circuit makes use of the acoustic waves
generated by the force of impact during destruction, which
resonates the inside of the enclosure and vibrates a ceramic
piezo pickup disc. The audio signal recorded by the smash
is then synthesized and sampled back at speeds controlled
by the samplers oscillator. One sound transformation we
explored involves a ring-modulator and a reverb e↵ect.

32



4.2 Enclosures & Tools

Figure 7: Two fragile instruments: the top one gen-

erates electronic sounds of misery and pain each

time it is hit by the hammer. The bottom is being

destroyed to the point of no return by a drill. More

holes in the box lead to higher frequency changes.

In our prototypes, our circuits have been encased in two
layers of enclosures. The inner layer is a metal box with
small holes that allow some light to a↵ect the photoresis-
tors. The material of the outer enclosure depends on the
nature of the circuit and decides which tools should be used
to perform the destruction ritual. For instance, we used
an acrylic box to enclose our photosensitive instruments to
enable them to be “played” by hand — the shadow cast on
the box a↵ects the sound of the instrument. For cardboard
outer enclosures, a drill would be more convenient and con-
vincing for destruction.
The sensors of a circuit also help determine the material of

the outer enclosure and tools to be used during performance.
FSRs, for example, call for percussive actions, which result
in discrete, rhythmic sounds. Any hammer or blunt object
is perfect for such an interaction, including the performer’s
fist. Circuits involving Piezo pickups are usually made out
of cheap salvaged plywood since they resonate more than
acrylic or plastic boxes.

5. FUTURE WORK
For the instruments explored in this paper, we avoided com-
puter based electronic music. But if we remove that design
constraint, this opens up a variety of computer-based fragile
instruments that could also generate interesting spectacles.
For instance, the sound of the instrument could be digitally
synthesized in low-cost embedded Linux/GNU microcom-
puters such as the Raspberry Pi Zero or the BeagleBone,
as previously explored by the D-Box - an ultra low latency
hackable digital instrument [20]. In real-time the sensor
data could be mapped to di↵erent sounds or patches.
We would also like to explore the idea of embedding a

fragile instrument inside an actual instrument like the elec-
tric guitar. These fragile Hyperinstrument [11] would am-
plify, distort and sample the sound of the acoustic destruc-
tion of the instrument and perhaps re-synthesize it.
Finally, we would like to explore collective types of in-

strument destruction that involves engaging the audience
in the act. Untethered fragile instruments thrown on stage
into an excited crowd might have the potential of creating
memorable moments between the musicians and their audi-
ence, and perhaps form a type of socially galvanizing group
therapy during di�cult times.

6. CONCLUSIONS
We presented the concept of electronic instruments that are
played through the act of destruction. This paper explored
one approach to create such instruments — as reusable ana-
log circuits surrounded by a“sacrificial” shell whose destruc-
tion is detected by sensors to a↵ect the synthesized sounds.
The destruction of our Fragile Instruments delivers an im-
pactful spectacle and striking sounds without the waste of
expensive materials.
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ABSTRACT
Learning to play the transverse flute is not an easy task, at
least not for everyone. Since the flute does not have a reed to
resonate, the player must provide a steady, focused stream
of air that will cause the flute to resonate and thereby pro-
duce sound. In order to achieve this, the player has to be
aware of the embouchure position to generate an adequate
air jet. For a beginner, this can be a di�cult task due to
the lack of visual cues or indicators of the air jet and lip
position. This paper attempts to address this problem by
presenting an augmented flute that makes the parameters
of the embouchure visible and measurable. The augmented
flute shows information about the area covered by the lower
lip, estimates the lip hole shape based on noise analysis, and
shows the air jet direction. Additionally, the augmented
flute provides directional and continuous feedback in real
time, based on data acquired from experienced flutists. In a
small experiment with five novices, most participants could
produce a sound with only minimal instructions.

Author Keywords
Flute, Learning, Augmented Instruments.

ACM Classification
H.5.2 [Information Interfaces and Presentation] User Inter-
faces — Training, help, and documentation, H.5.5 [Informa-
tion Interfaces and Presentation] Sound and Music Comput-
ing

1. INTRODUCTION
Learning to play an instrument is typically di�cult, but
while for some, producing the sound is as easy as hitting a
key and, therefore, the student can quickly focus on play-
ing songs, other instruments require decent e↵ort to even
produce the sound. The transverse flute requires a steady
focused stream of air to produce sound, and “is the easiest
instrument to play badly” [4]. The simplest sound of the
flute is already influenced by a series of parameters: the
angles at which the flute is held, the angle at which the air
is blown into and over the embouchure, the width of the
air jet, and the air jet speed. Some of these factors can be
self-observed while playing in front of a mirror, but mostly,
corrections require an experienced teacher. As a teacher is
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Figure 1: The sensor box attached to the head of

a flute. The capacitive sensors for lip coverage are

under the blue coating. The beam at the bottom of

the image contains an air-flow sensor.

not always present during practice, this can easily lead to
frustration. In this paper, we present an augmented flute
headjoint (Figure 1) that, using various sensors, localizes
the problem in generating the proper sound and gives feed-
back on how to solve the issue. The goal is to support
novice users during unsupervised practice by helping them
to produce a sound. We iteratively designed our augmented
flute following recommendations from experienced flutists
and successfully tested it with novices which were able to
produce a sound after a short time.

2. MOTIVATION & RELATED WORK
The transverse flute is composed of three parts: headjoint,
body, and footjoint. The headjoint contains the lip plate
where the embouchure is placed (Figure 2). The body as
well as the footjoint contain the mechanism to cover the key
holes to produce a particular tone.

To achieve a proper embouchure, the player has to relax
the muscles of the mouth, and then drag the lips towards
the corners of the mouth. The lip hole is then created by
letting the air go through the lips. The shape of the lip
hole has to have a longitudinal form; a round shape should
be avoided [2]. While the exact placement of the lips on
the lip plate is subject to the player’s anatomy, as general
guideline “the mouthpiece must be placed against the edge
of the lower lip where the red part of the latter begins” [1].
Fletcher analyzed the di↵erent technical parameters of the
embouchure and their influence on sound [6]. According
to his measurements, the air jet angle is within a range of
25�-40� down from the horizontal [5]. These guidelines were
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used as references during the development of our prototype.
Most of the research on augmented flutes was aimed at

increasing its expressivity by adding sensors whose readings
are used as input to additional e↵ects. Ystad and Voinier
proposed a virtually real flute [13], an augmented flute that
synthesizes the physical aspects and produces the sound
of an acoustic flute. They used sensors to feed a synthesis
model. The cork of the headjoint was replaced with a micro-
phone to measure the air pressure inside the flute. Magnetic
sensors were added to the keypads of the flute to detect the
finger position. Additional filters simulating the wave prop-
agation could be applied to add e↵ects to the output sound.
The Hyper-Flute [7, 8] added sensors to the flute without
compromising the original acoustic of the instrument and
technique. Thus, the placements of the sensors were strate-
gically located, e.g., pressure sensors were located on points
where the flute was being held. The goal was to gather
data (from the sensors) in real time and map them to con-
trol digital sound parameters. Another augmented flute was
proposed by Da Silva et al. [3]. They measured the airflow
velocity at two points (left and right) on the mouthpiece us-
ing two stagnation tubes from a pitot tube. The aim of this
study was to be able to control a flanger e↵ect by sweeping
the frequency up and down.
There are some related projects that use augmentation

to assist learning especially for the transverse flute. Siwiak
et al. [11] noticed the limited use of technology for flute
pedagogy and as feedback tool for musicians. One of the
few projects is the tool proposed by Romero et al. [10]. Al-
though it is built around a recorder, the use of technology
to assist learning is important to mention. The sensor data
collected on the recorder was sent to an application that
provided feedback accordingly to assist the student. The
feedback addressed air pressure and fingering. The applica-
tion also combined theory and practice.
A tool like the Blocki Pneumo Pro1 is a simple helper that

allows self-controlled learning, however, it does not produce
any sound, which forces the student to switch between the
two headjoints.
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Figure 2: The components of a flute headjoint.

3. THE AUGMENTED FLUTE
To figure out what typical beginners’ mistakes are when
they learn to play the flute, we analyzed six tutorial videos
available on YouTube. We observed what kind of errors
the students make, and how the teachers correct these: a
wrong placement of the lower lip on the headjoint, a wrong
angle of the air jet, an insu�cient amount of air, matching
the lip hole with the embouchure hole, and the shape of
the lip hole. In most of the cases, the teacher intervened
by manually adjusting the posture which is, obviously, only

1
http://www.blockiflute.com

possible if the teacher is physically present, and thus not an
option if the student is practicing at home. We equipped
our flute headjoint with sensors to detect these errors and
provide step-by-step instructions through software.

3.1 Lip Placement
To sense the placement of the lower lip on the lip plate, we
added three copper stripes as depicted in Figure 3. The
stripes are connected to the microcontroller and used as
capacitive sensors. They are isolated from the headjoint by
a thin sheet of paper and covered with a layer of paint, to
avoid direct body contact.

a)

b)

c)

Figure 3: Three stripes of copper foil on the lip plate

make the capacitive sensor for the lip placement.

They are isolated from the headjoint by a thin layer

of paper and covered with blue paint to avoid direct

body contact.

3.2 Air Jet Angle
To measure the air jet angle, we use two flow sensors for dif-
ferential measurement. One sensor is placed inside the bore
to measure the amount of air that is blown into the head-
joint, while the other sensor is placed on a beam attached
to the headjoint (Figure 1). To determine the position of
the external flow sensor, we used stripes of thin plastic foil
to locate the angle of maximal di↵erential pressure. Play-
ing the flute was not a↵ected by the inner sensor, and only
minimal changes in sound could be detected. However, the
sound quality can be neglected as our flute is designed for
absolute beginners.

3.3 Lip Hole Shape
The lip hole shape determines the width of the air jet. If
it is too wide, the air will hit the sides of the embouchure
hole and produce a windy sound [9]. Wilcocks indicated
that a wide aperture of the lip hole causes an unfocused air
jet [12]. Therefore, the amount of windy noise in a tone
is highly related to the lip hole shape. We decided to ac-
quire the lip hole shape indirectly by measuring the amount
of noise in the resulting sound. The use of cameras could
be an alternative, however, this requires additional integra-
tion of a camera into the headjoint and challenging image
processing.

As the tone produced by a flute can been considered pure
due to the short harmonic development [5], we used a simple
subtractive approach to measure the amount of noise, and
thereby, the width of the lip hole. We determined the funda-
mental frequency of the tone, and fed it into the PitchEnv⇠2

patch in PureData to eliminate the harmonic development
from the original signal in the frequency domain. The am-
plitude of the residual signal was then used as a metric for
the lip hole shape.

4. SOFTWARE
2
http://williambrent.conflations.com/pages/

research.html
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Figure 4: The user interface of our application. Pa-

rameters that are not within the specified thresh-

olds are marked red (e.g., lip placement), and green

otherwise.

Our software interface basically consists of step-by-step in-
structions to play the flute’s headjoint own tone. We do
not consider the remaining body of the flute, as the e↵ects
of closing holes to play di↵erent tones can be practiced on
your own. At first launch, the user is guided through the
di↵erent steps of placing her lips on the lip plate, blowing air
in the correct direction and with the correct jet width, and
finally, fine tuning the frequency by turning the headjoint.
Successfully achieving one of the steps unlocks the following
one. All elements are live visualizations of the sensor data,
which means that if one of the parameters drifts out of the
specified thresholds it is colored red (Figure 4). Once it is
back within the optimal range, it turns green again.

Processing

PureData

Augmented Flute
capacitance
airflow 1
airflow 2

amplitude
signal filtered-amp
pitchaudio signal

PC

Figure 5: The data flow of our application. Lip

position and air stream angle are measured with

sensors on the flute headjoint, while lip hole shape

is determined using audio processing.

5. IMPLEMENTATION
All sensors were connected to an Arduino Micro3 board
which communicated the data to a host computer for fur-
ther processing (Figure 5). For the di↵erential air flow mea-
surement, we used two IST FS1 gas flow sensors, and the
capacitive measurements were performed using Paul Bad-
ger’s Capacitive Sensing Library. Audio was recorded using
3
http://www.arduino.cc/en/Main/ArduinoBoardMicro

a small diaphragm condenser microphone connected to an
M-Audio FireWire Solo audio interface. The audio pro-
cessing for the lip hole shape detection was implemented
in PureData using the pitchEnv⇠ and sigmund⇠ patches.
The microphone was at 1 meter distance from the partici-
pant. Finally, the user interface and data analysis was im-
plemented using Processing. To determine whether the air
jet angle and the lip hole shape are correct, we used de-
cision trees that check the di↵erent parameters against a
number of thresholds. For the lip coverage, we used sim-
ple minimum-maximum thresholds. The threshold values
for all parameters are based on an evaluation with expert
flutists, which we will describe in the next section. All ses-
sions were performed in a regular o�ce room (around 46dB)
and after o�ce hours to decrease environmental noise.

6. EVALUATION
We iterated over the prototype several times based on the
results of smaller evaluations.

Expert Panel: After having tested and calibrated the
system based on our own expertise, we presented the system
to four experienced flutists who had 12 to 20 years of ex-
perience playing the instrument. The main purpose of this
evaluation was to calibrate the sensor thresholds to work
with a multitude of players and to determine the optimal
sensor values. After the calibration phase, we asked the
experts for comments and feedback. Three mentioned that
they could notice the capacitive sensors and that they had
to get used to the new headjoint, but switching to a di↵er-
ent flute requires the player to adapt anyways, thus it can
be considered a minor issue. One mentioned that he thinks
the sound quality was a↵ected by the additional sensors, but
was not entirely certain about it. Once the prototype turns
into a real product, the sensors can probably be integrated
in a way that sound quality remains good. We asked the
panel to answer some questions on a five point Likert scale
with 1 being the best. Half of the participants believed that
this application could be useful for beginners, with the oth-
ers being undecided (Mdn = 2.5, SD=0.96). All could easily
determine which of the parameters they had to change in
order to get a proper sound (Mdn = 2, SD = 0). The ex-
perts did mostly not feel supported by the augmented flute
(Mdn=3.5, SD=1.71), but they could easily find out how to
achieve a better result (Mdn=2, SD = 1.26). The low rating
for the question about the perceived support was probably
due to the fact that the thresholds were not yet optimal
for some of the players and therefore, the software gave in-
appropriate recommendations. However, this was solved in
the following iteration, based on the values we recorded with
the expert panel.

After integrating the feedback of the expert panel, we ran
a small pilot study with four novice users who had never
played the flute before. This revealed a lack of guidance
and explanations in the interface that remained unnoticed
during the tests with the flutists, mostly because they al-
ready knew how to solve the issue at hand. These problems
were fixed before the final evaluation with novice users.

Novice Users: We recruited 5 novices, 2 male, 3 female
to perform the test. None reported to have played the flute
before but other musical instruments: recorder, piano and
guitar. All participants received a brief introduction on
how to produce a sound on the headjoint, and three of the
participants were asked to try making a sound on a regular
headjoint with no sensors. We did this to estimate whether
a simple explanation is su�cient to generate a proper sound,
but none of the three users was successful. All participants
then followed the instructions of our augmented flute system
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and only one was not able to produce a sound at all, which
was caused by an error that the system could not sense
(lips rolled over the teeth). Participants could easily detect
which parameter to change to get a better result (Mdn =
1, SD = 0.4), felt supported by the augmented flute (Mdn
= 2, SD=0.5), and could easily find out how to get a better
result (Mdn = 1, SD = 0.5)
Expert Review: To see whether our software gives proper

recommendations, we sent the five video recordings of the
novice users’ sessions to an experienced flutist and flute
teacher, with 18 years of practice playing the instrument
and 5 years of experience as an instructor. Overall, our soft-
ware only achieved partial agreement with the corrections
our expert would have given. The di↵erences in recommen-
dations happened because the errors the participants made
could simply not be sensed by the ambient flute (e.g., lips
rolled over the teeth, high tension in the lips), neverthe-
less, the e↵ects of these errors could be sensed. Factors like
lip tension cannot be measured with our non-intrusive ap-
proach. As we do not see our tool as a replacement for the
flute teacher, but as an additional help for the students, we
believe that things like lip tension, rolling the lips over the
teeth, etc. would be covered during the first lesson.

7. SUMMARY & FUTURE WORK
In this paper, we presented an augmented transverse flute
headjoint that supports novice users during unsupervised
practice by indicating which of the many parameters that
influence the generation of sound is out of range and how to
correct the error in order to produce a proper sound. Based
on literature, we determined the four most important steps
to play a sound on the flute and provide sensing mechanisms
to control these. We calibrated our sensors and thresholds
by recording the readings of four experienced flutists. In
an experiment with five novice users, a brief introduction
and the augmented flute were su�cient for most of them to
produce a sound. The intended user-case of our system is
the unsupervised practice time after the first lessons, when
a teacher is not available and self-observation is not helpful
due to the large number of factors influencing the result,
which are partially not directly visible. The goal is to min-
imize frustration while practicing between the first lessons.
In future iterations, the sensors should be tightly inte-

grated into a beginner’s flute. Models made from ABS such
as Yamaha’s YRF-21 do not require the insulation layer for
the capacitive sensing, and the copper stripes could become
an integral part of the mouthpiece, eliminating their e↵ect
on the player’s comfort. Furthermore, the integration of
the sensors also reduces the impact on sound. Adding an
inertial measurement unit (IMU) to the set of sensors would
allow to correct errors in posture and handling of the entire
flute.
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ABSTRACT
This paper explores the idea of using virtual textural ter-
rains as a means of generating haptic profiles for force-
feedback controllers. This approach breaks from the para-
digm established within audio-haptic research over the last
few decades where physical models within virtual environ-
ments are designed to transduce gesture into sonic output.
We outline a method for generating multimodal terrains
using basis functions, which are rendered into monochro-
matic visual representations for inspection. This visual ter-
rain is traversed using a haptic controller, the NovInt Fal-
con, which in turn receives force information based on the
grayscale value of its location in this virtual space. As the
image is traversed by a performer the levels of resistance
vary, and the image is realized as a physical terrain. We
discuss the potential of this approach to a↵ord engaging
musical experiences for both the performer and the audi-
ence as iterated through numerous performances.

Author Keywords
Haptic interfaces, cross modal mapping, performance, mul-
timodal interaction, terrain
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1. INTRODUCTION
The introduction of digital musical instruments (DMIs) has
removed the need for the existence of a physically resonating
body in order to create music, leaving the practice of sound-
making often decoupled from the resulting sound. The in-
clination towards smooth and seamless interaction in the
creation of new DMIs has led to the development of musical
instruments and interfaces for which no significant transfer
of energy is required to play them. Other than structural
boundaries, such systems usually lack any form of physi-
cal resistance, whereas the production of sounds through
traditional instruments happens precisely at the meeting
of the performer’s body with the instrument’s resistance:
“When the intentions of a musician meet with a body that
resists them, friction between the two bodies causes sound
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to emerge” [10, p1]. Haptic controllers o↵er the ability to
engage with digital music in a tangible way. Previous work
with force-feedback has derived haptic profiles from physical
models of acoustic instruments and real-world interactions
(see [1] for a discussion of this). Relying on these sources
becomes an issue when working with digital signal processes
that have no real-world correspondence. By exploring other
methods of generating force-feedback profiles, purely digi-
tal information can become physically realized in a genuine
and engaging manner.

Figure 1: Using basis functions to generate haptic
terrains for the NovInt Falcon.

2. BACKGROUND
Dynamic relationships occur and are ongoing between the
performer, the instrument, and the sounds produced when
playing musical instruments. These exchanges depend upon
the sensory feedback provided by the instrument in the
forms of auditory, visual, and haptic feedback [9]. Because
digital interfaces based around an ergonomic HCI model are
generally designed to eliminate friction altogether, the tac-
tile experience of creating a sound is reduced. Even though
digital interfaces are material tools, the feeling of pressing
a button or moving a slider does not provide the performer
with much physical resistance, whereas the engagement re-
quired to play an acoustic instrument provides musicians
with a wider range of haptic feedback involving both cuta-
neous and proprioceptive information, as well as informa-
tion about the quality of an occurring sound [9]. This issue
is recognized in Claude Cadoz’s work regarding his concept
of ergoticity as the physical exchange of energy between
performer, instrument, and environment [3]. A possible so-
lution to these issues is the use of haptic controllers. As
has been previously noted, “we are no longer dealing with
the physical vibrations of strings, tubes and solid bodies as
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the sound source, but rather with the impalpable numerical
streams of digital signal processing” [5, p1]. In physically
realizing the immaterial, the design of the force profile is
crucial because it determines the overall characteristics of
the instrument.

2.1 Instrumental Modeling
Previous work on the design of haptic profiles has been
focused around modeling, enhancing, or augmenting pre-
existing musical interactions. Leonard and Cadoz’s physics-
based system GENESIS-RT allows users to design virtual
musical instruments and engage with them in a way that
resembled interaction with traditional instruments [8]. Ber-
dahl’s work with the physically intuitive haptic drumstick
builds o↵ and extends real-world physics, allowing a drum-
mer to play a drum roll either in the usual manner with
two drumsticks, or single-handedly with the aid of force-
feedback. It is the direct engagement with the synthetic
haptic feedback that allows the percussionist to perform in
this way yet the“physics of the performer’s basic interaction
with the instrument remain similar,” rendering the instru-
ment “physically intuitive” [2, p363].
Further recent developments include actuated instruments

that “produce sound via vibrating element(s) that are co-
manipulated by humans and electromechanical systems” [9,
p155]. Physical instruments such as the Feedback Reso-
nance Guitar, the Electromagnetically Prepared Piano, the
Overtone Fiddle, and Teleoperation with Robothands have
been extended through virtual qualities while conforming
to real-world physics in their structural design.

2.2 Sound Sculpting
Hayes’ Running Backwards, Uphill was a performance for
a piano trio that explored the relationship between “touch,
gesture and timbre by examining the sonic qualities of the
acoustic instruments,” as well as the electronics. Musicians
utilized the absolute extremes of their instruments and were
“directed to lurch and fall o↵ the keys; or, create the most
delicate airy bowed sounds” [6, p402]. Unlike acoustic in-
struments, which require physical force and highly skilled
action to reach the edges of their sonic potential, the ex-
tremes of most digital controllers can be reached almost in-
stantaneously due to their lack of resistance [10, p1]. With
the Falcon’s resistance, Hayes was able to use various force-
feedback profiles to both assist her in reaching desired ef-
fects, such as short, staccato-like samples of a recording and
longer segments that flowed together, and fight against her
to make certain sounds more di�cult to reach. Throughout
the performance, she notes that the haptic feedback gave
her a “feeling of moving through the sound” and the means
to shape the sound accordingly [6, p403]. Her use of haptics
allowed an extensive range of gestures and levels of engage-
ment to occur in this performance.

2.3 Cross-Modal Approaches
Others have noticed that it is useful to transfer auditory
and visual perceptual information to the tactile realm. The
Haptic Wave is an interface that allows “cross-modal map-
ping of digital to audio to the haptic domain” [11, p2150]
and provides a platform for visually impaired users to nav-
igate and edit digital audio. Instead of translating existing
representations of digital audio, such as visual waveforms,
the initial iterations of this project used the NovInt Falcon
to “directly access qualities of the sound” [11, p2153]. By
mapping the horizontal axis of the Falcon to the length of a
sound file and the amount of resistance to the amplitude—
higher amplitude increased resistance—users were able to
scan through the soundfile from left to right and feel the

amplitude of the soundfile at every point in time.
Other work has explored the use of visual information

within the realm of digital signal processing. James maps
2D visual textures to the distribution of “timbre spatial-
ization in the frequency domain” [7, p128]. Filatriau and
Arfib’s work presents three di↵erent tactics for linking “vi-
sual and sonic textures using similar synthesis processes”
[4, p31]. The first two methods use a visual texture as the
material basis for sound generation. Their approach titled
“image from a sound” considers the texture as a sonogram
and uses this image to “derive from a static image an evolv-
ing sound” [4, p32]. This process involves scanning over
the static image to generate an evolving sound, using the
horizontal axis as the time value and the vertical value at
that time as the sinusoid to reproduce. The “pixel image
sonification technique” employs an image that is constantly
changing and constantly producing a sound. This could be
exemplified by movement in front of a camera or by moving
through a static image at a small scaled viewpoint, viewing
the visual texture as composed of small sections, kernels,
or pixels. The final process of “equivalent processes” ex-
presses the texture-generating algorithm in visual and sonic
mediums instead of using the image as the starting point.
Both the visual and sonic processes are expressions of the
texture-generating algorithm.

In our work with the Falcon, we have utilized both the
“pixel image sonification” and the “equivalent processes”
technique by using a texture-generating algorithm to cre-
ate a visual expression and move through this image on a
pixel-to-pixel basis. Working in this direction avoids issues
of physical modeling because it is not concerned with using
images or interactions as true or exact models as a means
to expressively sculpt sound.

3. METHODOLOGY
In this section we describe an iterative approach to the de-
velopment of a terrain-based haptic instrument. We outline
both the technical considerations, along with autoethno-
graphic accounts of its role in numerous performances by
Gabriella Isaac over a period of several months.

3.1 Case Study: Constant Resistance Model
The first iteration of the instrument involved applying a
constant force profile to a single dimension of the NovInt
Falcon. This would exert a constant physical force back on
the performer’s hand in one dimension. In turn, the same
z-index of the Falcon’s position was mapped to the the start
point of a grain’s position within a sound file and, by push-
ing and pulling the ball-grip of the controller, the performer
was able to physically scrub through a bu↵er containing
that file while granulating the sound. The force-feedback
of the controller remained at a static level throughout the
piece and provided a constant background resistance, allow-
ing the performer to fine tune their movement and focus in
on points of interest by stabilizing their actions.

In addition, parameters of other DSP processes were map-
ped to the x-y position of the Falcon’s ball-grip, including
the x-y coordinates of an amplitude envelope—which could
be drawn in real-time—and the selection and speed of play-
back of a corpus of samples. Furthermore, the sound output
was recorded into a looping bu↵er and fed to a granulator.
Using a button on the ball grip, haptics could be turned
on and o↵: when o↵, the sound would be recorded into the
bu↵er; when on, recording stopped and granulation started,
allowing the performer to hone in on interesting parts of the
recorded bu↵er, and move back through time.

This iteration was used in two solo performances and one
collaborative performance. In the former, the mappings did
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not change over time, and therefore the extremes of the
piece were reached after about five minutes. Isaac felt that
the collaborative performance was more successful as the
presence of two performers allowed the sounds produced to
occur over a greater period of time and at di↵erent inter-
vals. In this context, the limitations of the instrument could
be explored further. Additionally, audience feedback from
both scenarios suggested that although the audience mem-
bers could see the performer actively struggling with the
Falcon, they did not understand what was actually happen-
ing and how the sounds were being produced. With the
controller facing forward and the knob pointed towards the
performer, the audience could not see the full range of mo-
tion exerted during the performance because the body of
the controller blocked the view of the performer’s gestures.
This first model was a helpful starting point due to the

simplicity of the audio-haptic mappings involved. It re-
sulted in a physically-demanding controller, which invited
further exploration into the types of performer-instrument
relationships it might a↵ord. This approach was also use-
ful in drawing out the sonic characteristics of the specific
granular patch that had been implemented.
Isaac found that without the additional resistance, po-

tentially interesting sonic details were more likely to be
skimmed over and lost due to the ease of movement. The
physical di�culty of moving the controller’s ball grip with
the added resistance initially provided a more interesting
mode of engagement between the performer and the digi-
tal sonic material. However, the fixed amount of resistance
became too predictable in practice. This suggested that im-
plementing a wider and more dynamic range of resistances
should be explored next, along with an investigation into
how the relationships between sound and physical resistance
could be developed further.

3.2 Case Study: Haptic Terrain (Version 1)
The second case study builds upon the constant resistance
model for using the NovInt Falcon as a controller for per-
forming granular synthesis, and implements an early ver-
sion of a virtual physical terrain. In this version, rather
than working with a constant force in a single dimension,
multiple zones of resistance are constructed and placed in
arbitrary locations within a virtual 2D space. Max/MSP’s
nodes object is a visual panel of circular nodes that can
be resized and placed in various locations. A cursor can
then be moved through the panel and the object will out-
put whether or not the cursor is within a node’s region, as
well as its distance from the center of each node. By map-
ping the Falcon’s x and y position to the coordinates of the
cursor, the performer is able to control the cursor’s location
within a collection of nodes, and traverse the terrain. Us-
ing IRCAM’s MuBu for Max, a sound file is segmented by
an onset threshold and each segment is associated with a
specific node (see Figure 2). When the coordinates of the
Falcon’s ball-grip position are over a node, the specific seg-
ment is triggered and sent through a granular synthesizer for
further processing. Although the nodes would sometimes
overlap due to their varying radii and placement within 2D
space, the sound segment selected for playback would al-
ways be the segment whose center was closest to the cursor.
The output of the node was scaled to the highest resis-
tance value of the Falcon and sent to the force parameter of
the z-index—the plane associated with a forward and back-
ward motion for the performer. In this configuration, the
performer would receive a low amount of force-feedback to-
wards the outskirts of the node’s region, and high amount
of feedback towards the center, thus producing the feeling
of moving over a bump.

Figure 2: Haptic Terrain Version 1 using nodes and
audio segmentation.

Because each node was circular, any position at or around
the circumference of a node would receive the same amount
of feedback. The resistance sent to the Falcon was also
scaled and mapped to the density of the grains being played.
This meant that if the performer wanted to create a more
intense and abrasive sound, they would have to hold the Fal-
con in the most physically resistant spot. In performance
Isaac noted that while this was di�cult, it still remained a
stable and predictable terrain. While the bumpy resistance
created through the nodes improved on the constant resis-
tance model, Isaac felt that this still became predictable
when performing because the textures were essentially the
same, di↵ering only in scale. This iteration lacked di↵er-
ent types of textures and therefore variation in the quali-
ties of the force-feedback. It o↵ered a completely di↵erent
sensation than the original patch, yet it remained a pre-
determined and somewhat stable terrain. Despite this, the
nodes could be used in future iterations to access di↵erent
regions of internal processes within the patch. This iteration
could also be used as potential material for an additional
visual element for the audience.

3.3 Case Study: Haptic Terrain (Version 2)
The second iteration of this idea uses the Max/MSP object
jit.bfg to create terrains based on di↵erent noise textures.
The jit.bfg object “evaluates and exposes a library of pro-
cedural basis functions”1 and by changing the noise basis,
di↵erent textures can be generated. The basis function that
generated Voronoi cells was favoured during initial tests be-
cause, on a close up zoom, it creates crater-like textures with
ridges and dips (see Figure 3). On a higher scale (zoom out),
the cells become tiny, bumpy surfaces with defined edges.

The jit.bfg object outputs a grid of texture that is ren-
dered from a range of values from 0 to 1. This range was first
normalized, and then mapped onto the maximum and min-
imum force-feedback values for the NovInt Falcon. Again,
the x and y coordinates received from the location of the
Falcon’s ball-grip were used to scroll through the cells of the
2D matrix generated by jit.bfg and return the greyscale
value of that cell. The scaled value was mapped to the
force-feedback input of the Falcon. By mapping the highest
force of the Falcon to the highest value—the lightest areas of
the texture map—and the lowest values to the lowest force
of the Falcon—the darkest areas on the texture map—the
computationally generated virtual textures were physically
realized through haptic interface (see Figure 1).

The sonic result of this patch follows the texture maps
generated. The source of the sound is generated by two
phasors with controllable frequencies that are run through
a comb filter. The x and y coordinates change the delay
and feedforward of the comb filter. As such, the sound
changes drastically depending on the controller position, yet
maintains some recognizable characteristics. These sounds
are then processed further using granulation and the gain of

1See the jit.bfg reference page in the Max/MSP docu-
mentation.
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the grains also mapped to the Falcon’s x and y coordinates.
In this way, sound will only occur when the performer is
hovering over a lighter area of the texture.

Figure 3: A haptic terrain generated using Voronoi
basis functions.

Additionally, all of the sound was sent through a noise
gate. The threshold of the noise gate was determined by the
z position of the Falcon, and simultaneously multiplied by
the z force being sent to the Falcon. In this way, the fullest
sounds can only be heard if the performer is hovering over a
light, forceful area and if they are exerting a strong force on
this area. Even if the performer applies the same force in a
darker area, they will not be able to hear the fullest sound.
It is only through a strong force in a physically demanding
area that the performer can hear all of the frequencies at
full volume. Even though there is a relatively large range
between the weakest and strongest forces of the Falcon’s re-
sistance, it does not take a large amount of e↵ort to merely
slide over the di↵erent zones. The force-feedback is really
only felt when the user pushes forwards. The Falcon is
comparable to a joystick controller and, unlike a traditional
instrument, its extremities are easily reached. According
to Parker, “grafting the joystick’s physical extremes to the
limits of software parameters can result in an unrewarding
musical experience” [10, p1]. Therefore, it was more fruitful
to explore the a↵ordances of the physical extremities o↵ered
by the haptic terrains. Desirable sounds were still able to
occur within the range of these limits. Multiplying the cur-
rent resistance being output from the Falcon by the force
received required the performer to exert significant e↵ort in
order to reach the full range of dynamics that the system
had to o↵er.
Isaac felt that this version of the sonic terrain was the

most exciting to work with because of the diverse range of
textures and resistances that it a↵orded. The interaction
between gesture and sound seemed to correspond to the
texture in a meaningful way. By mapping the combined re-
sistance from the terrain and the performer’s force to the
threshold of the noise gate, dark areas of low resistance
seemed to let small particles of the sound seep through,
while light areas that required heavy force gave the sensa-
tion of physically pushing the full sound through the gate.
The fact that feedback was no longer static, but became
dependent on the response of the performer was also highly
engaging.

4. CONCLUSIONS AND FUTURE WORK
We have described the iterative development of a haptic
DMI through the implementation of di↵erent strategies for

generating force-feedback profiles. The first strategy in-
volved a constant resistant force that made movement in one
dimension more di�cult. While this allowed the performer
to more expressively explore regions of their sonic material
in more detail, the uniformity of the resistance was deemed
to be undesirable after numerous performances. The sec-
ond strategy explored the idea of cross-modal terrains, gen-
erated as visual planes, and mapped to both haptic and
sonic parameters. In particular, the Voronoi terrains gener-
ated by the basis functions a↵orded rich and varied haptic
profiles.

These nonuniform terrains can be generated on the fly, al-
lowing for instantaneous re-mapping to take place. Future
work will explore this by changing force-feedback profiles
during performance. The nodes-based model will also be
repurposed as an audio processing routing strategy, run-
ning concurrently with the Voronoi technique. We will also
experiment with projecting the terrains for the audience
so that they can watch the performer attempt to navigate
space both physically, as well as digitally.
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ABSTRACT 
This paper presents solutions to improve the reliability and to work 
around the challenges of using a Leap Motion™ sensor as a gestural 
control and input device in digital music instrument (DMI) design. 
We implement supervised learning algorithms, including k-nearest 
neighbors, support vector machine, binary decision tree, and artificial 
neural network, to estimate hand motion data, which is not typically 
captured by the sensor. Two problems are addressed: 1) the sensor is 
unable to detect overlapping hands 2) The sensor’s limited detection 
range. Training examples included 7 kinds of overlapping hand 
gestures as well as hand trajectories where a hand goes out of the 
sensor’s range. The overlapping gestures were treated as a 
classification problem and the best performing model was k-nearest 
neighbors with 62% accuracy. The out-of-range problem was treated 
first as a clustering problem to group the training examples into a 
small number of trajectory types, then as a classification problem to 
predict trajectory type based on the hand’s motion before going out 
of range. The best performing model was k-nearest neighbors with an 
accuracy of 30%. The prediction models were implemented in an 
ongoing multimedia electroacoustic vocal performance and 
educational project named Embodied Sonic Meditation (ESM).   
 
Author Keywords 
Gesture mapping, supervised learning in DMI design, real-time vocal 
processing, Leap Motion™ 
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1. INTRODUCTION 
1.1 The Embodied Sonic Meditation 
Embodied Sonic Meditation (ESM) is an ongoing project in gestural 
control DMI design and sound education, inspired by Pauline 
Oliveros’s “Deep Listening” practice [16] and the work of George 
Lakoff and his collaborators on embodied cognition [10]. ESM 
artistically explores the fact that we understand the world and abstract 
concepts such as music, art, and mathematics through our physical 
body and senses.  

The ESM project applies seven ancient Buddhist hand gestures 
named mudras [9] that have the hands and fingers crossed or 
overlapped, as shown in Figure 1, to trigger corresponding sonic 
effects. Meanwhile, dynamic hand motions are also mapped to the 
audio/visual system to continuously control electroacoustic voice 
manipulations and a visualization of a 4-dimensional Buddhabrot 

fractal [7]. In spring 2017, ESM is being introduced to fifteen 
undergraduate students at the College of Creative Studies at 
University of California, Santa Barbara1, as a teaching tool and a 
DMI design case study during a course named “Embodied Sonic 
Meditation – A Creative Sound Education.” 

 

 
Figure 1. Example of input gestures and output label 

1.2 Goals and Motivation 
There are many musicians have had been using hand gestures 
to control live electronic music performance. The pioneer 
works include: the Hands [24] by Michel Waisvisz in 1984, the 
Lady’s Glove [21] by Laetitia Sonami in the 1990s, the 
Sensorband [2] by Edwin van der Heide, Zbigniew Karkowski, and 
Atau Tanaka in 1994, as well as the Angry Sparrow [15] and 
Genoa by Chikashi Miyama in the late 2000’s. In 2012, Thomas 
Mitchell et al [14] first used subtle finger gestures to real-time control 
and process live vocal performance. Instead of using sensors that are 
attached to a performer’s hands, our project uses a non-attached 
optical sensor and touchless hand gestures to control a real-time 
system producing sounds and visuals, and processing voice. 

1.2.1 The Sensor and Its Current Challenges  
Because of its low price, light weight and portability, as well as a 

lower latency and higher frame rate compared to other sensors such 
as the Microsoft’s Kinect™ [22], a Leap Motion™ infrared sensor is 
chosen as our non-attached tracking sensor to realize the gestural 
instrument for ESM project. The Leap Motion™ controller is a small 
USB device that uses two monochromatic IR cameras and three 
infrared LEDs to sense hand motion in 3D space. The sensor’s field 
of view is an inverted pyramid with angles of 150◦ and a height of 
roughly 60cm, as shown in Figure 2. It provides information about 
the identity and motion of both hands and their corresponding fingers 
(position, velocity, normal vector of palm, etc.) in the form of a 
frame, which is easily accessible through a developer API2. The 
controller is well suited to music applications due to its performance 
in recognizing subtle hand and finger movements.  

                                                                    

1 https://www.ccs.ucsb.edu/ 
2 https://developer.leapmotion.com/ 
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Figure 2. The coordinates of Leap Motion interactionBox 

 
However, the sensor’s small range greatly limits the 

expressiveness of a performer’s natural hand motions during a live 
performance, impeding the exploration of a user’s body-mind 
connectivity. The inverted pyramid shape of the sensor’s tracking 
range makes it difficult for users to keep their hand movements in 
range. Moreover, the sensor cannot track any gestural input when 
two hands/fingers are close to each other, or overlap above the 
sensor. The sensor typically generates no output in these two 
situations, and is essentially “frozen.”  

These sensor limitations cause errors, which heavily interrupt the 
audio-visual system – either no data or discontinuous data will be 
sent to the audio-video engine, interrupting the smoothness and 
enjoyment of the user experience. In practice, the sensor is unreliable 
whenever the user’s hands move outside the tracking range (such as 
with larger, more theatrical gestures) or overlap (for example, 
working with sign languages). 

1.2.2 Research Goal 
Since we require the ability to allow the above kinds of difficult-to-
track gestures in our project, the ideal ESM system should be able to 
track hand movement and process continuous data without 
unpredictable output errors. Our research aims to predict the hands’ 
trajectories when they are out of the sensing range, and to classify 
overlapping hand gestures in real-time, with minimum errors. Both 
instances are approached using machine learning and are framed as 
classification problems. Our optimization method should be able to 
predict a time series of what it guesses the user’s hands might be 
doing while out of range, or overlapping. To the best of our 
knowledge, these challenges have not yet been explored within the 
NIME community for gestural control DMI design. We hope that our 
preliminary research shows the general potential of applying machine 
learning to create robust DMIs using accessible but unreliable sensors 
combined with machine learning.  

2. BACKGROUND 
2.1 The Leap Motion™ Controller at NIME 
Due to the limited space, the large corpus of musical applications 
cannot be recapitulated completely here. We mainly pinpoint the 
closest related works that evaluate the sensor’s tracking 

capability/challenges of gestural input and control in DMI design and 
live performance.  Silva et. al [19] and Han et. al [8] evaluate the 
sensor’s performance and implementations in keyboard instruments, 
and found that the sensor has limitations and tracking difficulties 
when fingers are close to each other. Occlusion plays a great part in 
the errors. In a NIME2015 concert, Yemin Oh performed Space in 
Hands, where he used the sensor to track hand position to control the 
array of surrounding speakers. In order to reduce sensor errors, he 
installed an LED light under the sensor to optimize the optical 
environment. This indeed can improve the tracking data when hands 
move slowly and finger/hand gestures are simple enough; but does 
not solve the overlap or the out of range problems. Fiebrink et al. 
developed Wekinator [5], a cross-platform, open source free software 
that applies machine learning to artists’ and musicians’ work in real-
time; Leap Motion™ is one of the selected gestural interface that 
suits the system. One of the uses of Wekinator is to make accurate 
classifications from noisy sensors. However, Wekinator does not 
support offline data processing, visualisation, segmentation, feature 
comparison, etc. It is necessary to do the analysis for our project.  

2.2 Related Work in Machine Learning 
We treat the hands-out-of-range issue as a motion-tracking problem. 
Choi and Hebert use Markov models to predict a pedestrian’s 
trajectory based on past movement [17]. Our case is subtler because 
of the intricate finger and hand movements involved. Vasquez and 
Fraichard used a cluster-based technique, including a learning 
algorithm and an estimation algorithm to solve the problem [4]. The 
cluster-based method is an effective way to predict the trajectory of a 
moving object. In addition, Pierre Payeur approached the prediction 
problem with neural networks, which are well suited for 
simultaneous anticipation of position, orientation, velocity, and 
acceleration of an object [11]. We have adapted these algorithms for 
the prediction of out-of-range hand motions. 
 We treat the hands-overlapping issue as a classification problem: 
predict the true hand gesture when the sensor cannot detect both 
hands. A robust approach using a novel combination of features is 
critical to the performance of the prediction. Marin shows that 
fingertip altitudes and angles are good indicators in the prediction 
[6]. Funasaka applies the K-Nearest Neighbor method to classify 26 
gestures, and the recognition rate is 72.78% [3]. The use of SVM 
improves the recognition rate to 79.83%. We apply these methods for 
this project’s prediction model. 

3. SYSTEM OVERVIEW 
The performer gives the system two inputs: vocals via a microphone, 
and hand gestures and motions via a Leap Motion™ sensor. The 
OSC protocol enables communications between Chuck [25] software 
for audio processing, and Python software for sensing and visual 
processing. Recognition of one of the 7 Mudras triggers the 
corresponding sound, while continuous hand motions control 2 
sound filters and 4 effects for real-time vocal processing, as well as 
the visualization of a 4-dimensional Buddhabrot’s trajectory 
deformation. Finally, the resulting sounds and graphics are amplified 
and projected into the performance space. Figure 3 shows the overall 
system architecture. 

 
Figure 3. The general overview of the system 
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4. GESTURAL DESIGN AND MAPPING 
Mapping the 7 Mudras gestures to trigger sonic outputs was 
originally impossible for the ESM project before we added the 
machine-learning component for gesture recognition. When the 
classifier recognizes a particular Mudra, it sends the detected type to 
Chuck, which plays the corresponding sound clip. 

There are also six ways that hand motions are mapped to 
continuously manipulate the real-time vocal processing:  

a) For the right hand: 
1) Three-fingers’ vertical movement -> granular effects;  
2) Horizontal movement -> spatial panning; 
3) Vertical movement -> roll-off of a Spectral Tilt filter [20] 
b) For the left hand:   
1) Horizontal movement -> frequency of a second-order 

“peaking equalizer” aka “throat-singer's formant emphasis filter.” 
This filter efficiently simulates the vocal technique of Tibetan throat 
singing that emphasizes frequencies corresponding to particular 
harmonic overtones.  When the left hand is at the most left from the 
sensor’s center, this filter emphasizes the 2nd harmonic partial; when 
the left hand is closest to the sensor’s center position, the filter 
emphasizes the 13th harmonic partial.  

2) When the thumb and index finger touch (a “pinch” gesture), 
the vertical movement shifts the pitch of the simulated Tibetan throat 
singing – higher distance controls higher pitch, and vice versa. 

3) The horizontal distance between two hands controls a delay 
effect’s parameter.  The delay time is proportional to distance; when 
two hands are closest to each other, all effects are switched off. 

5. DATA SET AND FEATURES 
5.1 Data Acquisition 
Our project is not attempting to predict all human hand motion in the 
general case; we train our machine learning models to predict and 
recognize only a certain subset of gestures and hand positions 
relevant to this specific project.  Therefore we acquired our training 
dataset by recording the first author’s hand movements in context 
using the Leap Motion. Although hand movements are continuous, 
the Leap Motion sensor discretizes them with sampling rate 60 
frames per second. 

5.1.1 Hands Out of Range 
As detailed in Section 1.2.1, the Leap Motion sensor has only a 
limited range that is often too constrained for the desired performance 
practice.  When the hand leaves this range we would like to predict 
its motion until it comes back into range.   So in order to record the 
hand’s true motion while out of the sensor’s range, we used a second 
Leap Motion placed 34 cm to the side, as shown in Figure 4. The 
master Leap Motion mimicked the sensor used for performances, 
while the slave Leap Motion accurately senses hand information 
while it is out of the sensing range of the master Leap Motion.  We 
assume left/right symmetry of the possible hand movements in the 
performance, so for the sake of simplicity we recorded data for only 
right-hand out-of-range gestures. 
 To reconcile the data from the two Leap Motion devices, we 
synchronized the two corresponding computers with ntplib, a Python 
module that offers a simple interface to query NTP servers3. We 
were thus able to start the control programs of the two devices 
simultaneously and match the time stamp. We used the last 15 data 
frames of the master Leap Motion before it detected the right hand 
going out of its sensing range and all the data frames of the slave 
Leap Motion from the time that the right hand went outside the 
sensing range of the master Leap Motion to the time that it came 
back into the sensing range or went outside the sensing range of the 
slave Leap Motion™. 

                                                                    
3 https://pypi.python.org/pypi/ntplib/ 

 Our dataset contains 292 examples extracted from recorded 
training data; we split them randomly into training set (80% of 
examples) and test set (20% of examples). 

 
Figure 4. Leap Motion system setup (left) and right-handed 

coordinate system (right) 

5.1.2 Overlapping Gestures  
The Leap Motion sensor’s outputs become inconsistent when two 
hands overlap above it. Since many of the mudras used in real 
performance involve overlapping hands, we would like to use the 
recorded data using a single Leap Motion before two hands overlap 
to predict and classify different mudras. If any of the following 
criteria are satisfied, then we regard the current hand positions as 
overlapping: 

(a) The distance between the two palms is less than 10cm.  
(b) The Leap Motion cannot detect left hand.  
(c) The Leap Motion cannot detect right hand.  
(d) The Leap Motion can detect neither hand.  

We used the last 10 data frames of hand movements before the Leap 
Motion detects overlapping. Our dataset contains 435 examples 
(around 60 examples for each mudra) extracted from recorded 
training data; we split them randomly into training set (70% of 
examples) and test set (30% of examples). 
 
5.2 Features 
5.2.1 Hands Out of Range 
Our training examples contain frames of raw data recorded by the 
two Leap Motion sensors. Within each time frame, we selected 19 
features: hand position on x, y and z axes, hand velocity on x, y and z 
axes, hand palm normal on x, y and z axes, finger altitude for each of 
the five fingers, and finger pan for each of the five fingers. Since we 
would like to learn a pattern of hand movements, each training 
example is a time series consisting of 15 frames of these 19 features, 
represented as a vector of 285 real numbers. 

5.2.2 Overlapping Gestures 
We selected features for overlapping gesture classification by plotting 
examples in Matlab for the seven mudras and choosing the features 
which had relatively apparent differences over the seven categories. 
We selected these 8 most important features: hand palm normal on x, 
y and z-axes, and finger altitude for each of the five fingers. These 
plots showed that the last 10 frames of data were relatively consistent 
because both hands tried to maintain the gesture, so we preprocessed 
the data by taking a moving average over the last 10 frames. We also 
tried batch normalization, but in our experiments it did not improve 
test accuracy. For SVM model that will be discussed in Section 6.2, 
we reduced the number of features to only 3 (palm normal on x, y 
and z axes) to relieve over-fitting problem. 

6. METHODS 
6.1 Movement Prediction for Hands Out of 
Range 
6.1.1 Trajectory Clustering 
The out-of-range training data consist of multiple different 
trajectories. We used an approach taken by Vasequez, which 
assumes that there are a certain number of typical trajectories taken 
by the hand [4]. This reduced the problem to grouping these 
trajectories into categories using an unsupervised method, predicting 
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the category for each new trajectory, and applying the average 
trajectory of the predicted category to use for the audio-video 
synthesis.  

The trajectories were clustered using a k-means algorithm, which 
is as follows: 
1. Randomly initialize the k cluster centroids µ1,..,µk ∈ Rn 
2. Repeat until convergence { 
    For each trajectory i, set 

                              
        
    For each cluster j, set 

                               
} 
where {x(1), ... , x(m)} are the training data, µj represents each cluster 
centroid (in other words, the cluster’s average trajectory, which will 
ultimately be the output of the movement prediction), and k is the 
number of clusters. The algorithm was implemented using Matlab’s 
Statistics and Machine Learning Toolbox4.   

The number of clusters was determined using the elbow method, a 
standard practice which looks at the percentage of variance explained 
as a function of the number of clusters [23]. This plot usually looks 
like an elbow, and the bend represents a typically good number of 
clusters. The elbow method plot is shown in Figure 5; it suggests 
k=10 clusters.  This also corresponds with the performer’s 
introspective analysis that there are 5 to 10 main types of trajectories. 

   Figure 5. Elbow method for k-means clustering 

6.1.2 Trajectory Classification 
Once the training trajectories were clustered, we tried three different 
classification algorithms to assign new trajectories to the appropriate 
cluster: support vector machine (SVM), binary decision tree, and K-
Nearest Neighbors (KNN). The algorithms were implemented for 
testing using Matlab’s Statistics and Machine Learning Toolbox, and 
the best one was incorporated into the Leap Motion system using the 
Python library scikit5. 

Support vector machine (SVM) is a powerful and popular 
machine learning technique for multi-class classification. It first does 
an implicit mapping of data into a higher dimensional feature space. 
Secondly, it finds a linear separating hyperplane with the maximal 
margin to separate data in this higher dimensional space. For a 
training set 

(xi, yi), i = 1,..., l 
where  
                                                    xi ∈ Rn 
and 

yi ∈ 1,−1 
 

and, l is the number of training examples. Then a test example x is 
classified by:  
                                                                    
4 https://www.mathworks.com/products/statistics/ 
5 http://scikit-learn.org/stable/ 

                                  
where αi  are Lagrange multipliers of a dual optimization problem 
that describe the separating hyperplane, K(·,·) is a kernel function, 
and b is the threshold parameter of the hyperplane. The training 
samples xi with αi > 0 are called support vectors, and SVM finds the 
hyperplane that maximizes the distance between the support vectors 
and the hyperplane. Given a non-linear mapping Φ that embeds the 
input data into the high-dimensional space, kernels have the form of 
K(xi,xj) = (Φ(xi) · Φ(xj)). SVM allows domain-specific selection of 
the kernel function. Though new kernels are being proposed, the 
most frequently used kernel functions are the linear, polynomial, and 
Radial Basis Function (RBF) kernels. Since SVM only makes binary 
decisions, the classification is fulfilled by only using the one-only 
technique – to train classifiers to discriminate one expression from 
other expressions [26]. 

There are advantages of using SVM to solve this problem. First, it 
has a strong founding theory based on gradient descent and binary 
decision-making. In our classifying problem, the yes or no decision-
making is all we need for each prediction. Second, global optimum is 
guaranteed in SVM algorithm. Third, we do not need to worry about 
choosing proper number of parameters for SVM model [3]. 

K-nearest neighbors (KNN) were chosen, as it is a fairly simple 
classification algorithm that can be used for quick predictions. KNN 
works by storing all available cases and will classify new cases based 
on a similarity measure known as the distance function. A case is 
compared to its k nearest neighbors, and is classified to be the 
classification that is most common among its neighbors. We used 
simple Euclidean distance 

                                      
where d is the distance, x is the trained example, y is the test point, 
and m is the number of features, in our case, m=285. The relationship 
between the number of nearest neighbors, k, and the test/training 
error (Figure 6) was investigated to determine the ideal k value [1]. 
We chose k=20 for a good balance between low test error and model 
complexity. 

Figure 
6. Train and test error vs. 

the number of nearest neighbors (k) 
 

6.2 Overlapping Gesture Classifications 
To classify overlapping gestures, we trained three classifiers 
including multi-class Support Vector Machine (SVM), k-nearest 
Neighbor (k-NN) in scikit-learn and neural network in Fast Artificial 
Neural Network (FANN) Library. We did experiments to find out the 
best classification model with the highest test accuracy. 

For the SVM, we took “one-against-one” approach [18] for multi-
class classification. If n is the number of classes to be classified into, 
then n*(n-1)/2 classifiers are built and each classifier discriminates 
between two classes. We used the Radial Basis Function (RBF) 
kernel: K(x,x′) = exp(−γ|x − x′|2), in which γ defines how much 
influence a single training example has and is selected automatically. 
For decision function, each classifier puts in a vote as to what the 
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correct answer is and the output returns the class with the most votes. 
We used k-NN for supervised nearest neighbor classification. The 

key hyper-parameter of k-NN is the predefined number k of training 
examples closest in distance to the new point and the predicted label 
is based on the majority votes of its k nearest neighbors. We did 
experiment on how the choice of k would affect training and test 
accuracy and found that k=8 generated the highest test accuracy, as 
shown in Figure 7. 

Figure 7. Train and test accuracy vs. the number of  
the nearest neighbors k 

Furthermore, we developed a neural network classification model. 
Because the prediction of mudras needed to be in real-time, we used 
Fast Artificial Neural Network (FANN) Library6. FANN is a free 
open source neural network library, which implements multilayer 
feed forward neural networks in C using back-propagation training. 
FANN is very easy to use, versatile, and fast, making it a good choice 
for real-time classification. We implemented the classification model 
using FANN’s Python binding. We implemented the neural network 
structure with 3 layers (input, hidden, and output) and 64 hidden 
neurons. We set the hyper-parameters to connection rate = 1, learning 
rate = 0.7, and we trained during 10000 epochs using sigmoid as the 
activation function and RPROP as the training algorithm. 

7. RESULTS  
7.1 Movement Prediction for Hands Out-Of-Range 
The classification models described Section 6.1.2 were implemented 
in Matlab and tested using holdout cross validation. The training and 
test accuracy are shown in Table 1 as an average of 10 different 
holdout sets. Additionally, the average prediction time over 10 
predictions (all in Matlab on the same computer) is shown for 
comparison. KNN was chosen as the best prediction method as it 
provided the best test accuracy of 30 ± 4%, where chance is 10%. 
KNN is also sufficiently fast and performed in this case in under 
1/60ms, the refresh time of the Leap Sensor. The test accuracy is low 
for all methods, likely due in large part to the quality of the recorded 
training data. The training examples were difficult to sort through and 
many may have been inconsistent with typical trajectories. However, 
the nature of this task is such that, if a trajectory prediction is 
incorrect, the chosen trajectory is likely similar to the ideal case. This 
will mean that the music generation will not be that far off from what 
it should have been. Ultimately, any prediction is better than 
dropping motion data. 

 
                                                                    
6 http://leenissen.dk/fann/wp/ 

Table 1. Test accuracy of SVM, BDT and KNN models 

7.2 Overlapping Gesture Classification 
We implemented all three models mentioned in Section 6.2 and tried 
to get the best accuracy on the test set, which is summarized in Table 
2. Since the prediction time is also an important component to be 
considered in real-time performance, we timed each model and the 
result is summarized in Table 3. Our best k-NN model with k = 8 
achieves the best result of 62% average test accuracy. The prediction 
time of k-NN model is 3.90ms, which is short enough for real-time 
performance. The k-NN predictor is sufficiently fast to achieve real-
time performance and is the most accurate so it seems to be the best 
choice. The Neural Network likely performed poorly because our 
date set only includes 435 examples, lower than most successful 
typical Neural Network implementations. 

We visualized the normalized confusion matrix of the best k-NN 
model to examine its performance, as shown in Figure 8. The color 
shading corresponds to the discrete of prediction, while the numbers 
within the matrix correspond to the normalized prediction. From the 
confusion matrix, we can see that some classes are harder to classify 
than others. For example, the algorithm misclassified a large portion 
of mudra 6 as mudra 1. This is pretty reasonable, as the relative 
position of each finger is relatively similar in mudra 6 and mudra 1.  
However, the diagonal of the confusion matrix is fairly high, 
suggesting an acceptable correct prediction ratio.   

                        
      Table 2. Test accuracy of SVM, k-NN and NN models 

 

Table 3. Prediction time of SVM, k-NN and NN models 

 
Figure 8. Confusion matrix of the best k-NN model 

8. DISCUSSION AND FUTURE WORK 
We attempted to solve two problems that arise when a Leap 
Motion™ sensor is used as part of a musical instrument. First, the 
sensor cannot detect overlapping hand or finger motions, which were 
important for musical applications. We implemented three different 

 SVM NN k-NN 
Predict time(ms) 5.48 0.03 3.90 
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algorithms to predict hand gestures while the hands were overlapped 
and ended up choosing to use KNN as it gave an average test 
accuracy of 62%. KNN is ideal for the predictions as it can provide 
fast predictions needed for the real-time audio-visual generation.  
 As future work, despite the fact that Leap Motion™ cannot detect 
hands when they are overlapped, it still can record the raw images by 
using infrared stereo cameras as tracking sensors. It is possible to 
classify the mudra that is using these camera images as input. As the 
input data are lower level and more complete, it can give a better 
performance on classification. However, this approach will make the 
problem even more complicated and run into another research topic 
and expertise – Computer Vision.    

Additionally, the sensor has a limited range, so the lost trajectory 
data were predicted using a combination of k-means for clustering 
and KNN for classification. The algorithm only predicted the correct 
trajectory type 30% of the time, suggesting that there is room for 
improvement. Future work would look in to more carefully recording 
and processing the training data, as well as tweaking the classification 
algorithm parameters. This is a major problem that can generally 
affect every user of the sensor. For the specific ESM system, without 
our system optimization solutions, gestural input data from Leap 
Motion would be dropped when the sensor cannot detect the hand(s) 
or fingers, thus interrupting the coherence and smoothness of the 
real-time audio-visual output during the live performance or user 
experience; with our system optimization solutions, the trajectory is 
predicted. Instead of nothing, at least there are some data to be 
processed, improving the coherence and wholeness of the 
performance. In other words, even a made-up trajectory is better than 
having the data completely drop out. Additionally, the music 
generation algorithms could be chosen such that prediction mistakes 
are not obvious.  

We believe we can improve the training results by increasing our 
training database, using extra slave sensors, and further observing 
typical movements by the performer. This would open up the full 
potential of a neural network approach. 

Moreover, since our analysis provide methods to choose the good 
features from the mudra movement, it seems likely that an interactive 
machine learning approach like Wekinator’s could be applied for the 
classification components of this problem. This could lead to a more 
accurate and useful system than the current offline machine learning 
approach. Specifically, an interactive approach would allow the 
performer to identify types of gestures the system is misclassifying, 
then immediately provide corrective training examples to help fix 
these errors. 

At the time of writing, Leap Motion has just newly built their next-
generation system Leap Motion Mobile7, designed to be mounted on 
a VR headset, with a 180×180° field of view. This can already 
partially solve the out-of-range problem at the hardware level. It is 
reasonable to expect that we will achieve better results with the new 
equipment. We look forward to running tests and experiments on the 
Leap Motion Mobile in the near future and evaluating its 
performance specifically in music applications and DMI design.  
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ABSTRACT 
Sounding Architecture, is the first collaborative teaching 
development between the Department of Architecture and the 
Department of Music at the University of Hong Kong (HKU), 
introduced in Fall 2016. Composed of 67 students and 6 tutors, at 
the start of their studies, the Year 2 students of the Bachelor of Arts 
(Architectural Studies) (BAAS), received a year of basic training in 
the foundation courses.  they were able to experiment with sound, 
shape and materials with no specific goals, except to construct a 
sound instrument and develop a set of drawings that informs both 
construction and performance depending on their individual 
suitability and finding. This was followed by practical work in the 
workshops led by composer Ken Ueno (UC Berkeley), composer 
Eli Marshall (Cornell University), percussionist Deborah Waugh 
(HKU) and fabrication laboratory manager Donn Holohan (HKU), 
all accompanying their disciplines. 
In this paper we present critical observations about the studio after a 
final public presentation of all projects in the 29th of November 
2016. The Review was conducted with demonstrations by groups of 
students supervised by different tutors, in each case focusing on a 
different strategy to create a connection between Sound, Music, 
Acoustics, Space and Architectural Design. There was an 
assumption that the core working process would have to include the 
design of a new musical instrument, which in some cases became 
the final deliverable of the Studio and in other cases a step in a 
process that leads to a different outcome (such as an architectural 
design, a performance or a social experiment). One other relevant 
aspect was that Digital technology was used in the design and 
fabrication of the physical instruments’ prototypes, but in very few 
cases, it was used in the actual generation or enhancement of sound, 
with the instruments relying almost exclusively in acoustic and 
mechanical sound. 
 
Author Keywords 
NIME, Architecture, Design Research, Inter-disciplinary Teaching, 
Design Studio, Prototyping  
ACM Classification 
H.5.5 [Information Interfaces and Presentation] Sound and Music 
Computing. 
 

1. INTRODUCTION 
Architecture and Sound have been approached in many different 
ways [1] [2]. On the other hand, the design of New Musical 
Interfaces for Music Expression (NIME) is an established research 
field with conferences and peer-reviews publications for over 15 
years [3]. However approaching this topic from the perspective of 
Architectural Design, as a pedagogical exercise, is an innovative 

and substantial contribution to the field. Nevertheless, one should 
always keep in mind that the most successful musical instruments, 
such as the piano or the violin, took centuries to be developed until 
they become perfectly fine-tuned and sophisticated, as we know 
them today. Even with the advances of modern digitals tools for 
design and prototyping, as well as University level knowledge 
supervision and references, the expectation of what can be achieved 
in one semester needs to be framed into an adequate perspective. 
Even so, the projects developed by the students tackled, in an 
empirical way, some of most relevant research topics in the field of 
Sound and Music Computing [4] or Auditory Display [5] [6]. 
The projects explored issues such as sonification, collaborative 
music instruments, multidimensional interaction design, wearable 
music instruments, performance, notation, collective improvisation, 
collaborative composition, participative performance or generative 
sound. 
 
 

 
 

Figure 1. Sounding Architecture Poster 
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2. SOUNDING ARCHITECTURE 
PROJECTS 

The Year 2 Coordinator was Thomas Tsang and projects were 
developed in groups supervised by Miho Hirabayashi, Ryo 
Fujimori, Wei Tseng, Jae Lim and Sony Devabhaktuni, each one 
introducing a distinctive approach towards the Sounding 
Architecture studio. In the beginning of the semester the students 
were challenged to answer the question “Can we understand 
architecture or building as form of a music instrument where the 
design might not necessarily be performed exactly how it was 
conceived?”. The goal was to search for latency or gap between 
building and performance, by trying to understand how a building is 
being used in the same way an instrument could be used and 
performed. In the early foundation of architectural education, the 
body and the relationship of the 1:1 scale is addressed. In that sense, 
this project reinforces how building can be closer to us.  
 The process resulted from discussions and open-ended questions to 
the students, such as:  “Are architects able to perform their 
architecture? ” or “By performing, do we get to reflect on our work 
and understand through research where it can be developed 
further?”. Since the majority of our students play traditional 
classical instrument (mainly Western) and contemporary music is 
not part of their repertoire, the students’ understanding of sound is 
more based on what is given to them, as opposed to being 
discovered. Architecture design works in the same way in terms of 
the discovery process.  
In addition, the basic requirement of Year 2, is to get students to 
develop a discourse on inter-disciplinary practice, which is highly 
supported by the University’s 3 pillars agenda1 and the basic 
requirements of the defined learning outcomes: 
 Develop awareness of design and finding problems via design.  
 Training of basic skills of drawing and modeling, developing 

observations on the concrete part of the everyday to a form of 
abstraction. 

In this paper, we present a critical review of the projects developed 
during this course. 

2.1 Participative social interaction and music 
notation  

Group 1 was supervised by Thomas Tsang and included 6 projects 
that developed diverse works with the common denominator of 
drawing inspiration from seminal master works of experimental and 
electroacoustic music, proposed by the course supervisor. The 
projects followed different approaches focusing on a unique aspect 
that was crucial to the music piece they were assigned. We can 
highlight the following 4 projects: 

2.1.1 Silence is not universal 
Silence is not universal is an installation that explores the 
importance of silence as an element in music composition and more 
importantly as form of tuning in other senses. To test some of the 
ideas, the students developed a device that allows two people to 
look at each other’s face depriving them of other senses by 
minimizing peripheral vision and ambient sound.  
The experiment was carried out in the busy streets of Hong Kong 
with several subjects. This conceptual prototype has several possible 
directions for further developments, but for these students the 
importance of exploring these concepts, specially in the public 
place, is relevant to understanding how music can be composed, and 
most importantly getting familiar with the notion of designing 
spaces of intimacy in the public place, as defined in the term “no-
place” by the French anthropologist Marc Augé [7]. 
 
                                                                    
1 The HKU 3 Pillars Agenda (Accessed in 17 April 2017): 
http://www.sppoweb.hku.hk/vision2016-2025/our-three-pillars.html  

 
 

Figure 2. Silence is not universal by Minia Cheung and April Soo 

2.1.2 Bench Automata 
Bench Automata is a sophisticated installation that also explores the 
social interaction in the public space. The students developed an 
elaborate foldable bench that reacts when a person sits on it, with a 
low pitch vibration that will trigger tactile and sonic perception. The 
purpose was to test how subjects react and interact with this bench 
in a public space. To create the sound effect the students used 
electronic components, when realizing that the physical structure of 
the object could not provide a loud enough acoustic sound. This is 
an approach to generate sound that was not used by any other 
groups and that has tremendous potential to be explored in future 
developments of this Studio. The students also used wireless digital 
tracking to better analyze the behaviors of the subjects. 

2.1.3 Sounding Column 
Sounding Column is a musical interface that hangs from above and 
provides different pads for percussive performance. The device 
itself does not introduce novelty but the students took the 
opportunity to explore Notation as a form to organize sound during 
a performance. The notation developed by the students was adapted 
to this specific instrument and guided them during the performance 
presented live. Exploring the relevance of notation as a language to 
compose and perform organized sounds was an important and 
meaningful experience to these architecture students. 

2.1.4 Double Front 
Double Front is a percussion instrument made out of galvanized 
steel that provides different textures, based on the shape and areas of 
resonant boxes. With microphone amplification it provides an 
engaging sonic experience that can be further explored in the future. 
 

 
 

Figure 3. Double Front by Francis Cheung and Nicole Yung 
 

49



2.2 Collaborative Music Instruments  
Group 2, supervised by Miho Hirabayashi, included 5 projects 
developed under the theme of Collaborative Music Instruments. 
This is an extremely important research topic in contemporary 
musical instrument design, especially in the digital domain. The 
students tackled some of the major issues that arose from designing 
instruments that were meant to be shared by several performers. The 
following 3 projects stand out: 

2.2.1 Wall Euphony 
Wall Euphony is a wall design that incorporates a shared musical 
instrument. A wall that encases several “Kalimba” musical 
interfaces separates the performers. The performers react to what 
they can hear across the wall replicating a behavior as if they were 
in a room trying to listen to what is happening in another room, but 
communicating and interacting musically with the other peer. This 
Design, not only served the purpose of a captivating performance, 
but also could be considered as a prototype for a model, which 
could be developed into a real-world product that could make sense 
as an interior-architecture strategy. 
 

 
 

Figure 4. Wall Euphony by Shivangi Das and Wing Tung Wong 

2.2.2 The Tandem Breeze 
The Tandem Breeze is a Multi-User wind instrument in which the 
performers face each other connected by the body of the instrument 
to their mouths. By extending or compressing a sliding mouthpiece 
into each other’s direction and blowing into it, the performers can 
create pitch variations that combine an organic coupling of their 
body movement and gesture, with the combinations of distinctive 
musical notes. The instrument has a dramatic performative effect 
providing an intense interaction between the players and a unique 
sonic experience. 
 

 
 

Figure 5. Tandem Breeze by Janice Chu and Raphael Galvez 

2.2.3 The Sandwich 
The Sandwich is a percussion instrument that explores multiple 
materials providing a variety of timbres that allows for extensive 
creativity while performing. It is designed to be shared by two 
performers facing each other and a reacting to gesture and 

expressions that can be seen through the instrument. From all the 
instruments designed in this class this was the one that provided the 
widest range of timbre variety, almost as if the music was in “color” 
while the others were in “black & white”. 

2.3 Sonification 
Group 3, supervised by Ryo Fujimori, included 5 pieces that had in 
common the concept of sonification as form transposing to sound a 
range of perceptual information that results from a physical 
behavior or movement. From these projects we can single out 4 
performances: 

2.3.1 Paper-tearing 
Paper-tearing is a semi-automated device that explores the idea of 
capturing and amplifying the sound of a cutter tearing paper. It is a 
dramatic installation that was used in a performance that induces 
some sense of danger. The acoustic sound projection was very 
subtle but once amplified properly it becomes a very engaging and 
powerful sonic experience. 
 

 
 

Figure 6. Paper-tearing by Xiangning Wang, Hoi Yin Yeung and 
Charlene Lau 

2.3.2 The Clear Box 
The Clear Box is a device that has the goal of sonifying water 
waves, by mapping the cyclic vertical movement from a set of 
floaters positioned along an aquarium into a rudimentary 
xylophone. The system is very ingenious and has the potential to 
create a very tight and clear mapping with an extremely musical 
outcome, as long as the mechanics of the prototype can be improved 
with better robustness. 
 

 
 

Figure 7. Clear Box by Oi Tung Lam and Xinhao Chen 

2.3.3 The Black Box 
The Black Box is a performative wearable structure that reacts and 
adapts to the movement of a full body performer enclosed within 
the object construct. The structure resembles a human size 
accordion that is played with full body movement and by inflating 
and compressing, it blows out a stream of air that will trigger 
whistles, bells and rudimentary wind chimes for a musical effect. 
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Figure 8. Black Box by Talia Lam and Du Hoi Ming 

2.3.4 Tensionball 
Tensionball is possibly the most inspiring system developed in this 
section, since it explores the mapping of extremely complex 
pendular cyclic movements with a completely mechanic acoustic 
system that convincingly sonify the nuances and expressiveness of 
the ball's movement. By introducing a wider variety in the sound 
sources triggered by the movement, the system can introduce even 
more emphasis on the sound specialization in order to produce an 
immersive sonification experience. 

2.4 Instrument Design for an Ensemble 
Group 4 supervised by Wei Tseng, was also divided in 6 groups of 
students, approaching the instruments’ design so that these must 
become part of a performative ensemble. Each instrument 
contributes to a section of a musical piece and plays its role in an 
integrated and complementary way, to the ensemble. The musical 
instruments followed diverse approaches that range from windpipes 
triggered by the movement of a helix to a large-scale music box or a 
human scale seesaw triggering glass marimba keys. 
 

 
 
Figure 9. Seesawphone and The Music Recorder by Bertha Leung, Chi 

Yan Tam, Ming Yan Ho and Wing Ching Yuen. 

2.5 Wearable Musical Instruments 
Group 5 was supervised by Jae Lim and explored a rather unique 
approach in Music Instrument Design by introducing as a project 
topic the notion of wearable music Instruments, a topic that has been 
relatively less explored in this area, but with inspiring examples 
such as Nick Cave’s Soundsuit [8]. Three groups of students 
developed wearable sounding devices that encases more than one 
performer, are mobile as a vehicle and produce musical sounds, 
either as a result of moving parts or by the acoustic modulation 
performance voices within the structure of the Suit. In particular the 
experimentation with voice in this type of structure is very fruitful 
for architecture students, since it gives then a unique perspective on 
the issue of acoustic spaces to be cohabited by human.  
 

 
 

Figure 10. The Howl, Ditto and Epidermal Being by Gina Park, Zackary Yuen, 
Sherry Cheung, Gracia Wong, Chinghey Chan, Daniel Stiensmeier, Yukuan Guo, 

Hiu Tung Lui, Lydia Chiu, Natalie Lai and Kevin Lai 

2.6 From Form to Architectural Space 
Group 6, Supervised by Sony Devabhaktuni, included 3 groups of 
students and followed a more traditional approach in terms of what 
an Architecture Studio usually addresses in an Architecture School. 
The students were challenged to develop an acoustic music 
instrument that derived from an existing classical string instrument, 
but expanded in space, scale or dimensions. The instrument resulted 
in expressive designs that could be performed live. After that, the 
students isolated certain visual perspectives of the instruments’ form 
that provided reference and inspiration for a real design of a 
building, which became the final deliverable of the studio. 

3. CONCLUSIONS 
The experiment of introducing a multidisciplinary approach into an 
Architectural Studio at HKU primarily had the goal of expanding 
the students’ minds and provides inspiration for creative and 
innovative Architectural Work. However, the results surpassed this 
goal, by providing the students with a valuable experience in Sound 
and Acoustic Centered Design, which will inherently create a 
competitive advantage on their skills and knowledge as future 
practicing architects. On the other hand, from the perspective of 
NIME, the development of new and original ideas of Interfaces for 
Music Expression, was a rewarding result, in the sense that fresh 
and original approaches for established problems, were introduced 
and suggested from a totally different perspective, then they would 
have been developed by Musicians, Computer Scientists or 
Engineers (as they usually are in NIME). In future editions of this 
Studio the pedagogical and Artistic perspective of this work, can 
benefit from a stronger inspiration in music and acoustics, as well as 
from the introduction of multidimensional interaction strategies, the 
use of sensor and contact microphones to capture the inner sounds 
of materials and the use of acoustic sound as triggers for additional 
layers of sound processed digitally. 
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ABSTRACT 
This article describes the process of creation of a new digital musical 
instrument: Osiris. This device is based on the circulation
detection of liquids for the generation of musical notes. Besides the 
system of liquid distribution, a module that generates MIDI events 
was designed and built based on the Arduino platform; such module 
is employed together with a Proteus 2000 sound generator
programming of the control module as well as the choice of sound
generating module had as their main objective
should provide an ample variety of sound and musical possibilities, 
controllable in real time. 
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H.5.2 [Information Interfaces and Presentation] User Interfaces 
User-centered design; H.5.5 [Information Interfaces and 
Presentation] Sound and Music Computing. 
 

1. INTRODUCTION 
The proposal of this work consists in the design and construction of a 
digital musical instrument: Osiris. This instrument proposes the 
generation of sound based on the circulation of water. There are 
various instruments in existence which have a functioni
based on liquids, the majority of these being acoustic instruments
This paper proposes a device that is based on the flow of electric 
current through a liquid medium for the generation of sound and 
music. 
The first experiences involved the use of analogue oscillators, which 
soon proved to limit the potential of the device. Consequently a new 
digital version was designed afterwards, building a control module 
and introducing a more versatile sound generator.

2. INITIAL EXPERIENCES 
The process of creation and construction of the first
prototype had as premises the use of low-cost electronic technology 
and to explore the aesthetic possibilities of simple electronic devices. 
The project started with the construction of several

                                                                 
1 Steve Mann has created several instruments which base the 
generation of sound on alternative principles to those of classical 
acoustic instruments. Among them, the Hydraulophone and the 
Poseidophone are both based on water [1]. Other instruments of 
interest are the Aquaphones developed by Jacques Dudon
the Waterphone by Richard Waters [3]. All of them are acoustic 
instruments with the exception of the Poseidophone, 
electroacoustic and can also be used as a MIDI controller
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This article describes the process of creation of a new digital musical 
instrument: Osiris. This device is based on the circulation and 

of liquids for the generation of musical notes. Besides the 
system of liquid distribution, a module that generates MIDI events 
was designed and built based on the Arduino platform; such module 
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various instruments in existence which have a functioning principle 
based on liquids, the majority of these being acoustic instruments1. 
This paper proposes a device that is based on the flow of electric 
current through a liquid medium for the generation of sound and 
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soon proved to limit the potential of the device. Consequently a new 
digital version was designed afterwards, building a control module 
and introducing a more versatile sound generator.  

of creation and construction of the first analogue 
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of simple electronic devices. 
several low-tech audio 

Steve Mann has created several instruments which base the 
generation of sound on alternative principles to those of classical 

the Hydraulophone and the 
. Other instruments of 

interest are the Aquaphones developed by Jacques Dudon [2], and 
All of them are acoustic 

the Poseidophone, which is 
MIDI controller. 

oscillators. The original aim was to build several of these simple 
oscillators, and to generate interest in terms of sound by means of 
their combination. 
The oscillators were built using the CD40106
circuit which has six Schmitt Trigger
used for the prototype (thus counting on twelve oscillators
a fixed scale of pitches by means of presets.
liquid is produced at the end of the audio output of each oscillator: 
the circuit is opened and two conductors are set a few millimeters 
apart; in contact with the drop of liquid thi
current, permitting the audio signal output
 

Figure 1. Simplified operating scheme of the first
 
For the distribution of liquids a water pump was employed; when 
activated it distributes the liquid along several hoses. Each of these 
hoses is provided with a dropper which enables to regulate the flow 
rate through it, controlling the drip. When 
closes, corresponding to an oscillator with a specific tuning. The 
speed of the drip determines a type of rhythm and the combination of 
the different drips allows for results
complexity. 
Even if this first version was very instructive during an experimental 
and learning stage, several limitations soon became evident. For this 
reason, a new version of the device was implemented.

3. A DIGITAL MUSICAL INSTRUMENT
3.1 General operating scheme
A new version of the instrument
microcontroller and a more versatile audio generator
of this digital version of the instrument
designed based on the Arduino platform, which sends MIDI control 

                                                                
2 About Schmitt Trigger circuits, see:
3 About oscillators based on R-C networks, see: [
4 Pure or distilled water behaves electrically as an insulator. Water 
acquires good electrical conduction properties when ionic 
compounds are added, such as certain
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For the distribution of liquids a water pump was employed; when 
activated it distributes the liquid along several hoses. Each of these 
hoses is provided with a dropper which enables to regulate the flow 
rate through it, controlling the drip. When a drop falls an audio output 
closes, corresponding to an oscillator with a specific tuning. The 
speed of the drip determines a type of rhythm and the combination of 
the different drips allows for results of a medium degree of 

version was very instructive during an experimental 
and learning stage, several limitations soon became evident. For this 
reason, a new version of the device was implemented. 

DIGITAL MUSICAL INSTRUMENT 
General operating scheme 
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more versatile audio generator. For the creation 
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designed based on the Arduino platform, which sends MIDI control 
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events to a sound-generating module. According to the classification 
proposed by Miranda and Wanderley, Osiris possesses an alternate 
controller, since it is “not directly modelled on or necessarily inspired 
by existing acoustic instruments” [7]. 
 

 
Figure 2. Osiris: general operating scheme 

 
Figure 2 schematizes in terms of modules the several stages that 
conform the instrument: 
1) The water pump (activated by the control module) feeds a series of 
hoses that make water circulate. 
2) Drops resulting from the various hoses spill onto a series of 
electrical contacts which work as switches activated by the flow of 
water. 
3) The control module generates MIDI events on the basis of the 
detection of water. The events generated have parameters 
configurable by the user in real time. 
4) The sound-generating module produces audio based on the MIDI 
data received. 
 

 
Figure 3. Liquid distribution system 

 

3.2 Liquid distribution system 
Various water pumps can be activated in an independent manner by 
means of Arduino-controlled relays. The pump feeds an independent 
system of liquid distribution: from each pump a series of hoses 
branch out, provided with droppers to control the flow of water. The 
drops resulting from the various hoses spill onto a series of electrical 
contacts. These contacts are connected to Arduino digital inputs, 
working as switches which detect when water closes the circuit.  
The design of the liquid distribution system was carried out taking 
into account sculptural aspects. In this way, the playing of the 
instrument presents interesting visual patterns due to the process of 
circulation of the liquids, corresponding to the activation and 
deactivation of the various pumps. 
Using an interface of simple operation such as droppers are, it is 
possible to control music parameters in a direct way. The timing of 
the drip will determine the rhythm of the sound generated. Another 
possibility for the playing of the instrument is to interact with the 
liquid in a direct form by distributing it on the contacts by hand. In 
this way it is possible to obtain results of irregular rhythms. However, 
when operating in this manner, it is more difficult to control the 
results, being the behaviour of the liquid more unpredictable and 
aleatory. 

 

 
Figure 4. Detail of drops spilling on the contacts 

 
Audio example 1 shows the sound resulting from a contact 
controlling a note5. By modifying the speed of the drip the tempo 
may be varied. Audio example 2 offers the polyrhythmic result of 
two overlapped contacts with different tempos. 

3.3 Control module 
The system for the generation of control events was designed based 
on an Arduino board (model Mega 2560). A rack was assembled, 
containing the board, as well as the relay modules, the input and 
output connections, and a user’s interface for parameter control in 
real time. 
Each electrical contact is connected to an Arduino digital input. 
When the flow of water closes a given contact, it allows electrical 
conduction and a change of state is produced. Based on the detection 
of the various inputs, MIDI control events are triggered which 
provide a variety of options, aiming for the instrument to offer ample 
musical versatility. 
Besides the options to control the drops by means of the droppers, 
several musical parameters are configurable employing the user’s 
interface. The control interface has two potentiometers, two rotary 
encoders and two push-buttons (incorporated into the encoders). An 
LCD display provides visual feedback: accessing a main menu and 
submenus, it is possible to attain a series of control alternatives in real 
time. 
When a contact closure is detected, a Note On MIDI message is sent 
to the output; the parameters of this output are configurable by the 
player. The configuration options of the MIDI messages generated 
were established with the aim of obtaining richness and variety in the 
musical results. At the present stage of development, the module 
provides independent control of the following parameters: pump 
activation, pitch structures, octave range and intensity. 
 

 
Figure 5. Internal detail of the control module 

 

                                                                 
5 Examples are available on the links on section 8. 
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By default, when a pump is activated it controls a note with a fixed 
intensity and range. By modifying the parameters in real time it is 
possible to adjust the values within which the messages will be sent.  
The messages will be generated with an adjustable degree of 
randomness within a determined range. These options allow for a 
“macro” type of control. It is also possible to work at a “micro” level 
(the level of the sound materials themselves), from the parameters of 
the audio generator, as well as by adding effects or processes 6. 

3.4 Sound generator 
One of the main aims in the design of this instrument was its 
autonomy (to be able to function without the need of an extra 
computer). For this reason, the E-MU sound module Proteus 20007 
was chosen for the generation of audio. This module was acquired 
second hand, due to its being an “antique” compared to the present 
state of development of commercial modules available in the market 
(synthesizers and samplers). The use of this module set a series of 
limitations that fed the creative process decisively, by means of the 
exploration of its possibilities and constraints. This does not exclude 
the chance to expand these possibilities, articulating or replacing 
them by other software-based sound generators, as future stages of 
development of the instrument. 
Another key aspect in the design of Osiris consisted in defining a 
sound palette wide enough to provide timbral variety. This specific 
sound palette was determined based on the functioning of the control 
module and the detection of the gestures sensed by the interface of 
liquids. To this end, a study was carried out regarding the patches 
available on the synthesizer (such study is still in process since the 
module contains more than 1000 factory patches), choosing the ones 
that proved to work better in relation to the events generated by the 
drops and the resulting sound structures. These patches were 
classified according to their timbral qualities and chosen as a starting 
point for the musical exploration with the instrument.  
In other words, the construction and programming of the control 
module was done taking into account the options provided by the 
sound generator, developing in this way what Jordà defines as 
“parallel design”8. 

3.5 Objectives achieved with the new design 
The creation of this new version widens the musical options of the 
instrument, thanks to the design and construction of a 
microcontroller-based control module and the incorporation of a 
Proteus 2000 sound generating module. 
Amongst the main objectives accomplished by this new digital 
version are the following: 

• The definition of pitch structures, octave range and intensity by 
means of a real-time controllable user’s interface. 

• An ample sound and timbral palette, thanks to the use of MIDI and 
an external sound generating module. 

• The possibility of adding variable degrees of randomness for the 
control of parameters, as well as availability to widen the musical 
alternatives according to new specific objectives by modifying the 
microcontroller programming. 

• Higher levels of polyphony (limited only by the characteristics of 
the sound generator). 

                                                                 
6 About micro and macro levels of control, see [5]. 
7 This module was built and commercialized by E-MU in 1999. The 

audio generation is based on samples recorded on its internal ROM 
memory, with the option to expand sounds by means of additional 
memories. This type of modules are also known as “Romplers”. 

8 Jordà asserts that “it becomes hard – or even impossible – to design 
highly sophisticated control interfaces without a profound prior 
knowledge of how the sound or music generators will work (…) a 
parallel design between controllers and generators is needed with 
both design processes treated as a whole” [8]. 

• Options to control a larger amount of pumps, allowing to expand 
polyphony and sound events density. 
 

 
Figure 6. Control module and sound generator 

4 . MUSICAL POSSIBILITIES 
The engine of generation of control events in Osiris is relatively 
simple. High interest musical options are determined by the control 
of the parameters of such events, and by the process of addition of 
several of these simple events, thus obtaining a resultant of higher 
richness and complexity. 
 

Table 1. Real-time parameters of the control module 

Option Parameter 1 Parameter 2 Example 

Pump 
activation 

On / Off - Audio example 3 

Pitches Key note 
Intervals, 

chords, scales. 
Video examples 1-2 

Audio example 4 
Octave 
range 

Minimum value 
(1 to 9) 

Maximum 
value (1 to 9) 

Audio example 5 

Intensity 
Minimum value 

(0 to 127) 
Maximum 

value (0 to 127) 
Audio example 6 

 
The playing of Osiris allows for the use of various contacts 
simultaneously and the control of several timbre layers in an 
independent manner. It is possible to obtain higher complexity by 
means of the overlapping of various contacts, which allows for 
polyphony, polyrhythms, multi-timbrality, harmonic overlays, 
amongst other possibilities. 
The configuration of the different musical parameters analyzed may 
be carried out independently in three layers. Each of these layers is 
assigned to a series of specific contacts, and sends information by an 
individual MIDI channel. In this way, different patches of the Proteus 
module can be used simultaneously. Video example 3 shows the 
functioning of Osiris as it is being played. At a musical level, we can 
listen to a structure that employs several timbres. Audio example 7 
shows a fragment of the audio corresponding to the video example, 
and following, each of the layers individually. 
Audio example 8 is another multi-timbral example, which uses two 
simultaneous layers in a low range. The overlapping of these layers 
with contrasting drip speeds provides a complex rhythmic resultant. 
Finally, another option is the addition of processors and audio effects 
at the sound generator output (considering this electronic instrument 
to be “autonomous and open-ended” according to Tanaka’s 
definition [9]). Audio example 9 and 10 show the resultant of 
different layers of timbres processed in real-time with effects such as 
distortion, filters, delay and reverb. 
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Figure 7. Operating the instrument 

 

5 . CONCLUSIONS 
The design and construction of Osiris involved, besides the 
electronic design and the programming of the control module, 
working with the most diverse materials: acrylics, copper, steel, 
water pumps and hoses, amongst others. Also, the use of 
“antique” technologies such as the Proteus 2000 module and 
the MIDI protocol. In retrospective, I can assert that this was 
due not only to practical or cost-related matters, but also to 
process and aesthetic motivations. In this sense, I consider that 
this kind of restrictions enabled the development of original 
strategies that nurtured in a decisive way the creative process of 
the instrument. 
The fundamental premise that guided this process was to build 
a device that allows a broad range of sound and musical 
possibilities, regardless of the degree of technological 
complexity. In general terms, the degree of development 
achieved involves a simple sensing system derived from the 
first analogue experiences carried out, and affects the rhythm 
and the global density of events; and other sound and musical 
parameters are determined by the mapping strategies employed. 
A relevant consequence of the process of creation of Osiris was 
the chance to reflect upon the complex dialectic that is 
established between the technological development and the 
musical praxis, in the field of the creation and interpretation of 
a new electronic musical instrument. Michel Waisvisz explains: 

About my own experiences with gestural controllers I can only say 
that I fight with them most of the time. That’s something that almost 
every instrumentalist will tell. But if you are in the position to be able 
to design and build your own instruments, and so many interesting 
technologies pop up almost weekly, you are tempted to 
change/improve your instrument all the time. This adds another 
conflict: you never get to master your instrument perfectly even 
though the instrument gets better (?) all the time. The only solution 
that worked for me is to freeze tech development for a period of 
sometimes nearly two years, and than [sic] exclusively compose, 
perform and explore/exploit its limits. [10] 

The next priority steps in the work with Osiris will be in relation to 
the exploration and practice in the area of performance and the 
development of specific interpretation techniques. Secondly, the 
evaluation and implementation of technical improvements of the 
instrument, from the constructive point of view as well as the 

programming, introducing new levels of sensing, control and sound 
generation, amongst other aspects. 
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https://matus-lerner.blogspot.com.ar/2017/01/osiris-video-
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https://matus-lerner.blogspot.com.ar/2017/01/osiris-audio-
examples.html 
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ABSTRACT
Musicians, audio engineers and producers often make use of
common timbral adjectives to describe musical signals and
transformations. However, the subjective nature of these
terms, and the variability with respect to musical context of-
ten leads to inconsistencies in their definition. In this study,
a model is proposed for controlling an equaliser by navigat-
ing clusters of datapoints, which represent grouped param-
eter settings with the same timbral description. The asso-
ciated interface allows users to identify the nearest cluster
to their current parameter setting and recommends changes
based on its relationship to a cluster centroid. To do this,
we apply dimensionality reduction to a dataset of equaliser
curves described as warm and bright using a stacked autoen-
coder, then group the entries using an agglomerative clus-
tering algorithm with a coherence-based distance criterion.
To test the e�cacy of the system, we implement listening
tests and show that subjects are able to match datapoints
to their respective sub-representations with 93.75% mean
accuracy.

Author Keywords
audio equalisation, intelligent music production, digital au-
dio e↵ects, neural networks, semantic audio

ACM Classification
H.5.5 [Information Interfaces and Presentation] Sound and
Music Computing, H.5.2 [Information Interfaces and Pre-
sentation] User Interfaces

1. MUSICAL TIMBRE
The study of perceived musical timbre has been widely re-
searched [9, 10], often in relation to a vocabulary of de-
scriptive terms [25, 21]. These adjectives are commonly
used to describe the timbre of musical signals at various
points in the production process, from performance using
musical instruments [8], to the application of audio e↵ects
[5, 27], and audio mastering [24]. A common methodology
is to identify underlying correlations between statistical au-
dio features and specific descriptive terms [1], often when
measured in some reduced dimensionality subspace.
A recent trend in timbral research has been to incorpo-

rate crowd-sourced data, collected using a medium such as
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the web [5, 23, 22], or through digital audio workstation
plugins [26]. This allows for large databases of adjectives
to be used in music production, thus bridging the gap be-
tween amateurs and experienced producers by identifying
common statistical properties of terms within a shared vo-
cabulary. This contributes to a range of semantically driven
audio processing techniques such as spectral morphing [3,
30, 4], additive synthesis [31], and psychoacoustic timbral
modification [11, 18].

1.1 Audio Equalisation and Existing Interfaces
In this study, we explore the use of descriptive terms in
the process of audio equalisation. Equalisation [29] is one
of the most widely used audio e↵ects in sound engineering,
allowing a user to apply gain to multiple frequency bands
concurrently. Semantic audio applications tend to address
the problem of creative equalisation, such as enabling a user
to match or retrieve a desired spectral envelope. However,
corrective equalisation is also an active area of research,
such as detecting and attenuating problematic frequencies
in a live environment [6].

As equalisation is such a prominent aspect of the sound
production process, a number of systems have been devel-
oped to facilitate the creative process. SubjEQt [16] and
2DEQ [19] for example, both manipulate parameter spaces
of an equaliser by allowing the user to navigate a reduced
dimensionality space. Here, the parameter-space represen-
tations of a vocabulary of adjectives is either determined by
the researcher, or a small number of external samples. On a
larger scale, SocialEQ [5], retrieves timbral descriptions by
crowdsourcing user-inputs from a web interface. Here, the
system is able to learn equalisation curves from a subject’s
evaluation of a set of audio samples. Finally, the SAFE EQ
[27, 28] presents crowdsourced audio e↵ects data through
a plugin interface with a reduced-dimensionality parameter
space, allowing users to navigate a subset of adjectives using
a 2-dimensional controller.

In all of the aforementioned systems, the assumption is
that subjects exhibit significant agreement towards a sta-
tistical representation of a set of descriptive terms. This
however tends not to be the case in some instances [7]. In
this study, we show that terms often have various interpre-
tations or sub-representations, leading to several clusters
being attributed to a single term. This could be due to an
external factor such as the instrument, genre or mood of
the audio signal, or to multiple collective interpretations of
a descriptor. We use these sub-representations to provide an
interface that allows users to navigate the various clusters of
a single term, whilst providing recommendations based on
their proximity to a cluster’s centroid. The system provides
musicians and audio engineers with alternative parameter
settings for given tasks. This allows experienced users to
explore new creative directions in music production, and
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provides novice users with an interface to intuitively con-
trol complex parameter spaces.

2. METHODOLOGY
To build the interface, we first collect a dataset of adjectives,
which describe sounds processed using an equaliser. We
then build a model which reduces the dimensionality of the
parameter space, then applies clustering to identify sub-
representations of individual descriptors. Using the model,
we develop an interface that allows users to navigate the
space, based on recommended cluster centroids. Finally, we
evaluate the system using subjective listening tests.

2.1 Dataset
To build the system, we extract the two most common tim-
bral adjectives (warm and bright) from a large set of an-
notated audio e↵ect settings, collected through the SAFE
Project1 [26]. In total 900 instances were collected from a
Digital Audio Workstation plugin, across a range of musical
instruments and genres. These terms are amongst the most
widely researched in the field [3, 4, 31].
Each entry into the dataset comprises 13 parameter states,

taken from a parametric EQ, a wide range of spectral and
temporal audio features taken before and after the process-
ing has been applied, user metadata, and a description of
the sound transformation. The equaliser used to collect the
data cascades five biquad filters in series. These are two
shelving filters for low and high frequency bands, and three
peaking filters. The peaking filters allow for the parametri-
sation of gain, centre frequency and bandwidth, while the
shelving filters allow for adjustment of the gain and centre
frequency values. For this study, we discard audio features
and focus on modelling the equalisation curves via their re-
spective filter parameters.

2.2 Objective Evaluation
To optimise the parameters in the model and to evaluate
the e↵ectiveness of various aspects, we apply objective met-
rics to the data. To identify the degree to which natural
clusters exist within the low-dimensional representation of
the dataset, we measure spatial randomness in the data us-
ing the Hopkins Statistic [17, 13]. Here, p points (Set 1 ),
distributed randomly in the low-dimensional space, are gen-
erated and p points (Set 2 ) from the existing dataset are
sampled. The distance of the points is then calculated in
both Set 1 and Set 2 to their nearest neighbour, where dr
are the nearest neighbour distances of the sampled points
and di are the nearest neighbour distances of the gener-
ated points. Calculation of the Hopkins statistic is shown
in Equation 1:

H =

Pp
i=1 diPp

i=1 dr +
Pp

i=1 di
(1)

Similarly, to evaluate the parameterisation of sub-repre-
sentations after hierarchical clustering has been applied, we
measure the cophenetic correlation. This can be performed
by evaluating the cophenetic distance matrices of the clus-
tering algorithm, since dendrograms are graphical represen-
tation of a cophenetic matrix [15, 20]. To calculate the
cophenetic correlation let x(i, j) be the Euclidean distance
between points i and j, and d(i, j) the distance of the two
points in the dendrogram, i.e height at which i and j are
first joined. Then by letting x and d be the average values
of x(i, j) and d(i, j) respectively, the cophenetic correlation
c is calculated using Equation 2:

1
http://www.semanticaudio.co.uk

c =

P
i<j(x(i, j)� x)(d(i, j)� d)

q
[
P

i<j(x(i, j)� x)2][
P

i<j(d(i, j)� d)2]
(2)

2.3 Subjective Evaluation
To evaluate the extent to which the system is able to find co-
herent sub-representations, we implement a Multiple Stim-
uli with Hidden Reference and Anchor (MUSHRA) test,
using the Web Audio Evaluation Toolbox [14]. Subjects
were asked to rank the acoustic similarity of a reference
sound to other versions of the same sound, processed with
randomised equalisation curves from clusters found by the
system. Our hypothesis is that sounds which are processed
with curves from the same sub-representation should be
perceptually more similar than curves from di↵erent clus-
ters. For each trial, two recordings of electric guitars were
used, one performed in a blues style and one performed in
a metal style, and after processing, the audio samples were
normalised in order to prevent variation due to di↵erences
in overall level. The number of samples presented at any
one time during the experiment is based on the resulting
number of clusters for each term (warm and bright). A
similarity matrix of distance vectors from each reference
audio sample is constructed. In total, 20 subjects partici-
pated in the listening tests, with varying levels (0-5 years)
of professional audio production experience. All subjects
had normal hearing and were aged between 18-40.

3. MODEL OVERVIEW
The model, as shown in Figure 1, projects a high-dimensional
dataset (EQ parameters) into a low-dimensional space us-
ing a Stacked Autoencoder (SAe). Clustering is applied to
the data to identify salient sub-representations within each
descriptor using the agglomerative clustering algorithm de-
scribed in Section 3.1. Users are then able to navigate the
space, where the system will recommend parameter settings
by maximising the coherence between the user-input and
each of the cluster centroids. Finally, a 13-dimensional pa-
rameter array is reconstructed from the 2-dimensional in-
put.

The SAe model [12] is used (as in [27, 28]) to project
data onto a low-dimensional subspace by learning a low-
dimensional representation of a vector of input features us-
ing a neural network architecture. This allows us to model
complex relationships between and high-and-low dimensional
spaces, and to approximate parameter settings from low-
dimensional inputs using the SAe’s decoder layers. We im-
plement the system using the Theano Python Library [2].
To accurately train the model, the EQ data is normalised
and rescaled during the decoding process.

3.1 Coherence-based Hierarchical Clustering
We implement a variation of the hierarchical clustering al-
gorithm, which aims to cluster data-points based on their
spectral representations. Once the instances have been sep-
arated into clusters, new input parameters will be measured
against the resulting cluster centroids using the same crite-
rion, with the system then providing guidance in achieving
the sub-representation most closely related to the input.
This method allows the system to take into account not
only the relationship in low-dimensional space, but also the
high-dimensional parameters of the EQ.

In order to apply hierarchical clustering to the frequency
bins of the EQ curve, a modified distance metric based on
coherence is implemented. As defined in Eq 3, Gab(f) is
the cross-spectral density between the equalisation curve a
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Figure 1: Block Diagram of the Proposed Model

and b, where Gaa(f) and Gbb(f) is the spectral density of
the a and b curves respectively. A distance matrix is con-
structed by finding the pairwise coherence measurements
between all frequency bins of the reconstructed EQ param-
eters, the clusters are computed sequentially, and applied to
the low-dimensional map. Using this method it is expected
that the resulting groups will share characteristics based
on a criterion that identifies the level of similarity between
frequency distributions, rather than the distribution of the
points in the low-dimensional space. The resulting clusters
are depicted in Figures 2 and 3.

Cab(f) =
|Gab(f)|2

Gaa(f)Gbb(f)
(3)

Figure 2: Resulting Clusters for the Bright descriptor

Figure 3: Resulting Clusters for the Warm descriptor

4. INTERFACE
The interface (shown in Figure 4) incorporates a 2 dimen-
sional subspace with a 5-band parametric EQ2, where set-
tings are recommended to the user (the white line) based
on the proximity of the existing curve (the blue line) to the
cluster centroid (shown in 2-dimensions on the right hand
side of the figure) using the coherence metric discussed in
section 3.1. The low-dimensional map is computed when the
interface is initialised, and the recommendation will change
when the coherence with the current cluster centroid is no
longer minimal.

Equalisation curve recommendations are presented through
the high-and-low-dimensional interfaces concurrently, how-
ever due to the nonlinear mapping between the two spaces,
the relationship between the two may be unclear. This is
due to several correlated parameters being loaded onto a
small number dimensions. This can make controlling the
sound timbre intuitive as users can navigate the clusters
in 2-dimensions, and the parameters will quantise to the
nearest cluster centroid. Users of the e↵ect can control the
number of clusters selected by the algorithm, using a single
threshold parameter. A high threshold will result in a low
number of clusters, while a low threshold will provide more
sub-representations.

5. RESULTS
5.1 Clustering Tendency
The Hopkins Statistic will produce a result from 0 to 1,
where 1 is indicative of a highly clustered dataset, and 0
suggests the data points are uniformly distributed [17]. For
our data, the equalisation curves described as bright exhibit
a score of 0.544 with a standard deviation of 0.027 and the
equalisation curves described as warm exhibit a score of
0.561 with a standard deviation of 0.043. This suggests that
natural clusters may exist in the data, although clusters may
be di↵used and boundaries may be overlapping.

5.2 Parameter Selection
We construct linkage matrices based on the frequency bins
of each point in the low-dimensional space and evaluate
their cophenetic correlation. Table 1 shows that for the
bright descriptor, the average linkage criterion is the most
suitable, with centroid, ward and complete linkages exhibit-
ing slightly less accurate measurements. Similarly, median,
weighted and single linkage score perform less favourably.
This is similar to the warm descriptor, with the average

linkage criterion scoring the highest and the centroid method
performing less favourably. Similarly, weighted, complete

andmedian linkages display significantly less accurate scores
and single linkage achieves a significantly lower score. These
results are also in accordance with the results of [20], where
average and centroid linkages were the most appropriate for
a variety of artificially generated datasets.

To select the model’s hyperparameters, we apply a hier-
archical clustering process, iterating the number of clusters

2Based on PyEQ: https://github.com/tmwoz/pyEQ
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Figure 4: The user interface of the equaliser, with the high-dimensional parameter space on the left, and the low-dimensional
space on the right. The red diamond on the left illustrates the position within the clustered sub-representation and the white
line on the frequency analyser represents the recommended equaliser curve corresponding with the closest centroid.

Linkage Bright
Cophenetic

Correlation

Warm
Cophenetic

Correlation

Single 0.320214 0.522341
Complete 0.862697 0.685418
Average 0.878668 0.812211

Weighted 0.800794 0.703954
Centroid 0.870976 0.811222
Median 0.846046 0.682768
Ward 0.862679 0.675793

Table 1: Comparison of the cophenetic correlation for both
descriptors across seven di↵erent linkage options

(Ncl) each time from 2-100. On each iteration, the coher-
ence between the cluster centroids is measured and Ncl is
accepted once the coherence between 2 clusters exceeds a
threshold. We chose this method as an alternative to the
commonly used inconsistency approach to cluster identifica-
tion as it produces a varying value for Ncl when the global
depth parameter is varied. The threshold is empirically set
to +0.7, which generally signifies a strong positive correla-
tion. Sequentially a value of 1 is assigned if a pair has a
coherence greater than +0.7, and 0 otherwise. This pro-
cess results in a percentage measurement of the correlation
between all centroids.
The optimal value of Ncl for each descriptor is then con-

sidered to be the highest number of clusters in which all
pairwise correlations fall below +0.7. We find that, af-
ter the optimisation process, Ncl = 5 for equaliser curves
described as bright, and Ncl = 3 for equaliser curves de-
scribed as warm. Their corresponding coherence matrices
are illustrated in Figures 5a and 5b, and the resulting sub-
representations are presented as mean equalisation curves
in Figures 6a and 6b.

5.3 Subjective Evaluation
The reconstructed equaliser curves are applied to 2 audio
samples, a blues guitar and metal guitar, 5 of which are
bright and 3 of which are warm (i.e. one from each sub-
representation). This results in a total of 16 samples, which
were presented to each participant. The listening tests show
that all participants are able to identify the reference. In
the case of warm for both audio samples, subjects have
predominantly allocated the audio sample to the predicted
cluster. For the bright descriptor, the subjects allocate
equaliser curves to the predicted cluster centroids for the
metal guitar sample, with a small number of misclassifica-
tions (see Figure 7b). However, for the blues guitar sample,

(a) (b)

Figure 5: Coherence distance Matrix for (a) Warm and
(b) Bright descriptors showing coherence between clustered
sub-representations

cluster di↵erentiation appears to be slightly harder, with
subjects allocating the correct sample in four out of the
five tests, bringing the total percentage of correct identifi-
cation to 93.75%. While this is not a bad score, the ratings
that subjects provided display a high degree of similarity, in
most cases, between at least three samples, as is displayed
in Figure 7a.

This result is not unexpected, as can be deduced from
Figure 5b, where comparisons of equaliser curves are able
to achieve scores between +0.66 to +0.695, while the warm

descriptor displays more diverse sub-representations, as dis-
played in Figure 5a. These figures show that the warm

equaliser curves are su�ciently di↵erent for subjects to de-
tect di↵erences, but this may not hold true for the bright

sub-representations.
To measure the confidence of the test participants, the

standard deviation of subjects’ responses is calculated. For
the warm descriptor samples (Figures 7c and 7d), the cor-
rect response also displays the lowest standard deviation
value, meaning that the subjects were more confident of
their responses. However, the same behaviour is not dis-
played for the bright descriptor. For the blues guitar (Fig-
ure 7a), subjects exhibited the lowest standard deviation
values, on the correct answers, for two of the five tests, the
same holds true for the metal samples (Figure 7b). There-
fore it can be said that the subjects displayed less certainty
for their choices on the bright descriptor tests.

To evaluate the extent to which the perceived distances
between the sub-representations is preserved in the cluster-
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(a)

(b)

Figure 6: Resulting sub-representations for (a) Warm and
(b) Bright descriptors showing coherence between clustered
sub-representations.

ing procedure, we measure the Spearman (rank) correlation
between the coherence distance matrix and the subjective
responses. For the warm descriptor, a correlation of 0.83 is
exhibited and for the bright descriptor a correlation of 0.79
is exhibited. This suggests that the interface is able to clus-
ter equalisation curves e↵ectively, preserving a perceptually
relevant distance within and between clusters.

6. CONCLUSION
We present a system for the navigation of sub-representations
within timbral descriptions of equaliser curves. From the
listening test results it is clear that the interface is able to
cluster samples into perceptually relevant groups, and can
provide recommended settings based on a user’s input. We
evaluate the system using two descriptors, warm and bright,
and find that a di↵erent number of clusters form for each
term. For the warm descriptor, the subjects are always able
to identify the correct sub-representation when presented
with equaliser curves from each cluster, and are consistent
in their responses across two audio samples from di↵erent
genres. However, for the bright descriptor, subjects are able
to correctly allocate the equaliser curve to the correspond-
ing sub-representation with 90% accuracy (93.75% across
both terms). In this case, the number of correct allocations

varies between the audio samples, and they are not consis-
tent in their responses. This could be because the warm

descriptor is has a lower number of clusters (3), allowing
for more variability between sub-representations, whereas
the bright descriptor has 5, which may potentially be too
high for significant perceived variance. The proposed sys-
tem is able to aid the creative process of music production,
by providing alternative representations of described musi-
cal timbre. This may lower boundaries to entry for novice
users, and will provide new expressive functionality for ex-
pert users.
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ABSTRACT
Pitch Fork is a prototype of an alternate, actuated digital
musical instrument (DMI). It uses 5 infra-red and 4 piezo-
electric sensors to control an additive synthesis engine. Iron
bars are used as the physical point of contact in interaction
with the aim of using this materials natural acoustic proper-
ties as a control signal for aspects of the digitally produced
sound. This choice of material was also chosen to a↵ect
player experience. Sensor readings are relayed to a Mac-
book via an Arduino Mega. Mappings and audio output
signal is carried out with Pure Data Extended.

Author Keywords
NIME, DMI, Material Computation, Pitch Fork

ACM Classification
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1. INTRODUCTION
Pitch Fork takes interaction concepts from pitched percus-
sion, various members of the zither family of instruments,
string instruments (particularly fretted string instruments)
and the Theremin.
The instrument was designed so that someone with even a

modest level of experience on a guitar like instrument would
be able to adapt to the logic of the pitch mapping, and be
able to quickly find musical patterns within it.
This interface should be of interest to professional mu-

sicians and keen enthusiasts who are fond of unusual and
novel instruments.

2. RELATED WORK
The initial design concept for Pitch Fork placed the use of
beaters, and their position tracking at the focus of param-
eter control. Instruments to then consider with respect to
this include the Luma and The Radio Baton.
The Radio baton uses capacitive sensing to track the x, y

and z coordinates of a baton, and this data can be processed
to provide a trigger by registering sudden changes in velocity
etc. [1].
The Marimba Lumina can make use of positional infor-

mation about the beater, even while not in contact with the
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Figure 1: Pitch Fork

instrument, and use it for extra gestural control. [2] Such
a design has to balance the extra possibilities of expression
against the amount of free bandwidth available from the
musician’s brain.

Another early design concept was to try and harness an-
cillary movement as a sound control mechanism. It has
been shown that the ancillary gestures of clarinet players
do actually a↵ect the tone of their instrument. [3] Through
studying video recordings the author concluded that vi-
braphone players lean or hunch over their instruments to
varying extents depending on their technique and expres-
sive style. This observation led to the setting of the goal
of leveraging this kind of movement for direct control of
timbre.

Material Computation...
” ...can provide other computational operations such as

band-limiting, resonance, smoothing that can be exploited to

transform gestures from haptics into optimal acoustic en-

ergy.”

This was the inspiration for the author to incorporate
the use of a materials resonant and tactile quality into the
process of controlling a digitally produced sound.
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3. DESIGN
Pitch Fork is meant to have the look and feel of a com-
plete music instrument rather than being an interface alone.
To that end the materials have been chosen so that they
have acoustic properties of their own and invite playful in-
teraction. Traditional metallophones (Gender, Vibraphone,
Gamelan etc) tend to be comprised of numerous individu-
ally tuned metal resonators which are struck with a beater.
Pitch fork di↵ers from these instruments in that the four
metal bars are cut to have very similar resonances so that
any sound coming directly from them would be perceived as
accompanying percussion rather than melodic content. The
digital sound is also produced via transducers attached in-
side the wooden housing of the instrument. Ultimately the
Pure Data patch at the heart of the machine will be run on
a headless device such as a Rasberry Pi or, in the case of a
Bela, the need for an Arduino could also be eliminated.

Figure 2: Attachment of Piezo Sensors

3.1 Mapping and Technique
Sound is produced in response to interaction between the
performer and 4 iron bars (tongues) suspended on a wooden
frame. The pitch is controlled by the position of the ob-
ject interacting with the tongue, relative to the end of the
tongue itself. The amplitude of the output signal is con-
trolled by the output of the piezoelectric sensor attached
to the bar being manipulated. The proximity of the player
to the instrument (degree to which the player is leaning
over the instrument) controls the energy of the signal (see
Design/Sound).
At the time of writing Pitch Fork is most e↵ective while

the tongues are approached as flex sensors rather than sim-

ply striking them. Very expressive amplitude envelopes can
be achieved in this way.

Aliquot markings on each tongue indicate the pitch map-
ping. The lowest achievable pitch is C4, nearest the player
on the left most tongue. Each tongue has 4 aliquot mark-
ings, in a similar fashion to the strings and frets on a gui-
tar, one aliquot marking (fret) corresponds to one semitone.
Each tongue is tuned a minor third up from it’s left neigh-
bour. A diagram of the tuning of Pitch Fork can be seen in
figure 3

The performer can use any combination of beater and
direct hand contact that they wish. Applying constant or
varying pressure to the tongue can produce a sustained note.

A diagrammatic representation of the mapping can be
seen in figure 4

Figure 3: Tuning Diagram for Pitch Fork

Figure 4: Mapping Diagram for Pitch Fork

3.2 Sensors
All sensors are connected to an Arduino Mega.

A Sharp GP2Y0A41SK0F (or equivalent) infra-red (IR)
proximity sensor is positioned at the far end of each tongue,
and covered by a wooden housing to reduce the interference
from daylight. A fifth IR sensor is mounted on top of Pitch
Fork and directed at the head of the performer.

A generic piezoelectric pick-up is adhered to the underside
of each tongue with contact adhesive. The output of each is
regulated by a Zener diode, and a burden resistor protects
the Arduino from unwanted voltage spikes.
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3.3 Sound
All sounds are built from a sine wave being sent through
an Energy Circuit. The Energy Circuit patches add the
first three even harmonics to the fundamental frequency.
These harmonics are detuned slightly so that they are not
perfect integer multiples of the original tone. This detuning
increases as the e↵ect is turned up. The final stage of the
Energy Circuit is a distortion patch that was developed for
a previous work by the author: Tromba Moderna. It models
distortion in a stringed instrument by adding the first time
domain derivative of a signal to itself. A small amount of
reverb is then added. This sound is then e↵ected by the
process of transduction through the body of the instrument
body.

4. EVALUATION
Evaluation of Pitch Fork is presented here from the three
di↵erent perspectives of Audience, Performer and Designer.
At the time of writing the instrument has only been working
for a limited period of time and therefore only preliminary
findings can be reported.

4.1 Audience
Sile O’Modhrain points out:
”...the greatest challenge facing designer’s of DMIs is that

there is no longer a perceivable causal link between the ges-

tures required to play the instrument and the mechanism

that produces it’s sound”
This lack of transparency can present a barrier to expres-
sive performance if the audience does not have a sense of
the physical skill involved in playing the instrument. Even
after limited testing it appears that observers can under-
stand how the instrument is played, and are entertained by
the spectacle of seeing someone play it.
The aspect of being able to lean in to the instrument

and a↵ect it’s timbre was also noticeable and prompted a
response from onlookers.

4.2 Performer
The use of unusual materials and novel construction cap-
tured the interest of potential players, and the pitch map-
ping and interaction mode were intuitive enough that people
were able to quickly pick out simple melodies. Discussions
with people that tried the instrument revealed that the pri-
mary feedback from the use of iron tongues was intriguing.
Time spent by the author watching how vibraphone players
lean over their instrument as an involuntary ancillary ges-
ture seemed to pay o↵ - leaning into Pitch Fork to change
timbre seems intuitive, does not dictate the mode of expres-
sion, and can be ’hacked’ by controlling the energy with a
hand instead of body position. The instrument has 4 note
polyphony, and reacts fairly quickly to player activity and
allowing some degree of nuance in terms of dynamics and
control of timbre. The notable restriction on expressivity is
the fact that the instrument is limited to only one octave.

4.3 Designer
The goal of using material computation to control ampli-
tude was only partially realised due to complications with
the analogue circuitry involved. Due to ground hum and
cross talk the signal from the piezoelectric sensors had to be
low pass filtered and threshold-ed in order to give the con-
troller more control over the audio output. This reduced the
extent to which the resonance of the metal tongues could
be used as a control parameter. However, the choice of
material still a↵ects the quality and nature of the interac-
tion that the musician experiences. The IR sensors were

similarly unreliable in their output, otherwise a finer pitch
resolution would have been used, potentially giving the in-
strument a 2 octave range.

5. CONCLUSION AND FUTURE WORK
Pitch Fork is a novel digital interface and musical instru-
ment which a↵ords the performer expressive control over
timing, dynamics, pitch and timbre. The electronics should
be re-designed and built with more attention to potential
interference and cross talk. As detailed in section 3.1, the
current iteration responds most e↵ectively to variation on
continuous pressure rather than through striking. Future
iterations should allow for this interaction whilst improving
the instruments response to the striking technique it was
originally designed for. The use of small microphones in-
stead of piezoelectric sensors, and ultrasonic instead of IR
sensors would be an interesting possibility to explore. Ul-
trasonic sensors have been used to good e↵ect with other
novel controllers such as Michel Waisvisz Hands [1] A more
sturdy construction would allow portability.
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ABSTRACT
Biostomp is a new musical interface that relies on the use
mechanomyography (MMG) as a biocontrol mechanism in
live performance situations. Designed in the form of a stomp
box, Biostomp translates a performer’s muscle movements
into control signals. A custom MMG sensor captures the
acoustic output of muscle tissue oscillations resulting from
contractions. An analog circuit amplifies and filters these
signals, and a micro-controller translates the processed sig-
nals into pulses. These pulses are used to activate a step-
per motor mechanism, which is designed to be mounted on
parameter knobs on e↵ects pedals. The primary goal in de-
signing Biostomp is to o↵er a robust, inexpensive, and easy-
to-operate platform for integrating biological signals into
both traditional and contemporary music performance prac-
tices without requiring an intermediary computer software.
In this paper, we discuss the design, implementation and
evaluation of Biostomp. Following an overview of related
work on the use of biological signals in artistic projects, we
o↵er a discussion of our approach to conceptualizing and
fabricating a biocontrol mechanism as a new musical inter-
face. We then discuss the results of an evaluation study
conducted with 21 professional musicians. A video abstract
for Biostomp can be viewed at vimeo.com/biostomp/video.

Author Keywords
Biocontrol systems, mechanomyography, stomp box, em-
bodied performance, user evaluation

ACM Classification
H.5.5 [Information Interfaces and Presentation] Sound and
Music Computing, H.5.2 [Information Interfaces and Pre-
sentation] User Interfaces

1. INTRODUCTION
Biomonitoring systems o↵er a vast range of applications for
observing various functions of the human body. While most
of these applications pertain to medical research, the inter-
pretation of signals internal to the human body has also
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been used in arts as a control mechanism. In this paper, we
discuss the design and implementation of one such appli-
cation, named Biostomp, where we utilize mechanomyogra-
phy to augment the control space of a musical performer by
translating the oscillations from naturally-occurring mus-
cle activity during a performance into control signals that
manipulate various e↵ects that are commonly used by mu-
sicians.

A mechanomyogram is a low-frequency mechano-acoustic
signal generated by contractions in muscle fibres [6, 18]. The
monitoring of mechanomyograms, known as mechanomyo-
graphy (MMG), is most commonly used in medical appli-
cations such as prosthetic control, and the study of mus-
cle disorders and fatigue. With Biostomp, we exploit the
mechanical nature of MMG as a means to extract the un-
mediated byproduct of muscle activities inherent to a mu-
sical performance. We have adopted a stomp box model in
our design to alleviate the complexity of a computer-based
setup, which is often found in biocontrol systems. Our sys-
tem is designed as a plug-and-play tool that does not require
extra configuration or calibration beyond what is common
to stomp box e↵ects pedals.

Biostomp comprises of a custom MMG sensor that is at-
tached to the performer with an armband. The signals from
the sensor are passed to the stomp box, which houses a
circuitry to amplify, filter, and interpret the MMG signals.
The processed signals are then used to activate a motor that
controls parameter knobs on e↵ects pedals, such as those for
delaying and overdriving an instrument signal. We have de-
signed an adjustable motor mounting system that can easily
be attached to knobs on most e↵ects pedals.

Biostomp augments the musician’s control over existing
parameters of a performance setup in various scenarios. In
its primary use, the system listens to the biosignals that
occur during a musician’s regular performance, and maps
these to the control of parameters on e↵ects pedals. But
the musician can also engage in an extended performance
where they actively control these parameters with conscious
muscle movements beyond what their usual interaction with
their instruments would mandate. In addition to such pri-
mary uses of the system, Biostomp also provides a separate
audio output for the processed biosignals, which facilitates
the use of the system as a stand-alone instrument.

We conducted a user evaluation study to explore how
augmenting the control space of a performer by interpreting
MMG signals a↵ects the performance, to what extent the
performer feels in control of the resulting changes, and to
what extent these changes are considered to be desirable in
a musical context. In doing so, we aimed to evaluate the
optimal applications of the proposed system, and delineate
a road-map for the future development of our platform.
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2. RELATED WORK
Scientific investigation of signals internal to the human body
dates back to the physician Luigi Galvani’s discovery of ani-
mal electricity in 1791; biomonitoring mechanisms has since
been a prominent component of medical research [12]. The
stethoscope, for instance, is a well-known application in this
field.
The use of biosignals in arts, however, has a relatively

recent history. In one of the first works to utilize such sig-
nals, the composer Alvin Lucier used EEG sensors placed
on his scalp to pickup alpha waves that the brain generates
under a focused state. Premiered in 1965, his work Music
for Solo Performer relied on this technique for the control
of actuators attached to instruments [8].
In 1980, the artist Stelarc introduced his work Third Hand,

which used EMG signals captured from his abdominal and
leg muscles to control a mechanical hand attached to his
right hand. This work was initially intended as a semi-
permanent prosthesis but was re-purposed as a performance
device due to the discomfort caused by the apparatus. Ac-
cording to the artist, the artwork has“contributed to cyborg
discourses on the body”.1

In the early 1990s, the artist Atau Tanaka drew attention
to the use of biosignal interfaces in performance art. He
was the first artist to be comissioned to work with BioMuse,
which is a multi-sensor biocontrol system first developed by
R. Benjamin Knapp and Hugh Lusted in 1988. This sys-
tem was able to monitor and transmit electroencephalogram
(EEG), electrooculography (EOG) and electromyography
(EMG) signals. A year after the introduction of BioMuse,
Tanaka co-founded the Sensorband, a trio of musicians who
use bioelectric sensors, with Zbigniew Karkowski and Ed-
win van der Heide [2]. The artist describes his work in this
medium as a “corporeal activation of sound” that can not
only decode experimental performance, but also o↵er “an
entry point to possible intimate spaces created by digital
interaction” [15]. BioMuse project was later developed into
a brand that consisted of various consumer-oriented biocon-
trol devices.
The artist Marco Donnarumma coined the term“biophys-

ical music” [4] in 2011, following the development of his
Xth Sense device, which is an MMG-based sensor system
that captures biological sounds. Xth sense comprises of an
MMG sensor armband and a hardware amplification unit;
the hardware is coupled with a custom software that en-
ables mapping, filtering and sound-processing. The artist
uses the device in his performance art pieces, where his
body becomes the primary sound source.
In 2014, Thelmic Labs released a consumer version of

their armband EMG sensorMYO, which is a general-purpose
gesture controller. Accompanied by a variety of software
products, MYO is marketed as a cross-platform biocontrol
interface. It relies on the use of pre-defined arm and hand
gestures to activate certain software commands. For in-
stance, in the MYO Control App, making a fist opens the
menu, and spreading fingers launches an application.

3. BIOSTOMP
Biostomp aims to integrate biocontrol into musical perfor-
mance. Initially developed for guitarists, Biostomp can be
useful for any performer who utilizes e↵ects pedals in their
music. Additionally, the audio output capabilities of our
system enables its use as a standalone instrument, in which
the muscle sounds themselves act as a sound source.
Stomp boxes often comprise a toggle switch for turning

the e↵ect on or o↵, permanently mapped parameter con-
1
http://stelarc.org/?catID=20265

trol knobs, an audio input, and an audio output for the
processed signal. Our primary design consideration with
Biostomp was to capture the simplicity of this model and
achieve an unmediated connection between biosignals and
the parameters these can be used to control. Most biosignal
systems used in artistic projects communicate with a com-
puter software that generates or manipulates sounds. In
such cases, the computer can be considered as the sound-
producing instrument. The computer can also be used as an
intermediary when using biosignals to control external me-
chanical sound sources. While this approach o↵ers precise
monitoring and intricate mapping of biosignals, putting an
extra layer between the performer and the instrument can
be undesirable in live performance situations.

Biostomp is a self-contained system that does not require
a software interface or external calibration beyond what is
presented on its physical interface. The system therefore
acts as an analogous mediator that is capable of mechani-
cally manipulating hardware signal processing devices, such
as e↵ects pedals, with biosignals generated during a musical
performance.

Biostomp relies on MMG acquisition for translating mus-
cle activity into control signals. MMG is most commonly
compared to electromyogram (EMG), which represents the
electrical potential of muscle activity [12]. The hardware
and signal processing components of an EMG acquisition
system is often technically complicated and expensive to
manufacture [1, 6]. Furthermore, EMG sensors have a noisy
response under low muscle activity [19], and are sensitive to
environmental factors, such as power line interference [7],
electro-magnetic pollution [16], and perspiration [11]. Ad-
ditionally, EMG signals detected by surface electrodes take
place prior to muscle activation in the sensorimotor sys-
tem flow [5] whereas mechanical vibrations picked up by an
MMG sensor are generated upon the force production. This
implies that control signals acquired with an EMG sensor
precede the actual muscle activity. While this makes EMG
particularly useful in certain applications, such as prosthetic
limb systems, it masks the e↵ect of, for example, physical
muscle fatigue, which can be utilized as a meaningful com-
ponent of a musical performance. Finally, when compared
to EMG signals, MMG signals are less sensitive to place-
ment of the sensor over the muscle [17]; this allows MMG
sensors to be placed more freely over certain muscle regions
and makes them less susceptible to shifts in placement dur-
ing monitoring. Fig. 1 shows the components and operation
scheme of Biostomp.

Performer Biostomp Effects 
pedal

Sensor 
armband for 

MMG 
acquisition

Stepper motor 
for turning 
parameter 

knobs

Signal 
amplification, 
filtering, and 
interpretation

Processed muscle sound

Instrument

Processed 
instrument 

sound

Figure 1: Biostomp components and operation scheme

3.1 Sensor Design
An MMG sensor, an air-chamber that houses this sensor,
seen in Fig. 2, and an armband that holds these components
in place, seen in Fig. 3, are the principal components of
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Figure 2: 3D model of the air-chamber housed in the arm-
band

Biostomp’s MMG extraction mechanism.
The frequency of core muscle vibrations range from sin-

gle digit values to approximately 45 Hz [10] with that of
superficial muscle contractions go up to 100 Hz [3]. While
industrial measurement microphones, such as the Microtech
Gefell’s MK250, can o↵er a frequency response of 3.5 Hz
to 20 KHz, this is a considerably wider range than that
is necessary for our system. Instead, we used a Kingstate
KECG2742PBL-A electret condenser microphone, which is
suggested as being ideal for MMG applications in a com-
parative study conducted by Donnarumma et al. [5].
Previous research describes ideal specifications for MMG

sensor and air-chamber designs: Watakabe et al. [18] tested
several dimensions for cylindrical air-chambers and recom-
mended a diameter of at least 10mm and a height of 15mm,
pointing out the correlation between slight changes in this
dimension and frequency response. Silva and Chau [14] pro-
posed the use of a microphone-accelerometer composite sen-
sor with a cylindrical air chamber of 1.3cm in diameter and
0.2cm in height, sealed with a silicone membrane, which
provides the highest signal-to-noise ratio. Posatsky [13] in-
vestigated multiple designs with both cylindrical and coni-
cal air chambers and found that cones o↵er a higher average
gain of 6.79 +/-1.06 dB/Hz in low frequencies, in compari-
son to cylindrical air-chambers.
To achieve flexibility in where the sensor can be placed

on the body, instead of a small silicon-based enclosure, we
adopted the air-chamber design by the researcher Martin
Ma, who proposed the use of wider dimensions for monitor-
ing large muscle regions rather than individual muscles [20].
We modelled this proposal in a 3D design environment (see

Figure 3: The armband that houses the sensor

Fig. 2) and used oil-based plastic acrylonitrile-butadiene
styrene (ABS) as our base material. This is a tough-yet-
lightweight material appropriate for molding robust objects
for everyday use.

3.2 Circuit Design
The electret microphone is powered via a 12V regulated
circuit; its output is amplified with a 2-gain-staged high-
quality audio preamp, designed by Rod Elliot.2 Note that
in our system, the R7 resistor is modified with a 4.7 kOhm
resistor to achieve a total gain of 12.9 db.

Based on the frequency range to be monitored with the
MMG sensor, a 5th-order low-pass Butterworth filter in a
Sallen Key topology with a cut-o↵ frequency at 100 Hz is
used. From the filters we experimented with, the cut-o↵
slope and the pass-band characteristics of this design pro-
vided us with an optimal noise elimination. OPA27 opera-
tional amplifiers were preferred due to their low-noise and
high-precision stability characteristics.

The filtered signal is passed to a Msgeq7 equalizer IC,
which is a CMOS chip that provides a DC representation of
the amplitudes of 7 fixed frequency bands. In our case, we
only use the first band, which has a center frequency of 63
Hz. We also implemented a signal path for the AC signal
to allow for the direct monitoring of the audio signal.

Figure 4: Biostomp enclosure

Upon detection of a consistent hum in our first prototype,
we switched from a plastic enclosure to a metal one, as seen
in Fig. 4. The conductive enclosure works as a local earth
and o↵ers shielding from electromagnetic interference [9].
A sensitivity knob attached to a 100-kOhm potentiometer
enables the control of the preamp’s gain. A 3PDT foot-
switch is used for switching between motor control or audio
output. When the audio output is not used, this foot-switch
e↵ectively turns o↵ Biostomp.

3.3 Motor System
Envelope following of the band-limited 20Hz-to-63Hz signal
is sent to one of the analog inputs on the micro-controller,
in this case an Arduino Nano. Further smoothing, scal-
ing and mapping is applied to the digital signal. An A4988
driver board is used before the motor for pulse transmis-
sion, current adjustments, and over-heating protection. A
2
http://sound.whsites.net/project88.htm
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NEMA 14-size bipolar stepper motor is attached to a cus-
tom, adjustable motor mounting system, as seen in Fig. 5,
which can be attached to stomp boxes with di↵erent knob
configurations.

Figure 5: Adjustable motor mounting

4. USER EVALUATION
A user evaluation was conducted to explore the responsive-
ness of Biostomp, and its ease of use for musicians who may
or may not be experienced in incorporating digital control
interfaces into their performances.

4.1 Preliminary Study
To evaluate our first prototype of Biostomp, we conducted a
preliminary study with 11 guitar players between the ages
of 25 and 45. Two primary issues that surfaced in this
study were the lack of ease in mounting the sensors, and
the discomfort caused by the armband during performance.
Furthermore, the participants reported an inconsistent re-
lationship between their activities and the audible outcome
of the device’s interpretation of these activities. Such feed-
back prompted us to revise the wearable components of our
system to improve comfort during performance. Further-
more, we revised the grounding and amplification schemes
in our circuitry, which helped eliminate some of the noise
that impacted the sense of correlation between the bodily
movements and the changes in audio e↵ects negatively.

4.2 Method
After revising our system based on the results of the prelim-
inary study, we conducted a primary study with 21 profes-
sional musicians, which included 13 guitar players, 1 trum-
pet player, 1 violinist, 1 keyboard player, 3 percussionists, 1
drummer, and 1 custom electronic instrument player. 11 of
the participants reported limited experience with new mu-
sical interfaces, with 4 participants reporting no experience
whatsoever. The remainder of the participants reported ex-
perience with a range of interfaces, such as Arudunio-based
sensor systems, MIDI keyboard and controllers, tablets,
computer software, and natural interaction devices like the
Microsoft Kinect and the Leap Motion. The styles of music
performed by the participants included classical, folk, jazz,
free improvisation, rock, noise, and ambient.
The study took 30 minutes on average. After a brief ver-

bal description of the system, the users were given a period
of time to warm up. The sensitivity of the monitoring was
then adjusted for the individual performer. This was fol-
lowed by a performance, which was recorded audio-visually

and lasted 15 minutes on average. Each performer used
the system to control the delay time parameter on a delay
pedal, and the drive parameter on a fuzz/distortion pedal.

The participants were than asked to fill out a 15-question
survey, which consisted of 10 linear scale questions asking
users to rate di↵erent aspects of their experience using Bios-
tomp, as well as 4 open-ended writing prompts, and 1 mul-
tiple choice question asking users which of the e↵ects (i.e.
delay or drive) was preferred.

4.3 Results & Discussion
Fig. 6 shows the distribution of responses to the 10 linear
scale questions about various aspects of their experience
performing with Biostomp.

While it was left up to the performers to decide whether
they would let the system accompany their regular perfor-
mance, or if they would extend their playing with deliberate
muscle movements, users reported the armband gave them
an awareness of the system that they wanted to “play into”
regardless of their approach. While most users reported
switching back and forth between regular and extended per-
formances, one user described that, in addition to his nor-
mal guitar playing, he contracted his biceps to the rhythm
of the tune; this is an interesting in-between approach that
maintains a regular performance but augments it with extra
embodied controls. This can be resembled to a performer’s
tapping of a foot to the rhythm of his or her playing; such an
activity is often a natural bodily expression that can serve
as a means of timekeeping. While such expressions would
not e↵ect the sound output directly, in this case, Biostomp
translates these expressions into variations in sound, o↵er-
ing a new degree of freedom.

The users reported that they felt a significant potential for
improving their control over the system with more practice,
implying that the system can be capable of a↵ording varying
degrees of virtuosity. In accordance with this, most users
indicated that their ability to predict the system’s e↵ect
has noticeably improved over time. One user stated that
once they figured out the limits of the parametric changes
enabled by the system, their control over it significantly im-
proved. These results imply an ability to gain expertise with
Biostomp, which can contribute to its long-term integration
into performance practices.

Out of the two e↵ects the participants performed with,
there was a preference towards the control of the delay pa-
rameter (62%) than that of the drive parameter (38%). De-
spite this result, multiple users reported feeling more in con-
trol of the drive parameter. Other users expressed that the
sense of contracting a muscle was more analogous with the
audible e↵ect of the drive pedal rather than that of the de-
lay pedal. This indicates an embodied relationship between
the variations in physical e↵ort and sound dynamics, which
is a rather intuitive relationship that is often observed with
acoustic instruments. When asked about which e↵ects pa-
rameters they thought would be suitable for controlling with
Biostomp besides the ones they performed with during the
study, users listed size parameter on reverberation e↵ects,
cut-o↵ frequency on EQ and WAH pedals, depth and time
parameters on flanger and phaser pedals, and pitch value
on pitch-shift pedals.

While most of the participants described their movements
and the resulting changes in e↵ects to be coherent, they
have also suggested that personalizing the experience by
using di↵erent e↵ects pedals, and attaching the sensor to
other limbs could help improve the sense of coherence. One
of the users expressed that one of the most engaging as-
pects of their experience with the system was figuring out
its e↵ect on their playing, and added that it wouldn’t be
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as expressive if it was entirely predictable. Another partici-
pant noted that the unexpected outcomes have surprisingly
a↵ected their performance in a positive way. This is appar-
ent in Fig. 6 (b) and (c), which imply that while most users
acknowledged a sense of control over the system, the coher-
ence between their performance and the resulting changes in
e↵ects were rated higher with a similar Likert distribution.
This could be explained through the unmediated connection
the system creates between muscle movements and param-
eter changes: although the users might not be conscious of
their muscle activity when playing their instrument, such
activity is nevertheless a part of their performance; Bios-
tomp merely maps this to an existing parameter within their
control space. By nature of its design, the system is immune
to misinterpretations, discontinuities or data loss.
The users reported the armband having a physical e↵ect

on the performance to varying degrees. While some users
described that the system did not cause any additional phys-
ical strain during their performance, others indicated that
it could get uncomfortable beyond the 15-20 minutes pe-
riod they spent with the system during the study. One
user noted that the awareness of the device forced them to
perform extra movements that might have contributed to
their sense of post-performance fatigue. In line with this,
another user stated that becoming more experienced with
the system would presumably help them be more deliber-
ate with it and therefore reduce the risk of fatigue. Another
user suggested that it might be comfortable to play with a
smaller armband; the current design of the armband has
been resembled to a blood pressure cu↵.
Despite the significant variation of musical styles played

by the participants, nearly all of them expressed that play-
ing with Biostomp would be compatible with their style.
While psychedelic rock, free improvisation and experimen-
tal music were the most commonly listed genres considered
suitable for performing with this system, the list included
more mainstream genres as well. Some users noted that the
device would be particularly useful in performances where
bodily movements are well-articulated, or more physically
expressive. One user mentioned that they would want to
compose new pieces with this system in mind, while an-
other felt the device “expanded the playground for the free
improviser.”
When asked about possible improvements to the system,

the participants requested better response times especially
with the release stage of the e↵ect; a user noted that it
occasionally became hard to decay the e↵ect before a new
activation was triggered. Some users indicated that it could
be interesting if multiple limbs were monitored to control
multiple parameters at once. Given the audio output ca-
pability of the system, one user suggested that Biostomp
could be integrated into a modular synthesizer performance
as a CV source. One of the users suggested that the sys-
tem could be used in an art-form that is more corporeally
expressive, such as theatre or performance art.

5. CONCLUSIONS
This paper introduces a new interface for augmenting mu-
sical performance with biosignals through the use of a self-
contained stomp box system that translates muscle activity
into changes in parameters on e↵ects pedals. A user study
of 21 musicians provides initial validation of the success of
Biostomp in terms of ease of use, controllability, expressive-
ness, and fatigue.
Feedback from our preliminary study guided the funda-

mental design of our system. The improved comfort and
more accurate processing hardware in the new design en-

(a) Do you have prior expe-
rience with new musical in-
terfaces (e.g. sensor systems,
digital control devices)? 0: I
have no experience with such
interfaces. 10: I have consid-
erable experience with such
interfaces.

(b) To what extent did you
feel in control of the changes
in sound e↵ects as you per-
formed with this device? 0:
I felt it was totally out of my
control. 10: I felt it was com-
pletely under my control.

(c) Regardless of the extent
of your sense of control over
changes in sound e↵ects, how
coherent do you think these
changes were with your per-
formance? 0: I did not find it
coherent at all. 10: I found it
very coherent with my play-
ing.

(d) Did you feel you had to
contract your muscles delib-
erately to activate the device,
and to what extent? 0: The
device acted upon my natural
arm movements during per-
formance. 10: I controlled the
device entirely with deliber-
ate muscle contractions.

(e) Regarding the two scenar-
ios presented in the previous
question, which one do you
think is the ideal use of this
device? 0: When it changes
the e↵ects as a result of my
regular performance without
deliberate contractions. 10:
When it responds my delib-
erately executed muscle con-
tractions.

(f) To what extent did the de-
vice a↵ect your performance
physically? 0: It did not af-
fect my playing physically at
all. 10: It significantly af-
fected my playing physically.

(g) Have you noticed a vari-
ation in your sense of control
over the changes in sound ef-
fects? 0: There was no no-
ticeable di↵erence in my sense
of control. 10: I felt my sense
of control improved over time.

(h) Have you noticed a vari-
ation in your ability to pre-
dict the device’s e↵ect on
sound processing during the
course of your performance?
0: The device acted unpre-
dictably throughout my per-
formance. 10: It became eas-
ier to predict the e↵ect of
the device as the performance
progressed.

(i) What is the e↵ect of
performing with this device
on your overall fatigue af-
ter the performance? 0:
This device had no e↵ect on
my post-performance fatigue.
10: This device increased my
post-performance fatigue.

(j) How compatible do you
think this device is to your
playing style? 0: The func-
tion of this device is not com-
patible with my playing style
at all. 10: The function
of this device is considerably
compatible with my playing
style.

Figure 6: The distribution of user responses to our survey,
following the performance of multiple musical styles with
Biostomp.
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sured a minimum threshold of musical responsiveness for
instrumentalists with a wide range of stylistic backgrounds.
In our user study, we observed an ease of adaptation during
each participant’s experimentation with the system. Some
users especially indicated that they appreciated the inti-
macy that the familiar “e↵ects pedal” presentation of Bios-
tomp provided. We observed that users who were intro-
duced to the original sound of the control signal were more
easily able to incorporate Biostomp into their performances.
Users were intrigued by the increased range of expressivity
our system enabled, and we will continue to explore and
evaluate the use of Biostomp to control a wider range of
musical e↵ects.
We believe that the overall comfort of the armband will

need to be improved for the next iteration of the hardware.
In addition to the foot-switch that shifts the signal from
motor control to audio output, and the input gain knob, we
plan to add extra control knobs (e.g. for adjusting rotation
decay time) and switches (e.g. for switching motor rotation
polarity) based on the feedback we received from musicians.
We also see a great potential in adding a DC output within
signal Eurorack standards for the integration of Biostomp
with modular synthesizers.
We hope that the results discussed here will not only help

us improve our own design, but also aid the design of new
biosignal interfaces, particularly taking into consideration
some of the issues highlighted in this study, such as the
e↵ects of mapping strategies on the embodied relationship
between the performer and the sound, the benefits of ad-
hering to a performer’s existing interaction paradigm, and
the need for a range of expressiveness within which the per-
formers can improve their control over the system. Overall,
we believe that the integration of biocontrol into music per-
formance opens up a lot of possibilities for both traditional
and contemporary performance practices, and that Bios-
tomp o↵ers a notable contribution in this area.
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Abstract
An application for ballet training is presented that moni-
tors the posture position (straightness of the spine and ro-
tation of the pelvis) deviation from the ideal position in
real-time. The human skeletal data is acquired through a
Microsoft Kinect v2. The movement of the student is mir-
rored through an abstract skeletal figure and instructions
are provided through a virtual teacher. Posture deviation
is measured as torso misalignment, via comparing hip center
joint, shoulder center joint and neck joint position with an
ideal posture position retrieved through initial calibration,
and pelvis deviation, expressed as the xz-rotation of the hip-
center joint. The posture deviation is sonified via a varying
cut-o↵ frequency of a high-pass filter applied to floating wa-
ter sound. The posture deviation is visualized via a curve
and a rigged skeleton in which the misaligned torso parts
are color-coded. In an experiment with 9-12 year-old dance
students from a ballet school, comparing the audio-visual
feedback modality with no feedback leads to an increase in
posture accuracy (p < 0.001, Cohen’s d = 1.047). Reaction
card feedback and expert interviews indicate that the feed-
back is considered fun and useful for training independently
from the teacher.

Licensed under a Creative Commons Attribution

4.0 International License (CC BY 4.0). Copyright

remains with the author(s).

NIME’17, May 15-19, 2017, Aalborg University Copenhagen, Denmark.

Keywords
Classical ballet, Interactive application, Unity3D, Kinect
v2, Posture correction, Multimodal feedback, User-centered
approach

1. INTRODUCTION
Classical ballet is a dance art that follows a strict form.
While ballet is easy to learn it is very hard to master, as
the movements are of a highly technical and disciplinary
nature. The dancers must be able to control their move-
ment with exact precision and must rely on a strong core
stability and a good posture [7]. The teaching of ballet also
follows a strict form that has been the same for over 400
years. This teaching method is called the demonstration-
performance method, where a demonstration is given by
an instructor, which is then imitated by the student under
close supervision [7]. Feedback is provided to the students
after they have imitated the movement performed by the
teacher. The e�ciency of this feedback relies heavily on the
instructor - whether they are able to identify the correct
aspects of the movement [14]. In other words; this teach-
ing method relies on repetitive qualitative feedback, which
means that the training is of a subjective nature. However,
through media technologies, it is possible to provide con-
tinuous quantitative feedback, which can help inform the
students to which degree their movement is correct or in-
correct. Multimodal feedback can be provided based on
whether the student’s movements follow the strict princi-
ples of ballet. Both concurrent (real-time) and terminal
(post) feedback can be utilized but must be designed care-
fully in order to avoid distraction or demotivation for the
student [11].
This paper presents a method for detecting whether a bal-
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let dancer’s posture is correct while performing one of the
basic ballet movements: the plié. A prototype is developed
that utilises a Kinect in order to gain information about the
user’s joint locations and rotation. This data is computed
in order to find out if the torso is vertically aligned and the
pelvis placement is correctly centered. Unity3D is used to
provide multimodal feedback to the user. Through auditory
feedback, the user can recognize whether he or she has an
incorrect posture. In addition to expressing the degree of an
incorrect posture, the visual feedback provides an approach
to anatomically localize the error. The system is tested
and refined through several iterations. A final experiment
is performed, in order to evaluate if our application can be
used to assist elementary ballet dancers in improving their
fundamental ballet techniques.

2. BALLET
Ballet is an art-form, which can be described by precise
dance movements done gracefully. Ballet dancers typically
start learning and practicing basic positions and techniques
from a young age. After many years of training, ballet
dancers are able to execute these techniques correctly, thus
ensuring that the movements respect the aesthetics and the
fundamental principles of classical ballet [14].

2.1 Fundamental ballet techniques
Rachel E. Ward [14]. defines four key principles when per-
forming classical ballet techniques. These principles consist
of; alignment of the torso, placement of the pelvis, turnout
of the lower limbs and extension of the lower limbs. The
first two principles are used for the scope of this project.
These principles are also the two which dramatically a↵ect
posture.

Alignment of the torso
An upright and vertical posture of the torso is expected
to maintain classical ballet aesthetics. The dancers are re-
quired to have a firm grip in their spinal muscles to have
the correct body alignment during ballet movements [14].
A common mistake is when the dancers’ spine and buttocks
are too relaxed, which results in the torso inclining forward
as seen in figure 1.

Figure 1: Correct posture (a and b), and incorrect

posture (c and d).

The correct alignment is when preservation of the vertical
axis passes through the middle of the head and body to the
ball of the foot.

Placement of the pelvis
It is important that the dancer finds the correct centered
placement of the pelvis. If the pelvis is pushed front, back,
left or right the lumbar part of the spine will be bent, and
the pelvis will be displaced, as seen in figure 2.

Figure 2: Correct alignment to the left and incorrect

alignment in the middle and right.

The pelvis must be kept in balance and completely hori-
zontal, which can be controlled by oblique abdominal mus-
cles on either side of the waist [14].

Five basic ballet positions
In ballet, there are five basic ballet positions. The feet must
always move to and from these fundamental positions. A
significant characteristic with these positions is that the feet
are turned out, pointing towards the lateral sides of the
body. This is a necessity in order for the dancers to move
sideways on the stage [14].

The plié
Plié, which means ‘to bend’, is an essential ballet move used
both by elementary and professional ballet dancers when
practicing ballet. There are two types of plié; demiplié and
grandplié. During a demiplié, the dancer has to make a
small bend of the knees. A grandplié is a deeper bend of
the knees, where the heels are lifted from the ground [1].

3. MULTIMODAL FEEDBACK
Multiple studies have been conducted in the field of uni-
and multimodal feedback that investigates the e↵ects it
has on performance and learning. By comparing visual-
auditory feedback with visual feedback Jennifer Burker et
al. [2] found that visual-auditory feedback is the most ef-
fective when a single task is being performed and under
normal workload conditions. Workload conditions refer to
how complex the task(s) is.
Wulf and Shea [15] defines task complexity as to be complex
if they generally cannot be mastered in a single session, has
several degrees of freedom, and perhaps tend to be ecolog-
ically valid. They state that tasks will be judged as simple
if they can be mastered in a single practice session, have
only one degree of freedom and appear to be artificial [15].
Ballet movements can be seen as a single task (at least at
an elementary level) and the workload condition can be ar-
gued to be moderate-to-high, as there are several factors
that the student has to keep in mind. Thus, visual-auditory
feedback could, according to Jennifer Burker et al. [2], help
ballet dancers achieve a better performance.
Multimodal stimuli typically are perceived more precisely
and faster than unimodal stimuli [11]. This holds true even
during active movements. Sigrist et al. [11] investigate
the e↵ects multimodal feedback can have on motor learning
through a review of other studies. Multimodal feedback has
a relatively high e↵ectiveness in both simple and complex
tasks, compared to other unimodal feedback strategies [11].
If the workload is high in one modality, augmented feedback
should be given in another modality or in a multimodal way.
This might prevent cognitive overload and, therefore, might
enhance motor learning [11]. As ballet movements can be
seen as moderately to high complexity, it is good to provide
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concurrent visual feedback to the user. Sigrist et al. [11]
argue that one reason could be that concurrent feedback
attracts an external focus of attention. For the auditory
feedback, error sonification and alarms are appropriate, es-
pecially when combined with di↵erent modalities. Error
sonification can supply a ballet dancer with detailed infor-
mation, as it is possible to sonify the deviation from the
ideal posture - letting the dancer hear to what degree their
movement is incorrect.

4. SYSTEMS FOR DANCE TRAINING
There has been developed several other systems, that aims
to assist dancers and improve their performance, through
interactive motion sensing systems.
CAVE is a system that uses real-time capture by utilising

virtual reality through the CAVE environment, which uses
sensors to detect body movement. By a gesture database
which is filtering the information into gestures, the CAVE
environment provides visual feedback for the dancer, prac-
ticing ballet. A score is displayed, which is determined by
how well their movement correlates with that from the ges-
ture database [7].
In order to accompany dance teaching and training, a

wearable sensor-based system that detects motion and pro-
vides real-time sonification, has been developed in [6]. With
insole pressure sensors for measuring jumps, goniometers
for measuring knee angles, and accelerometers as well as
gyroscopes for measuring acceleration and orientation, the
sonification is rendered real-time for the dancer [6].
Saltate! is a sensor-based system, for couples practicing

ballroom dancing. With sensors in the shoes, the couple
gets real-time auditory feedback, when not dancing in sync
with each other [5].
With body-worn active vibrodevices and cameras for a

motion capture system, Akio Nakamura et al.[9] has built
a system for teaching dance motion. The active devices are
composed of vibro-motors and are attached on the dancer
to provide haptic feedback [9].
To assist students practicing snowboard, Spelmezan et

al. [12] developed a sensor-based system that detects com-
mon mistakes by calculating the weight distribution on the
board, and gives the student immediate haptic feedback in
the shoes, on how to correct their mistakes [12].

5. TECHNICAL COMPONENTS
In this section, we will present the hardware and software
used to develop the system.

5.1 Kinect
A Kinect v2 is a motion sensing device. It provides a ro-
bust, relatively accurate and non-intrusive acquisition of the
human skeletal points [13]. In this context, this device will
be used to identify if the user’s posture is correct or not, in
relation to the basic principles of ballet (see Section 2.1).
The skeletal data from the Kinect v2 can be extracted real-
time via the Kinect for Windows SDK [13].
The Kinect v2 utilises an infrared (IR) emitter and depth
sensor to measure distance. It sends out IR beams, which
reflect back to the sensor, thus measuring the distance to
the object. If the IR beams hit a material that is either
reflective or highly absorptive, it can cause unreliable data
[8]. Another issue, as reported by Wang et al. [13], is that
the orientation of the feet and ankle joints are unreliable.
This is due to a problem with time-of-flight artifacts gener-
ating large amounts of noise close to planar surfaces, such
as the floor.

5.2 Unity3D
Unity3D is a cross-platform game engine for 2D and 3D
games. However, the engine is not limited to games and
can be used for a wide variety of software development.
Since its launch, various assets have been developed that,
inter alia, helps interconnectivity with other software. The
asset Kinect v2 Examples with MS-SDK is used for this
project, making it possible to get a visual representation of
the data gathered by the Kinect in 3D space. The joints are
instantiated as Game Objects which makes their transform
data accessible. Their transform data holds information
about their position and rotation. This feature makes it
possible, through specific calculations, to check if the joints
are oriented and positioned as desired.

6. SYSTEM ARCHITECTURE
A user-centered approach was used for developing the ap-
plication. Field studies were used to help establish a set
of initial design requirements and the design was iterated
through several expert reviews. The expert reviews helped
shape and refine the visual and auditory feedback and gave
valuable insight into the features of the application. The
main outcome of the iterations was that the application
should be able to assess whether a user’s posture is correct
by looking at certain joint positions and orientations. One
of the later expert reviews revealed that the application also
should include a calibration feature due to each individual
user being physically di↵erent.

The final prototype consisted of a Kinect v2 which was
connected to a computer that makes it possible for the
system to identify a user’s skeletal points. This data de-
termines both the visual and auditory feedback, provided
through a screen and speakers. A virtual teacher is imple-
mented in the upper left corner in order to instruct the user
in the movements. For the full setup see Figure 3.

Figure 3: The Interactive Ballet Application: 1) a

Kinect v2 connected to 2) the computer, 3) a dance

student, 4) a screen displaying the instructor video

( top left) and the real-time visual feedback ( center:
skeleton with color coded position deviations, bot-
tom: visual performance curve), 5) speakers for au-

ditory feedback.
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6.1 Posture performance measure
Since the ideal posture also includes having a non-displaced
pelvis, one value is calculated for each of the two chosen
fundamental ballet principles. The two values are compared
and the highest is used to represent the physical error. The
skeletal joint data is used to determine the degree of both
errors but are calculated in seperate ways.
The torso misalignment is measured by calculating the Eu-
clidean distance of the Hip Centre Joint (H) and Shoulder
Centre Joint (S), combined with the distance of S and Neck
Joint (N), in the xz-plane:
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where CH,CS,CN represent the averaged calibrated ideal
joints and x and z specify both horizontal axes of the re-
spective joints in world space.
The pelvis-displacement is measured by taking the abso-

lute xz-rotation of H. The predefined maximum distance
and rotation can either be reduced or increased, in order to
change the sensitivity of the audio feedback.

6.1.1 Calibration

The main scenario for which the calibration is intended, is
to have a professional teacher adjusting the students to their
ideal posture. The student can then use those reference val-
ues when no teacher is present to assist them in achieving
the ideal posture.
When the calibration scene begins, it asks the user to stand
still holding their ideal posture for five seconds while facing
the Kinect. Meanwhile, the position of the joints: HipCen-
terJoint, ShoulderCenterJoint, and NeckJoint, are gathered
into a list, as well as the quaternion rotation of HipCen-
terJoint. These obtained positions and rotations are then
averaged into single reference values. These values will then
later be used as reference vectors for the ideal posture of the
user.

6.2 Auditory feedback
The auditory feedback consisted of a water creek sound
representing a misalignment of the user’s posture. This
sound was chosen based on the qualitative findings in the
expert reviews. The chosen audio should not sound stress-
ful or annoying, yet intense enough to be alarming. When
the user gradually worsens their posture, the sound inten-
sifies by passing through a high pass filter. The cut-o↵
frequency of the filter is dependent on the user’s posture.
The sound system only passes the highest frequencies of
the water creek sound when the user’s posture is slightly
misaligned. This process is implemented by converting the
misalignment, measured in meters, into a logarithmic scale
going from min = 20 Hz to max = 22 kHz. The following
equation splits the frequency range between min and max
into logarithmically equal sections:
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i

r
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n

where i is the total number of sections and n is the specific
section. If i is changed to represent the range between the

maximum and minimum misalignment, and n is set to rep-
resent the maximum misalignment minus the ideal posture,
the equation can be used to calculate the cuto↵ frequency
of the high pass filter.

6.3 Visual feedback
The visual feedback displays the computed score for the user
as a GUI element in the scene in Unity3D. This score is rep-
resented through a curve due to Sigrist et al. [11] suggesting
abstract visualisation as an e�cient way of portraying kine-
matic values. In addition to the curve another important
element of the visual feedback is the rigged skeleton. This
element mirrors the user’s movements, thus making it possi-
ble for them to observe every movement in their body. Color
is added to alarm the user, when the torso is misaligned or
the pelvis is displaced, by changing their respective color
from green to red. The threshold is set to 60 which means
that when the score for either torso or pelvis is below 60,
the lines representing the torso or the pelvis will turn red.

7. EXPERIMENTAL SETUP
The following chapter presents how the implemented appli-
cation was evaluated. The main objective of the evaluation
is to test whether or not our application is able to improve
the posture of elementary ballet dancers. Thus, a null and
alternative hypothesis have been established:

• H0: There is no di↵erence in posture performance,
between the group that uses the Interactive Ballet Ap-
plication and the group who does not.

• H1: There is an improved di↵erence in posture per-
formance, between the group that uses the Interactive
Ballet Application and the group who does not.

7.1 Test Protocol
The final test was conducted in a ballet studio at The Royal
Theater in Copenhagen. Three test conductors were present:
One facilitating and in charge of the application, one ob-
serving, and one interviewing the participants with reac-
tion cards after the test. The testing setup consisted of:
One kinect, a computer running the prototype in Unity3D,
a screen displaying the visual feedback, speakers for the
auditory feedback, a preselected subset of the product re-
action cards, and a camera recording the entire experi-
ment. A between-group method was used, with one control
group and one experimental. Each group followed the ballet
teacher in the video instructions, performing three simple
plie sessions. The sessions consisted of simple movements
such as demi and grand plie. One short session lasting 47
seconds for the 1st and 3rd, and one long session lasting 82
seconds for the 2nd. The deviation of the subject’s individ-
ual actual from their ideal posture is measured in centime-
ters, during the 1st and 3rd attempt. By subtracting the
average of 3rd attempt from the average of the 1st session,
it is possible to evaluate whether the subject has improved
(a positive value) or decreased (a negative value) after in-
teracting with the application. The result is then compared
with the control group, which have only been exposed to
the video instructions in the all three sessions. This mean
di↵erence was used to reject or accept the alternative hy-
pothesis.

7.2 Participants
A total of 42 elementary ballet dancers with two to fives
years classical ballet experience from the Royal Danish Bal-
let Academy, participated in the experiment. Their age
ranged from nine to twelve years and consisted of 69% fe-
males and 31% males.
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7.3 Evaluation
Posture performance for the control and the experimental
group is compared used a statistical test. Reaction cards
were used to discuss the experimental groups’ reflection on
the three main features of the application: the skeleton,
the visual curve and the auditory feedback. Each subject
could choose three out of 20 reaction cards. The options
were positive and negative words (e.g. fun, boring, sim-
ple, complicated, helpful, unhelpful etc.). After the test,
a content analysis was performed to sort the participants’
answers into general statements about each feature.

8. RESULTS
In the statistical test, the control group consisted of 21 sub-
jects (mean = -0.0026, std = 0.0049, se = 0.0011) and the
experimental group using the Interactive Ballet Application
consisted of 21 subjects (mean = 0.0030, std = 0.0057, se
= 0.0012). The Anderson-Darling test for the control (p =
0.3567) and the experimental group (p = 0.0765) leads us to
assume that both groups come from a normal distribution,
with equal variances, since the 2-sample F-test yields p =
0.5102. A 2-sample t-test was performed. Although the ac-
tual training between the two control measurements lasted
only 82 s, the change in posture performance for the group
that uses the Interactive Ballet Application compared to
the control group was highly significant (p=0.0008) with a
large e↵ect size of 1.047 (Cohen’s d) and a statistical power
of 0.9100, which is well above the 0.8000 recommended by
Cohen [4] as a minimum requirement.
Qualitative data was gathered through the use of prod-

uct reaction cards to discuss the experimental groups’ re-
flection on the audio-visual feedback modalities. The most
frequently chosen words were fun (n = 27), useful (n = 27),
helpful (n = 28), easy to use (n = 18) and exciting (n =
16). Other words chosen were, Pretty, Relaxing, HHelpful,
Too technical, Simple (positive), Annoying, Unhelpful, Mo-
tivating, Entertaining, Boring, Ugly, Unmotivating, Hard to
use.
After the test, a content analysis was performed to sort

the participants’ answers into general statements about each
feature, as seen below.

Generalised statements: Skeleton

• The users found the skeleton helpful for practicing
their posture, without a teacher, as they are able to
see if their back is straight or not.

• The users generally enjoyed the skeleton and found it
both funny to look at and control.

• The lower limbs of the skeleton did not follow the par-
ticipant’s exact movements, which for them was not
seen as frustrating, but rather silly and funny.

• The users generally enjoyed the skeleton and found it
both funny to look at and control.

Generalised statements: Visual curve

• The curve is utilised to distinguish between doing a
correct or incorrect movement.

• The users had di↵erent opinions about the visual curve.
Some of them found it easy to read and motivating
while other found it too technical and di�cult to un-
derstand.

• The curve is visually aesthetic and is interesting as it
can change color based on your posture

Generalised statements: Auditory feedback

• The water sound was the most utilised feature of the
three, and is used to tell if you are making an error or
not.

• The water sound received di↵erent reactions. For some,
the sound was relaxing, pleasant and funny while for
others it was annoying, stressful and boring.

• The water sound is a distinct feedback which the users
understand and find useful.

The reaction cards were a great tool to facilitate discus-
sion about the participant’s experience with the application.
Our application was well received and there was a general
consensus among the participants that the application was
usable as a potential aid for their training at home.
The skeleton has inconsistent lower limbs however it was
not reported as being frustrating. On the contrary, it was
reported as silly and funny, which may be a result of hav-
ing children as participants. This could indicate that the
skeleton was used for entertainment rather than keeping a
straight posture. However, the participants acknowledge
the potential of the skeleton to help correct their posture.
Due to the skeleton being funny it could also be a motiva-
tional factor for the usage of the application.
The visual curve received mixed reactions. For some, it was
easy to use and understand while others found it unintuitive
and di�cult to interpret. This is possibly due to the par-
ticipant’s performance while interacting with the applica-
tion. Those who had di�culties keeping their ideal posture
and experienced a lot of deviation on the curve, were more
prone to choose negative reaction cards. Some expressed
frustration relating to the speed of the curve increasing and
decreasing too fast. This could indicate that the curve may
be too sensitive, which makes it di�cult to understand the
extent of their error.

The auditory feedback was reported to be the most in-
formative of the three features to help participants keep a
correct posture, due to its ease of use and distinguishable
nature. However, the auditory feedback also received cri-
tique similar to those of the visual curve; not all participants
were equally fond of it. The participants who performed the
exercise, while keeping a good vertical alignment, described
it as relaxing, pleasant and helpful when they made a mis-
take. Those who did not perform as well found it annoying
and stressful. To help overcome this problem, making it
possible to change the di�culty level could be integrated
into the application. The di�culty levels should have dif-
ferent sensitivity as it will accommodate a wide array of
users.

Some concerning factors that might have a↵ected our test
unintentionally include: (1) The initial learning barrier of
the new system, and (2) loose clothing interfering with the
acquisition of the skeletal data.

9. CONCLUSION
This project set out to investigate whether an interactive
application could assist elementary ballet students train and
practice ballet. The traditional learning method in ballet
follows a strict form, where the teacher provides repetitive
qualitative feedback. Due to variation in ballet experience
and knowledge, teachers does not always accurately identify
incorrect movements [14]. Thus, a more objective learning
method was thought to be beneficial.

A prototype was developed using a user-centered approach,
and refined through several iterations. A Kinect v2 was
used to gather skeletal data from a user, which then was
computed in Unity3D. The final prototype focused on as-
sessing whether a user’s posture was correct, according to
the fundamental theories of ballet. Visual-auditory feed-
back was provided to the user, that aimed to inform them
whether their posture was correct during the basic ballet
movement, plié. An experiment was conducted with 42 el-
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ementary ballet students. The experiment evaluated how
much our application improved a user’s posture alignment,
in a single session.
The test indicated that the application had a large e↵ect

(Cohen’s d = 1.047) on the performance level, with an ac-
ceptable statistical power (power = 91%). The qualitative
results also suggested that the application had great poten-
tial to become a beneficial product. Both the experts and
the participants showed great interest in the project and
could see themselves using the application as an aid in the
ballet training sessions.

9.1 System limitations and future work
Several elements regarding the system architecture should
be considered for future development of the application. It
should be able to track the entire body, in order to provide
feedback for all the fundamental ballet principles [14]. The
turnout is an important feature in all five positions. This
is a key-feature to track, however it would require using
another motion sensing system, due to the Kinect tracking
lower limbs inaccurately [13]. Although it might be seen as
intrusive, further sensors such as accelerometers, gyroscopes
and goniometers can be used to more accurately track leg
movement. Other approaches include motion capture (MO-
CAP) systems such as the Perception Neuron [10].

Another element that needs further work is gesture recog-
nition. The current prototype does not recognise when the
user performs a plié - meaning that they can be standing
still and receive a perfect score. This is due to the applica-
tion only tracking posture. Methods for detecting and clas-
sifying motion includes machine learning algorithms, that
compares the user’s gesture trajectories with a library of
gestural components [7] [3].

Finally, the visual-auditory feedback could be designed
to map several variables. The current prototype utilises
cross-modal enhancement as both the visual and the au-
ditory feedback represents the same variable (the posture
score). Future development could have the auditory feed-
back convey information about the user’s posture, while the
visual feedback could convey information about the user’s
turn-out, balance or rhythm.
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Marie Vessel Schlüter, Eliisa Sokk and Ann Kolvig) and the
students who provided valuable feedback.

11. REFERENCES
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ABSTRACT
We explore the phenomenology of embodiment based on re-
search through design and reflection on the design of arte-
facts for augmenting embodied performance. We present
three designs for highly trained musicians; the designs rely
on the musicians’ mastery acquired from years of practice.
Through the knowledge of the living body their instru-
ments —saxophone, cello, and flute — are extensions of
themselves; thus, we can explore technology with rich nu-
ances and precision in corporeal schemas. With the help of
Merleau-Ponty’s phenomenology of embodiment we present
three hypotheses for augmented embodied performance: the
extended artistic room, the interactively enacted teacher,
and the humanisation of technology.

Author Keywords
Embodiment, Performance, Music, Bio-signals, Interaction
Design

ACM Classification
H.5.5 [Information Interfaces and Presentation] Sound and
Music Computing, J.5 [Arts and Humanities] Performing
arts, H.5.2 User Interfaces.

1. INTRODUCTION
We need to be critical to the digitalisation and automation
and consequently the dehumanisation of industry and ser-
vices. In a completely digitalised world the body as our
living expression in the world withdraw to the background.
We seem to need our bodies mainly as a mechanical inter-
face to the devices. The radical digitalisation and automa-
tion will rise questions on what role we will have as humans
and what it is to be human in this world [17, 15]. How-
ever, in post-digital art and embodied interaction we can
explore the interplay between the analogue and the digi-
tal, between the body and the machine [1]. In the last one
and a half decade, since Dourish [3] presented embodied in-
teraction to the Human Computer Interaction (HCI) field,
the HCI and interaction design research community has had
embodied interaction as ubiquitous theme. The 1990s’ had
brought ubiquitous computing (UbiComp) [22] and tangible
user interfaces (TUI) [8]. Both these fields are still vital and
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reinvent themselves, Ubicomp has transformed into Inter-
net of Things (IoT) whereas TUI continues to thrive in the
design research community. The technology focus of Ubi-
Comp and TUI was founded in a notion that the computer
interface ought to be richer than mouse-keyboard-screen.
Dourish put this in a more intellectual and sociologically
grounded perspective. He brought the interaction design
community’s attention to Dreyfus [4], how shows that the
Merleau-Ponty’s [13] Phenomenology of Embodiment is rel-
evant to the world of computing. More recently, Höök et al.
[7] presented Somaesthetic Appreciation as a strong concept
to create embodied interaction, and to focus on the being-
in-the-world where presence in time and in space matters,
where the actual shape and innate capacities and rhythm
of the human body make the conditions for a design.

In this paper, we explore embodied interaction with clas-
sically trained musicians. We focus on performance, the
rich actions our bodies can, and that physical actions are
both faster and more nuanced than symbolic cognition in
interaction design [10]. Merleau-Ponty describes the liv-
ing body as being in between concrete and abstract bodily
movements, where the concrete refers to movements related
to a known world and the abstract refers to movements in
an as-if-world [13]. We are always open to the abstract
and unfamiliar albeit we most often live in the concrete and
familiar. Merleau-Ponty illustrates this with an example
of a skilled organist who has to play an unfamiliar organ.
An hour before a concert the organist manages to get ac-
quainted with the instrument. Here, the musician adjusts
his embodied knowledge of playing an organ, without men-
tal representing or learning of the unfamiliar organ. With a
similar intent, we introduced designs for the musicians that,
on one hand, relied on their acquired embodied skills and
their repertoire of concrete movements, and that, on the
other hand, challenged those skills. The designs introduce
unfamiliarity to a familiar situation; thus, as with Merleau-
Ponty’s example with the organ player, adjusting the world
for the musicians. This revealed new embodied relations be-
tween the musicians; the saxophone, cello, and flute; and,
the designs.

2. RELATED PROJECTS
We introduce three designs —MIST, Whirlpool Bach, and
Critical Digitalism— to explore embedded interaction. The
first project visually augment the performance of a solo sax-
ophonist using audiovisual input, the second project visu-
ally augment the performance of a solo cellist using biosig-
nals of muscles, and the last project utilise live sampling to
augment the performance musically based on biosignals of
muscles. There are many related projects in the past decade
that relies on similar approaches. This section present a se-
lection of projects that provide a context for our work. Gra-
ham and Bridges [6] presents a design for mapping strate-
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gies in a performance system that combines motion detec-
tion and feature extraction to manage multichannel audio
material in improvisation. Their design utilises a Microsoft
Kinect and extends the artist performance with bodily ges-
tures similar to, but also more sophisticated than our MIST
project. Like Graham and Bridges, other projects have
studied mapping strategies of gestures. Visi et al. [21] de-
signed a gesture mapping system based on embodied mu-
sic cognition for performance to be used in performance to
enhance the expressiveness and the liveness that provides
an extra layer of possible motions and musical expressions
over the instrument. Beside visual and aural technologies,
Donnarumma [2] explored gesture control using mechanical
myography (MMG) audio signals. The aim of the design
was to make biological signals the main audio and control
source. Donnarumma also aimed at making a perceivable
connection between the performer’s kinesthetic expressions
and the sound for both the audience and the performer.
Application of techniques for acoustic feedback controllers
(AFCS) to di↵erent contexts, such as musical performance,
sound installations, and product design, presents a unique
insight into the research embodied audio interfaces and en-
vironments. Van Troyer [20] illustrates with three proto-
types novel designs for AFCS used in di↵erent environments
sonically augmented environments based on users’ audible
actions. Besides extending performance and musical expres-
sion via gestures embodied interaction is also used for novel
interfaces. Yamaguchi et al. [23] designed a wireless music
interface in the form of a ball. The performers’ movements
and grip pressure control various parameters in a musical
process. The design is loosening the link between the phys-
ical object and how it sounds and thus provides freedom
in the physical performance, for instance allowing the per-
formers to play the instrument through dance. Whereas,
Tahiroglu et al. [19] designed an instrument —Network
of Intelligent Sonic Agents (NOISA) — with a tight cou-
pling between appearance and sound to explore physical
interaction in performance with emphasis on engagement.
Their focus was on a novel design where they increased
their performance skills with the instrument through re-
hearsal and training. The novel design implies that it will
take time and practice before the users acquire embodied
artist skills. Another approach is to augment traditional
instruments relying on the trained movement schema of the
artists. For instance, McPherson [11] augmented the pi-
ano with a portable optical measurement system designed
for capturing continuous key motion. The design enables
the pianist to be more expressive and adjust a broader and
continues range of parameters of the played note. This in-
creases the world of the instrument; the performers need
to expand their abilities and their living bodies knowledge
the this augmented piano. Capturing the motions of the
artist can also be used for training purposes. Menzies and
McPherson [12] created a digital bagpipe chanter system
to assist in one-to-one piping tuition. The system allows
students to record and see a visualisation of their perfor-
mances. They designed the hardware to accurately and
quickly detect continuous finger movements of the player to
allow a nuanced input. Various forms of sensors can be used
for input in novel designs. Donnarumma [2], above, devel-
oped a sensor to measure and sonify mechanical vibration
of muscles. Jaimovich [9] presented the work of Emovere:
an interactive real-time performance that uses physiolog-
ical signals from dancers to propel a piece that explores
and reflects on the relations between biology and emotions.
Jaimovich focuses on the design of collaborative tools and
materials, he contributes to the creation of artistic projects
working with dancers and physiological signals. The design

uses muscle sensors electromyogram (EMG) and electrocar-
diogram (ECG) that measures the heart activity. The use of
biosignals in interactive art is not particularly widespread;
albeit there is a tradition in a small community of interac-
tive art artist to use biosignals that goes back since the early
1960s. A growing number of artists have since then collabo-
rated with neuroscientists and engineers to design methods
that enable the acquisition of minimal electrical signals of
the living body. This has enabled direct manifestations of
embodiment into interactive artworks.

3. METHODOLOGICAL NOTE
Out method for the work in this paper is based on designing
or supervising the design of artefacts through a ”conversa-
tion with the materials of a situation” that intervene in the
practice of train musicians. We relied on Schöns [16] re-
flection—on—action to formulate our thesis on embodied
augmented interaction grounded in the design process and
experiences of the designs. We have grounded our theories
of the designs in research through design, presenting exam-
ples of designs [5, 24], reflections on the designs, and the
view of Merleau-Ponty’s phenomenology of embodiment [4,
13].

4. MIST
The Music Interaction Symbiosis Technology (MIST) (Fig-
ure 1) design used audio amplitude and frequency spectrum
features to control a visual particle system and particle
flow. The system used a Microsoft Kinect connected to
a computer programmed with OpenFrameworks. A profes-
sional saxophone player collaborated in the design process
to explore how the system could augment the players per-
formance. The presence of the player body a↵orded a design
in later iterations to include a luminous image of the player
on the screen where the bursts of particles originated from.
Instead of mapping gestures to symbols [6, 21], we mapped
the movements and audio to a continues visual flow. In
performance, the artist described how he tried to make the
performance more visually interesting. This the design be-
came an extension to the saxophone expanding the artistic
space.

Figure 1: Performance at the Norberg festival 2012

4.1 Whirlpool Bach
The visual augmentation of the MIST project inspired us
to further explored the interplay between visuals and the
performance of a trained musician. In the Whirlpool Bach
project, we created a visual augmentation of a cello player
performance via controlling the framerate of a video display-
ing water whirlpools in a stream (Figure 2). The stream is

78



part of a channel used in the eighteenth and nineteenth cen-
turies to ship iron, then the most important export of Swe-
den. Today, all the mines and mills are closed. Using the
electromyography (EMG) signal to reverse the whirlpools
of the stream while playing Bach’s cello suites symbolis-
ing transience of industry and nostalgia for what has been.
When the player relaxes the stream start to flow forward,
washing away the past.

Figure 2: Performance at the Norberg festival 2014

We used a custom build EMG sensor connected via a
data acquisition (DAQ) device to a computer programmed
with the data flow programming language LabVIEW (Fig-
ure 3). Laboratory Virtual Instrument Engineering Work-
bench (LabVIEW) is an electronics system-design platform
development environment. The LabVIEW program sends
open sound control (OSC) messages with the muscle signal
amplitude values from the 20 - 50 Hz band to another com-
puter running a QuartzComposer program. QuartzCom-
poser is a data flow programming language designed to ma-
nipulate multimedia. This program manipulates the video
frame rate based on the muscle amplitude.

Figure 3: Custom build EMG sensor

The artist described an increased awareness of her move-
ment while playing. Where Menzies and McPherson [12]
introduced a sophisticated design for learning visualising
the performance with precision, we mapped the body sig-
nal with a looser connection between the movement and

the visual expression. Even so, the artist was consciously
reflecting in action on her body ”not just the cello.” This is
to one end making subconscious movement conscious thus
making deprecating the embodied presence, however to an-
other end it makes the artist reflecting on her actions; thus,
the technology acts as a teacher. The interplay between
the in action and on action is what Schön [16] describes as
learning and expanding one’s repertoire.

5. CRITICAL DIGITALISM
Critical Digitalism explores embodied interaction and aug-
mented acoustic performance utilising biometric signals (Fig-
ure 4). The music was performed on a flute, an analogue
synthesiser, and computer running a custom built live sam-
pling and loop player software. The software samples four
seconds and played back twelve seconds completing six-
teen seconds cycles of sampling and playback, four bars
in common time based on the larghetto tempo, 60 beats
per minute. The music loops are field samples of fans in
academic institutions and a time stretched reversed piano
chord. Thus, all sound sources are either acoustic or ana-
logue.

Figure 4: Critical Digitalism, flute, synthesiser and

computer performance 2016

Figure 5: EMG Sensor connected to Arduino

In this design, an electromyography (EMG) signal, mea-
suring the muscle signal amplitude, a↵ects the grain size
of a live sampled acoustic and analog performance utilis-
ing granular synthesis. The digital signal processing and
music programming is based on the Processing Beads au-
dio library [14]. The Beads’ granular synthesis manipulates
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the time-domain of the time—frequency space of a signal.
The MyoWare Muscle Sensor is connected to an Arduino
micro controller running Firmata allowing the Arduino to
be programmed via Processing (Figure 5). The sound of
the acoustic flute and the analogue synthesiser is reversed
and stuttered like an old pin printer or disc-drive. High
muscle tension calms the lengthens the grains and relax the
signal; this mapping implies constant tension in the muscles
of the performer or in the ears of the audience. Touching
the MacBook trackpad blends samples based on distance to
the touch. Thus, the digital instrument was played though
very light swipe gestures. This design included many el-
ements —touchpad, synthesiser, flute, and sensor. Thus
playing the piece was moving between focusing the di↵er-
ent parts and reading the whole situation (including the
audience). Jaimovich [9] described the di�culties for the
dancers to map dance to music; however, we experienced
in this project that the complexity was not a di�culty but
instead created another layer of situation awareness that
demanded a conscious thought to gear the performance in
a desirable direction.

6. DISCUSSION
We can formulate three themes of augmented performance
on the basis of embodiment and Merleau-Ponty: the ex-
tended artistic room, the interactively enacted teacher, and
the humanization of technology.

6.1 The Extended Artistic Room
According to Merleau-Ponty [13], the embodied subject is
deeply intertwined with the world on a pre-reflective level.
Actually, much what we normally ascribe to ”mental life”
happens here. The world is conceived as a constant am-
biguous calling, and the embodied subject responds to this
by interrogating the world with its capacities to perceive
and act. In the dialectic between world and the lived body
both the world and the subject take shape as something
meaningful to each other.
For the saxophone player in the MIST-project this means

that the physical reality of the concert hall and the audi-
ence is a latent possibility of a musical world. The saxo-
phone player is responding to this calling by playing the
saxophone. In this, he is at one and the same time perceiv-
ing and acting with the pre-reflective intention to call forth
this world into being. The means to this are his habitual
embodiment as a musician where the saxophone is one with
the lived body. The saxophone is actually not noted as a
thing in itself but only through the e↵ects of playing it. And
through attending to the musical idea and applying sponta-
neous creative e↵ort in playing the saxophone the musical
room comes to life. The room is filled with music, the audi-
ence becomes the ”listeners”and ”enjoyers”of the music and
the saxophone player becomes the ”joyful performer.” But
this is not static. With every sound the saxophone player
is responding to the world before him and at one and the
same time perceiving, acting, and enacting it.
It is important to recognize that this is a socially con-

structed event. The saxophonist is performing as countless
saxophonists have done before him. He is the now incar-
nated endpoint of at tradition making a performance in an
almost traditional way with his skill and his music. It does
not feel socially constructed or traditional though. In the
act of playing it feels as the most natural and important
thing to do and in the sense that the player is creative he is
not weighed down by tradition. But through the MIST visu-
alisation system a non-traditional element is introduced to
the performance. Theoretically this could destroy it. But,
we found out that the saxophone player could easily adapt

to this and attach the new possibility to his performance.
Furthermore, in the iterative design process he suggested
improvements of the design, the appearance of his silhou-
ette as the origin of particles, and a more deterministic flow
of particle making it possible to perform loops of music and
visuals that emphasise the connection between the music
and the visuals. He now had the opportunity not only to
respond to and create the room with music but also with
something visual. This opens for new artistic possibilities.
We all know the di↵erence between watching a movie with-
out sound or music. But, what is interesting here is that
this is done in real time as a spontaneous part of the per-
formance. In this sense, the artistic room gets extended.

6.2 The Interactively Enacted Teacher
According to Merleau-Ponty [13] the key to the embodied
subject or the lived body is habit. But here we must refrain
from the idea that habits are more or less mechanical re-
sponses to the environment. They are learned ways to per-
ceive and act that works intentionally but on a pre-reflective
level. There are always habits in everything we do in every
part of our lives. Habits can be described on three levels.
They are the concrete habits that I am at this moment, the
lived body as it is right now. But they are also the sedi-
mented habits that I have acquired but lies dormant as a
background with a potential meaning to what I am doing
now. Finally they are also what I could imagining myself
doing as abstract habits that I have the capability to learn.

The habits are collected into corporeal schemas. These
are more encompassing attitudes that can be described as
my embodied perspective containing both perception and
action pertaining to a certain world. The corporeal schema
is a whole that is more than the sum of the habits that
constitute it. It is at one and the same time an immediate
knowing of how my lived body is configured at the moment
and of the kind of world I am trying to respond to. It
can be changed by incorporating and letting go of habits.
It is rough in the novice and refined in the master. But
even then the corporeal schema can be fully adequate. The
novice musician can awaken as enthusiastic responses from
its parents as the master can do from the concert hall au-
dience. The corporeal schema always admits spontaneous
improvisation but in a low degree in the novice and a high
degree in the master. It takes a very well developed corpo-
real schema to master a musical instrument. It is through
this development that the instrument eventually becomes a
part of the musicians lived body barely noticed.

In Whirlpool Bach we investigated the corporeal schema
with the help of a cellist in the later years of her training.
With the introduction of the EMG sensor and the visual
performance a new element was introduced to her corpo-
real schema. It had the e↵ect of transforming her concrete
habits of playing in the moment to abstract habits open for
reflection. In one way this interrupted her performance. She
started to reflect on her body as an object rather than living
it as a subject and the free flowing movement between the
lived body and a world of music could not be upholded. But
the interruption on the other hand was relevant to what she
was doing. She could use it to reflect on how she actually
lived her body while playing the cello enabling adjustments
to the corporeal schema.

One way to conceptualise this is that the cellist used the
EMG sensor and the visual performance as cultural ob-
jects.She could understand them according to their use as
a way to monitor her muscles during her performance. We
would rather argue that the cultural objects that advanced
technology makes possible takes on a ”higher” meaning in
this situation. To be aware of another human being as a
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subject is understood by Merleau-Ponty as the actual per-
ception in the world of another who intentionally perceives
and acts in the world. In comparison with this we feel that
a lot of today’s technology has reached the level of ”quasi-
subjectness”. A lot of the devices that surrounds us are not
really possible to conceive as mere cultural objects calling
us to be used (albeit possibly creatively). We all feel that
they in some sense also perceive us and we can perceive
them perceiving us. It is in this meaning that we would
not conceptualise the EMG sensor and the visual perfor-
mance as mere biofeedback through cultural objects but as
an interactively enacted teacher.

6.3 The Humanisation of Technology
There is no real distinction between humanity and technol-
ogy. Technology has always been ”humaine” in one way or
another. It is simply an extension and empowerment of the
capacities of perceiving and acting that are already there in
our embodiment [13]. But technology is ”inhumaine” in the
sense that it has most often actualised delimited parts of the
human potential to be put in service to interests directed
by production and consumption and ultimately profit. The
human is a producer and consumer for sure but we are so
many other things. Among a range of things we feel, love,
play, create, socialize and reflect on the mystery of being
alive. Today’s technology are of course more responsive to
this than ever before. For instance our social capabilities
are enlarged by smartphones and internet of things.
We design Critical Digitalism to have a more intimate re-

lationship between the musician and the technology. The
project is also autobiographical based on previous examples
of exploring embodied augmented performance using ki-
naesthetic creativity in combination with technology. Svanæs
[18] introduces kinaesthetic creativity to enable the body
to be part of the design process. ”Kinaesthetic creativity
makes it possible not only to use the body in the design
process as an object to be studied or as a vehicle for acting
out proposed solutions, but also to create design processes
and environments that will take advantage of the ability of
designers and users to explore and enact alternative futures
through abstract movements.” [18] However, our focus was
on concrete moments, or rather learning through interaction
with instruments on the basis of acquired skill as described
above: the Interactively Enacted Teacher. Jaimovich [9],
tried to connect the dancers to sound parameters making
them being musicians, playing the instrument. However,
this design had to be discarded because of the dancers not
being familiarized with a musical-performer motions. The
dancers worked with the whole of their bodies and control-
ling separate parameters with certain muscle was not part
of their embodied kinesthetic knowledge. This is an impor-
tant di↵erence from our work, where we used the knowl-
edge of the living body to augment the performance with
appended layers. Using the kinaesthetic creativity in per-
forming with the instrument, the acoustic technology, the
analogue synthesiser with its buttons, knobs, and patch ca-
bles, and the computer trackpad we designed interactive
technology ”sees”the human. However, we can say that even
the clunky laptop, the mechanic typewriter before it, or the
smartphone sees the human too. However in the strive to
not dehumanise users into screen tapping fingers, embodied
interaction calls for more rich interaction that can ”see” the
humans’ nuances and precision in their bodily motions. The
digitalisation and automation of industry and services can
learn from interactive art, critical design, and interaction
design. Designing for embodied interaction allows users to
be seen as humans. The technologies’ more complex and
nuanced embodied perception calls for more sophisticated

interaction technology to become more humane.
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ABSTRACT
In this paper we discuss a modular instrument system for
musical expression consisting of multiple devices using string
detection, sound synthesis and wireless communication. The
design of the system allows for di↵erent physical arrange-
ments, which we define as topologies.
In particular we will explain our concept and require-

ments, the system architecture including custom magnetic
string sensors and our network communication and discuss
its use in the performance HOMO RESTIS.
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1. INTRODUCTION
The attempt to push boundaries of traditional models of
interfacing with instruments and the extensive interest in
new topologies for sound creation not only applies to inter-
active, modular or digital instruments in general, but also
to body-related instruments in particular. Requirements li-
ke mobility, real-time interaction, tactile qualities or stable
network synchronization still demonstrates the need for ex-
perimentation and research.
In order to create custom modular and wireless instru-

ments for our performance project HOMO RESTIS we star-
ted to explore new possibilities for mobile sound-generation,
mobile multichannel audio and stable network communica-
tion.

2. RELATED DESIGN ASPECTS
In the past decade new body-related instruments evolved as
a form of sound and data interaction interfaces, were made
possible through a↵ordable electronics, programming and
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often also wireless communication. Known projects in this
field amongst others are The Gloves Project [5], BioMuse
by Atau Tanaka or upcoming projects like e.g. Glissando
by Ulla Rauter1. Some of them are working with mechani-
cal or bioelectrical input, others are working with physical
conditions like gravitation, speed, humidity, etc.

The above examples have encouraged us to develop our
own tools, based on our requirements.

2.1 General Interface Design
Accompanying new forms of interactive instruments one has
to take particular needs into consideration in order to embed
the instruments into live performances or concerts. They
could be summarized as followed:

(1) Precision. Instruments should be as precise as pos-
sible to stimulate virtuosity in musical performances.

(2) Understandability. As sometimes Developer and
Performer are not the same persons and the Performer does
not necessarily know all functions or issues of the new in-
strument, those instruments need to be intuitive in functio-
nality and handling.

(3) Robustness. Performances and concerts are often
fast and impulsive. The instrument needs to be robust and
stage-proof, despite the fact of using micro-computer and
fragile sensors.

Figure 1: Homo Restis Costumes

2.2 Strings as Instruments
In our development process, we first began to test weight
sensors and mechanical springs until, for practical reasons,
we encountered the possibility of using ropes or strings.

There are examples of the use of strings as musical inter-
faces, such as the group JUNG IN JUNG with their piece

1see http://ullarauter.com/content_Glissando.html
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Thermospheric Station [1]. They used the Gametrak2, a 3-
dimensional game control system based on position tracking.
The Gametrak is an example for decoupling strings from
their traditional acoustic use (e.g. in instruments like Harp,
Piano, etc.) in order to allow more interaction models than
just plucking or brushing.
But unlike Gametrak, we needed stronger and, above all,

longer strings for our intention to use the interfaces in the
public space.

2.3 Modular Topologies
While classical instruments mostly are prefabricated, new
instruments can be developed according to the needs of the
performer or artists. Today the creation of the instruments
is connected to performance aspects, musical improvisati-
on is embedded in the physical or functional form of the
instrument. A new flexible modularity is entering the pro-
cess of sound creation and performance [2], especially by
combining the use of electronic devices and digital proces-
sing. While traditional instruments had fixed architectures
(e.g. parallel strings in Pianos), new modular interfaces can
augment them [4] or even build up di↵erent topologies (e.g.
mesh, star). Combining those new topologies with real-time
interaction, the performer can enhance his musical impro-
visation by flexible routing and modular reconfiguration of
the instrument.

Figure 2: Homo Restis at Kunstzug

3. HOMO RESTIS
HOMO RESTIS (see Figure 1 and 2 ) is our recent perfor-
mance project and includes handcrafted costumes designed
by Sarah Leimcke and the mobile modular instrument sys-
tem developed for the use in public spaces by Jens Vetter.
Sound devices and costumes were developed side by side,
as we had to embed all technical requirements inside the
costumes and vice versa.

2see http://en.wikipedia.org/wiki/Gametrak

3.1 Concept and Vision
The starting point of our performance was the idea of Ma-
rionettes, that we understand as a metaphor for human-
beings trapped in the complexity and opacity of modern
live and society. We wanted to create a public representati-
on through the aesthetic and sonic presence of the HOMO
RESTIS (lat. ”Men on Strings”).

While our first concept was a body-bondage arrangement,
that would seek to constrain body movement with rubber
strings attached (similiar e.g. ”Muscular Interactions” by
Marco Donnarumma [3]), in the end the weight of the costu-
mes made our decisions. We changed the concept from at-
taching strings only between our bodies to attaching strings
from our bodies to the environment.

Our main requirements were (1)mobility - being inde-
pendent from power supplies, but also from technical sup-
port such as PA Systems, Surround Sound Systems etc.
(2)loudness - mobile devices at minimal weight should pro-
duce enough loudness to fill public spaces, (3)modularity -
multiple devices in order to arrange performance-situations
in a flexible and modular manner and to achieve multichan-
nel audio across bigger spaces, (4)long strings - enlarging
the radius of our performance in order to fill larger envi-
ronments, especially public spaces like squares, streets or
tunnels.

a b

c d

Figure 3: Devices - a) Soundmodule interior - b) So-
undmodules - c) Subwoofer - d) Costume Controller

Our goal was to enter public places in our costumes, to
then place the soundmodules performatively in favorable
places in the environment and to attach our bodies with
long strings to them. Through gesture and movement we
would produce and control sounds. With the help of the
remotes in our costumes, we could change sound presets or
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mute the sound.
Some particular needs became clear immediately: we nee-

ded battery-powered devices and lightweight constructions
for mobility. Regarding loudness we needed a subwoofer to
generate low-end frequencies that would increase the level
of loudness. We needed wireless communication between all
devices to achieve modularity and flexibility and to be able
to control and modulate the sound-generation process re-
motely.

3.2 System Architecture
The development of the entire system resulted in several
dedicated devices and a complex programming for the use
as wireless sound system. We embedded string-controller,
sound synthesis for generative audio, di↵erent Output-Modules
including a subwoofer, audio and network protocols for real-
time sound-creation and enabled parallel communication
between groups of devices.
Regarding audio synthesis we embedded di↵erent sound

presets, that we could access remotely during the perfor-
mance, as well as general volume dimming.
During the development process we had to accomplish

extensive research on how to create robust string sensors,
how to organize battery-driven electronics including speaker
and amplifier in single lightweight devices and how to embed
all the wireless functionality without data-losses.

Figure 4: Soundmodule parts

3.2.1 Devices

The system consists of 10 independent battery-driven so-
undmodules, that provide each a string of 8 meter, a spea-
ker plus amplifier, a Teensy 3 Board3 as micro-controller for
sound creation and a wireless access-point using XBee4. Ad-
ditionally we build a mobile subwoofer-box, including a 400
Watt speaker and amplifier and a wireless access-point with
10 complementary micro-controllers for sound generation of
the low-end frequencies.
Finally we built two controller modules, sewn into the

costumes, that would allow us to access the system in terms

3see http://www.pjrc.com.
4see https://www.digi.com/lp/xbee

of choosing sound presets, dimming the overall volume or
manipulating active sounds (see Figure 3 and Figure 4).

3.2.2 Electronics and Magnetic String Encoder

A challenging task was the development of an appropriate
string sensor. While in the beginning we experimented with
conductive rubber tube sensors5 we experienced, that none
of the simple stretch sensors would achieve our desired re-
sults. After equally unsatisfying mechanical approaches (e.g.
transmitting the movement of strings onto potentiometers)
we started to focus on magnetic encoder mechanisms, which
was the key to create robust string sensors.

Our custom magnetic string encoder is based on Hall Ef-
fect Sensors6 and a tension roller. Magnets are attached to
the tension roller and as the roller spins, magnetic sensors
on the outside of the tension roller detect changes in the ma-
gnetic field. With a minimum of two magnetic sensors per
tension roller we were able to calculate und use 1) speed
and 2) direction of the spinning. In order to guarantee
stable circuits we chose to produce custom circuits using
Fritzing7.

Figure 5: Screenshot SuperCollider

3.2.3 Wireless Network and Sound

The programming and networking in all devices is realized
using Teensy Boards and XBee modules. They communicate
over their serial connection. In order to create a modular
system of sound devices that would permit both flexibility
during performance and loudness, we decided to connect a
subwoofer wirelessly to the single sound devices. This allows
distribution of sound output across multiple devices, which
means that we are able to keep the single sound devices at
small sizes, whereas the subwoofer is the only really big and
heavy device.

Our way to realize this sound architecture was to em-
bed a dedicated arrangement of separate micro-controllers
inside a separate subwoofer-module next to the subwoofer.
The subwoofer-module mirrors processes of each single so-
undmodule, so that whenever a soundmodule is played, all
calculations are wirelessly triggered both in the single de-
vice and in the subwoofer-modules complementary micro-
controller.

5http://www.adafruit.com/product/519
6http://en.wikipedia.org/wiki/Hall_effect_sensor
7http://fritzing.org/
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In order to embed the network communication with as
little latency as possible we reduced the bandwidth to 8
bits or 256 patterns that we used to encode activity.
Incoming string-sensor-messages generated following re-

duced output-informations: a message for (1) string moved
one step forwards, (2) string moved one step backwards, (3)
choose 1 from 3 sound presets, (4) dim the volume, (5) reset
internal calculations.
According to our observation, limiting wireless interacti-

on to 256 pattern produced higher reliability during trans-
mission. The reliability of the connection, however, depends
on the XBee modules used - stronger models bridge longer
distances.
A big benefit was the possibility to access all devices di-

rectly from the computer and to remotely control them.
Also the development of other aspects of the programming
could now be done very comfortable without having to phy-
sically move the strings and modules8. A custom software
written in SuperCollider helped to access, monitor and con-
trol all devices remotely (see Figure 5).

3.2.4 Generated Sound

All sounds are created using the MOZZI sound synthesis
library for Arduino9 and the Teensy’s Analog Output. Using
MOZZI allowed to generate synthesized sounds, to use pre-
recorded samples and to embed interactivity (e.g. remotely
changing presets etc.). The Teensy’s 72 MHz Cortex-M4
processor is a limiting factor.

3.3 Instrument Design
The cases for the soundmodules are made of waterproof
plywood. All parts were manufactured by CNC. This was
necessary to achieve precisely the same dimensions for every
box, as there is not much space to mount all electronic parts
inside the case (Figure 6). The subwoofer case serves as a
transport space for the individual modules.

Figure 6: Soundmodules

3.4 Performance and Experiences
After completing the development process we attended se-
veral festivals in 201610, so that now we can confirm by
overall performance experience, that the entire system is

8A great help in programming multiple Teensy’s was TyQt.
https://github.com/Koromix/teensytools
9see http://sensorium.github.io/Mozzi/

10e.g. Ars Electronica, Spekulum Artium, Kunstzug, Sonic
Lab of Anton Bruckner University

su�ciently stable and reliable. As previously mentioned in
section 2.1 our instruments are close to self-explanatory and
robust and also precise in analyzing and transmitting sensor
data coming from the strings. The sounds were loud enough
to compete with street sounds or other noisy situations. In-
teracting with the strings was also stable and satisfying.

We were apprehensive, that the battery power would be
a limitation, but that didn’t happen.

To summarize we were able to perform, move and also
maintain the soundmodules in the desired way and as they
are a very fundamental part of our performance HOMO
RESTIS they really completed our appearance and perfor-
mance in the best possible way.

4. FUTURE DEVELOPMENTS
The production of this modular interactive instrument sys-
tem as well as the application in a performance context has
brought us many insights. The next step in HOMO RESTIS
will be the improvement of the dramatic embedding of the
interaction with the strings and programming new sounds
based on the MOZZI library.

Furthermore it is also conceivable to use this system as the
basis for interactive exhibitions, in which the active strings
may be connected to passive strings or objects.

It could also be interesting to use it as a group interface
with dancers, musicians or the public on stage or in public
places.

5. ACKNOWLEDGMENTS
We would like to thank the University of Arts and Industrial
Design Linz for technical support and facilities, in particular
Prof. Laurent Mignonneau, Fabricio Lamoncha and Prof.
Martin Kaltenbrunner.

Also we want to thank all those, who share knowledge
and contribute in all those forums in the net - without all of
you it would have been significantly harder to develop our
project!

6. REFERENCES
[1] Jung in jung, thermospheric station dance 2014.

http://www.junginjung.com/thermospheric-station-
dance-2014. accessed:
2017-01-23.

[2] D. W. C. Chafe, S. Wilson. Physical model synthesis
with application to internet acoustics. Orlando, 2002.
ICASSP.

[3] M. Donnarumma, B. Caramiaux, and A. Tanaka.
Muscular interactions. combining EMG and mmg
sensing for musical practice. In Proceedings of the
International Conference on New Interfaces for
Musical Expression, pages 128–131, Daejeon, Republic
of Korea, May 2013. Graduate School of Culture
Technology, KAIST.

[4] A. Hinrichsen, S.-I. Hardjowirogo, D. H. M. Lopes, and
T. Bovermann. Pushpull: Reflections on building a
musical instrument prototype. pages 196–207. ICLI
2014, November 2014.

[5] S. Serafin, S. Trento, F. Grani, H. Perner-Wilson,
S. Madgwick, and T. Mitchell. Controlling physically
based virtual musical instruments using the gloves. In
Proceedings of the International Conference on New
Interfaces for Musical Expression, pages 521–524,
London, United Kingdom, June 2014. Goldsmiths,
University of London.

86



Exploring Playfulness in NIME Design: The Case of Live

Looping Tools

Jeronimo Barbosa
IDMIL, CIRMMT,
McGill University

jeronimo.costa@mail.mcgill.ca

Marcelo M. Wanderley
IDMIL, CIRMMT,
McGill University

marcelo.wanderley@mcgill.ca

Stéphane Huot
Mjolnir

Inria Lille
stephane.huot@inria.fr

ABSTRACT
Play and playfulness compose an essential part of our lives
as human beings. From childhood to adultness, playfulness
is often associated with remarkable positive experiences re-
lated to fun, pleasure, intimate social activities, imagina-
tion, and creativity. Perhaps not surprisingly, playfulness
has been recurrently used in NIME designs as a strategy to
engage people, often non-expert, in short term musical ac-
tivities. Yet, designing for playfulness remains a challenging
task, as little knowledge is available for designers to support
their decisions.
To address this issue, we follow a design rationale ap-

proach using the context of Live Looping (LL) as a case
study. We start by surveying 101 LL tools, summarizing
our analysis into a new design space. We then use this de-
sign space to discuss potential guidelines to address playful-
ness in a design process. These guidelines are implemented
and discussed in a new LL tool–called the “Voice Reaping
Machine”. Finally, we contrast our guidelines with previous
works in the literature.

Author Keywords
Playfulness, Play, Ludic design, Live looping, New Inter-
faces for Musical Expression, User experience

ACM Classification
H.5.5 Information Interfaces and Presentation (e.g., HCI):
Sound and Music Computing - Methodologies and tech-
niques, systems; H.5.2 Information Interfaces and Presenta-
tion (e.g., HCI): User Interfaces - User-centered design; J.5
Computer Applications: Arts and Humanities - Music.

1. INTRODUCTION
From childhood to adultness, playfulness is often associ-
ated with remarkable positive experiences related to fun,
pleasure, intimate social activities, imagination, creativity.
In NIME context, in particular, playfulness has been used

as a strategy to engage people, often non-expert, in musical
activities [22, 16, 25]. In addition, at least two other reasons
make us believe that playfulness could be a relevant topic
for NIME research.
Firstly, playfulness has been linked to several positive as-

pects potentially useful in music, such as creativity [23, 30]–
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arguably essential for any artistic activity. Similarly, in the
context of computers, some potential benefits include im-
proved performance, potential to improve learning, higher
user satisfaction and attitudes, and positive subjective ex-
periences [29].

Secondly, for the particular case of NIME, because clas-
sical approaches towards learning (e.g. pedagogical meth-
ods, teachers, and schools) are almost inexistent, we believe
playfulness could be a useful strategy for engaging people
in practice, yielding in the development of skills in the long
term. This direction is suggested by Oore [21] when sharing
his personal experiences in learning two NIMEs. Similarly,
in sports and psychology literature, some authors highlight
the importance of play–in addition to practice–for the de-
velopment of expertise [7].

Despite this relevance, designing for playfulness remains a
challenging task, as little knowledge is available for design-
ers to support their choices. For example: in case we want
to design a playful NIME, how should we proceed? How
can we make sure we are properly addressing playfulness in
our design? In other words, what kind of design decisions
should one make so that the resulting NIME is playful?

Figure 1: The Voice Reaping Machine.

These are the questions we try to address in this paper
by exploring the notion of playfulness in the NIME con-
text. For this goal, we follow a design rationale approach,
focusing on Live Looping (LL) as a case study. To start, we
survey 101 LL tools, summarizing our analysis into a new
design space. We use this design space to discuss potential
guidelines to address playfulness in a design process. These
guidelines are implemented and discussed in a new LL tool–
called the “Voice Reaping Machine”, presented in Figure 1.
Finally, we contrast our guidelines with previous works in
the literature.

2. BACKGROUND
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Playfulness is an ambiguous term with di↵erent usages in
the literature. For instance, Nijholt [20] defines that inter-
faces are playful when“users feel challenged or are otherwise
persuaded to engage in social and physical interaction be-
cause they expect it to be fun.” Alternatively, video game
researchers [5, 17] address playfulness as a quality that en-
riches products’ market value via a set of pleasurable user
experiences, such as sympathy, relaxation, or nurture.
For the context of this work, we define playfulness as a

context-specific tendency that leads people to engage in vol-
untary, inventive, and imaginative interactions with a sys-
tem [26, 29]. In this sense, it relates to open-ended inter-
actions driven by individuals’ intrinsic motivation, where
enjoyment is the ultimate goal.
The notion of playfulness has been extensively discussed

in the Human-computer Interaction (HCI) context. A de-
tailed survey is beyond the scope of this research–we rec-
ommend [29] for further details. Here, we focus on a central
issue: the state/trait nature of playfulness.
An early study to address playfulness–as defined here–in

the context of HCI is [26]. The construct is defined as a
trait–a pattern in an individual’s behavior that is recurrent
over time. In other words, playfulness was considered as a
characteristic present in certain personalities that yields a
predisposition to be playful–no matter the tools used in the
interaction or the context. This characteristic is also known
as “autotelic personality” [26].
On the other hand, some authors argue that playfulness

could potentially be addressed as a state–a short-timed con-
dition, where several context–specific factors related to the
interaction (e.g. the di�culty of the task executed, the abil-
ity of the individual in dealing with that tasks) could impact
the achievement of this playful state. In this case, the as-
sumption that the context of the interaction has little or no
impact on playfulness is no longer valid: in fact, here the
context becomes critical.
Considering playfulness as a state, [27] suggests that play-

fulness could be investigated through the lenses of the flow
theory [8]. This theory relies on the flow state: an opti-
mal condition, characterized by a high degree of enjoyment
and involvement, in which people become totally immersed
in performing an activity due to a perfect balance between
the challenges o↵ered by the tasks and the skills possessed
by the individual. If the activity is too easy, it yields bore-
dom; if too challenging, it yields anxiety. Dimensions that
compose flow include: (1) Control, defining the sense of
control users feel over the process and the activity’s out-
come; (2) Attention focus, defining to what extent users
were distracted or absorbed while performing the activity;
(3) Curiosity, representing the degree of imagination and
curiosity stimulated while performing the activity; and (4)
Intrinsic interest, defining to what extent users were volun-
tarily engaged and motivated by the activity.

2.1 Playfulness in NIME
There is a relatively little amount of research dedicated to
playfulness–as defined here–in the context of NIME. In ad-
dition, for some of the cases that do address playfulness [16,
25], little e↵ort is made to either justify design decisions or
discuss which characteristics have made that particular de-
sign playful. Here, we cover two works that go beyond this
limitation.
The first one is [22]. In this practice-led research, play-

fulness was used as central guideline for designing simple
fun–focused musical interfaces (i.e. toy-like instruments),
aiming at non-musicians.
Four projects are presented: (1) The Piano cubes, two

square jam jar embedded with tilt sensors, each one mapped

to the direction and the tempo of a four-notes piano arpeg-
gio; (2) The Bullroarer, a digital version of this ancient mu-
sical instrument composed of a piece of wood and a rope; (3)
The Stretch, a latex rubber surface embedded with slider
variable sensors in a square frame; and (4) The “When I
think of heaven”, a wall-sized square instrument that com-
bined four di↵erent Stretch interfaces with two drum pads.
For each of these, the author discusses motivation and evo-
lution of the designs, summarizing his experience in three
key conclusions: (1) Novices tend to enthusiastically ex-
plore playful interfaces when these are open ended and hide
user’s lack of expertise; (2) Social collaboration can be use-
ful to encourage play; and (3) Mapping is one of the most
challenging steps in designing playful interfaces.

It is important to note that playfulness here is limited
to toy-like interfaces which, although fun and simple to
use, could potentially be quickly mastered and forgotten by
users. This characteristic is often undesirable in the context
of NIME [28].

Another example, more recent, is [19]. The author intro-
duces the D-Box, a simple and straightforward (i.e. only
three basic sensors are available for performers to interact
with) DMI that, despite its simplicity, was purposely de-
signed to be opened, and modified (i.e. hacked) by its users,
aiming at playful engagement in this hacking process. In
this sense, the author follows the idea of designing for ludic
engagement, as defined by [11].

This DMI was investigated over two workshops in the
UK with 17 diverse-backgrounded participants focused on
understanding how they use the D-Box. Results–presented
according to three stages: before participants opened the
D-Box, during the hacking, and after D-Boxes were anony-
mously exchanged among participants–focused on issues such
as: (1) Sense of ownership after the hacking (i.e. partici-
pants reported connection to their own hackings, and dis-
appointment with the one received in the exchange); (2)
Patterns in the exploratory behavior when hacking the in-
strument (i.e. the caution random walk); and (3) The lim-
ited initial a↵ordances. Little is said, however, about the
design process of the instrument, and about how playfulness
was built throughout this process.

3. METHODOLOGY
Our work has four basic underlying assumptions:

1. Playfulness is a state, and because of that, people can
be more prone to playfulness depending on the char-
acteristics of the context;

2. Performers can achieve a state of playfulness in the
context of musical practice with NIME;

3. The NIME itself plays a role in achieving this playful
state (i.e. it is possible to design instruments that are
more “playfulness inducers” than others); and

4. We can foster this playfulness by addressing the con-
ditions that might lead to flow.

Framed by these assumptions, our goal is to explore how
to design NIMEs that e↵ectively facilitate playfulness among
performers. For this, we decided to use a design rationale-
inspired methodology [18], aiming at describing and rea-
soning our decisions throughout our design process. Our
methodology is based on five steps: a) choose a case study ;
b) survey of existing tools; c) create a design space; d) ex-
ploring potential guidelines for achieving playfulness; and e)
iteratively prototyping solutions. These steps are presented
in the following sections.
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3.1 Choose a case study
For the scope of this study, we decided to focus on the con-
text of Live looping [2]. Live looping is a musical technique
based on looping audio samples recorded in performance
time by the performer himself/herself.
We believe that choosing LL as case study is beneficial

for two reasons.
First, because LL tools share a standard set of core func-

tionalities (e.g. record, play, stop, and overdub), di↵erent
LL tools might allow performers to achieve the same kind
of musical results (i.e. one performer could likely replicate
the same musical excerpt in di↵erent LL tools). How these
functionalities are implemented, however, (e.g. a pedal, a
desktop application, etc.) is specific to each individual tool.
We believe this restriction is essential to allow comparison
between di↵erent implementations.
Second, artists such as Reggie Watts1 and Dub Fx2 demon-

strate how LL tools a↵ord a new particular set of skills, built
upon their skills with their musical instruments (in the case
of these artists, the voice). This new set of skills suggests
that LL tools can be considered as musical instruments by
themselves, and are therefore representative as case study.

3.2 Survey of existing tools
There is a wide variety of devices that implement LL. As
a first step, we have surveyed and analyzed live looping
tools produced by the music technology industry, academic
studies, and independent developers. In total, 101 tools
were surveyed. The result of this survey and analysis is
available online3.
This survey allowed us to get a sense of how designers

approached the design of new LL tools, especially concern-
ing similarities and di↵erences of each one. This allowed us
to develop the design space [4, 13] introduced in the next
subsection.

3.3 Create a design space
From our survey of LL tools, we identified five dimensions
representing relevant aspects of LL tools. We planned to
make these dimensions orthogonal, with little or no intersec-
tion between them (the only exception concerns the visual
feedback). These dimensions are:

Looping capabilities: Defines the range of musical possi-
bilities provided by the looping device. It is a continu-
ous scale that ranges from basic (set of standard func-
tionalities consisting of record, overdub, play, stop,
and delete, as implemented in the Boss RC-1) to ad-
vanced (e.g. individual layer control, as in the Loopy)
functionalities;

Input capacity: Defines the amount of standard input
controls visible to the user for the interaction (e.g.
buttons, knobs, touch screen, etc). This dimension re-
lates to the notion of input capacity as defined by [13],
concerning the capabilities of an input device for cap-
turing information from user interaction. Here, it
is represented by a continuous scale from low (as in
the Ditto Looper, which has only a foot-switch and a
knob) to high (as in the Roland MC-09, which provide
approximately 51 buttons, 8 knobs, and 4 sliders);

Mapping directness: Defines how the looping function-
alities are made accessible for the user via the input
controls. This accessibility can be direct (i.e. similar

1https://reggiewatts.com/
2https://dubfx.com/
3https://goo.gl/9a7m9Z

to an one-layer mapping [14]), when a certain func-
tionality is directly accessible to users when they use
a input control (e.g. pressing a foot-switch to record
and overdub in the Vox Lil’Looper). Contrarily, this
accessibility can be indirect (i.e. similar to a multiple-
layered mapping [14]), when users need to navigate in
the interface until the point they are able to either
enter a “looper mode” or find the desired functional-
ity (as found in multi purpose software such as the
Ableton Live);

Visual feedback role: Defines what role visual feedback
plays in the looper. This role can be: a) Limited,
where visual feedback–if present–happens only when
user interacts with input controls (e.g. the Digitech
DL-8); b) transparent, where visual feedback allows
users to quickly infer the current status of the system
(e.g. the Boss RC-1); and c) ornamental, where visual
feedback works as aesthetic decoration for the device,
with no correspondent in terms of functionality (e.g.
the drawing aspects of the Illusio);

Visual feedback intensity: Defines how much of vi-
sual feedback the device can provide, ranging from
low (e.g. the single small LED provided by the TC
Ditto Looper), to high (e.g. the full monitor screen
visual interface of the Freewheeling).

3.4 Explore potential guidelines for achieving
playfulness

Considering this design space, our surveyed tools, and pre-
vious works in the literature, how can we design live loopers
that facilitate playfulness? We propose three key guidelines
presented in the following subsections.

3.4.1 Advanced looping capacity

All live looping tools share a basic set of functionalities that
are at the core of live looping performance (i.e. record, over-
dub, play/stop, and clear). Few are, however, the tools that
go beyond this basic set, expanding the musical possibilities
of live looping.

In order to address the conditions that may lead to flow
(and therefore promoting playfulness), we argue that pro-
viding advanced looping capacity is essential. Curiosity
raised by the new musical possibilities might yield exploratory
use, which has been linked to flow’s intense concentration
and enjoyment [12]. Furthermore, advanced functionalities
may a↵ord the development of new skills for expert users,
without compromising the basic functionalities for novice
users. This aspect can help users find their own balance
between challenge and skills–essential for achieving the flow
state.

One straightforward design strategy for implementing high
looping capacity is either to incorporate extra functionali-
ties provided by existing tools or to brainstorm innovative
functionalities not yet addressed these existing tools. An-
other strategy is to “absorb” expert techniques inside the
tool–as suggested by Cook’s third principle [6].

3.4.2 Low input capacity and direct mappings

Providing low input capacity means reducing the number
of standard input controls immediately visible to users for
the interaction. Additionally, providing direct mappings
means that functionalities–both basic and advanced–should
be directly accessible via input controls.

The motivation is trying to make the device easier to get
started with by: a) reducing confusion that a high num-
ber of input controls may cause to new users; and b) cou-
pling the reduced number of input controls with the usage

89



of direct mappings (e.g. arguably, providing a single button
for navigating many di↵erent functionalities could result in
more challenging initial ease of use). This aspect, again,
could help users with di↵erent levels of expertise to find the
balance between challenge and skills required for flow.
Another argument is that, because mappings are direct,

performers could spend less time dealing with actions that
do not have a direct impact in the musical outcome (e.g.
interface navigation). As a result, we allow them to better
focus their attention on the musical activity–another key
requirement for the flow state.
It is important to note that this guideline does not neces-

sarily yield NIMEs that are“easy to use”or“easy to master”.
The number of input controls can be low and their mapping
direct, but still it may be challenging to meaningfully con-
trol them in a musical sense. A practical example is the
theremin, which, despite intuitive and easy to get started,
is arguably hard to master. This idea of instruments with
“low entry fee and high ceilings”, discussed in [28].

3.4.3 Transparent and intense visual feedback

This guideline means that visual feedback should be pro-
vided and guided towards: a) allowing user and the audi-
ence to infer what is going on inside the device (i.e. visual
feedback should be transparent); and b) exploring highly
visible visual displays as output, so that they can be easily
perceived by performer and audience.
The importance of visual feedback for NIME has been

discussed by several previous works [9, 24]. We believe this
guideline may facilitate playfulness and flow because it may
help in promoting transparency–that is, how much people
(mainly the audience and non-expert users) perceive the
connection between the performer’s gestures and the sounds
produced [10]. Furthermore, visual feedback also a↵ords
potential to make the tool more intuitive [15], contributing
for initial ease of use.
Some concrete strategies on how to implement this guide-

line can be found in the literature. Examples include using
visual metaphors, and exploring perceptual sound parame-
ters (e.g. loudness) [1].

3.5 Iteratively prototype solutions
The previously mentioned guidelines led us to develop low-fi
prototypes of new live looping devices–represented in Fig-
ure 24. Some of them evolved to the “Voice reaping ma-
chine”, that is presented in the next section.

4. IMPLEMENTATION
The LL tool designed to implement these guidelines is called
the Voice Reaping Machine (VRM)–already presented in
Figure 1. The tool is composed by: a) an iPad application
developed in C++/Openframeworks; and b) a modified-
keyboard that works as two foot-switches.
In the following subsections we discuss how we imple-

mented each guideline in this particular prototype.

4.1 Advanced looping capacity
In addition to the standard basic functionalities, the VRM
presents three innovative functionalities when compared to
existing LL tools: a) the capacity of easily setting the play-
back position of the looping; b) the capacity of easily reset-
ting a new looping area inside the original loop; and c) the
capacity of creating additional voices to the loop, by com-
bining either two playback positions or two looping areas

4Videos of these prototypes can be found in: https://
youtu.be/7OpCP26LXxA; https://youtu.be/CAiVWvVFaqI;
and https://youtu.be/oRpVfqern6s

Figure 2: Several prototypes were designed for
exploring our guidelines. In addition to paper
sketches, we also built (A) a video prototype; (B)
a functional prototype using a DIY multitouch ta-
ble; and (C) another functional prototype using the
computer’s trackpad.

playing together at the same time. This process is shown
in Figure 3.

The combination of these functionalities makes the VRM
unique when compared to existing LL alternatives, provid-
ing it with a peculiar advanced looping capacity.

4.2 Low input capacity and direct mappings
Concerning the standard basic functionalities, the VRM em-
ulates the foot pedal-based interaction style used by the
most simple loopers in our survey. As a consequence, all
standard basic functionalities are directly accessible via the
modified keyboard. For example, to record, the user needs
to press the foot-switch at the beginning and again at the
end points of the musical phrase to be looped. The same ac-
tions allow overdubbing if executed whenever some musical
material is looping. Play and stop can be also be directly
accessed via the foot-switch. Clearing is possible by holding
the main foot-switch by two seconds.

Regarding the three advanced functionalities, they were
made accessible via incremental touch interaction and di-
rect manipulation of the object of interest (the sample), as
follows:

One finger added: The user is able to control the play-
back position of the looper (the finger X position), and
the volume of the playback (finger Y position);

Two fingers added: The user is able to set a looping
subarea, where the begin position is the left-most fin-
ger X position, and the end position is the right-most
finger X position. In both case, volume is defined by
interpolation of the Y position of both fingers;

Three fingers added: In this case, users can perform
both actions defined above at the same time. In other
words, they can: a) set and control a looping subarea
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Figure 3: The advanced functionalities introduced by the VRM represented in terms of its incremental
touch interaction: (A) one finger in the tablet screen results in control of the playback position; (B) two
fingers result in redefining the looping area; (C) three fingers result in controlling the playback position and
redefining the looping area; and (D) four fingers result in two looping areas playing in parallel.

Table 1: Contrasting di↵erent guidelines for playful NIMEs

Work NIME Guidelines

Robson [22]

The Piano cubes;
the Bullroarer ;
the Stretch;

and the “When I think of heaven”

(1) Novices tend to playfully explore interfaces when
these are open ended and hide user’s lack of expertise
(2) Social collaboration can be useful to encourage play
(3) Special focus on mapping because it is one of the
most challenging steps in designing playful interfaces.

Troyer [25] The DrumTop
(1) Explore everyday gestures and objects for interaction

(2) Explore the natural feedback provided by these
physical objects

McPherson et al. [19] The D-Box
(1) Initial simplicity and limited input capacity

(2) Purposely designed to be opened, and modified
(i.e. hacked) by its users, a↵ording more complex interaction

Our guidelines The Voice Reaping Machine
(1)Provide advanced looping capacity

(2) Provide low input capacity and direct mappings
(3) Provide transparent and intense visual feedback

(as in ‘two fingers added’); and b) control the playback
position of the looper (as in ‘one finger added’);

Four fingers added: Here, users are able to select two
looping subareas (as a doubled ‘two-fingers added’).

4.3 Transparent and intense visual feedback
Visual feedback is at the core of the VRM, and was de-
signed in order to highlight the high level mechanisms of
the looper [3]. It basically consists of a timeline showing
the waveform of the recorded loop and a gray line indicat-
ing the playback position of the loop. In addition, live audio
input is provided by the interface, in order to allow input
monitoring.
All elements are responsive to user actions (e.g. recording

or overdubbing changes to background color to red, areas
outside a looping subareas are made gray, and so on), al-
lowing performer and audience to infer accurately what is
happening inside the device (i.e. transparency). For this
goal, all the tablet screen is dedicated to the interface, in
order to maximize visual feedback intensity.

5. DISCUSSION
We note that there is still some open questions raising from
our work. For instance: If the VRM is more playful than
other LL tools, is it because of the strategies we used?
What consequences would this playfulness bring for the LL
practice–in particular, for user engagement, willingness for
practice, and skill development?
To clarify these questions, further empirical investigations

are needed. Such studies would complement the formative
evaluation used here, derived from our design rationale-
inspired methodology, and would allow us to concretely as-
sess strengths and weaknesses of the VRM.
Finally, our guidelines were contrasted to other guidelines

from the literature. This contrast is summarized in Table 1.

Despite the di↵erent contexts (musical toys, live looping,
etc), it is interesting to note how the idea of simple interac-
tion seems somehow always present–by allowing novices to
simply produce musical results above their capacity [22]; by
exploring everyday objects potentially familiar to users [25];
or by providing a low input capacity as proposed here. We
believe further research is needed in this direction.

6. CONCLUSION
In this paper, we have explored the notion of playfulness
for NIMEs, specifically in the context of live looping tools.
Our main contributions are: a) a survey and analysis of 101
existing LL tools; b) the definition of a design space for LL;
c) a set of design guidelines for playful LL tools, using our
design space as baseline; and d) a practical implementation
of these guidelines in a new LL tool, the “Voice Reaping
Machine”. In the larger picture, we hope these contribu-
tions can provide some preliminary knowledge on how to
e↵ectively address playfulness in a NIME design.
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(Équipe de Recherche Associée MIDWAY ), for the fund-
ing; the anonymous reviewers, for their valuable comments
and suggestions; and Catherine Guaastavino, Gary Scav-
one, Isabelle Cossette, and Eleanor Stubley.

8. REFERENCES
[1] D. Arfib, J.-M. Couturier, and L. Kessous.

Expressiveness and Digital Musical Instrument
Design. Journal of New Music Research,
34(1):125–136, mar 2005.

[2] F. Berthaut, M. Desainte-Catherine, and M. Hachet.
DRILE: an immersive environment for hierarchical

91



live-looping. In NIME ’10 Proceedings of the 2010
conference on New interfaces for musical expression,
pages 192–197, Sydney, Australia, 2010.

[3] F. Berthaut, S. Subramanian, M. T. Marshall, and
M. Hachet. Rouages: Revealing the Mechanisms of
Digital Musical Instruments to the Audience. In
NIME ’13 Proceedings of the 2013 Conference on New
Interfaces for Musical Expression, pages 165–169,
Daejeon, Korea Republic, 2013.

[4] D. Birnbaum, R. Fiebrink, J. W. Malloch, and M. M.
Wanderley. Towards a dimension space for musical
devices. In NIME ’05 Proceedings of the 2005
conference on New interfaces for musical expression,
pages 192–195, Vancouver, BC, Canada, 2005.

[5] M. Boberg, E. Karapanos, J. Holopainen, and
A. Lucero. PLEXQ: Towards a Playful Experiences
Questionnaire. In Proceedings of the 2015 Annual
Symposium on Computer-Human Interaction in Play
- CHI PLAY ’15, pages 381–391, New York, New
York, USA, 2015. ACM Press.

[6] P. Cook. Principles for designing computer music
controllers. In NIME ’01 Proceedings of the 2001
conference on New interfaces for musical expression,
Seattle, US, 2001.
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ABSTRACT
Exquisite Score is a web application which allows users to
collaborate on short musical compositions using the para-
digm of the parlor game exquisite corpse. Through a MIDI-
sequencer interface, composers each contribute a section to
a piece of music, only seeing the very end of the preceding
section. Exquisite Score is both a fun and accessible com-
positional game as well as a system for encouraging highly
novel musical compositions. Exquisite Score was tested by
several students and musicians. Several short pieces were
created and a brief discussion and analysis of these pieces
is included.
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1. INTRODUCTION
Exquisite corpse is a game popularized by surrealists in the
1920’s wherein artists collectively assemble an image. In one
variation of the game, also known as picture consequences,
three players begin by folding a paper into thirds. Player
one draws a head in the top third of the paper, extending
the lines just over the edge to the middle third. Player one
then folds the paper and passes it on to player two. Player
two, seeing only the bottom edge of player one’s drawing,
draws a torso and arms on the middle third of the paper,
again extending lines slightly over into the bottom third.
Player two then folds the paper again, passing it to player
three, who, seeing only the bottom lines from the arms and
torso, finishes by drawing the legs [10].
In another, word-based variation, players begin by agree-

ing on a sentence structure, for example“The adjective noun
verbs the adjective noun.” Players then pass around a pa-
per, filling out the sentence one word at a time, unaware
of the preceding words. The name exquisite corpse comes
from a particular sentence created in this manner: “Le ca-
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davre exquis boira le vin nouveau,” meaning “the exquisite
corpse shall drink the new wine” [7].

Exquisite Score aims to bring the creativity and novelty
of the exquisite corpse paradigm to musical composition.

1.1 Elements of the Exquisite Corpse Paradigm
While many variations of the exquisite corpse game exist,
all share the same basic idea: a piece of art is collabora-
tively constructed by several artists and each artist receives
only limited information about the previous artists’ contri-
butions.

To describe aspects of the exquisite corpse, this paper will
make use of the following terminology:

Fragment The artistic contribution of one individual. Mul-
tiple fragments are stitched together to form a com-
plete piece.

Occlusion Refers to what is blocked from each contributor.
In the drawing game, all but the edge of the paper are
occluded.

Hint The section of the previous fragment or fragments
that a contributor sees when they create their own
fragment.

Shared Region The area of a contributor’s fragment that
will be seen by other contributors. The shared region
for one contributor becomes the hint for the next.

Contextual Backbone The extra context a contributor
has beyond the hint. For example, a contributor might
know they are meant to be drawing legs.

2. BACKGROUND AND PRIOR ART
The exquisite corpse paradigm easily lends itself to musi-
cal composition and several musical exquisite corpses exist.
One example is an hour-long exquisite corpse piece com-
missioned and performed by the Zephyr Quartet for the
Adelaide Festival of the Arts in 2016 [4]. The piece was
constructed by twelve composers who each saw only the
end of the previous composer’s fragment. Another example
is a set of collaborative pieces featured on the website Think
Jar Collective, where each piece was assembled by six com-
posers. Instead of breaking up the composition into tempo-
ral segments, composers each contributed a single track and
the finished product is all the tracks played simultaneously
[2].

Exquisite Score aims to bring the musical exquisite corpse
to a wider audience by enabling easy exquisite-corpse style
composition in an online environment. Similar online ap-
plications exist for non-musical exquisite corpses. One ex-
ample is Xavier Barrade’s Epic Exquisite Corpse, an online
implementation of a drawing-based exquisite corpse. The
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website is a single, massive black-and-white collage com-
posed of over 75,000 contributions [9]. Unlike in Picture
Consequences, where the complete picture is supposed to
be a human-like figure, Epic Exquisite Corpse has no con-
textual backbone: there are no guidelines for what the com-
pleted picture should be.
Another online example is Folding Story, a website which

lets users play a word-based version of exquisite corpse. In
Folding Story, each user contributes a fragment to a story
based only on the previous fragment, where each fragment
is fewer than 180 characters. Additional context is given
to contributors in the form of their fragment’s position and
the total number of fragments in the story [3].

3. GOALS AND MOTIVATION
3.1 Design goals
The overall goal of this project is to make an online system
which allows users to compose a piece of music using the
exquisite corpse paradigm. Before starting, we set out three
design goals which informed the development of Exquisite
Score and which can serve as a framework for evaluating
the project’s success. The goals are as follows:

3.1.1 Compelling Collaborative Pieces
Individual contributions should be stitched together to cre-
ate a complete piece, and the system needs to be powerful
and general enough such that the resulting piece can be mu-
sically interesting and compelling. It should be clear who
composed which sections of the piece so listeners can un-
derstand the overall compositional narrative.

3.1.2 Meaningful Occlusion
Enough of the previous work on a composition should be
hidden so that the next composed section is surprising and
perhaps unusual, but not a total non-sequitur. The oc-
clusion should facilitate pieces to be locally cohesive but
globally meandering.

3.1.3 Accessibility to Non-composers
A good comparison for accessibility is the paper-and-pencil
version of exquisite corpse. Most people can fold over a pa-
per, pick up a pencil, and draw. Naturally better artists
may produce better individual sections, but that does not
preclude amateur artists from enjoying the game and pro-
ducing a satisfying result. Similarly, someone with minimal
compositional experience should be able to contribute to a
piece with this system.

3.2 Motivation
Apart from being an amusing diversion, a system like Exquisite
Score has educational and artistic value.

3.2.1 Educational Value
Applying the exquisite corpse paradigm to music allows
users to explore musical composition through both prac-
tice and observation. In terms of practice, the exquisite
corpse lowers some of the barriers to composition, making
it easier for novices to engage with music. One such barrier
is commitment: it is easier to commit to writing a single
fifteen-second fragment than a complete two-minute piece.
Another barrier is self-consciousness or fear: a composer has
less pressure in an exquisite corpse because composition is
presented as a game where pieces are expected to sound
strange and disjoint as the result of occlusion. Besides sim-
ply encouraging composition, the exquisite corpse provides
the unique challenge of working o↵ of someone else’s compo-
sition, forcing the composer to start from source material

that might be very di↵erent from what they would have
composed themselves.

In addition to compositional practice, the exquisite corpse
encourages users to engage with music through observation
and listening. Users are exposed to several fragments from
a variety of composers with di↵erent styles and skill levels.
Furthermore, if the hints and shared regions are marked in
the final composition, the listener can examine closely how
each composer connects their fragment to the hint they were
given. This provides a more directed listening experience
and allows the user to consider what they might have done
di↵erently given the same information.

3.2.2 Artistic Value
André Breton described the exquisite corpse as “an infalli-
ble means of sending the mind’s critical mechanism away on
vacation and fully releasing its metaphorical potentialities”
[1]. In a way, the exquisite corpse enforces artificial creativ-
ity. Pieces composed using the exquisite corpse paradigm
probably would not have come about without the occlu-
sive elements. The resulting pieces may be meandering or
disjoint, but they might also be creative and adventurous.
There is a tradeo↵: unity and intention versus creativity
and surprise.

If one views the exquisite corpse as a method for generat-
ing spontaneity and surprise in music, it is worth compar-
ing it with the ultimate form of spontaneous collaboration
in music: improvisation. In improvisation, players typically
get to hear all other contributions, but they must produce
music on the spot, and players do not necessarily have the
time or memory to fully process everyone else’s contribu-
tions. The spontaneity and creativity in improvisation are
the result of the immediacy of sound creation. Through
occlusion, the exquisite corpse provides a di↵erent avenue
for spontaneity, resulting in less pressure and more time to
think.

4. SYSTEM DESIGN AND DESCRIPTION
4.1 A Musical Exquisite Corpse
As discussed earlier, there are many variants of the exquisite
corpse paradigm across di↵erent media, with di↵erent con-
textual backbones and di↵ering levels of occlusion. Exquisite
Score implements a musical variation with partial occlusion
and a weak contextual backbone. The game is played as
follows: First, someone sets up the parameters of the piece,
such as instrumentation, fragment length, and piece length.
Then, the first user composes a fragment of music, maybe
eight measures long. Each consecutive composer will see
a short hint from the previous composer, say the last four
measures. In addition, each composer is told where their
fragment occurs in the piece, e.g. “now composing fragment
6 of 8.” This constitutes the only additional information for
the contextual backbone.

This scheme can be thought of as linear, temporal occlu-
sion. It is linear because the fragments are composed in the
order they will be played in the final piece, and it is tempo-
ral because composers have full information about what the
hint sounds like and about what their fragment will sound
like: no sounds are hidden during those time slices. A possi-
ble alternative to temporal occlusion is part-wise occlusion,
for instance, if one composer writes a bassline and two other
composers write a duet over the bassline, only seeing the
bassline and not the other melody. Temporal occlusion was
chosen because of its conceptual simplicity and because it
encourages local cohesion: even if composers cannot control
what happens before and after their fragment, they can at
least have complete control over their temporal slice.

94



Besides arranging the fragments in the order they are
composed, there are many other plausible arrangements.
For example the beginning and end of a piece could be com-
posed first, and the middle fragment last, wherein the mid-
dle fragment would receive a hint from both of its neighbors.
We chose the linear construction because of its simplicity,
though additional models are briefly explored in [5].

4.2 System Description
Exquisite Score is a web application which uses the Python
Flask framework connected to a PostgreSQL database. It is
hosted on a virtual machine and is, at the time of writing,
accessible at https://exquisitescore.xyz.
The client presents a musical editor created in HTML and

Javascript using SVG and HTML5 canvas elements. For
audio playback, Exquisite Score makes use of the MIDI.js
library which synthesizes notes by playing samples via the
WebAudio API.
Exquisite Score has individual user accounts and uses

Google to authenticate and log in. With user accounts, we
can assign an identity to each fragment. This allows users
to see who composed each fragment and also ensures that a
composer is unable to compose two consecutive fragments.
A user signs in and is presented with a list of pieces, some

in-progress and some completed. From here, the user can
click on an in-progress piece to contribute a fragment, click
on a finished piece to listen, or create a new piece.

4.3 Composing a Fragment
The compositional interface is a piano-roll style MIDI se-
quencer, similar to the standard MIDI editors found in
many digital audio workstations like Ableton Live or Garage
Band. Notes occupy a large grid, where the x-axis denotes
time and the y-axis denotes pitch. A user can create new
notes and move, lengthen, shorten or delete existing notes.
Users can toggle audio playback so they can listen to what
they have composed so far.
If the fragment being composed is not the first fragment,

the composition starts o↵ with a greyed-out, un-editable
hint section, the end of the previous composer’s fragment.
An example is shown in Figure 1. If the current fragment
is not the final fragment of the piece, the section at the
end of the fragment is marked as the shared region, which
becomes the hint for the next composer. Figure 2 shows
how the shared region is demarcated. A composer cannot
submit a piece if there are no notes in the shared region.

Figure 1: At the start of each fragment, the com-
poser is presented with a hint from the previous
fragment.

When a user starts composing, a lock is placed on the
piece which prevents other users from composing a new
fragment for that piece at the same time. To finalize a
fragment, the user clicks the submit button, which saves
that fragment and releases the lock on the piece. If a user
leaves a fragment unattended for more than thirty minutes,
the fragment is deleted and the lock on the piece is released.

Figure 2: The end of a fragment with the shared re-
gion marked. This fragment immediately precedes
the fragment in Figure 1, so the shared region here
is presented as the hint in Figure 1

4.4 Viewing Pieces
Once a fragment is submitted, the composer is allowed to
view the entire piece up to and including their contribution.
This is done so the composer can see how their fragment
fits in with the previous sections while their contribution is
still fresh in memory. The alternative is to prevent anyone
from viewing a piece until it is completed. This would be
impractical because there is no guarantee for how long it
takes to complete a piece and it is possible a piece will never
be completed at all, meaning the composer would never get
to see how their fragment is incorporated.

Any user can view any completed piece, even if they are
not signed in. When viewing a piece, users are brought
to a screen similar to the compositional interface, but with
editing disabled. The start of each fragment is labelled with
the composer’s name so that users can follow the narrative
of how the piece was created as it plays.

If a user has not yet contributed to an in-progress piece,
that user is not able to view it, since this would enable them
to bypass the occlusion.

4.5 Creating a Piece
When creating a piece, the user chooses a variety of pa-
rameters relating to the piece’s instrumentation and overall
form. The instrumentation parameters are the number of
tracks, the instrument patch for each track (chosen from
the General MIDI set), and the volume and pitch range per
instrument. The form-related parameters are the fragment
length, the number of fragments in the piece, and the length
of the hint.

5. EVALUATION AND ANALYSIS
Exquisite Score was tested by 34 subjects, including profes-
sional composers and university students with varying mu-
sical backgrounds. Each subject composed at least one frag-
ment, and in total, five pieces were completed, each com-
prised of eight fragments. In addition, 19 of the subjects
completed a survey about their experience.

Based on the survey results, subjects generally enjoyed
Exquisite Score. In the open-ended feedback, many sub-
jects explicitly mentioned they found the experience fun.
Subjects were delighted to see how the pieces evolved and
how their contributions fit in. One subject said “I had a lot
of fun composing a thing and listening to it afterwards - it
wasn’t quite what I expected from the snippet I’d heard.”
Another subject mentioned they were surprised that their
fragment“ended up in a totally di↵erent genre”from the rest
of the piece. Subjects also enjoyed listening to other com-
pleted pieces. One subject noted “It was interesting to see
how other people took bits from the parts they’d been able
to see to try to make it flow nicely, but it still sounded really
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interesting.” Overall the occlusion seems to have worked
nicely: enough was hidden that the pieces evolved and ex-
plored a breadth of musical ideas, but enough was shared
between fragments such that one fragment could transition
smoothly into the next.
The surveys also showed that subjects’ experiences var-

ied based on their prior levels of compositional and musical
experience. Unsurprisingly, professional composers tended
to ask for more power and versatility in the editor, for in-
stance including the ability to change the rhythmic grid,
add new instruments, or expand the pitch range for each
instrument. On the other hand, subjects who were not fa-
miliar with musical composition sometimes found the in-
terface intimidating. One subject o↵ered the suggestion of
including an option to limit the notes to certain keys to
make composing more approachable. The results indicate
that in its current state, Exquisite Score o↵ers a better ex-
perience to those with prior musical training. Though the
system is still usable by novices, some combination of sim-
plifying the interface and providing lessons or tutorials may
make Exquisite Score even more beginner-friendly.

5.1 Qualitative Analysis
The resulting pieces had a large degree of novelty and vari-
ation and made for quite a fun and enjoyable listen. Each
fragment lasts for about 10 seconds, which seemed just
long enough for a composer to start developing an idea.
Of course, because of occlusion, the next composer usually
could not follow through on the previous musical idea, so in
the end there were at least as many musical ideas as frag-
ments. Besides juggling several motifs, pieces also hopped
around between di↵erent genres and styles. For example,
in a piece titled “The Funk,” the third fragment sounds like
dance music while the fourth sounds like a children’s song,
and later, the sixth sounds markedly abstract and nebulous
while the seventh is a simple melodic line with minimal ac-
companiment.
Despite all the variation, pieces ended up sounding mostly

continuous and fragments usually transitioned smoothly from
one to the next. One common way composers joined their
fragment with the previous one was by repeating the bassline.
An example of this from “Piece 1” is shown in figures 3
and 4. Here, the bassline pattern that first appears in the
shared region of the fourth fragment is copied and repeated
through the entire fifth fragment. The bassline even contin-
ues through the beginning of the sixth fragment, though it
changes partway through, and of course is lost for the rest
of the piece. Still, this is a rare occurrence, since musical
material from one fragment usually does not make it past
its immediate neighbor.

Figure 3: The bassline figure from the end of the
fourth fragment is repeated throughout the fifth
fragment.

Figure 4: The bassline from the end of the fourth
fragment persists all the way until the start of the
sixth, where it is later abandoned.

Many composers managed to create continuity through
harmony and style. This is especially apparent in “Piece 2,”
where fragments two through six were written by profes-
sional composers. The harmonies transition flawlessly from
fragment to fragment, and the general style and texture
stays the same. Although virtually no motivic material is
shared between these fragments, they still sound as if they
were composed by just one person. The seventh fragment
in “Piece 2,” shown in figure 5, is particularly amusing. The
harmonic transition from the sixth fragment is seamless,
and the seventh fragment even expands upon a rhythmic
motive from the sixth fragment, repeating it with diminu-
tion to build tension. Halfway through, the composer de-
cides to play a joke and very abruptly transitions to a simple
version of Jingle Bells. The entire hint for the composer of
the eighth fragment is just the tune of Jingle Bells, so the
very successful continuity we get from the first six-and-a-
half fragments is thwarted, and the piece ends with a slightly
more ornamented version of Jingle Bells.

Figure 5: An excerpt from one of the completed
pieces with the bassline omitted. Half-way through
the seventh fragment, the composer plays a joke and
abruptly switches to “Jingle Bells.”
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5.2 Quantitative Analysis
In order to quantitatively measure the continuity of a piece,
we analyzed the corpus of submitted pieces by measuring
the similarity between musical fragments.

5.2.1 Defining a Similarity Metric
The overall strategy for measuring similarity between two
fragments is to first convert the fragments into normalized
feature vectors and then to take the dot product of those
feature vectors to get the similarity score, also known as the
cosine similarity [8].
The features we used were inspired by the MIDI feature

extractor jSymbolic [6] and included attack density, average
note duration, fraction of attacks on o↵beats, average pitch,
prevalence of minor, major, diminished and augmented tri-
ads, pitch class variety, and, for each pitch class, the pro-
portion of all notes with that pitch class.
When analyzing a fragment, we flattened the individual

parts, ignoring instrumentation. Instrumentation was ig-
nored because the composers did not actually get to choose
this, and it would artificially make fragments within the
same piece look more similar to each other. Di↵erent parts
were flattened because some pieces had only two parts while
others had three, though one could imagine a more robust
analysis which separated parts based on whether or not they
were melody or accompaniment.
Many features needed normalization in order to prevent

them from dominating the feature vector. For example,
although features like the major triad prevalence cannot be
more than 1.0, the average pitch of a fragment might be
something like 62 (MIDI for D5). In order to ensure each
feature ranged from 0 to 1, for each feature not bounded by
1, we normalized that feature by dividing by the maximum
value among all the fragments.

5.2.2 Results
One way to measure continuity is to examine how a piece
evolves from its initial fragment. To do this, we took the
first fragment of each piece and compared the similarity
score between this fragment and each later fragment. One
would expect the first fragment to be most similar to the
first few fragments and relatively unrelated to the later ones.
In Figure 6, we graph the similarity scores from the first
fragment to each subsequent fragment for two pieces: “Piece
1” and “Piece 3.” In this case, we only used the propor-
tional pitch class prevalences for the feature vector. For
these pieces, the results matches our expectations: frag-
ments closer to the first fragment have higher similarity
scores. For this analysis, the results were a lot noisier when
taking into account the full set of features for the feature
vector.
Another way to measure the continuity in a piece is to

measure the similarity between adjacent fragments. For ex-
ample, if fragment B was composed right after fragment
A, we would expect A to be more similar to B than to a
random fragment. To measure this, we took each pair of
adjacent fragments A and B and calculated a “comparative
similarity score” defined as the fraction of fragments C for
which A · B � A · C. A score of 1.0 means that A is more
similar to B than to every other fragment, while a score of
0.5 indicates that A is not correlated with B.
The comparative similarity score can be calculated for

fragments in the same piece which are two away, three away,
four away, and so on. Figure 7 shows that when looking
at the average of these comparative similarity scores, frag-
ments which are closer together seem to be more correlated.

Figure 6: For “Piece 1” and “Piece 3,” the similar-
ity score between the first fragment and each sub-
sequent fragment within the piece. The dashed line
marked“global average”represents the average sim-
ilarity score between the first fragment and every
other fragment, even from di↵erent pieces. Here,
the similarity score only uses the 12-dimensional
vector containing the proportional prevalence of
each pitch class.

Figure 7: The average comparative similarity scores
for fragments which are one away, two away, three
away, etc. As expected, fragments which are closer
together appear to be more similar.
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6. CONCLUSION AND FUTURE WORK
In this paper we presented Exquisite Score, an online system
for creating collaborative musical compositions using the
paradigm of the parlor game exquisite corpse. Exquisite
Score enabled several people with varying musical ability to
come together to create short, quirky musical compositions.
In the future, we plan to further explore variations on

the exquisite corpse paradigm. One idea we have started to
explore is including pieces with automatically repeated sec-
tions [5]. For example, one could have a piece where the first
composed fragment appears every four fragments. This in-
creases continuity within a piece and also enables the same
hint to be given to multiple composers, allowing users to
see how di↵erent composers react to the same starting ma-
terial. In addition, if a composer works on a fragment that
comes right before the repetition of a previously-composed
fragment, the hint can be the beginning of the repeated
fragment, rather than the end of the preceding one.
Another way to explore the exquisite corpse paradigm is

to allow other types of occlusion. For instance, users might
compose for one track at a time, with all but one other track
hidden.
Also of interest is testing Exquisite Score in a variety

of settings. For example, it would be interesting to see
Exquisite Score played as an actual parlor game, with sev-
eral users in the same room composing a fragment and virtu-
ally passing pieces from one composer to the next. It would
also be worthwhile to explore Exquisite Score’s potential
as an educational tool, perhaps presented with a simplified
interface or paired with a compositional tutorial.
For analysis, we would like to explore a more robust sim-

ilarity metric for comparing musical fragments. To actu-
ally test the e↵ects of occlusion, it would be informative to
compare fragment similarity for pieces with a varying hint
size, including pieces with total occlusion (i.e. no hint) and
pieces with no occlusion at all.
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ABSTRACT 
This paper presents a new spherical shaped capacitive sensor device 
for creating interactive compositions and embodied user experiences 
inside of a periphonic, 3D sound space. The Somatic Sound project is 
here presented as a) technological innovative musical instrument, and 
b) an experiential art installation. One of the main research foci is to 
explore embodied experiences through moving, interactive and 
somatic sound. The term somatic is here understood and used as in 
relating to the body in a physical, holistic and immersive manner. 
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Somatic interaction, somaesthetics, periphonic, holophonic, 
embodied, immersive sound, touch, capacitive sensors. 
 
ACM Classification 
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1. INTRODUCTION 
The project group has performed musicological and artistic research 
over several iterations of the Somatic Sound installation. The 
Somatic Sound project is a touch based system to compose real time, 
interactive user experiences inside a 3-dimensional, near full-sphere 
sound field where speakers placed at different heights so as to 
produce periphonic sound; as if it comes from all directions [18]. 
Further, Somatic Sound is an innovative sound installation where the 
user can i) corporally control the playback of multichannel sound 
through touch, and ii) simultaneously experience a three-dimensional 
audio space as a physical continuum. The project combines the 
production of music through touch-based, multi-channel 3D sound 
with the simultaneously placing the performer into the position of a 
listener. The research investigates how this enables new and 
innovative interpretations of iconographic works of music such as 
Feldman’s “The King of Denmark” [6].  
 

2. BACKGROUND 
Within the framework of the artistic research project ‘Radical 
Interpretation of Iconic Musical Works’ financed by the Norwegian 
Artistic Research Programme and based at The Norwegian Academy 
of Music in Oslo, the project group has developed innovative ways of 
interpreting, performing and experiencing famous scores for 
percussion [7]. The research group has been characterized by inter-  

 

Figure 1. Schematic view of the Somatic Sound installation 
showing the user inside a spherical set-up of loudspeakers. 

 
and transdisciplinarity across the disciplines of music performance 
(percussion player), music composition, conceptual design and 
experience design. As a cross-disciplinary project it has been led by a 
hands-on approach to doing research in music, design and the arts. 
 

2.1 Reinterpretation of Iconic Works of 
Music 
One of the iconic solo works for percussion that has been re-
composed specifically for several medias and performing situations,  
including video, site-specific art, context related performance and 
staged concert performance is Morton Feldman’s ‘The King of 
Denmark’ (1964). 
 The research project itself is about challenging the almost sacred 
relation to the score that classical musicians are trained to have. 
Research focus has been on how the musical content of Feldman’s 
score can be interpreted radically different according to the 
performance medium and still be in accordance with the inherent 
raison d'etre of the work. 
 The radical interpretations project has followed several formats of 
presentation such as acoustic performance, live amplification, studio 
production, and sound installations. The Feldman part of the Somatic 
Sound project represents its own set of investigations with its own set 
of artistic interventions. The project aims at gaining more knowledge 
about a wider range of possible interventions. 
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At the outset of the research project we were guided by two open 
research questions: i) how do we experience embodied, interactive 
sounds in an immersive, moving sound space, and ii) how do sounds 
produced by embodied, part haptic and kinaesthetic interaction affect 
the users or composers experience? 
 

2.2 Touch based performativity in 
Feldman’s King of Denmark 
One of the many peculiarities of Feldman’s iconic percussion piece 
‘King of Denmark’ is as Steven Schick noted, that it is almost an anti-
percussion piece [19]. It is to be performed with the softest touch or 
even lightest stroking of the instruments. This is in itself radically 
different from the loudness and power we often perceive and expect 
in percussionists performances. One of our first approaches to the 
piece was by performing it as close to Feldman’s descriptions as 
possible using physical instruments. User observations of the 
performative situation quickly revealed that the sounds produced are 
hardly noticeable for anyone but the performer and those sitting 
directly beside the instruments. 
 

 
Figure 2. Instrumental set up and audience placement 

during Feldman’s King of Denmark according to classical 
score. Performed by Kjell Tore Innervik. 

 
To many Feldman’s composition is already a radical way of staging 
music. One of our research questions was how to then again radically 
perform and transform the piece? One way was to perform the score 
on a radically different set-up and instrument. Here the Somatic 
Sound project represents a solution to how touch and full-sphere, 
immersive sound systems enable innovative and to a large degree 
immersive as well as corporal user experiences both to Feldman and 
possibly many other compositions as well.  
 

3. MAPPING THE FIELD 
3.1 Spherical Sound Systems 
Several full-sphere, surround sound systems have been built and 
presented across various fields and contexts over many years [22] 
[18]. Many of these experiments have had a high impact on shaping 
new audio formats and listening experiences. However, there are still 
no standard as how to build complex and periphonic spatial audio 
systems  -such as ambisonics- within the experimental and artistic 
contexts. The current plethora of approaches, set-ups and systems 
makes the field too rich to compare and map in details. If a goal is to 
create immersive, periphonic sound systems, then open, re-
configurable solutions are the more likely options as system 
parameters are dependent upon and have to be tailored according to 

objectives, architectural qualities and equipment available. The many 
different ambisonics labs around the world illustrate this. [15] 
At the same time this abundance of approaches is inspirational and 
shows how the field is open for continuous experimentations in areas 
such as psychoacoustics.  
 

3.2 New spaces for new music 
The Somatic Sound project is contextualized and situated within the 
experimental and artistic domain. It is inspired by the many projects 
attempting to build new spaces for new music. Edgard Varèse and 
Iannis Xenakis work on the Philips Pavilion (Brussels 1958) was a 
major demonstration of the possibilities of spatially distributed, 
multi-channel sound systems. In his attempt to create the ultimate 
house of music, Karl Heinz Stockhausen was co-designing the 
«Spherical Concert Hall», or ‘Kugelauditiorium’, showed at the 1970 
Osaka World Expo. As Stockhausen noted, his reasoning to build 
such an auditorium for sound was that we have little experience with 
sound coming from other directions than frontal [11] [14].  
 Other recent, on-going, relevant and associated projects range from 
NOTAMs new lab project on periphonic sound [16], to the SPIRAL 
lab, part of the Spatialisation and Interactive Research lab at 
University of Huddersfield [12], to the AlloSphere Research project 
[2], to Natasha Barret's immersive spatial sound installations [3], and 
media art contexts such as Solve et Coagula’s interactive and somatic 
sound art [21]. In the latter experiment, users are interactively 
composing immersive sound through their own body-based 
performance. Such body-based interfaces raise the questions of i) 
how to play music through bodily movement and not just skilled 
fingers, and ii) how to build controllers that relate to playback over  
periphonic loudspeaker set-ups. 
 

3.3 Controllers for sound and mapping of 
space 
Within a periphonic or ambisonic loudspeaker set-up one main 
question is how to control, trigger and render sounds. In 
Stockhausen’s composition for the Spherical Concert Hall it was 
possible to achieve the three-dimensional sound distribution live, 
using a spherical sensor built in the Electronic Studio at the Technical 
University in Berlin to feed the 50 sound sources [8].  
 Recent spheroid, multichannel controllers to affect various 
playback parameters include the Crystal Ball using five infrared 
optical distance sensors that allow users to control sound and other 
effects by using their hands or other objects [4]. The AlphaSphere is 
a spherical device featuring six rows of eight touch- and velocity-
sensitive pads that work with any MIDI software [1]. Unlike 
Stockhausen’s sensor, both these controllers are generic and not 
specifically built for composing music inside periphonic sound 
systems. Construction of control interfaces inside such complex 
sound systems is still exploratory and the approach to building such 
range from a general engineering to the idiosyncratic [23].  
  

4. ONTOLOGICAL AND BODILY 
EXPERIENCE OF SOMATIC SOUND 
The Somatic Sound project uses a phenomenological approach to the 
field as it investigates the way the world of our experience is 
constituted for us. Phenomenology according to Heidegger 
understands intentionality as a form of being-in-the-world, [9] and 
recognizes the importance of embodied action for shaping 
perception. This understanding of the body’s fundamental 
importance sets the body right at the centre for both understanding 
and creating existential, sensory immersive experiences. 
 The experimental approach of the project centres on the 
phenomenon of perceptional breakdown –such as reports of unusual 
perception of sound in the installation- and how this reveals novel 
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dimensions of how we sense sound in space, sound as space as well 
as sound as somatic, physical objects [10]. A phenomenology of 
Somatic Sound as it is applied here, allows us to understand the 
interplay between subjective, felt embodiment and the layout of the 
experiential interface design. 
 Additionally the project investigates sound in relation to the 
evolving field of Somaesthetics [20]. According to Shusterman, 
Somaesthetics is an interdisciplinary research project/approach 
devoted to the critical study and ameliorative cultivation of the 
experience and use of the living body (or Soma) as a site of sensory 
appreciation (aesthesis) and creative self-stylization. This central 
focus on the body as centre of action is a highly important, but often 
neglected dimension of experience- and interaction design. Within 
the Human Computer Interface (HCI) tradition, instrumental 
functionality appears to have the stronger attention than the actual 
embodied, live and subjective sense of experience. Our focus on this 
ontologically important aspect was made possible through the 
innovative user interface: a custom built, field reactive sphere 
covered in 24-carat gold. 
 In the middle of the installation space the golden sphere acts as a 
controller for both the real-time composition as well as the listeners’ 
experience. Around the performer there were up to 30 loudspeakers 
placed in a hemispherical setup at about two meters from the 
epicentre. (Figure 1) 

 

Figure 3. Somatic interaction with the golden sphere, 
functioning as electronic skin. 

 

5. SOMATIC INTERFACE 
TECHNOLOGY 
The somatic sound system is built around a field and touch sensitive 
golden sphere divided into 48 areas/zones. Each zone is made touch 
sensitive through capacitive sensing and controlled through a custom 
built patch in Max/MSP. The sphere is covered in 24-carat gold both 
of aesthetical and instrumental purposes. Besides the look and feel of 
gold, the conductive properties of gold are suitable to increase the 
sensitivity of the capacitive sensors. The hardware was initially built 
solely with the Arduino Uno platform. Due to the need for high 
update rates, these were later replaced by single purpose sensors 
electronics, in particular the NXP MPR121 capacitive touch sensor.  

5.1 Near Field Sensor Technology 
The sensor globe consists of the aforementioned physically separated 
thin sheets of gold foil, each connected with a thin wire to an input of 
an MPR121 capacitive sensor board. There are four of these sensors 
boards, each with twelve inputs, giving a total of 48 possible zones, 
each with its own separate measurement. 

An Arduino Uno placed at the center of the golden sphere reads these 
measurements periodically from the capacitive sensors at the native 
resolution, and transmits these to the computer via a serial link 
without any processing of the measured data. As a result the golden 
globe functions as a multichannel capacitive sensor.  
One interesting effect of this kind of touch sensor is that the globe so 
reacts to non-contact movements and manipulations such as gestures. 
It therefore requires little or even no force to activate and compose 
sounds. 

5.2 Spatialized Sound 
On the computer side, the sensor data is read by an application 
implemented in Cycling ’74’s Max programming environment. The 
data is processed and filtered by custom Java based objects/externals 
to remove much of the noise inherent in the capacitive measurement 
process. Another Java based external creates the individual 
coordinates of objects comprising the positions of sound sources in a 
slowly moving «cloud» around the performer. The sound sources are 
spatialized based on these data, making the sound turn from distant 
and diffuse to having more presence and proximity. 
The spatialized sound itself is rendered using Ircam’s Spat externals. 
A plethora of panning methods are available via Spat, but the project 
usually utilized the Vector Base Amplitude Panning (VBAP) method 
when loudspeaker array setup time has been limited [17].  

5.3 Mapping 
Each of the zones of the golden sphere is mapped in software to its 
own loudspeaker within the hemi-spherical loudspeaker set-up. The 
mapping is following a directional analogy, e.g. when touching the 
top sensor on the globe, the sound will come from the top 
loudspeaker above the performer; when touching the left 
loudspeaker, sound will come from the left etc. This analogy and 
directionally direct form of mapping was implemented to give users 
an immediate sense of connection between body movement and 
sound. The haptic interaction gratifies the users movements and 
touch with, to a large degree, intuitively understood corporal 
directionality. 
 In the hemispherical setup of the loudspeakers, the bottom zones 
were combined, rendering 34 active field-sensing zones. Due to the 
spatial set-up, no loudspeakers could be placed under the user. 
Therefore fewer loudspeakers were placed on the ground, and several 
of the lower controllers that could not be mapped according to 
directionality were instead used to control environmental sounds such 
as low frequency bass tones emitted from sub-woofers. 
 

6. SETTING UP SOMATIC TOUCH 
The touch sensitive Golden Sphere accurately senses touch, strength 
of touch, position as well as distance between body and sphere. The 
way touch becomes both the trigger and controller correlates well to 
the immediacy and the living, internalized dimension of 
Somaesthetics. Touch is, as such, a lived, embodied experience. It is 
a ‘dialectical sense’ constructed through personal experience. The 
goal of a Somaesthetics is to play an important role in the art of living 
[20]. Even if the percepts of the body are unreliable, they form the 
base of our knowledge. Somaesthetically speaking and as an 
intersubjective experience, using the golden sphere to haptically 
articulate a sound based experience contributes to building, 
questioning and affirming bodily knowledge. As such the golden 
sphere facilitates for a practical Somaesthetics, a specific body 
practice and use of the body as living soma. 
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Figure 4. Somatic interaction with the golden sphere, 

during performance The Norwegian Academy of Music in 
2015. Performed by Kjell Tore Innervik. 

 

6.1 System Set-Ups and Iterations 
The Somatic Sound system has been iteratively developed and 
performed on several occasions and with various sound 
contents (Dramatikkens Hus in Oslo 2012, Oslo School of 
Architecture 2013, Ichihara Biennial in Japan 2014). The latest 
version of the system, named Dead Voices (ANX, Oslo, 
Norway 2014) served as our first technical framework in testing 
Feldman’s King of Denmark composition somatically 
performed. Within that last iteration of the set-up, the user is 
immersed inside a 3D sound cloud made out of 77 different 
sound files. Each sound file contained a one to three minute 
long voice based story. 

6.2 A Virtual Cloud of Sounds 
The sounds hover as a virtual cloud centred on the golden sphere and 
the user. The virtual, 3D sound cloud is rendered on a custom built 
application using SPAT/Max. The core set-up and application 
represents a flexible framework that was later adapted to the sound 
files recorded during a performance of King of Denmark. Like the 
Dead Voices, the recordings of the percussion-based sounds were 
mapped into the VR sound space and rendered real through the users 
touch and near-touch of the sphere. Users of the installation affect 
and influence the sounds inside the invisible sound cloud by being 
near to (0 to 20 centimetres) or touching the golden sphere.  
 By touching, caressing the sphere, sounds are literally caught in the 
virtual space, pulled down into audible distance to the user, and then 
float around the user. The golden sphere lets the user become both a 
composer and somatic listener by haptically bringing the virtual 
sounds into reality. Users from the audience have reported 
experiencing the sound universe and content as an emotional 
experience. 

6.3 Physical Sounds Shaping Physical Space 
The combination of a multichannel touch interface with a full-sphere, 
immersive spatial sound system turns sound into a material for direct, 
somatic and dynamic experiences. The project demonstrates how 
innovative combinations of digital technologies and use of sound can 
impact and shape spatial experiences. The installation functions also 
a sound controller and instrument that both investigates and 
demonstrates how physical, interactive and three-dimensional sound 
systems affect our phenomenological perception of the world. 
 

7. EMBODIMENT IN SOMATIC SCORES  
Sound machines make you feel more intensely […]. Sonically 
speaking, the posthuman era is not one of disembodiment but the 
exact reverse: it's a hyperembodiment. – Eshun [5]. 
In relation to Eshun’s quest for more embodied experience of 
sound, it still remains as a challenge to build a somatic 
instrument and interface that not just let the performer compose 
in real time, but physically transposition him/herself into the 
very soundspace that is created, thus simultaneously becoming 
both performer and affected ‘audience’. 

7.1 Dimensions of Touch 
By gestures close to, direct or indirect touch of the touch sensitive, 
near-field sphere, the user can move and compose the aural 
experience of the room. The installation space is so physically 
impacted and modelled through sound. The sound produced can 
therefore be called phenomenological in the sense that it is a direct, 
physical and dynamic experience. The users control of the sphere 
follows several of Hunt and Kirk’s description of attributes 
characteristic of real-time multiparametric control systems such as no 
fixed order, instant reaction to movement, practice based system that 
must be learned by user [13]. The capacitive sensors also facilitate for 
several dimensions and combinations of touch and gestures such as 
gentle gliding movements, sliding, sudden strikes/approach, lift and 
removal.  
 Within the context of HCI the project demonstrates how innovative 
combinations of technologies can create spatial experiences based on 
sound. The installation's three-dimensional sound output is composed 
in real time through the touch of the golden sphere interface. The 
spherical montage of up to 30 speakers frame the space, effectively 
wrapping a sound cloud around the user. The periphonic set-up 
creates an isotropic sound space with uniformity in all orientations. 
Together with the high resolution of sound sources this allows for 
precise directions and volumes of the sound, creating and affecting 
the perception of spatial sound. The sound encompasses all users 
present into a physical and spatial experience.  

7.2 Sensuous Fields 
Such interactive and corporeal sound spaces create a sensuous field 
for somatic experiences. The sound becomes embodied as the HCI 
interface, letting the user effectively and literally touch Feldman’s 
music. 
 In relation to the field of Somaesthetics the sound experience can 
be described as an attempt to affect the soma within each participant. 
This addresses one of the challenges with instrument-based 
performances of Feldman’s The King of Denmark score for an 
audience. Unless they are placed right beside the instruments they are 
unlikely to hear anything of the soft touch based, ‘anti’ percussion 
piece. During a live performance of the classic score in front of an 
audience at the National Academy of Music in Oslo in 2015, the 
sounds were barely audible even from one side to the other of the 
instrumental arrangement. If setting the conceptual aspects of The 
King of Denmark aside and one presumes an audience is to actually 
hear the piece, then a more effective way to do so would be by 
somehow amplifying the sounds. The Somatic Sound project 
therefore did cut the studio recording of the piece into a number of 
individual phrases, most head-to-tail, a few overlapping. The average 
length of these being around eleven seconds, ranging from six 
seconds to almost forty. These recordings were then mapped onto the 
golden sphere and played back through a spherical loudspeaker set-
up surrounding both the audience and the performer. 
 

8. FINDINGS AND OUTLOOK 
Somatic Sound has been performed over several occasions and with 
several scores. Audience and user observations as well as verbal 
feedback indicate that the system provides a high degree of 
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immersive, embodied and interactive sense of sound. For the 
performer we have found such systems to be an inventive way of 
interacting with both the score and the audience. For performers and 
composers, this set-up enables innovative forms of presentation and 
concert staging. Somatic Sound so represents an important 
exploration as to how we can design more affective sound 
experiences.  
 Adapted to the sound recordings from Feldman’s King of 
Denmark and as performed for a larger audience at the National 
Academy of Music in Oslo, the Somatic Sound system produced a 
strong immersive experience of the piece, both for the performer and 
the audience. The system allowed the percussionist performer to only 
use his own body and without prolongations as for example sticks 
and other sound exciters. Triggering sounds through the sensitive 
capacitive sensors let the performer retain the inherent sensitivity of 
the original score. Including the audience within the periphonic 
sound set-up let them take part both in the physical performativity of 
the player as well as experiencing the sounds more intimately. 
 Our research into somatic sounds is on-going and still in process of 
collecting more and better user data. We continue to follow a 
practice-based approach to our guiding research questions. 
Emerging, transdisciplinary research questions is for example how 
somatic sound designs can impact not only users in concert settings, 
but also contribute to shaping our experience of everyday 
environments and architectures. 
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ABSTRACT
Musical instruments and musical user interfaces provide rich
input and feedback through mostly tangible interactions, re-
sulting in complex behavior. However, publications of novel
interfaces often lack the required detail due to the complex-
ity or the focus on a specific part of the interfaces and ab-
sence of a specific template or structure to describe these
interactions. Drawing on and synthesizing models from in-
teraction design and music making we propose a way for
modeling musical interfaces by providing a scheme and vi-
sual language to describe, design, analyze, and compare in-
terfaces for music making. To illustrate its capabilities we
apply the proposed model to a range of assistive musical in-
struments, which often draw on multi-modal in- and output,
resulting in complex designs and descriptions thereof.

Author Keywords
Sound; Assistive Musical Instruments; ADSR; Three-State-
Model; Modeling; Gestures.

ACM Classification
H.5.5 [Information Interfaces and Presentation] Sound and
Music Computing, I.6.5. [Simulation and Modeling] Mod-
eling Methodologies

1. INTRODUCTION
The unambiguous and complete description of interactions
with and feedback from musical interfaces is important for
1) designers to analyze and publish their designs, and 2) re-
searchers intending to compare di↵erent designs and repro-
duce results from interactions with these interfaces. Frame-
works and taxonomies for musical interface design have been
proposed before [2, 7, 12, 14]. However, publications of
novel interfaces still lack the required detail due to the com-
plexity of the focus on a specific part of the interface and the
absence of specific templates or structures to describe these
interactions for easier comprehension and visual compari-
son. The interactions and feedback the musical interface
provide can be di�cult to describe with the existing vocab-
ulary, which prompted Buxton to formulate his three-state
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model of interaction for input devices. However, musical in-
struments include a temporal course of sound that cannot
be described by Buxton’s model and its extensions alone;
rather, it requires a temporal notion. We suggest a way
of modeling musical instruments that draws on and syn-
thesizes models from interaction design and music making.
We apply the proposed model to a range of examples in
the domain of assistive musical instruments, which often
draws on multi-modal in- and output that complicates de-
signs and their descriptions. All of these IMEs lack interac-
tion/feedback details in their respective publications, which
are representative of publications/descriptions of IMEs in
general. The analysis of the resulting model allows for a vi-
sual comparison of the interfaces in terms of where and how
input can manipulate the expressive parameters of sound
and which feedback modalities the system employs when
transitioning between states.

2. BACKGROUND
Buxton’s Three-State Model of Graphical Input [3] intro-
duced a vocabulary and modeling template to better de-
scribe interactive techniques vis-a-vis the technologies that
implement a graphical user interface. His model draws on
the notion of finite state machines consisting of labeled
states (circles) and transitions (arrows) between them that
describe how user input (labels on the transitions) from one
input device changes the state of a system (see Figure 1).
State 0 denotes an out-of-range state in which the user has
not acquired the input device or control, state 1 allows for
movement of a cursor (tracking), and state 2 allows the ma-
nipulation of objects (dragging). The transitions between
states model discrete events, whereas the self-loop transi-
tions model continuous input or non-input (in state 0).

Many instruments involve more than one input device
or extremity. Hinckley et al. extended Buxton’s model to

State
0

State
1

State
2

Stylus On

Stylus Lift

Tip Switch Close

Tip Switch Open

Out of Range Tracking Dragging

Figure 1: Buxton’s Three-State Model with stylus
and a tablet.
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Figure 2: Hinckley et al.’s two-handed input exam-
ple of stylus and o puck on a tablet.

address a wider range of design problems, multiple e↵ec-
tors through input devices, and interaction technologies [8]
by drawing on Petri net representations [15] and including
continuous properties. Hinckley’s model uses tokens (repre-
sented as circles inside states in Figure 2) to express which
state the system is in. The tokens can move along through
the transitions to states that have the same outline (solid
or dashed). Instead of Buxton’s self-loops, (see arrows un-
der each state in Figure 1), the model relies on the notion
of sensing continuous input, like position, angle, force, or
torque, within a state expressed through a named italicized
property in the lower half of the state in Figure 2. Hinckley
further added a prefix to state 0 to distinguish between the
two out-of-reach states - touch (T0) and proximity (P0).
Di↵erent formatting (dashed or solid lines Figure 2) of the
states, tokens, and transitions indicate the devices. A state
name postfix distinguishes between the respective e↵ectors,
i.e. input hands (p for the preferred and n for the non-
preferred hand in Figure 2).
Apart from providing a language and notation for user

interface interaction concepts, state modeling allows for vi-
sually inspecting the model and spotting asymmetries in the
design in case certain states exhibit di↵erent behaviours [20].
Figure 1 is a case in point of symmetry, and Figure 2 illus-
trates that state 2np is special in terms of the larger number
of transitions to and from it and its overlap.
Obrenovic and Starcevic created a modeling framework

for specifying multimodal systems. Their model draws on
the Unified Modeling Language (UML) and focuses on the
inner workings and e↵ectors of the system and its modali-
ties [13]. Our work focuses on modeling the states the sys-
tem can be in, how user input a↵ects transitioning between
states, and the feedback they receive from the system while
doing so.
Birnbaum et al. suggest a dimension space for musical

devices using a spider web representation [2]. The axes
in the spider web have di↵erent representations, e.g. re-
quired expertise, musical control, feedback modalities. The
axis values vary, e.g. high/low, none/extensive, few/many,
etc., depending on what they are describing. Hattwick and
Wanderlay further expand the dimension space for evalu-
ating collaborative music [7]. Vertegaal and Ungvary in-
vestigate the relationship between body parts, transducers,

and feedback modalities [21] in music controllers. Over-
holt presents the Musical Interface Technology Design Space
(MITDS), which provides a theoretical conceptual frame-
work and guidelines for describing, analysing, designing,
and extending the interfaces, mappings, synthesis algorithms,
and performance techniques for interactive musical instru-
ments [14]. Morreale et al. also present a conceptual model
called MINUET, which o↵ers a way to understand the el-
ements involved in musical interface design [12]. Most
of these frameworks, however, do not provide a su�cient
graphical representation of the musical interfaces and do
not model di↵erent states and feedback to user interac-
tions. MIDI, for example, does not concern itself with how
users actuate sounds and what feedback the system provides
apart from the generated sound.

2.1 Musical Control and Expression
A number of major components are used to describe musi-
cal control and expression. For music making, the attack,
decay, sustain, and release (ADSR) envelope [16] describes
the volume of a generated sound over time (c.f. Figure 3).
We draw on Swink’s visual depictions of these ADSR parts
(the arrows) in our musical interface models. Goldstein [5]
used a state transition diagram to model both sustaining
and percussive instruments. The diagram describes how
an instrument produces sounds and the di↵erent modes of
control. Francoise et al. [4] also used ADSR to decom-
pose gestures into four phases of sound control: preparation
(P), attack (A), sustain (S), and release (R). Levetin et al.
described musical control through more explicitly detailed
steps called: beginning, middle, ending, and terminus [10].
These steps roughly map to the ADSR envelope. The begin-
ning combines ADSR’s attack and decay, the middle maps
to sustain, and the ending paired with terminus makes up
release. Levitin’s beginning distinguishes how energy en-
ters into the system through either continuous excitation
(CE) or impulsive excitation (IE). Continuous excitation
stems from continuously, e.g. bowing or blowing. Plucking
a guitar string or pressing a key on a piano yields impul-
sive excitation. Levitin further classified instruments into
two types of middle: the non-excited middle (NEM), e.g.
a guitar, and the continuous excited middle (CEM), e.g.
an organ. During middle (sustain) CEM instruments al-
low for gestures to control expressive parameters such as
pitch, loudness, and timbre. NEM instruments usually do
not support these manipulations during this step since the
musician cannot manipulate the energy source. NEM and
CEM instruments further di↵er in how a note can end. Mu-
sicians of NEM instruments, e.g. a guitar, can either let the
impulse energy reach terminus (no sound) through gradual
decay or actively terminate the note by muting the string.
CEM musicians cannot employ gradual decay as the energy
abruptly ends when the musician stops bowing or blowing.

2.2 Assistive Musical Instruments
Advances in technology have created opportunities for new
assistive interfaces that make musical instruments accessi-
ble to people with impairments. Such assistive musical in-
struments have to overcome di↵erent challenges depending
on the type of impairments [6, 9, 11]. Obrenovic classified
constraints that hamper accessibility as user, device, envi-
ronment, and social constraints. Users can be impaired in
terms of their senses, perception, motor or linguistic skills,
and cognition [13].

Designing musical interfaces for people with impairments
requires design tools and a language to ensure the best solu-
tion and to convey the design in a clear and detailed fashion.
We follow Buxton’s lead and argue that state models are a
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Figure 4: A piano key (CEM instrument) with
sound states.

good basis to start from in this case. While our proposed
model can be applied to any instrument, we believe that
designing for impaired users, which requires attention to
detail about which modalities are employed as input and
feedback, can benefit especially from a tractable tool and
the rigorous approach it promotes.

3. MODELING MUSICAL
USER INTERFACES

The model in Figure 4 shows the physical properties of a
piano key, but due to the temporal quality of music - specif-
ically for NEM instruments - the model needs to be able to
express time. If we imagine an organ instead of a piano we
would have a continuous excited middle and thereby infinite
sustain. When the organ key is pressed down we have the
attack of the note and transition to state 2k. As long as the
model is in state 2 we have sound, but on release, i.e. once
we lift our finger o↵ the key, there is no sound as we tran-
sition back to state 1 or state 0k. Just as with the organ,
after the attack the piano is in state 2k but with a piano
we have a non-excited middle. This results in a gradually
decaying sustain, which will eventually fully decay while the
key is still down. In that case, we would end up with no
sound but still be in state 2k. Timed Petri nets [22] model
time in the transitions, but this does not align with the
temporal behaviors in music making such as preempting a
current guitar chord with a new strum. Therefore, we pro-

pose to model the temporal course of a generated sound in
states and transitions in a separate sub-model for sound.
We will from hereon refer to the sub-models for sound and
the interactions as the sound model and interaction model.

In the sound model, based on and-states [20], we reuse the
transition labels from the interaction model to make explicit
how user input changes sound. To visually distinguish be-
tween the two sub-models we include a dotted line between
the models and a gray fill for the sound model states. To
specify the temporal properties of sound we incorporate the
ADSR stages on the transitions together with the labels.
We use attack (%) for the onset of the note, sustain (!)
for the length of the note, and release (&) for the end of
the note. These are not used on the interaction model as
that would be redundant information that would bloat the
model. Sustain is a special case when trying to model a
musical instrument. The white token indicates what state
the sound model is in. On key press and (%) we transi-
tion from no sound to sound. When in sound there are
two ways to transition to no sound depending on Levitin’s
type of middle. The first is to release a key, dampening a
string or stop bowing. This would cause a (&) and stop the
sound moving us back to no sound. The second possibility
is through gradual decay when a key or a string is pressed
down until the sound decays fully, see Figure 4. To de-
scribe what type of middle or sustain the musical interface
or modelled instrument has, a horizontal arrow is used for
CEM interfaces and a slightly tilted arrow is used for NEM
instruments. Preempting chords and gestures are shown
with a curled arrow returning to the same state just as the
loops in Buxton’s original model. The loops use the same
type of line and color as the e↵ector to which they belong.

3.1 Logical and Relational Conditions
To better explain and control the flow and transitions in
our model we draw on logical and relational conditions to
express exceptions and special cases throughout the inter-
action with a given musical interface. We also add a new
e↵ector so that our model consists of a single piano key, a
sustain pedal, and the sound states. When playing a piano
releasing the key dampens the sound, but a sustain key can
avoid stopping the sound when releasing the key. To be able
to model this we have used if and NOT to express when
we get a release and transition to no sound.

3.2 Feedback
In Figure 5 we have added information about the type of
auditory, haptic, and visual feedback the system provides in
states (at the bottom) and during transitions (on the inside
of the arc). Assistive devices can often benefit by improving
or adding additional feedback to better signal when certain
interactions occur that otherwise would be missed or cause
the user to doubt. We focus on the auditory (illustrated
through an ear), haptic (hand), and visual feedback (eye)
shown as icons.

4. ANALYSIS OF ASSISTIVE
MUSICAL DEVICES

In this section we apply our suggested model to analyze five
assistive musical interfaces to illustrate its expressive capa-
bilities. We highlight both the value in the design stages
of a musical interface and in the analytical or comparative
stages to ensure a complete description of a MUI.

4.1 Soundbeam
Soundbeam (SB) is a commercially available assistive mu-
sical (NEM) instrument using an ultra-sonic range finder
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Figure 5: A model of a piano key and a sustain
pedal with the use of logical, relational conditions
and icons for type of feedback.

(range between 23 cm and 6 meters with a conical shape
of diameter of 90 cm and height of 4 meters) to expand an
area in front with virtual notes [18, 17]. By interrupting
the invisible beam, e.g. with a body part, the user triggers
a note, the discrete pitch of which depends on the distance
to the range finder. We have modeled SoundBeam in one
of its nine settings called multi, and Figure 6 illustrates the
absence of a state 1.
As a touch-less device using an ultra sonic range finder it

plays one note when breaking the beam at a given distance
to the sensor and a di↵erent note at discrete distances as it
moves closer to or farther away from the sensor. There is
no intermediate or positioning state like the piano key and
sustain pedal in Figure 5 and therefore no state 1. Sound-
beam gives only auditory feedback at the attack/onset of a
note; it uses no other modalities or feedback. The sound

0p
out of range

2p
play note

Move Into Beam

Move Out Of Beam

Ø
no sound sound

MIB

MOB

gradual decay

Move back/forth

MIB

MBF

(MOB)

(MIB)

(MBF)

OUT-OF-RANGE STATES MANIPULATION STATES

MOB

Figure 6: In Soundbeam (NEM) there is no state 1
and therefore no resting position.

states in Soundbeam are di↵erent from other instruments.
It provides no gesture for stopping a sound, so the only way
to stop a sound is to let the note decay fully. It has no
resting (position) state but is either on or out of range.

4.2 Movement-To-Music
The movement-to-music (MTM) prototype [19] - a CEM
instrument - combines exercising and music making. It
uses computer vision to capture body movement, renders
the user’s body on a screen, and superimposes a number of
colored shapes around the user. When the rendered body
intersects with the shapes, they change transparency and
trigger a musical note.

The Movement-To-Music Instrument is like the Sound-
Beam - a touch-less device without any haptic feedback.
MTM can track more than one limb, but every limb would
have an identical but independent model. So we only model
one e↵ector here as an example. Unlike Soundbeam, MTM
has a state 1, which tracks the coordinates of the user, see
Figure 11. In state 1 the instrument gives visual feedback
when tracking the user and when entering and exiting the
predefined trigger regions. The sound state illustrates a con-
tinuous instrument where the attack and onset of the sound
start when entering the region and stop when exiting.

4.3 The Actuated Guitar
The Actuated Guitar (AG) [9] allows people with hemiple-
gia to play a real electric guitar. The fretting hand takes
regular chords, and a foot pedal, when pressed down, trig-
gers an actuator to strum the strings. The actuated gui-
tar has multiple e↵ectors that interact with one another.
The instrument consists of seven e↵ectors, six strings, and
a pedal-controlled strum actuator. However, Figure 8 only
consists of two e↵ectors, one exemplary string, and the foot
pedal because the strings are independent and identical in
behaviour. To distinguish between the two e↵ectors we color
the string blue and the pedal red.

When looking at the string e↵ector the feedback is pri-
marily tactile. When sound is present in the system we
have auditory feedback when sliding or bending the string
in state 2 or transitioning to state 1, which dampens the
string and stops the sound. The pedal e↵ector o↵ers pri-
marily haptic feedback except at Pedal Down, which also
gives visual and auditory feedback. When the pedal is en-

0p
out of range

1p
track x, y

2p
play note

Step Into View

Step Out Of View

Penetrate Region

Exit Region

Ø
no sound sound

SIV PR

SOV ER

(SIV) (PR)

(ER)(SOV)

OUT-OF-RANGE STATES POSITION STATES MANIPULATION STATES

Figure 7: The Movement-To-Music instrument uses
computer vision to capture the movement of the
user.
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Figure 8: Model of the Actuated Guitar with a sin-
gle string and a foot pedal.

gaged the actuator drags the pick across the string/s, giving
clear visual and auditory feedback. The sound states illus-
trate an impulse (NEM) instrument in which the attack
occurs when pressing the pedal down (PD). Gestures such
as sliding or bending can manipulate the sound but the ex-
act mappings of gestures to sound modification are outside
the scope of our interaction model. The sound can either
decay fully over time, be actively stopped by String Up, or
be renewed when the string is strummed again (PD).

4.4 TouchTone
TouchTone (TT) lets children with cerebral palsy engage
in musical composition [1]. The instrument consists of 10
pressure sensitive pads, in two rows of five, with associated
LED indicators for the una↵ected hand and a momentary
switch for the a↵ected hand. The pads allow for playing
a note while the switch modulates the pitch frequency by
one octave up when pressed. Figure 9 shows the model of
a multi-e↵ector interface with a single pad and a switch.
What is noticeable right away is the shared state 2ps - the
combined solid and a dashed circle. A shared state shows
that when both e↵ectors are in state 2 they manipulate the
same note. This results in a note playback raised by an oc-
tave. This shared state gives some more explicit connections
between the states instead of using conditions like if and if
NOT. The pad e↵ector has haptic and auditory feedback.
The switch e↵ector is purely haptic unless we move into the
shared state when sound is present. The sound states illus-
trate the creation of sound by putting pressure on the pad
(PP). The instrument has continuous (CEM) non-decaying
sound as long as the pad is pressed, requiring a release of
the pad (RP) to stop the sound.

5. COMPARISON & DISCUSSION
A visual comparison shows a big di↵erence between the
modeled instruments from simple (SoundBeam) to more

0p
out of reach

1p
rest on pad

2p
pad pressed

Finger On To Pad

Finger off from pad

Pressure On Pad

Release Pad

0s
out of reach

1s
rest switch

2s
octave

OUT-OF-RANGE STATES POSITION STATES MANIPULATION STATES

Finger On Switch

Finger Off Switch

Switch Engaged

Switch Release
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(SE)

(SR)

SE, SR

(FOFF)

(FOS)

FOS, FOFF 

SE, SR
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Figure 9: Touch Tone has a shared state shown as
the two states overlap.

complex (Actuated Guitar). A visual comparison is much
faster than reading through and comprehending large amounts
of text. It is quick and easy to compare the di↵erent models
and it unveils di↵erences and similarities.

But all models describe all meaningful interactions, pres-
ence of sound, and feedback. The actuated guitar is the only
system that is a hybrid of assistive and existing instruments
evident from the di↵erent colors of the model e↵ectors. Sim-
ple asymmetries, in TT’s sound model in Figure 9, allow for
verification that the actions FOTP and FOFP can only oc-
cur when there is no sound in the system. This is due to
the fact that the user releases the pad (RP) prior to taking
their finger o↵ the pad (FOFP) and RP stops the sound. A
designer pondering whether to add some auditory feedback
in response to Finger onto Pad (FOTP) can thereby verify
that this does not conflict with sound from the system. The
sound model allows for checking completeness as all transi-
tions should either be represented and emanate from each
state or not be possible. Take Figure 8 as an example. The
only transitions from the interaction model missing from
the sound state are FOS and SD. Both transitions originate
from state 1h (muted note), which, by definition, does not
allow for sound. The absence of self-loops in the sound state
for AR and MTM illustrate that these MUIs do not allow for
further manipulation or pre-empting of sounds through ges-
tures unlike SB, TT, and AG. Manipulation using gestures
would be particularly interesting for assistive musical inter-
faces that need to be tailored to perceptual, cognitive, and

108



motor abilities of their users. Preconception would also be
interesting to add to the model as remote sensing technolo-
gies completely remove the tactile feedback channel; how-
ever, proprioception are indirectly shown in our model by
the absence of tactile feedback (the hand symbol).
Designers can harness the model as a design tool to help

identify requirements, incorporate desired gestures, and ma-
nipulate expressive parameters (pitch, timbre, and loud-
ness) of the musical interface. It can be used for docu-
menting, discussing, and publishing new musical interfaces
and gives a birds eye view of the current design and fa-
cilitate a much more e�cient and less error prone design
process as discussed. Further benefits are easier checks for
completion, e.g. by checking that in each state we have
all eligible actions represented in transitions. We can use
visual asymmetries to verify and potentially re-think de-
sign choices. For the merits of state diagrams for modeling
we refer the reader to e.g. Thimbleby’s work [20]. Using
conditional logic helps control the flow of the model, but
it could be further extended to include a weighting factor
to state transitions to quantify cognitive and motor costs
of actions as suggested by Hinckley et al. [8]. Researchers
can more easily establish an overview and compare a range
of instruments allowing for a faithful reproduction of re-
search results. In further research we would like to explore
if the model might require further extensions to incorpo-
rate more gestures to capture the expressiveness of musical
devices from velocity, vibration, tempo, etc. In the cur-
rent state of the model we cannot tell if certain interactions
in sound state actually manipulate sound and, if so, how.
Such information could be included by further enhancing
the self-loops of the sound states with additional modifiers.
Including these could help when comparing the di↵erent de-
vices and evaluating whether the chosen interaction comes
with an expressiveness cost.

6. CONCLUSION
We have described a novel way of modeling musical inter-
faces and provided a visual vocabulary and method for sys-
tematically describing and analyzing existing musical in-
terfaces in terms of their actions and feedback, as well as
how they manipulate sound. The modelling framework pro-
vides a quick overview that allows for easier collaboration
when designing or analyzing musical interfaces. The model
has been shown to work on CEM and NEM instruments
in general and, more specifically, on a wide range of di↵er-
ent assistive musical instruments. It allows for a complete
description of the individual instrument’s interaction possi-
bilities with respect to sound.
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ABSTRACT 
The interaction between music improvisers is studied in the context 
of piano duets, where one improviser performs a melody 
expressively with embellishment, and the other plays an 
accompaniment with great freedom. We created an automated 
accompaniment player that learns to play from example 
performances. Accompaniments are constructed by selecting and 
concatenating one-measure score units from actual performances. An 
important innovation is the ability to learn how the improvised 
accompaniment should respond to the musical expression in the 
melody performance, using timing and embellishment complexity as 
features, resulting in a truly interactive performance within a 
conventional musical framework. We conducted both objective and 
subjective evaluations, showing that the learned improviser performs 
more interactive, musical, and human-like accompaniment compared 
with the less responsive, rule-based baseline algorithm. 
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Interactive, Automatic Accompaniment, Duet, Improvisation. 
 
ACM Classification 
H.5.1 [Information Interfaces and Presentation] Multimedia 
Information Systems–Artificial, augmented, and virtual realities, 
H.5.5 [Information Interfaces and Presentation] Sound and Music 
Computing. I.2.6 [Artificial Intelligence] Learning 

1. INTRODUCTION 
Automatic accompaniment systems have been developed for decades 
to serve as virtual musicians capable of performing music 
interactively with human performers. The first systems invented in 
1984 [5][16] used simple models to follow a musician’s melody 
performance and output the accompaniment by strictly following the 
given score and the musician’s tempo. In order to create more 
interactive virtual performance, many improvements and extensions 
have been made, including vocal performance tracking [8], 
embellished melody recognition [6], smooth tempo adjustment 
[4][12], etc. Recently, studies have achieved more expressive virtual 
performance with music nuance [17][19] and robot embodiment 
[18]. However, automatic accompaniment systems generally follow 
the pitches and rhythms specified in the score, with no improvisation 
ability.  
 On the other hand, many systems have been created to improvise 
in contexts that range from free improvisation [11] to strictly 
following a set tempo and chord progression [1][13]. Early systems 
[3][14] incorporated compositional knowledge to created rule-based 

improvisation, and learning-based improvisation [2, 9, 10, 15] started 
to appear since 2000. One of the challenges of musical improvisation 
is to respond to other players while simultaneously adhering to 
constraints imposed by musical structure. In general, the most 
responsive computer improvisation systems tend to be free of local 
constraints such as following in tempo or following chords in a lead 
sheet. On the other hand, programs that are most aware of tempo, 
meter, and chord progressions, such as Band-in-a-Box and GenJam, 
tend to be completely unresponsive to real-time input from other 
musicians. 
 This study bridges automatic accompaniment and computer-
generated improvisation. Automatic accompaniment systems 
illustrate that computers can simultaneously follow strict constraints 
(playing the notes of a score) while interacting intimately with 
another player (by synchronizing and, in recent work, even adjusting 
phrasing and dynamics). This paper considers an extension of this 
direction where an automatic accompanist not only follows a soloist, 
but learns to improvise an accompaniment, that is, to insert, delete 
and modify pitches and rhythms in a responsive manner.  
 We focus on a piano duet interaction and consider improvisation in 
a folk/classical music scenario. The music to be performed consists 
of a melody and a chord progression (harmony). In this deliberately 
constrained scenario, the melody is to be expressed clearly, but it 
may be altered and ornamented. This differs from a traditional jazz 
improvisation where a soloist constructs a new melody, usually 
constrained only by given harmonies. In musical terms, we want to 
model the situation where a notated melody is marked “ad lib.” as 
opposed to a passage of chord symbols marked “solo.” A melody 
that guides the performance enables more straightforward 
performance pattern learning and also makes the evaluation 
procedure more repeatable. The second part is simply a chord 
progression (a lead sheet), which is the typical input for a jazz rhythm 
section (the players who are not “soloing”). The second player, which 
we will implement computationally, is free to construct pitches and 
rhythms according to these chords, supporting the first (human) 
player who improvises around the melody. 
 It is important to note that the focus of this study is not the 
performance properties of individual notes (such as timing and 
dynamics) but the score properties of improvised interactive 
performance. Normally, improvisers play very intuitively, imagining 
and producing a performance, which might later be transcribed into 
notation. In our model, we do the opposite, having our system 
generates a symbolic score where pitch and rhythm are quantized. To 
gain training examples of improvised scores, we collected an 
improvised piano duet dataset, which contains multiple improvised 
performances of each piece. Our general solution is to develop a 
measure-specific model, which computes the correlation between 
various aspects of first piano performance and the score of the second 
piano performance measure-by-measure. Based on the learned 
model, an artificial performer constructs an improvised part based on 
a lead sheet, in concert with an embellished human melody 
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performance. Finally, we conduct both objective and subjective 
evaluations and show that the learned model generates more musical, 
interactive, and natural improvised accompaniment compared with 
the baseline estimation.  
 The next section presents data collection. We present the 
methodology and experimental results in Sections 3 and 4, 
respectively. We conclude and discuss limitations and future work in 
Sections 5 and 6. 

2. DATA COLLECTION 
To learn improvised duet interaction, we collected a dataset that 
contains two songs: Sally Garden and Spartacus Love Theme, 
each performed 15 times by the same pair of musicians. All 
performances were recorded using electronic pianos with MIDI 
output. 
 The performances were recorded over multiple sessions. For 
each session, the musicians first warmed up and practiced the 
pieces together for about 10 minutes before the recording began. 
(We did not capture any individual or joint practicing procedure, 
only the final performance results.) Musicians were instructed 
to perform the pieces with different interpretations (emotions, 
tempi, etc.). The first piano player would usually choose the 
interpretation and was allowed (but not required) to 
communicate the interpretation with the second piano player 
before the performance. 
 An overview of the dataset can be seen in Table 1, where 
each row corresponds to a piece of music. The first column 
represents piece name. The 2nd to 4th columns represent the 
number of chords (each chord covers a measure on the lead 
sheet), average performance length, and the average number of 
embellished notes in the first piano performance. 
Table 1. An overview of the improvised piano duet dataset. 

name #chord avg. len. #avg. emb.  

Sally Garden 36 1’09’’ 27 

Spartacus Love Theme 20 53’’ 12 

3. METHODOLOGY 
We present our data preprocessing technique in Section 3.1, where 
improvised duet performances are transcribed into score 
representations. Then, we show how to extract performance and 
score features based on processed data in Section 3.2. In Section 3.3, 
we present the “measure-specific” model. Based on this learned 
model, a virtual performer is able to construct an improvised 
accompaniment, which reacts to an embellished human melody 
performance, given a lead sheet. 

3.1 Data Preprocessing  
Improvisation techniques present a particular challenge for data 
preprocessing: performances no longer strictly follow the defined 
note sequences, so it is more difficult to align performances with the 
corresponding scores.  
 To address this problem, for the first piano part (the melody), we 
manually aligned the performances with the corresponding scores 
since we only have 30 performances in total and each of them is very 
short. For the second piano part, since the purpose is to learn and 
generate the scores, we want to transcribe the score of each 
performance before extracting features or learning patterns from it. 
Specially, since our performances were recorded by electronic pianos 
with MIDI outputs, we know the ground truth pitches of the score 
and only need to transcribe the rhythm (i.e., which beat each note 
aligns to). 
 The rhythm transcription algorithm contains three steps: score-time 
calculation, half-beat quantization, and quarter-beat refinement. In 
the first step, we compute raw score timings of the second piano 

notes using the local tempi of the aligned first piano part within 2 
beats as the guidance. Figure 1 shows an example, where the 
performance time of the target note is x and its score time is 
computed as y. In this case, the neighboring context is from 7th to 11th 
beat, the “+” signs represent the onsets of the first piano notes within 
2 beats of the target note, and the dotted line is the tempo map 
computed via linear regression. 

 
Figure 1. An illustration of rhythm transcription. 

 In the second step, we quantize the raw score timings computed in 
the first step by rounding them to the nearest half beats. For example, 
in Figure 1, y is equal to 9.3 and it will round up to 9.5. In the final 
step, we re-quantize the notes to ¼ beat if two adjacent notes were 
quantized to the same half beat in the second step and their raw score 
time is within the range of ¼ beat ± error. In practice, we set the 
error to be 0.07 beat. For the example in Figure 1, if the next note’s 
raw score time is 9.6, the two notes will be quantized to 9.5 in the 
second step but re-quantized to 9.25 and 9.5, respectively, in the final 
step. The rationale of the quantization rules is that for our dataset, 
most notes align to half-beat and the finest subdivision is ¼ beat 

3.2 Feature Representations 
Input and output features are designed to serve as an intermediate 
layer between transcribed data (presented in the last section) and the 
computational model (to be presented in the next section). The input 
features represent the score and the 1st piano performance, while the 
output features represent the transcribed score of the 2nd piano. Note 
that the unit for learning improvisation is a measure rather than a 
note. The reason is that an improvisation choice, especially the choice 
of improvised rhythm, of a measure is more of an organic whole than 
independent decisions on each note or beat. 

3.2.1 Input Features 
The input features reveal various aspects of the duet performance that 
affect the score of the second piano. Remember that the first piano 
part follows a pre-defined monophonic melody but allows 
embellishments. Formally, we use x = [x1, x2, …, xi,…] to denote the 
input feature sequence with i being the measure index of the 
improvised accompaniment. To be specific, xi includes the following 
components: 
 
Tempo Context: The tempo of the previous measure, which is 
computed by: 

TempoContext! ≝
!!!!!"#$ − !!!!!"#$%

!!!!!"#$ − !!!!!"#$%  
(1) 

where !!!!!"#$%(or!!!!!!"#$%)  and !!!!!"#$  (or!!!!!!"#$%)  represent the 
performance time (or score time) of the first and last note in the 
previous measure, respectively.  
 
Embellishment Complexity Context: A measurement of how 
many embellished notes are added to the melody in the 
previous measure. Formally, 

EmbComplexityContext! ≝ log #!!!! − #!!!! + 1
#!!!! + 1

 (2) 
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where #!!!!  represents the number of notes defined in the 
score and #!!!!  represents the number of actual performed 
notes. 
 
Onset Density Context: The onset density of the second piano 
part in the previous measure, which is defined as the number of 
score onsets. Note that one chord just count as one onset. 
Formally: 

OnsetDensityContext! ≝ #!Onset!!! (3) 

Chord Thickness Context: The chord thickness in the 
previous measure, which is defined as the average number of 
notes in each chord. Formally: 

ChordThicknessContext! ≝
#!Note!!!

OnsetDensityContext!
 (4) 

where #!Note!!! represents the total number of notes in the 
previous measure. 
 

3.2.2 Output Features 
For each measure, we focus on the prediction of its onset 
density and chord thickness. Formally, we use y = [y1, y2, …, yi, 
…] to denote the output feature sequence with i being the 
measure index. Referring to the notations in Section 3.2.1, yi 
includes the following two components: 
 

OnsetDensity! ≝ #!Onset! (5) 

ChordThickness! ≝
#!Note!
#!Onset!

! (6) 

 To map these two features into an actual score, we use 
nearest-neighbor search treating onset density as the primary 
criteria and chord thickness as the secondary criteria. Given a 
predicted feature vector, we first search the training examples 
(score of the same measure for other performances) and select 
the example(s) whose onset density is/are closest the predicted 
onset density. If multiple candidate training examples are 
selected, we then choose the candidate whose chord thickness 
is closest to the predicted chord thickness. If there are still 
multiple candidates left, we randomly choose one from them. 

3.3 Model 
We developed a measure-specific approach, which trains a 
different set of parameters for every measure. Intuitively, this 
approach assumes that the improvisation decision on each 
measure is linearly correlated to performance tempo, melody 
embellishments, and the rhythm of the previous measure. 
Formally, if we use x = [x1, x2, …, xi, …] and y = [y1, y2, …, yi, 
…] to denote the input and output feature sequences with i 
being the measure index, the model is: 
 

!! = !!! + !!!! (7) 

 For both pieces of music we used in this study, the melody 
part starts before the accompaniment part as pickup notes in the 
score. Therefore, when i = 1, the input feature x1 is not empty 
but only contains the first two components: “tempo context” 
and “embellished complexity context”. (If the accompaniment 
part comes before the melody part, x1 would only contain the 
last two components. In case the two parts start together, we 
can randomly sample from the training data.)  
 The measure-specific approach is able to model the 
improvisation techniques even if it does not consider many of 
the compositional constraints. (For example, what the proper 
pitches are given a chord, and what the proper choices of 
rhythm are given the relative position of a measure in the 
corresponding phrase.) This is because we train a tailored 
model for each measure and most of these constraints have 

already been encoded in the training examples. Therefore, 
when we decode (generate) the performance using nearest-
neighbor search on training performances, the final output 
performance will also meet the music structure constraints. 

 
(a) The results of the primary feature: onset density. 

 

 
(b) The results of the secondary feature: chord thickness. 

Figure 2. The residuals of the piece Sally Garden. (Smaller 
is better.) 

 

 
(a) The results of the primary feature: onset density. 

 

 
(b) The results of the secondary feature: chord thickness. 

Figure 3. The residuals of the piece Spartacus Love Theme. 
(Smaller is better.) 
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4. EXPERIMENTS 
Our objective evaluation measures the system’s ability to 
predict performance output features of real human 
performances from input features. We adopted the mean of the 
output features of all training samples as our baseline prediction 
and compare that to model predictions, using leave-one-out 
cross validation. For subjective evaluation, we designed a 
survey and invited people to rate the synthetic performances 
generated by different models. 

4.1 Objective Evaluation 
Figure 2 and Figure 3 show results for the two pieces, where we 
see that for most measures, the measure-specific approach 
outperforms the baseline. For both figures, the x axis represents 
the measure index and the y index represent the mean of the 
absolute residuals between model prediction and human 
performance. The subfigure (a) shows the residuals of onset 
density, while subfigure (b) shows the residuals of chord 
thickness. The curves with “x” markers show onset density (the 
primary feature) and the circles mark chord thickness (the 
secondary feature). The solid curves represent residuals of the 
baseline approach (sample means) and the dotted curves 
represent residuals of the measure-specific approach. 
Therefore, small numbers mean better results. 

4.2 Subjective Evaluation 
Besides the objective evaluation, we invited people to 
subjectively rate our model through a double-blind online 
survey. (https://www.surveymonkey.com/r/CMUMusic) During 
the survey, for each performance, subjects first listened to the 
first piano part (the melody part) alone, and then listened to 
three synthetic duet versions (conditions):  
 

 BL: The score of the second piano is generated by the 
baseline mean estimation. 
 ML: The score of the second piano is generated by the 
measure-specific approach. 
 QT: The score of the second piano is the quantized original 
(ground truth) human performance. 
 
The three versions share exactly the same first piano part and 
their differences lie in the second piano part. As our focus is the 
evaluation of improvisation of pitch and rhythm, the timing and 
dynamics of all the synthetic versions are generated using the 
automatic accompaniment approach in [5]. In addition, since 
the experiment requires careful listening and a long survey 
could decrease the quality of answers, each subject only 
listened to 4 of the performances, with 2 performances per 
piece of music, by random assignment. The order was also 
randomized both within a performance (for different duet 
versions) and across different performances. 
 After listening to each duet version, subjects were asked to 
rate the second piano part in the duet performance on a 5-point 
scale from 1 (very low) to 5 (very high) according to three 
criteria: 
 

 Musicality: How musical the performance was. 
 Interactivity: How close the interaction was between the two 
piano parts. 
 Naturalness: How natural (human-like) the performance was. 
 

 Since each subject listened to all three versions (conditions) 
of synthetic duets, we used one-way repeated measures analysis 
of variance (ANOVA) [7] to compute the p-value and mean 
squared error (MSE). Generally, repeated measurements 
ANOVA can be seen as an extension of paired t-test in order to 
compute the difference between more than two conditions. It 
removes variability due to the individual differences from the 

within-condition variance and only keeps the variability of how 
the subject reacts to different conditions (versions of duets). 
 A total of n = 42 subjects (13 female and 29 male) with 
different music backgrounds have completed the survey. The 
aggregated result (as in Figure 4) shows that the measure-
specific model improves the subjective rating significantly 
compared with the baseline for all three criteria (with p-values 
less than 0.05). Here, different colors represent different 
conditions (versions). The heights of the bars represent the 
means of the ratings and the error bars represent the MSEs 
computed via repeated measurements ANOVA.  

 

Figure 4. The subjective evaluation results of  improvised 
interactive duet. (Higher is better.) 

 Surprisingly, our method generates better results than scores 
transcribed from original human performances (marked “QT”), 
though the differences are not significant (with the p-values 
larger than 0.05). Note that this result does not indicate the 
measure-specific model is better than the original human 
performance because the timing and dynamics parameters are 
still computed by an automatic accompaniment algorithm for 
the “QT” version. We also tested whether different pieces or 
different music backgrounds make a difference but with no 
significant results. 

5. CONCLUSIONS 
In conclusion, we created a virtual accompanist with basic 
improvisation techniques for duet interaction by learning from 
human duet performances. The experimental results show that the 
developed measures-specific approach is able to generate more 
musical, interactive, and natural improvised accompaniment than the 
baseline mean estimation. 
 Previous work on machine learning and improvisation has largely 
focused on modeling style and conventions as if collaboration 
between performers is the indirect result of playing the same songs in 
the same styles with no direct interaction. Our work demonstrates the 
possibility of learning causal factors that directly influence the 
mutual interaction of improvisers. This work and extensions of it 
might be combined with other computational models of jazz 
improvisation, including models that make different assumptions 
about the problem (such as allowing “free” melodic improvisation) 
or have stronger generative rules for constructing “rhythm section” 
parts. This could lead to much richer and more realistic models of 
improvisation in which mutual influences of performers are 
appreciated by listeners as a key aspect of the performance. 

6. LIMITATIONS AND FUTURE WORK 
As mentioned above, the current method needs 15 rehearsals to learn 
the performance of each measure, which is a large number in 
practice. To shrink the training set size, we plan to consider the 
following factors in improvised duet interactions: 1) general 
improvisation rules that apply to different measures or even different 
pieces of music, 2) complex music structures, and 3) performer 
preferences and styles. Also, the current subjective evaluation is 
conducted on audience only; we are going to invite multiple 
performers as our subjects.  
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ABSTRACT
A  new  hybrid  approach  to  digital  keyboard  playing  is

presented,  where  the  actual  acoustic  sounds  from  a  digital

keyboard are captured with contact microphones and applied as

excitation signals to a digital model of a prepared piano, i.e., an

extended wave-guide model of strings with the possibility of

stopping  and  muting  the  strings  at  arbitrary  positions.  The

parameters  of  the  string  model  are  controlled  through

TouchKeys  multitouch  sensors  on  each  key,  combined  with

MIDI  data  and  acoustic  signals  from  the  digital  keyboard

frame,  using  a  novel  mapping.   The instrument  is  evaluated

from  a  performing  musician's  perspective,  and  emerging

playing  techniques  are  discussed.  Since  the  instrument  is  a

hybrid  acoustic-digital  system  with  several  feedback  paths

between the domains, it provides for expressive and dynamic

playing,  with  qualities  approaching  that  of  an  acoustic

instrument, yet with new kinds of control.  The contributions

are two-fold. First, the use of acoustic sounds from a physical

keyboard  for  excitations  and  resonances  results  in  a  novel

hybrid keyboard instrument in itself. Second, the digital model

of  "inside  piano"  playing,  using  multitouch  keyboard  data,

allows  for  performance  techniques  going  far  beyond

conventional keyboard playing.

Author Keywords
Augmented  keyboard,  Musical  keyboard,  Multi-touch,  Mapping,

Gestural interfaces, Physical modelling

ACM Classification
H.5.5 [Information Interfaces and Presentation] Sound and Music

Computing H.5.2 [Information Interfaces and Presentation] User

Interfaces — Auditory (non-speech) feedback 

 1 INTRODUCTION
Keyboard instruments  provide an interface optimized for  a large

number  of  notes,  but  little  control  of  each  note.  New  sensing

technologies  could, in theory,  change that. This paper presents a

novel keyboard instrument, which combines features from acoustic

instruments with digital sensing and control. The instrument, for now

called Living Strings, is meant to be an answer to two questions, one

related to technical curiosity, the other to a long-term artistic search:

1. When multitouch sensors for normal keyboard interfaces are

available, how can these be used to allow for extended control

of electronic instruments?

2. How can we design electronic instruments that allow for the

kind of musicianship denoted by the German and Scandinavian

word "musikant" – a musician embodying the music and the joy

of  physical  playing,  and  is  a  hybrid  instrument,  integrating

digital and acoustic techniques an answer to this question?

The  instrument  is  developed  by  and  for  a  keyboard  performer

(myself), and the main focus is not on correct physical models, but on

finding an effective interaction model  that allows  for  expressive,

dynamic  and  varied  playing,  with  intimate  control  over  pitch,

dynamics and timbre, while taking advantage of the motor skills

acquired from years of musical practice.

The  reasons  for  this  focus  is  simply  that  this  instrument  is

developed to be used, in a wide variety of improvisational contexts,

solo, with other musicians, and together with other kinds of stage

performers (e.g., dancers). In such contexts, you either repeatedly

develop something adequate for  the temporary context,  or try to

design an instrument diverse and expressive enough to be applied in

all these contexts.

The  instrument  has  specific  qualities  from  the  merging  of

acoustic excitation with a virtual string model, and controlling this

from a rather new multidimensional digital keyboard interface. It is

evaluated based on the aesthetic results and playing techniques that

have  emerged  during  the  prototyping  phase,  the  hybrid

electronic/acoustic  qualities  of  the  instrument,  and  from  how it

bridges the physical/virtual divide.

This instrument is part of a series of artistic research projects

developing  for  new  electronic  instruments  and  technologies  for

improvising musicians.

 2 BACKGROUND

 2.1 Pre-history
Living  Strings  stems  from  a  previous  hybrid  electric-acoustic

keyboard  instrument,  augmenting  an  acoustic  piano  with  virtual

strings  [1].  When  this  project  was  implemented  with  digital

keyboards,  a  contact  microphone  was  sometimes  added  to  the

instrument panel to allow for the same kinds of physical interactions

as  could  be  applied  on  an  augmented  acoustic  piano,  such  as

knocking or scratching. At some point, this feature was tested on its

own, and a digital keyboard instrument based on acoustic excitation

was born. This was merged with the newly presented TouchKeys

sensors [2], and with an expanded string model, it is now a mature

instrument.

 2.2 Previous art
There are a number of existing instruments and products based on

touch and physical interactions with object, combined with digital or

analog processing, such as Enrique Tomas' Tangible Scores [3], and

the Mogees add-on for iOS devices based on a contact microphone

and software.1

Physical models of strings have developed far from the early

Karplus-Strong algorithm [4],  into  complex  waveguide  synthesis

[5, 6, 7], and even specific models for prepared piano strings [8]. An

overview of virtual acoustic instruments can be found in [9].

Physical models have inspired physical interfaces, for example in

the  merging  of  multitouch  surface  meshes  with  physical  mesh

models  of  vibrating  membranes  [10].  One  particular  point  of

inspiration has been Carla Scaletti's work Slipstick2, where physical

1 http://www.mogees.co.uk/
2 https://youtu.be/eAVLrtOrcyc
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models of friction and vibration forms the basis both for performance

method and sound synthesis.

One important point of departure for Living Strings has been the

idea of commuted synthesis [11,12], which originally was a way to

simplify physical models using the insight that the complex filtering

done by the final resonating body of an instrument could be pre-

applied to the excitation impulse, since an ideal string model is a

linear system,  and those characteristics are retained. However,  in

Living Strings, this becomes a core feature. The excitation impulse

comes from vibrations in the actual keyboard, and thus embodies its

acoustic imprint, and brings that into the virtual string model.

 2.3 Method
This  project  is  an  example  of  practice-based  artistic  research,

combined with research-based practice,  according to Smith's  and

Dean's model [13]. Based on a clearly stated problem and the given

premises, a number of iterated prototypes are developed, trying to

solve the problem. Each iteration is evaluated qualitatively, through

extensive  practice  and  playing,  possibly  tested  in  preliminary

performances. When a sufficiently plausible result is achieved, the

design is frozen, and used in a large number of performances and

recordings, often over several years. This is part of the long-term

evaluation. Then, the instrument is evaluated again, with a focus on

the playing techniques that have emerged over this time. With these

as a departure point, we are able to see the relationship between

design choices and implementation details on one hand, and the

aesthetic results on the other.

The Living Strings project is currently in the early part of the

long term evaluation phase. Early prototypes have been used on

stage, and based on experiences gained from that, a sufficiently good

design has been developed, frozen, and used in a series of concerts.

 3 IMPLEMENTATION

 3.1 Hardware and software platforms
The Nord Stage series of keyboards are well-known digital pianos,

which have been on the market since 2006. They are crafted in heavy

steel  with  wooden birch sides.  These robust  materials  make  the

panels  eminently  playable.  Furthermore,  the  Nord  series  of

keyboards feature a pitch stick instead of the more common pitch

wheel. This stick is a piece of wood mounted on a piece of spring

steel with a bend sensor. Thanks to this construction, it can be used as

an interesting excitation source. Finally, these keyboards have a large

number of buttons emitting a bright spectrum when clicked.

For signal processing, the Nord Modular G2 platform has been

used. It is robust, has high internal precision (96kHz/24bit resolution)

and is very quick to program. There are some limitations. E.g., it is

MIDI only, which is a limiting factor due to the high bandwidth of

sensor data required for this kind of instrument. Emulating 8 strings,

it is currently at the limit of its capacity, and future version will most

likely be implemented in Kyma3, which has native OSC support.

 3.2 Sensors
There  are  now  a  number  of  continuous  keyboard  and  surface

controllers  available,  which  could  in  principle  be  used  for  this

project. Some of them, like the Madrona Labs SoundPlane4, can be

used as a 2-dimensional keyboard, but lack distinct keys. The Roli

Seaboard5 is a foam-covered surface of keyboard-like geometry, with

multitouch and pressure sensitivity, but its wedge-shaped key design

prevents any advanced keyboard technique to be used, and seems to

be  mainly  aimed  towards  non-keyboard  players.  As  a  trained

keyboard player (piano, harpsichord and clavichord), I want to take

advantage of the motor skills I have developed over years of practice.

The TouchKeys  sensors  are  currently the only available  sensors

which are applied on a normal keyboard action.

3 http://kyma.symbolicsound.com
4 http://madronalabs.com/soundplane
5 https://roli.com/products/seaboard-rise

TouchKeys  is  a  set  of  capacitive  sensor  plates,  installed

permanently on top of the keys on an existing keyboard or piano,

with supporting electronics on PCBs mounted inside the keyboard. It

is  connected  to  a  computer  via  USB,  and  its  custom  software

provides  an  interface  for  configuring  customized  mappings,

communicated  further  through  the  OSC and/or  MIDI  protocols.

There is also a possibility to receive all sensor data in raw form

through OSC, for other kinds of mapping, which is used here.

A  disadvantage  compared  to  some  other  keyboard  sensor

interfaces  is  that  the  TouchKeys  do  not  provide  pressure.  The

TouchKeys output is made to be combined with other keyboard data

from the keyboard controller it is mounted on. It could in principle be

mounted on a keyboard with polyphonic aftertouch, but those are

hard to find, especially if piano-like action is preferred. So, this was

not  possible  for  this  project.  However,  with  contact  area  data

provided  for  each  finger,  together  with  channel  aftertouch

information, TouchKeys provides a rich set of performance data.

The  musical  potential  of  TouchKeys  has  previously  been

discussed [14], concluding that, without being an obstacle to trained

keyboard skills, it adds the ability to go deeper into each single note,

and alter between these two different states. What comes out of this

of course depends on the chosen mapping and sound engine.

 3.3 The String Model
The physical string model is based on wave-guide synthesis [5, 6, 7].

Departing from a well-known waveguide model of a perfect string,

which  divides  the string  into four  segments,  two  in each  travel

direction, representing the stretch of the string on each side of the

"pick" position where the excitation impulse is injected (see Fig. 1).

In each end, the bridge and nut are represented by low-pass filters

and a 180 degree phase shift. To this basic model, I have added a

simple representation of what happens when the string is "stopped",

i.e., when an object (finger, fret, etc.) is pressed against the string.

This is implemented as a crossfade between just passing the

wave through the injection point (while adding the external injected

feed), and bouncing it back. On a real string, a soft object on the

string, such as a finger held with a light touch, would let some sound

pass through, and bounce some. A rigid object pressed hard against

the string would instead reflect everything, just like a new bridge,

inserted at the injection point. In effect, it turns the string into two

sub-strings,  with  a  moveable midpoint  (see Fig. 2  for  the actual

implementation).

Normally, when a wave is reflected by a rigid object such as a

bridge, it is inverted, which in effect doubles the periodicity of the

wave.  In  this  implementation,  inversion  was  removed  from  the

reflections at the injection point when the string is stopped. In this

way,  the fundamental  is  brought  down one more  octave,  which

brings the usable range of the stopped notes to a musically more

usable register.

Additionally, at the bridge and nut, an adaptive level mechanism

is inserted, which prevents the signal in the string from going over a

certain level, while at the same time allowing input to come in. If

there is input, it is injected, but if there is none, the signal level is kept

Fig. 1: A simplified schematic of the plucked string model

used, where L is the total string length, y is depth position on

the key, k is the amount of stopping.
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constant, or slowly growing, depending on the current filter values

(affected by many aspects of the playing). In this way, infinite sustain

is possible, without sacrificing external resonance and without the

risk of feedback explosion.

Since waveguide synthesis is a well-known technique, and the

focus of this paper is not on signal processing, I will not go into

further detail about the implementation, except when needed in the

discussion of the interactions and playing techniques.

Thanks to the high time resolution in the used DSP platform

(96kHz for audio signals, 24Hz for control signals), the delay buffers

can change size while the string is sounding without generating any

artifacts. This means that all parameters of the string model can be

dynamically modulated by the interface. For example, while playing,

you can change the injection or stopping point, and simultaneously

change the degree of stopping.

 3.4 Excitation and injection
String models must be injected with energy to produce sound. In

basic  waveguide  models  (such  as  the  original  Karplus  Strong

algorithm), this is a often a burst of colored noise. In Living Strings,

external  sounds  captured  live  by  contact  microphones  on  the

instrument panel are used to excite the string, both at note onset, and

continuously as long as the string is active.

The excitation impulse is taken from the sum of a set of acoustic

excitation sources, and is not a predetermined sound grain.

The excitation sources are:

1. Two contact mics on the instrument shell, one on the left side

of the top panel, close to the modulation wheel and pitch

stick, and the second is fastened to the bottom steel plate on

the right side of the instrument.

2. Internal feedback from the instrument's own output (this can

be turned off if acoustic feedback is present, since they partly

fill the same function of coupling the strings to each other)

3. A bowing mechanism, which generates a pulse train when a

finger is moved rapidly along the key

The input from the contact microphones can contain a lot of low

frequencies,  and  since  the  vibrations  sometimes  have  traveled

through various parts of the instrument (the keys and the bottom of

the keybed, for example), some sounds are low in high frequency

content. Hence, it is pre-processed through a wave-shaping function,

based on a simple folding function, to give it more suitable spectral

profile.  In this way,  an adjustable amount of new harmonics are

generated  without  compromising  the  basic  gestural  profile  and

general character of the excitation source. The signal is also high-

pass filtered to remove DC components and rumble which can kill

the string resonance, if it contains frequencies lower than the tuned

delay loop. This is especially important when exciting strings in the

upper register.

When a key is pressed, an excitation burst from the incoming

signal is injected into the string. It is enveloped with 5ms attack and

65ms decay (although different values have been tested). After the

initial  excitation,  an  envelope  follower  on  the  incoming  signals

controls the amount of injected sound into the string. To simplify,

when there is none, the string is left alone. When sounds are coming

in, the signal in the string is dampened a little, and new signal is

injected proportionally.

 3.5 Internal inter-string feedback paths
The string model contains several feedback paths coupling the strings

to each other. There is feedback within the digital model, where the

complete output is fed back into the injection mechanism of all active

strings. There is also feedback from the amplified sound in the room,

through vibrations in the steel panels of the keyboard, propagated

into the virtual strings through the contact microphones.

 3.6 Mapping
The TouchKeys sensors output raw data of up to three touches per

key, together with their Y positions, contact areas, and a shared X

position. To process this, a custom software was implemented in the

free high-level programming tool OSCII-bot6,  specially made for

processing OSC and MIDI  information.  The code implements  a

voice allocation algorithm, and sends relevant finger data through

MIDI CC messages to the voices. Data is filtered to avoid repetitions

and minimize  MIDI  bandwidth.  The details  of  the mapping  are

explained in a following section.

 3.7 Performance mapping
In Living Strings, nothing happens unless a key is pressed. First, we

will look at one-finger playing, followed by a description of what

happens when several simultaneous fingers are applied to a key. 

A key down event opens a string and triggers an excitation burst

into the string, scaled by key velocity. For slow key presses, velocity

is zero, so it is possible to open a string for resonances and other

playing techniques without any excitation.

A key up event starts as an exponential release phase of the

string, which is normally about half a second.

The  sounding  character  of  a  waveguide  string  is  primarily

affected by the spectral content of the excitation, and the nature of the

filters at the bridge and nut, where the sound wave bounces. These

one-pole low-pass filters are controlled globally with the modulation

wheel, to fine-tune the character of the instrument. Furthermore, they

are affected by other performance parameters.

Increased touch area of the finger raises the filter, making the

sound brighter and slowing down the decay of higher partials, and

possibly also the whole note. Correspondingly, touching the key with

just the tip of the finger, results in a more muted character. Thanks to

the adaptive level control mechanism, this can be used to mute and

swell a note without re-triggering an excitation.

Increased aftertouch (channel pressure) lowers the bridge and nut

low-pass filters, so that the string is muted. Because of the phase

response of the filter, this also has the effect of bending the pitch

slightly downwards in a characteristic way, much like when muting a

guitar string close to the bridge.

The Y position of the finger on the key (in the front to back

direction) affects where on the string excitation and injection signals

are fed into the waveguide model. The range is from close to the

bridge to the midpoint of the string. On a guitar, this would be called

the pick position - where the string is plucked. If excited near the

bridge,  the  sound  is  very  bright,  the  well-known  sul  ponticello

character, and near the midpoint of the string, the sound is hollow.

These timbral differences are very noticeable when playing, and are

caused by wave cancellations when the sound travels through the

string in both directions, with different time displacement, resulting

in a comb-filtering effect.

The X position of the finger, sideways, controls intonation. E.g.,

to bend a note slightly upwards, move the finger to the right. This is

an absolute mapping, and is not relative to the position of the first

6 http://www.cockos.com/oscii-bot/
Fig. 2: The string model as implemented in the Nord G2.
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touch on the key, which could be slightly safer. Keyboard players are

usually not trained to care about where on the key the finger is

placed, so to avoid too much unintentional bending,  the bend is

scaled to give very little response near the middle of the key, with

more audible bending towards the left and right edges.

A key can be played with one, two or three fingers at the same

time, with different behavior. In the following, I will use the term

"top finger" to refer to the finger furthest away from the player.

Moving the top finger back and forth triggers a pulse train, to

emulate the effect of bowing on a string. This pulse train is amplified

proportionally to the speed of the finger movement and pressure, and

the number of pulses is proportional to the distance travelled by the

finger. The bowing signal is mixed with the other input signals and

injected into the current string. It does not affect other strings. The

coarseness  and  spectral  characteristics  of  the  pulse  train  can  be

adjusted in the patch. Currently, bowing resulting from movement on

higher pitched strings contains less low frequency content.

Bowing  can  be  applied  to  a  silent  open  string,  to  initate

vibrations, or to inject more energy into already sounding strings.

When two or more fingers touch the key, this has the effect of

"stopping" or "preparing" the string with an object, such as a finger or

a  piece  of  metal  (see  Sec. 3.3  for  a  description  of  how this  is

emulated). The top finger decides the position of the stopping, which

in this implementation is always the same as the injection position.

The current implementation of the prepared string allows for a

continuous transition between a normal open string, over a string

lightly stopped with a soft object, to a string stopped completely with

a rigid object, acting like a new bridge for  two substrings,  each

consisting of a subsection of the original string. The Y position of the

top finger determines the ratio between these substrings. In principle,

the key surface serves as a physical map of the virtual string, from the

nut to the midpoint of the string. Since a string is symmetric, there is

no need to map the whole string, but only one half.

This transition from light  to heavy stopping of the string is

controlled with the contact surface area of the finger.

The metaphor  here is the following:  Holding a small,  sharp

object onto the string results in two substrings. This is similar to

holding just the tip of the finger (and possibly the nail) against the

key. Pushing the soft, flat part of the fingertip against the key will

instead  emulate  a  soft  touch,  damping  the  fundamental  while

retaining frequencies having a node at the touching point. This allows

for  the  playing  of  harmonics  (flageolets)  and  the  creation  of

resonances based on overtones of key pitches.

It  can be argued that a performance metaphor of muting the

string would feel more adequate for such playing, since quite some

force  is  required  to  push  a  sufficient  skin  are  agains  the  key.

However, inverting the mapping of these two behaviors was found to

be equally awkward.

Just like with a real string, the audible results in the middle of the

transition  (stopping  the  string  half-hard  with  a  half-rigid  object)

simply results in a muted string, so the mapping from contact area to

the stopping parameters is scaled as an S-curve, keeping most of the

range within the musically useful far ends of the range, with a sharp

transition in the middle.

To provide for further flexibility in playing, the value used for

this parameter is the sum of the contact area of the second and third

fingers. So, by alternating touch with the thid finger, jumps in this

value can be controlled.

In a similar fashion, a third contact finger can be used to cause

jumps in the position value (which is decided from the position of the

top finger). With the current bowing algorithm, such a jump causes a

rapid burst of pulses to be injected into the string, which allows for

repeated tremolo-like tap playing.

Playing with two or more fingers on one key is difficult, both

motorically, and because the space is small. In some cases, one may

want to access stopped strings in faster or polyphonic playing. For

this purpose, the left pedal serves as a switch, triggering stopped

behavior without the need of a second finger. As before, the top

finger position controls stopping/injection point, and the sum of the

contact  areas  on the key is  mapped to stopping character,  from

flageolet to rigid stopping, as before.

All  these  mappings  are  active  simultaneously,  and  can  be

combined. For example, a note can be pitchbent while bowing, and

bowing can be applied with one or more fingers on the key.

For all the above behaviors, the general decay characteristics of

the strings can be adjusted with the setting of the modulation wheel.

In this way,  very muted or very bright  and resonant strings can

quickly be configured. Finger-mapped filter modulations are added

on top of this global value.

 4 PLAYING TECHNIQUES
The instrument has been used regularly over four months, and some

recurring  playing  techniques  have  emerged.  Further  playing

techniques may emerge from the continued use of the instrument.

One can attempt an exhaustive inventory of possibilities, but because

of  the inclusion of  physical  interactions with  the keyboard  as  a

physical sounding object, this is also very hard to do.

String excitations can in the simplest case be the actual thump

from  the  key  hitting  the  keybed.  One  of  the  contact  mics  is

intentionally placed close to one of the screws connecting the keybed

to the panel  bottom,  so  these vibrations  are  captured  well.  The

instrument shell is a steel panel with a grainy surface suitable for

friction sounds such as scratching with nails or finger. Different kinds

of knocking and drumming on the panel or the wooden sides also

work well. A nail glissando on the keyboard, without depressing the

keys, provides an effect very similar to strumming, when injected

into open strings.

Button clicks and the springy pitch stick are also good sources

for sonic interaction with the virtual strings. The slotted openings for

power supply cooling provides a guiro-like excitation when stroked

with the nail or a stick. As is evident, it is hard or impossible to do a

complete inventory of such playing techniques.

Another technique is to hold certain strings, and excite them with

the sounds from other strings. In this way, certain harmonics can be

emphasized through resonance.

Thanks to the rich data from the interface, vibrato-like gestures

can be applied to almost any parameter of the string model, such as

bridge filter, injection point (causing timbral change or pitch change

depending on if  the string is stopped).  Initially  silent clusters of

strings can be held and used as bank of resonators, approaching a

reverb, or be played with subtle scrapings or bowing.

There are to many ways to exploit this interface to be able to

mention  them  all.  For  examples  of  a  wide  range  of  playing

techniques, I refer to the attached video example of an improvised

performance on the instrument.

 5 DISCUSSION
The main contribution of this instrument is the tight integration of the

acoustic and virtual/digital domains, in both directions. This brings

back the possibilities of acoustic interactions with the object for the

musician, and the vibrations in the instrument body regains their

meaning. A lot of hybrid instruments have been developed, but this

one is hybrid in the opposite way to what is common – it adds

acoustic properties to a digital instrument, instead of vice versa. It

adds physical interaction of a different kind to a digital keyboard.

To bring in the complexity and diversity of acoustic sounds as

part  of  the  digital  instrument  greatly  enhances  the  sonic  range,

gestural expressivity and available playing techniques. Since you can

play physically on the panel in infinitely many different ways, it also

provides an open-endedness, and source of variation in the hands of

the performer. By introducing an open-ended dimension, it imports

the complexity of the real world, so hard to emulate in synthesis. It

also imparts the material properties of the actual digital instrument on

the sound, and manifests the digital instrument as a physical object.
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Thanks to  the principle of  commuted  synthesis  [11, 12],  the

characteristic  acoustic  properties  of  the  casing,  as  heard  while

knocking on the panel, is imparted on the string resonances. So, the

acoustic properties of the physical keyboard interface really becomes

an integrated part of the musical output. Different keyboards will

sound different; material and fabrication methods make a difference.

 5.1 Expressivity and playability
Over all acoustic instruments, there is a balance between the amount

of control over each voice, and the number of voices [15]. This is

also present here, and the virtuoso player will  use short-cuts and

grouped control of several notes at the same time, to reduce cognitive

load.  Humans are  simply not  cognitively able  to  control  a high

number of parameters for a large number of notes at the same time.

Still,  the availability of fingertip  control when desired is a great

feature,  which is lacking in most  acoustic keyboard  instruments,

unless you introduce inside playing.

 5.2 Repeatability
Sounding  strings  have  complex  internal  states,  so  absolute

repeatability is in principle not possible. It is also difficult to repeat

exactly  the  same  gestural  input  due  to  amount  of  performance

dimensions and the small size of the keys.  Still,  if possible, any

gesture and effect can in theory be repeated. There is no randomness,

only real-world complexity, which we have spent a lifetime learning

to manage. The instrument can be controlled in a quasi-deterministic

manner, and it can be most likely be learnt to a degree of virtuosity.

Some  features  are  difficult  to  control,  because  of  interface

shortcomings. For example, finding the exact location of harmonics

is difficult because there are no points of reference on the key, and

they are distributed over a very short distance on the key surface.

Here,  a  quantization  of  position  information  to  the  approximate

positions of the harmonics could help. Still, this should be a soft

quantization, allowing some freedom of movement around them, to

avoid  too perfect  and  sterile  results  and limiting  the  performers

control over the sound.

 5.3 The sound
The string model can most likely be improved. The focus in the

development  has  so  far  been  on  the  interaction  aspects  of  the

instrument,  allowing  for  an  intimate  connection  between  the

performer's gesture and the sound. The string synthesis needs to be

effective, flexible and good enough. There are a number of physical

models  of  strings,  more  sophisticated  than  the  one  used  in  this

project, e.g., finite difference methods [8] or waveguide meshes [11],

and other more fine-grained physical models of an actual string. Such

models  would  allow for  interaction  with  the  string  in  multiple

positions at once, which is feasible with the current interface.

Prioritizing  between  accuracy  and  fidelity  to  the  modelled

natural systems, and the quality of the interaction model, is not easy.

From a reseach point of view, both are interesting and important, and

worth pursuing. From a musician's perspective, however, without a

good interaction model, the instrument will not be fun or rewarding

to play. The opposite does not hold, though. With adequate control

over the sound, a simple sound source can be the vehicle for good

musicianship.

At one point in the development, there was a possibility to play

the strings with touch only, without pressing the keys. However, this

turned out to be very difficult to control in some situations. It worked

well when only touch was used, or when one hand played the keys

and the other only used touch. However, it turned out to be hard to

mix touch playing with normal keyboard playing, at least within the

same hand. It is part of normal keyboard technique to use the sense of

touch and the morphology of the keyboard to navigate to the right

position.  When  doing  this  without  touch,  you  have  to  rely  on

eyesight to avoid unintended key activations, which might not be

possible when playing difficult passages involving both hands.

 6 FUTURE EXTENSIONS AND 

IMPROVEMENTS
This project is quite new, and there are a number of planned

improvements and extensions of the performance mapping that

simply  have  not  been  implemented  yet  because  of  time

constraints. Here, I will mention a few of those, as well as some

of the more speculative potential extensions.

Traditional  keyboard  instrument  playing  relies  on

multiplicity of notes, and the relations between them regarding

timing, dynamics and timbre. The purpose of Living Strings is

to extend this to gain more control also over  each note.  The

performer  may  still  want  to  perform  in  a  more  traditional

keyboard  fashion,  triggering  a  multitude  of  notes.  For  this

purpose, the left pedal shortcut was introduced, triggering the

effect of an extra finger all played keys.

In the same way, a master-key could be assigned, reserved

for touch interactions applied to all currently active strings. In

this way more complex chords can be controlled as one entity.

The plan is to use the lowest key on the current Living Strings

keyboard, contra-E, for this purpose. It is an all-white key, with

no cutout for a black key, which makes it especially suitable for

precise touch interactions.

There are a couple of improvements planned for the bowing

mechanism.  The  dynamics  of  the  bowing  should  also  be

modulated  by  finger  contact  area,  instead  of  just  speed  of

movement.  This would enable repeated playing on flageolets,

through  short-throw  "rubbing"  movement  around  the  touch-

point, similar to hard bow pressure. If bowing with either first

or second finger, instead of as now, only with the top finger.

This  would  allow  for  a  decoupling  of  stopping  point  and

bowing movement.

Currently, the mapping of finger X position to pitch bend

leads to some out-of-tune playing, especially in fast passages. A

keyboard player is not trained to care about the position on the

key. This can be regarded as a feature, and motivate for further

practice,  or,  one  could  implement  pitch  bend  based  on

divergence from first point of contact, so that the note always

starts according to equal 12 tone temperament (which may or

may not be desired).

A special sustain pedal mechanism is planned, which opens

all  last  active  strings  (8  voices  currently).  They will  get  no

direct excitation, but will be open for signal injection from the

signal sources. In this way both hands can be used to play, e.g.,

complex percussive rhythms on the panel.

 6.1 Prepared piano
The word "prepared" in prepared piano signifies modifications

of  the  instrument  that  have  been  carried  out  beforehand,

allowing for detailed control of pre-prepared strings at design

time, but less flexibility during performance,  with a focus on

traditional keyboard interaction.

On  the  other  hand,  "inside  piano  playing"  refers  to  the

practice of using alternative playing techniques directly on the

strings and elsewhere in the piano.

Living Strings is more closely related to the latter, thanks to

its focus on access to the parameters of string alteration during

performance.  Still,  it  would  be  a  quite  simple  extension  to

implement a mechanism for preparation of strings, with one or

more parameters of the string model decided beforehand, while

leaving  others  for  real-time  performance.  This  can,  e.g.,  be

done using  normal  playing  combined  with  a  set  of  switches

triggering the storage of certain parameters (injection/stopping

position, stopping amount, etc.) and a reset switch that releases

all parameters to performance control again. This functionality

could easily be expanded upon into presets, alternate tunings,

etc.,  but  there  are  already  more  sophisticated  approaches  to

such well-controlled synthesis of prepared piano sounds.
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In  an  improvisational  context,  an  easily  accessible

"preparation"  interface  could  be  used  to  keep  and  further

exploit  interesting  sounds  found  while  playing,  in  a  manner

very  similar  to  the  other  timbre-focused  improvisation

instruments I have previously designed, e.g., [1, 15].

 6.2 Experimental sound engines
Now, when there is an interaction that works well, it could be

fruitful  to further  develop the Living Strings instrument  in a

direction  away  from  acoustic  metaphors,  towards  nonlinear

behavior,  while  keeping  the  rich  interaction  model.  For

example, the current model can be modified with experimental

bridge-filter  types,  causing  interesting  nonlinearities  and

feedback  behaviors.  Some initial  testing has been done with

interesting results. It  works quite well,  thanks to the adaptive

level control mechanism. The string stays at the same level, in

spite  of  feedback.  Some  initial  testing  has  been  done,  with

interesting results.

In addition to the string engine, a prototype sound engine

based on physical models of blown pipes, with gestural control

over  a  number  of  parameters.  Also,  an  engine  based  on

frequency modulation synthesis has been developed and used in

a stage production. These will be published in the near future.

It would also be possible to develop a sound engine based

on banks  of  resonant  filters,  excited  by the  current  acoustic

sources, essentially a version of modal synthesis.

One could consider using alternate interfaces, instead of, or

in addition to the TouchKeys enhanced keyboard. For example

the idea of a master key for control of all played strings at the

same time could be further improved by using a longer ribbon

controller,  which  gives  better  precision  for  intonation  and

harmonics playing.

Two-dimensional  multi-touch  control  surfaces  such  as

Madrona Labs SoundPlane or Haken Continuum [16] could be

used with only a slightly altered version of the current mapping,

if the surface is divided in a series of strips from left to right,

with  further  playing  techniques possible  thanks  to  the larger

freedom  of  sideways  movement  without  physical  key

boundaries.

Finally, in a related project, instruments have been designed

using vocal signals for string excitation and injection. If this is

applied  to  Living  Strings  performance  mapping,  complex

timbres  can  be  injected  while  keeping  both  hands  free  for

keyboard playing.

 7 CONCLUSIONS
I have presented a novel hybrid acoustic-digital keyboard instrument

based on multi-touch sensors on the keys. The instrument provides

extensive control over, and intimate fingertip interaction with, a large

number  of  virtual  strings.  The  acoustic  input  from  the  contact

microphones, used as the main source of string excitation, provides a

richness that is hard to produce with purely synthetic means. The

instrument  provides  a  large  variety  of  playing  techniques,  from

traditional keyboard playing down to detailed control over a single

string and its resonating properties, through a simple but effective

model of prepared strings.

The instrument  merges physical  modeling synthesis  with the

acoustic properties of the actual physical keyboard as material object,

providing  rich  mechanical  interactions,  as  well  as  a  complex

mapping from multitouch sensors to string synthesis.

The synthesis model is quite simple and can be improved. Still, it

is already a satisfying instrument for the able keyboard player, and

the addition of multitouch control allows for very dynamic playing,

but  also requires  the musician  to  practice new kinds  of  playing

techniques, since features such as touch position and finger contact

area suddenly have a great impact on the sound.

This  is  not  a  substitution  for  real  string  instruments,  but  it

provides for new kinds of musical interaction with physical models,

through a successful synthesis of the physical and the virtual.
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ABSTRACT
We describe two new versions of the gibberwocky live-coding
system. One integrates with Max/MSP while the second
targets MIDI output and runs entirely in the browser. We
discuss commonalities and di↵erences between the three
environments, and how they fit into the live-coding land-
scape. We also describe lessons learned while performing
with the original version of gibberwocky, both from our
perspective and the perspective of others. These lessons
informed the addition of animated sparkline visualizations
depicting modulations to performers and audiences in all
three versions.
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Live coding, Max/MSP, MIDI

ACM Classification
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1. INTRODUCTION
Designing environments for live-coding performance that
target external applications requires balancing meaningful
integration with systems that are often open-ended (such
as Max/MSP or SuperCollider), with idiomatic constraints
that aid performance. We recently introduced a live-coding
environment, gibberwocky.live[6], featuring a high level of
integration with Ableton Live.1 In response to the requests
of users, we have since created two new live-coding environ-
ments, gibberwocky.max and gibberwocky.midi, that provide
similar performance a↵ordances while targeting an alter-
native music programming environment (Max/MSP) and
communication protocol (MIDI). This paper describes these
two new environments and the various design considera-
tions that informed their creation. We also describe ex-
periences performing with gibberwocky.live and how these
performances a↵ected the development of the new systems
presented here. Of particular note is a new visualization
system a↵ording animated sparklines that visually depict
audio modulations over time, described in Section 5.2.

1This version was previously simply named gibberwocky;
we changed the name to di↵erentiate from the two new en-
vironments described in this paper.
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2. BACKGROUND AND MOTIVATION
Designers who create live-coding environments targeting ex-
ternal synthesis applications can focus on language devel-
opment and instrument design instead of low-level DSP al-
gorithms. Many such environments instead place a heavy
emphasis on the creation, playback, and transformation of
musical pattern [3, 2, 4], influenced both by innate a↵or-
dances of the computer to manipulate sets as well as se-
rialist techniques that evolved over the course of the 20th
century. Our systems adopt a similar approach and feature
a variety of tools for pattern creation and manipulation.

However, since we began our development of gibberwocky
targeting Ableton Live, we also wanted to take advantage of
its specific capabilities. In our analysis, one important com-
ponent of Live is the quality of the instruments it includes,
and their ease-of-use in live performance. Physically ma-
nipulating their interfaces yields interesting changes in the
sonic character of instruments and often becomes an impor-
tant component of performances. Accordingly, we wanted
to ask how we could perform similar musical gestures algo-
rithmically, enabling live coders to focus on the keyboard
interface without having to continuously manipulate the
mouse, trackpad, or other external controller devices.

Our interest in using musical gesture led to an emphasis
on continuous modulation in gibberwocky. Declaring modu-
lation graphs, changing them over time, and creating visual-
izations depicting their state are all heavily prioritized. The
dual-emphasis of pattern manipulation and modulation po-
sitions gibberwocky somewhat uniquely among live-coding
environments.

The primary di↵erences between the various flavors of
gibberwocky are the applications that are controlled, and
the deep level of integration that is achieved with each. We
provide access to a well-defined object model in both gib-
berwocky.max and gibberwocky.live enabling users to begin
controlling most parameters immediately, without setting
up complex OSC and MIDI routing schemas, as described
in the Section 3. We also provide integration with the Gen
framework included in Max/MSP, enabling users to define
modulation graphs in the live-coding editor that are subse-
quently transferred, compiled, and run in Live or Max.

Besides targeting di↵erent applications and the API dif-
ferences this incurs, we deliberately made as many aspects
identical between the various flavors of gibberwocky as pos-
sible, to help ensure easy movement of practices between the
environments. All versions use the same API for sequencing,
harmony, and musical pattern manipulation, much of which
was adopted from the end-user API found in Gibber [8].
All three environments also share specialized sequencer ob-
jects, such as an arpeggiator (Arp), a step-sequencer (Steps)
and a timeline for executing anonymous functions (Score).
And they all employ an annotation system that modifies
source code to reveal system state and the output of gener-
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ative functions. Although many of these annotations were
first explored in Gibber [7] some are new additions created
specifically for gibberwocky, and we have continued to add
new a↵ordances for feedback as part of the research pre-
sented in this paper (see Section 5.2).

3. GIBBERWOCKY.MAX
The global community of live coders is rapidly growing. The
past five years have seen multiple international conferences
devoted to the practice in addition to almost a hundred
Algorave events [1], and numerous individual performances
that took place in the context of more broadly themed elec-
troacoustic concerts. This rise in popularity lead to a grow-
ing number of environments for live-coding, with four be-
ing introduced at the last International Conference on Live
Coding alone. But despite the plurality of live-coding envi-
ronments, the use of visual programming languages in live-
coding performances remains relatively rare. While there is
certainly more research to be done in this area, for now in-
terfaces focusing on text, featuring typing as the main input
modality, remain the dominant paradigm.
We suggest that some of this is due to the speed and

fluidity of defining sequences and generative patterns us-
ing keyboard interfaces alone. Even without considering
a task-oriented analysis of text-based environments versus
graphical patching environments, a simple application of
Fitt’s law shows that alternating between interface elements
(keyboard vs. mouse/trackpad) occupying di↵erent physi-
cal spaces causes a loss of e�ciency as a function of dis-
tance, and this does not take into account the potential
cognitive burden of shifting between these di↵erent input
modalities. One of the goals of gibberwocky.max is to iso-
late many of the tasks required for live coding in Max/MSP
to a constrained textual interface that does not require live
patching (or significant use of the mouse/trackpad) during
performance. At the same time, Max/MSP has a great
deal to o↵er the live-coding community, with a rich history
of audiovisual instrument design, experimental objects for
sound synthesis, and an e�cient low-level language for dy-
namically creating audio graphs, Gen [11]. We hope that
integrating Max/MSP with a textual live coding interface
will provide a satisfying new way to explore it, and con-
versely believe that live-coders will be attracted to the rich
palette of sounds (and visuals) that Max/MSP provides.

3.1 Installation and Setup
Gibberwocky.max is distributed using Max’s Package for-
mat, making it simple to download and install. Once in-
stalled, any Max patch can be exposed for live coding by
adding a gibberwocky Max object to the patcher. The gib-
berwocky object has a single message outlet as well as a
number of signal outlets determined by the @signals at-
tribute.
Sending a “bang”message to the gibberwocky object will

open up the client Gibberwocky editor in the system’s de-
fault web browser. Alternatively, the editor can be accessed
online, which permits remote collaboration over a local net-
work, by specifying the IP address of a single host machine
running Max/MSP.2 This permits multiple users to coop-
eratively live code Max concurrently, and only requires one
instance of the gibberwocky object instantiated in Max.

3.2 The Scene
2For example: http://gibberwocky.cc/max/?host=

<IPaddress>

Figure 1: The gibberwocky Max object, with its
messaging output routed to a sound-generating sub-
patcher (”bleep”, via ”bell” and ”squelch”) along
with the signal outlets, which are also visualized.
The gibberwocky object also communicates indi-
rectly with user interface objects (”whitequeen”and
”redqueen”) as well as an embedded Max for Live
device (”Analogue Drums”).

Gibberwocky.max permits the user to live code arbitrary se-
quences and assign modulations to parameters of the Max
patcher. This is done through the exposure of four global
objects in the gibberwocky.max client: devices, signals,
params, and namespace. These objects constitute the“scene”,
a representation of the live scriptable components of the
user’s patcher that is derived by analysis of the patcher’s
content.

This scene is derived first when the gibberwocky object
in Max is created, and sent to every client subsequently that
connects to this object. It is then displayed as a treeview,
shown in Figure 2, that enables users to drag any leaf into
code editor in order to insert the absolute path to a given
parameter or instrument. For example, after dragging the
leaf“ad-level”shown in Figure 2 into the editor the following
source code will be inserted:

devices[’analogue_drums ’][’ad_level ’]

Auto-complete can also be used to quickly enter paths to pa-
rameters in the scene. The scene is derived again and broad-
cast to all clients whenever the user’s patcher is saved, in
order to reflect any new additions or changes to the patcher
in the end-user API. Several di↵erent methods are used to
identify scriptable components of the patcher as detailed
below.

3.3 Messaging namespace
The namespace is populated with known message routing
names connected to gibberwocky in the patcher. These in-
clude any route, routepass, or select object that is either
directly connected to, or appropriately chained to, the gib-
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Figure 2: On the right, a treeview displaying the
scene representing the patch shown in Figure 1 in
the gibberwocky.max client. Users can drag and
drop leafs from the tree into the code editor to in-
sert paths for targeting specific devices / parame-
ters, as seen at left.

berwocky object’s leftmost (message) outlet (see Figure 3).
This accounts for the most common basic methods of direct
message routing in Max patching.

Figure 3: An example of routing messages (as op-
posed to signals) from the gibberwocky object for
Max/MSP. When the patcher is saved, all of “stab”,
“bass” , “zap”, “plonk”, “kick”, “hat”, “snare”,
“tom”, “clave”, and “style” will be automatically in-
cluded in the client’s derived namespace.

In the end-user API, namespaces are created with a call
to the namespace function. A single string is passed as the
argument to this namespace. Any arbitrary member of that
namespace can subsequently be sequenced.

ns = namespace(’synth1 ’)

// send synth1 1 every half note:

ns.seq( 1, 1/2 )

// send ’synth1 foo 0’ every half note:

ns.foo.seq( 0, 1/2 )

// send list ’synth1 foo bar baz 0’

// every half note:

ns[’foo bar baz’].seq( 0, 1/2 )

// alternately send ’synth1 foo bar 0 1’

// and ’synth1 foo bar 2 3’:

ns[’foo bar’].seq( [[0,1],[2,3]], 1/2)

Although available namespaces are populated in the tree-
view depicting the current scene and are also discoverable
via autocomplete, performers can start any arbitrary se-
quences of messages and subsequently perform the appro-
priate patching in Max. There is no requirement that a
routing must exist in a patch for a particular message be-
fore that message can be sent from the client.

3.4 Parameters
Another common idiom in Max is to expose user interface
(UI) objects to Max’s parameter system (“pattr”), and other
forms of scripting and modulation, by assigning a unique
identifier that is commonly referred to as the “scripting
name”. Conveniently, some UI objects (such as live.slider,
live.dial, etc.) receive scripting names automatically when
created, and retain well-defined parameter types and ranges.
All such named parameters found in the patcher are added
to the scene via the params array, and can also be found
in the drag-and-drop interface of the scene browser of the
gibberwocky.max client.

3.5 Devices
The scene description sent by Max to the gibberwocky clients
also includes an array of named devices, containing every
Max for Live device found. Each device represented in the
array contains information about all the parameters it ex-
poses for control, and these can be easily manipulated using
the gibberwocky.max interface and API.

In addition to enabling control of instrument parameters,
gibberwocky also provides a simple way of sending MIDI
note messages to instruments without requiring any patch-
ing or routing in the Max/MSP patch. An example of the
end-user API for both sending MIDI messages and control
messages to a Max for Live device is given below, and as-
sumes the instantiation of a Max for Live device given the
scripting name “drums” by a user; default unique identifiers
are also provided.

// store reference to Max for Live device

drums = devices[’drums’]

// set the kick -sweep parameter to 50

drums[’kick -sweep’]( 50 )

// sequence kick -level parameter (in %)

drums[’kick -level’].seq( [10,50,75], 1/4 )

// send MIDI note messages using provided

// durations and velocities

drums.duration( 125 ) // ms

drums.velocity.seq( [64,127], 1/4 )

drums.midinote.seq( [36,38], 1/8 )

3.6 Audio signals
The scene’s signals is an array of functions, with each func-
tion corresponding to one of the signal outlets of the gib-

berwocky object. When a modulation expression is passed
to one of these functions, a message is sent to the Max ob-
ject that creates an audio function via Gen, which is routed
out of the corresponding signal outlet of the gibberwocky

object as a regular MSP audio signal.
The following line of end-user code generates a gen ex-

pression creating a phasor with its output scaled by .5, and
then sends the expression to gibberwocky.max so that the
resulting output will be mapped to the second outlet of the
gibberwocky object (i.e., the first audio outlet):

signals [0]( mul( phasor (2), .5 ) )

In the same manner as gibberwocky.live, any parameter of
a gen expression can be sequenced:

_phasor = phasor( 20 )

_scale = mul( _phasor , .5 )

signals [0]( _scale )

// sequence first parameter of phasor ugen

(frequency)

_phasor [0]. seq( [20,40,60], 1/2 )
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// sequence second operand of mul ugen

_scale [1]. seq( [.5 ,.25 ,.1 ,.05] , 1/16 )

Assigned Gen expressions broadcast “snapshots” of their
current values to all connected clients, approximately thirty
times per second, for the purposes of rendering the sparklines
in the client editors. If a signal expression is unassigned,
these snapshots are no longer broadcast and the audio sig-
nal in Max holds the last computed value as a constant.
While gibberwocky.live uses Gen to create modulation

signals for controlling parameters of Ableton Live, in gib-
berwocky.max they can be used both for modulation or
for directly synthesizing arbitrary audio graphs. In short,
these Gen graphs can be used as entire synthesis engines
for instruments in addition to modulation sources, creating
the possibility of hybrid live-coding performances involving
both high-level control of predefined instruments as well as
the low-level creation of DSP algorithms for experimental
sound synthesis.

3.7 Timing
Gibberwocky.max synchronizes communication to the browser
according to Max’s “Transport”, a global timing source ori-
ented to musical meter directly integrated with a wide range
of Max and MSP objects. Gibberwocky shares any changes
to timing state, including beats per minute, time signature,
the current bar and beat index, and the playing status, with
all connected clients.
In a similar fashion to gibberwocky.live this transport in-

formation is used to both request messages from the client
and to drive source code annotations and visualizations in
the client code editor. By default, gibberwocky.max re-
quests messages from the client one beat in advance, pro-
viding a window for messages to be transferred and parsed
on local area networks. On each beat gibberwocky.max
requests new events for the next beat from all connected
clients. When the client receives a request for messages
spanning the next beat, it asynchronously calculates the
corresponding messages and sends them back to Max along
with phase o↵sets.
For example, after receiving a request for the next beat

(beat number four) a message to schedule a“midinote”event
halfway through the beat, would be sent over WebSockets
using the following ASCII text:

"add 4.5 midinote foo 64 127 2000"

When the gibberwocky object within Max receives this mes-
sage, it stores and schedules the message "midinote foo 64

127 2000", to be sent at the precise time of 4.5 beats, by
means of the seq

� object in Max. (This particular sched-
uled message will send a MIDI NoteOn and NoteO↵ event
pair spanning a duration of 2000 milliseconds, at pitch 64

and velocity 127, to the parameter or device destination
"foo".)

4. GIBBERWOCKY.MIDI
gibberwocky.midi outputs MIDI NoteOn, NoteO↵ and Con-
trol Change messages. It syncs to MIDI Clock messages in
order to integrate with digital audio workstations, but can
also use its own internal clock for timing, which is poten-
tially useful for controlling external MIDI hardware.
The setup for gibberwocky.midi is simple. Users enter the

gibberwocky.midi URL3 in any browser that supports the
WebMIDI protocol (at the time of this writing this includes
Google Chrome and Opera); no additional software is re-

3
http://gibberwocky.cc/midi

quired. After selecting an output port for MIDI messages
the software is ready for use.

One notable di↵erence between gibberwocky.midi and the
other gibberwocky projects is the lack of Gen integration, as
Max/MSP and the gen� object are not part of its toolchain.
However, we have partially overcome this limitation by in-
tegrating a JavaScript port of Gen, genish.js, created by
the first author4; this a↵ords authoring modulation graphs
using an (almost) identical syntax. The main di↵erence is
that the graphs are run at control-rate in the browser in-
stead of at audio-rate in the target application. The result-
ing modulations can be assigned to any MIDI CC message
as described in 4.1. A global sampling rate, which defaults
to 60 Hz, controls the rate of modulation output messages
and is freely user-definable.

Because we are using genish.js to send MIDI CC mes-
sages instead of creating audio signals, all graphs created
are wrapped in ugens that transform the resulting signal to
a range of 0–127 by default. As part of the API this scaling
and translation can optionally be disabled; however, users
must then be careful to ensure that their graphs only gener-
ate signals consisting of seven bytes of integer data (values
ranging from 0–127).

4.1 End-User API
Messages in gibberwocky.midi are sent through a global
channels array. Each channel in this array sends messages
to an associated MIDI channel on a MIDI port selected in
the gibberwocky.midi GUI.

// send note messages to channel 1

// using a zero -indexed array

channels [0]. midinote( 64 )

// use global scale to determine midinote

Scale.root( ’c2’ )

Scale.mode( ’phrygian ’ )

channels [0]. note.seq( [0,1,2,3], 1/8 )

// sequence values to cc7

channels [0]. cc7.seq( [32,64,96,127] , 1/2 )

// route modulation to cc8

channels [0]. cc8( lfo (.5) )

// disable scaling and translation

channels [0]. cc9(

round( phasor (2,0,{min:0, max :64} )),

false // do not scale / transform

)

Figure 4: The gibberwocky.midi interface.

5. PERFORMING WITH GIBBERWOCKY
4
http://charlie-roberts.com/genish/
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We have given a half-dozen performances with gibberwocky
to date, in settings ranging from juried conference events to
informal lectures / demonstrations. These experiences di-
rectly impacted the design of all gibberwocky environments,
most notably with the introduction of sparkline visualiza-
tion discussed in Section 5.2. In addition to describing our
personal experiences performing with gibberwocky, this sec-
tion also draws from an interview with Lukas Nowok, who
gave a pair of gibberwocky performances over the last six
months.5

5.1 Differences From Other Environments
One significant di↵erence between the various gibberwocky
environments and some other live-coding systems is that
instruments and e↵ects need to be instantiated before a
performance begins. While it is certainly possible to move
between the live-coding interface and Live to add new in-
struments and e↵ects, in practice keeping track of both
interfaces and bouncing between them is distracting and
time-consuming while performing. In gibberwocky.max it
is especially problematic to patch during a performance, as
changes to the topology of audio graphs in Max/MSP typi-
cally result in a brief audio dropout. Although these prob-
lems directly impact the potential of these environments
for live-coding performance, they do not a↵ect their useful-
ness when using live-coding techniques to compose or ex-
periment. But for performances they do have the e↵ect
of constraining sonic palettes to a pre-defined palette of
sounds. Coming from live-coding environments lacking this
constraint, we found it limiting.
Despite the constraint of having to instantiate instru-

ments and e↵ects ahead of time, the quality of the DSP
algorithms and instruments opens new opportunities for
exploration, which is one of the original motivations for
all gibberwocky environments. Whether or not the qual-
ity and range of sounds available in Live, Max/MSP, and
MIDI-controlled hardware and software outweighs the abil-
ity to easily instantiate new synthesizers and e↵ects during
performance is a question best decided by individual per-
formers.
Nowok notes that the musical output of his performances

with gibberwocky were perhaps not significantly di↵erent
than what he would have created using Ableton Live alone.
He added:

But the process of getting to that outcome is
more natural and expressive than linear repre-
sentations like the pianoroll, the arrangement
view or the clip view. That might depend largely
of my personal idea of music though, as I express
structure and form through continuous and flow-
ing sound and more in terms of contour than in
terms of beats and bars. That means I don’t
use the pitch and rhythm sequencing of gibber-
wocky (a lot). gibberwocky speaks to my idea
of music more than any other environment, in
that it suggests continuous, flowing and precise
control of sound parameters and complex layer-
ing of these modulations (again, that is probably
very individual and only true for my approach).

5.2 Sparkline Visualizations
One strategy we found for performing with gibberwocky.live
is to spend time at the beginning of the performance se-
quencing musical material, and then subsequently tweak
synthesis and e↵ect parameters via modulations created us-
ing gen� graphs. As previously mentioned, gibberwocky.live
5
https://www.youtube.com/watch?v=gl4JLCkbrfU

contains a variety of dynamic annotations that visually dis-
play the progression of musical sequences and the results
of various algorithmic process. In our opinion this trans-
forms source code documents into both a valuable source of
feedback for the performer and a source of information and
spectacle for the audience [5]. However, when our perfor-
mances shifted to signal processing and modulation instead
of musical sequencing this feedback was lost; the resulting
code seemed dull and lifeless in comparison to the animated
and evolving character of earlier sections.

To improve this we implemented animated sparkline vi-
sualizations [10] adding feedback for both performers and
audience members; these sparklines are now present in all
three gibberwocky environments. The sparklines appear
alongside the code fragments responsible for creating their
corresponding modulation graph; in this fashion they are
similar to research conducted in the Impromptu and Ex-
tempore live-coding environments by Swift et al. [9]

Figure 5: Three sparklines depicting modulations
assigned to various MIDI CC messages in gibber-
wocky.midi.

Although informal feedback about the sparklines has been
positive, there is work to be done concerning both the timescale
and the range of values that sparklines in the gibberwocky
environments display. For example, in gibberwocky.live the
Max for Live API requires that all signals assigned to pa-
rameters be in the range of 0–1. This makes it much easier
to implement e↵ective sparklines as we always know the
maximum range of values possible. However, even when fo-
cusing on this limited range smaller micro-modulations of-
ten become imperceptible in the sparklines, despite possibly
having a large impact on the final rendered audio. There
are also problems at larger temporal scales. One of the
most common uses for modulations is simple fades of audio
parameters; however, these fades often take place over long
periods of time, while the sparklines in gibberwocky, as cur-
rently implemented, only display the one second of sampled
output at any moment.

Figure 6: A partial screenshot from a perfor-
mance by Lukas Nowok. Note the slow fades,
lasting dozens of measures, and the resulting flat
sparklines.

The result during long fades is a horizontally flat line that
gradually rises or falls, which is ine↵ective in revealing the
overall musical gesture of the modulation, as shown in Fig 6.
Resolving these issues on both the horizontal and vertical
axes by dynamically changing scale in response to the dis-
played signal is an interesting subject for future research.
Nevertheless, even as currently implemented they do still
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provide an indication of activity in these situations, as Nowok
notes:

...in my performances it usually takes some time
for the sound to react to changes/executions in
the code (fades over many minutes, oscillators
with a frequency of under 0.01Hz etc.). Maybe it
is just the immediate reaction of the visual repre-
sentation in the gibberwocky editor that makes
it more understandable?

Remarking further on the importance of the annotations
and sparklines in Gibberwocky, Nowok states:

The beautiful thing about gibberwocky is that
the code with the visualizations is a close repre-
sentation of a musical situation at every moment
— the distance between the notation and the
outcome is small which isn’t the case for other
notations like SuperCollider for example. And
this makes it much easier for an audience to
understand the relation between notation and
music and in turn the role of the performer.
That was very apparent to me when I played a
live coding performance with SuperCollider last
week in Tallinn. The musical aesthetic and over-
all ‘feel’ was very similar to the performance in
Helsinki that I did with gibberwocky but the
feedback I got was drastically di↵erent in that
people in Tallinn couldn’t follow the unfolding of
the musical structure and connect it with what
I was writing. I got many questions asking if I
was playing back prerecorded material.

6. CONCLUSIONS
We presented two new live-coding environments, gibber-
wocky.max and gibberwocky.midi. gibberwocky.max pro-
vides deep integration with Max/MSP, including dynami-
cally creating Gen graphs, snooping patcher objects in or-
der to determine valid messaging targets, and the ability
to access many targets with no visual patching required.
gibberwocky.midi attempts to provide a similar experience
to gibberwocky.max and its predecessor, gibberwocky.live,
but solely outputting MIDI messages and with no reliance
on Max/MSP. By using a new software library, genish.js,
that emulates the Gen library, the entire environment runs
in the browser with no additional software required. All
three environments feature a new visualization system that
depicts the output of modulation algorithms with time-
varying sparklines, inline with the code that creates the
algorithms in the browser-based editor; this feature was in-
formed by our experiences performing with the gibberwocky
system.
Opportunities remain for improved integration with Max/

MSP. For example, many instruments contain parameters
designed to be controlled by messages; these parameters do
not enable users to control them with audio signals in the
manner that Max for Live instruments do. We have be-
gun work on a port of Gen to regular Max objects that
can be used to generate message appropriate for controlling
such parameters. Other opportunities include improving
the algorithms used for detecting potential messaging tar-
gets, such as auto-discovering the parameters of VST and
AudioUnit plugins hosted in Max.
The sparkline visualizations used in all gibberwocky en-

vironments are an interesting area for future research. In
addition to resolving issues of scale across both time and

value, many modulations would be better served by visual-
izations that depict progress through an overall gesture as
opposed to a simple history of previous values.

Finally, there is also the potential for integration with
more platforms, such as Pd or Bitwig Studio. As we create
further integrations, a general refactoring will need to be
performed so that all integrations use a single environment
supporting a variety of targets; such an environment could
also provide an exciting opportunity for controlling a range
of software platforms from a single live-coding environment
concurrently, using a API that is unified whenever possible.
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1. INTRODUCTION 
An increasing number of institutions are offering courses and entire 
programs devoted to the design of Digital Musical Instruments. 
Music 250A at Stanford University’s Center for Computer Research 
in Music and Acoustics is one of the oldest and most continuously 
running courses devoted to teaching new musical interface design.   
 
NIME Courses are an excellent platform for researching and 
questioning our musical and technological worlds.  As D’Arcangelo 
notes [3], these courses are a unique opportunity to teach students 
working at the intersection of hardware, software and music 
technology. They leverage a wide range of student skills and present 
students with an opportunity to unite their previous coursework and 
creative interests. 
 
This paper will discuss the history and current iteration of Stanford’s 
course, examine the value and the challenges of these courses and 
present a number of teaching strategies that have been found useful. 
 

2. HISTORY, CONTINUITY, RESULTS 
AND CHANGES 
2.1 Course History 
Between 1996 - 1999, the course was taught as a collaborative effort 
between Stanford University, Princeton University and San Jose 
State University.  During those early years, the teaching staff 
consisted primarily of Perry Cook, Ben Knapp, Bill Verplank, and 
Max Mathews.  Other instructors included Sile O’Modhrain, Dick 
Duda, David Jaffe, Matt Gorbet, Bob Adams.  Funding for the early 
years of the course came from a National Science Foundation Grant. 
 
At the first NIME conference in 2001, Verplank et al [13], described 

the course structure and pedagogical results. 
 
Bill Verplank and Max Mathews taught the course from 2001 - 
2003.  From 2004 to 2006, Bill Verplank was the only official 
instructor of record but Mathew’s continued to be a regular presence 
in the course.  In 2007, Michael Gurevich took over as the instructor 
of the course for one year before passing it on to Wendy Ju and 
Edgar Berdahl who taught the course from 2008 - 2012.  Sasha 
Leitman has taught the course from 2013 - 2016 and will hand off the 
course to Ge Wang for the 2017-18 academic year. 
 
In 2001, a two-week workshop on the subject of Digital Musical 
Instruments was added to the CCRMA summer workshop 
curriculum which is open to non-Stanford students.  The workshop 
has been reduced to one week but continues to be offered. 
 

2.2 Course Continuity 
Each instructor has added their own research and creative interests to 
the course and many of the instructors have adapted the tool chain 
used in the course.  However, despite the change of instructors and 
the long lifetime of the course, the overall arc of the course and many 
of its methodologies have remained the same.   
 
250A has always been a single-quarter, 10-week, project-based 
course where the first portion of the quarter is devoted to teaching a 
technological tool chain and the second quarter is devoted to final 
project work.  The course enrollment has remained relatively static 
with an average of seventeen students per quarter (Figure 1). 
 

 
Figure 1: Course Enrollment 

 
Bill Verplank’s Interaction Design [12] methodologies have been 
taught in the course for the last fifteen years and have served as one 
of the frameworks for ideation and conception in final projects. 
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The Max Lab prototyping lab has been a resource for student 
projects.  The size and equipment of the lab has expanded but the 
fundamental usage of the lab has remained the same - students have 
twenty-four hour access to the facilities, are allowed to use parts and 
materials from the lab for their own projects, and the lab remains a 
communal space shared with the entire Center. 
 

2.3 Academic Results 
The final projects in the course have resulted in papers published at 
conferences such as NIME, Guthman Music Competition finalists 
and have spawned work that became integrated into PhD thesis. [1] 
 

2.4 Course Changes 
2.4.1 Computer Science Co-listing 
For much of the history of the course, the class was co-listed as a 
computer science course and counted towards a focus in Human 
Computer Interaction within the computer science program.  The 
current instructor has let this lapse but is hopeful that it can be 
reinstated. 

2.4.2 Tool Chain 
The tool chain has changed over time but has generally remained 
within the same paradigm.  Sensors are connected to a 
microcontroller, which sends serial data to a graphical programming 
language such as Max/MSP or Pd [1][15]. 
 

3. CURRENT ITERATION 
3.1 Course Structure 
In the current iteration of the course, there is one teacher and a 
teaching assistant.  For the last four years, we have had an 
average of 20 students and auditors in the course and an 
average of 11 final projects.  The students are a mixture of 
undergraduate and graduate students studying Music, Art, 
Electrical Engineering, Product Design, Neuroscience, 
Symbolic Systems, Computer Science and Mechanical 
Engineering. 
 
There are two, two-hour blocks of class time and each student 
is required to come to one, two-hour lab session during the 
week.  The lab sessions are spread out to accommodate a range 
of schedules.  In the first four weeks, lab assignments are 
performed during the lab times but later in the quarter, the lab 
sessions function as required attendance at office hours.   
 
The course is 10 weeks long with final projects presented in the 
last week of class. The first two weeks are focused on the basic 
tool chain.  In the second lab, they create a simple instrument 
using discrete and continuous sensors.  After the second lab, the 
students have been introduced to each element of the technical 
tool chain that they will be using.   In weeks three to five, 
lecture topics include greater detail regarding the technical tool 
chain and an overview of sound design.  In addition to these 
course topics, students brainstorm final project ideas, research 
those ideas and form final project groups.  Week six is devoted 
to learning strategies for project management, robust building 
techniques, and a lecture on the physical properties of materials 
and techniques for building their design.  Weeks seven to nine 
are primarily focused on final project work.  During this last 
period, we present short lectures on additional topics that might 
be useful in their final project or future designs - alternative 
outputs such as LEDs, video, and solenoids/motors, Max for 
Live, different tool chain options such as game controllers or 
image capture (Figure 2).   
 

 
Figure 2: Course Schedule 

 
3.2 Invited Guests 
In addition to the course schedule presented above, each year 
two guest speakers are invited to lecture on their own work 
with DMIs.  Previous guest lecturers have included Roger Linn, 
Ean Golden, Matt Moldover, Victor Gama, Kiran Ghandi, and 
John Aquaviva. 
 
The guest lecturers offer an opportunity to hear perspectives 
that differ from that of the teaching staff.  The timing of the 
lectures in the course schedule depends greatly on the 
availability of the guests but an attempt is made to have them 
present later in the quarter when they can give feedback to 
students about their final projects. 
 

3.3 Tool chain 
There are many tools, methods and technological approaches 
available to create a digital music interaction.   This course 
currently uses sensors, the Arduino microcontroller, and 
Max/MSP.   Students write their own serial “protocols” in the 
Arduino IDE and Max/MSP.   
 
These are tools with large online communities and excellent 
tutorials - students can find information about problems and 
applications not covered in the course.  They are tools that can 
be used for work in other contexts - an art student might never 
use sound again but could use Arduino or other 
microcontrollers for controlling lighting or kinetic 
elements.  The tools are well suited to mid-resolution 
prototyping and are commonly used in professional contexts 
during the design process - while it is not common to see these 
tools employed in industry products that ship to end-users, they 
are commonly used in the design of those products.      
 
For the final projects, students are allowed to use any 
technology that they feel is appropriate. 
 

3.4 Everyone Learns Everything 
Each student is expected to learn each part of the tool chain but 
they are not expected to excel at each portion.   Requiring 
students to learn and implement each aspect of the tool chain 
ensures that they have a thorough understanding of the course 
material.  Artists learn the engineering aspects of the course and 
engineers learn the sound design aspects.  In final group 
projects, it is common to divide the labor according to each 
person’s strength.  This is an effective strategy but by having a 
familiarity with each portion of the tool chain, students can 
more easily communicate with one another.   
 

3.5 Final Project 
The course culminates in a final project that is presented during 
the last class period.  Members of the CCRMA community and 
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outside guests are invited to attend these presentations and we 
typically have around seventy attendees.  The final 
presentations are a mixture of performances and 
demonstrations. 
 

4. VALUE OF THE COURSE 
4.1 Navigation of Simultaneous Design 
Demands 
Courses on DMIs present a unique opportunity to 
simultaneously engage the hardware, software and sound 
design aspects of computer music.  Lehrman [9] points out the 
value of students from different academic backgrounds working 
together and teaching one another.   
 
In addition to this collaborative cross-pollination, there is 
another pedagogical benefit to the interdisciplinary demands of 
these classes.   Hardware, software and sound design in DMIs 
are interdependent and creating a successful instrument 
demands that the three topics are simultaneously addressed and 
considered.  The need to balance the three demands and remain 
cognizant of how changes in one aspect will influence the other 
two aspects is a cognitive challenge that requires a thorough 
understanding of each element (Figure 3). 
 

 
Figure 3: Simultaneous Design Demands 

 

4.2 Breadth and Cohesion 
The merging of an artistic/musical endeavor with so many 
technical concerns is an opportunity for students to both 
broaden and deepen their knowledge.  The students who take 
the course can be grouped into roughly three categories: 1) 
Undergraduate and graduate students who are studying for 
degrees at CCRMA in Music Science and Technology 
(Undergraduate and Masters) or Computer-Based Music 
Theory and Acoustics (PhD) 2) Engineering students who wish 
to apply their knowledge to musical applications and 3) Art and 
Music students who are looking to gain technical skills to apply 
to their creative work. 
 
For the students who are deeply engaged with computers and 
music, the course offers an opportunity to fully engage their 
knowledge.  By working with hardware, software and sound 
design, they have an opportunity to synthesize their learning 
from other courses.  Advanced students are able to explore 
complex ideas and projects that leverage their knowledge and 
experience to create designs that incorporate their specific 
interests.   
 
For undergraduate and graduate students who are working 
towards degrees focused on Computer Science or Engineering, 
the course provides a platform to apply their knowledge to 

musical applications.  Music provides a unique set of design 
constraints and a new avenue for applying their engineering 
skills. 
 
For Music and Art students, the course is an excellent 
introduction to both music technology and tools for creating 
interactive, sound and installation art.  An introduction to 
sensors, microcontrollers, electronics and basic sound design 
can be applied to any range of projects that they might want to 
pursue in the future.   
 

4.3 Real World Design Application 
Creating a working interaction device strengthens students 
problem solving and design skills.  While there are many 
prototyping exercises and benchmarks throughout the course, 
the end goal for final projects is a working first draft of their 
creation.  Creating a fully functioning device and considering 
the hardware, software and sound design demands of this 
device, requires fully engaging real world materials and 
constraints.  For example, it is one thing to learn about the 
basics of electronics and sensors and another to experience their 
limitations and nuances.  In the case of sensors, this might 
mean accounting for nonlinearities and error cases, by adapting 
the physical object that is being sensed to prevent unwanted 
signals, applying smoothing techniques to the software, or 
accommodating the sound design to take advantage of those 
unexpected signals.  Each of these reactions to the unwanted 
sensor results has a different effect on the outcome of the 
project - it is up to the students to find a solution that 
corresponds to their fundamental design goals.  Addressing 
these unexpected challenges, cements students knowledge of 
the technology and strengthens their ability to make choices 
regarding technology, aesthetics and interactivity. 
 

4.4 Portfolio Project 
In addition to the pedagogical benefit of the course, the final 
projects often become an important part of a student’s 
portfolio.  The work demonstrates the ability mentioned above 
to engage hardware, software and sound design.  Additionally, 
it provides an opportunity for students to demonstrate the 
aesthetic and conceptual issues that interest them.  In creating a 
fully functional device, they are able to demonstrate the breadth 
of their knowledge and abilities. 
 

5. CHALLENGE OF THESE COURSES 
5.1 Interdisciplinary, Interdependent Subject 
Matter 
A wide range of topics must be addressed in a course on 
DMIs.  While these disciplines do not need to be learned in 
great depth, a basic understanding of the following topics is 
required for the successful creation of most DMIs: 
 
Electronics (electronics and sensors) 
Computer Coding (Coding for Arduino and Max/MSP) 
Sound Design (Synthesis, Audio Effects and Audio Signal 
Flow) 
Fabrication (Materials and strategies for robust physical 
design) 
Product Design (Designing instruments that engage significant 
questions or concerns of interaction design within the context 
of musical instruments. 
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5.2 Diverse Student Backgrounds 
Students in this course come from diverse backgrounds and 
have a wide range of goals in taking the course.  Technical 
skills vary widely from students with little to no knowledge of 
computer programming or electronics to graduate students in 
engineering.  There is an equally large gap in student 
experience discussing conceptual, aesthetic and design criteria. 
 
If harnessed correctly, this diversity is a strength in that it 
allows students to learn from one another.  The primary 
pedagogical challenge is finding a way to teach the various 
course topics in a way that engages the beginners without 
causing the more experienced students to lose interest.  Various 
strategies will be discussed later. 
 

5.3 Conceptual and Design Questions 
A fundamental question arises in this course - it is it enough to 
teach students a technical and musical tool chain or do 
questions of design, aesthetics and concept also need to be 
pursued?   
 
In the heat of creation, practical considerations can overwhelm 
any creator.  It is a challenge to keep students asking 
meaningful questions about their designs and pursuing new 
avenues of inquiry.  The DMIs created in the course operate 
within a broad historical context and a contemporary context 
which is constantly evolving.  The curriculum must 
communicate some of that context and also give students tools 
and prompts that allow them to explore the context specific to 
their designs.  Various strategies for engaging these questions 
will be discussed later. 
 

5.4 No Textbook 
A further challenge is the lack of an established text for this 
course material.  There are books that look at portions of the 
technology but none that address the issue directly through the 
lense of musical interaction [5][11].  Readings that address an 
overview of the field are assigned from a number of sources 
including several frequently cited NIME articles [2][14].  These 
are excellent articles but they are directed at experienced 
practitioners, not students new to the field. 
 

6. CURRENT TEACHING STRATEGIES 
A number of pedagogical strategies help to address some of 
these challenges.  
 

6.1 Quick Startup 
Concepts and techniques discussed in class are implemented 
during lab assignments.  By week two, the lab involves 
essentially all of the major components for a working 
instrument.  Students connect a discrete and a continuous 
sensor to the Arduino microcontroller, write Arduino code to 
send the sensor data via serial over USB, and create a 
Max/MSP patch to parse the data and create sound.  This 
requires technical details such as breadboarding, voltage 
dividers, serial protocols and two different kinds of sound 
interaction. 
 
Accomplishing the bare minimum technological proficiency so 
early in the course gives an overview of the necessary 
technological components, demystifies the primary elements of 
the technology, allows the rest of the quarter to be spent 
refining and deepening knowledge of each part of the process, 

and gives an example of a possible technical structure for final 
project ideas. 
 

6.2 Self-guided Learning – Electronics 
One of the most striking examples of the disparity of 
knowledge discussed above is in the area of electronics 
knowledge.  In previous iterations of this course and in others 
that I have taught, we would give a 1 - 2 hour lecture on 
electronics.  This seemed to be the worst of both worlds - 
students who were familiar with the material would “tune out” 
and ignore certain small details that while they were not 
emphasized in traditional electronics courses are very important 
for work with sensors while students who were new to the 
subject were overwhelmed with new information.  As a teacher, 
I wavered between rushing the lecture to prevent boredom for 
advanced students and over emphasizing certain details to the 
point of boring even the students new to the material. 
 
Clearly, a one to two hour lecture is not enough time for 
students new to electronics but it is far too much time for 
students who have had significant experience.  In the last two 
years, I have developed a useful remedy.   
 
In the first week, I give students a copy of an Electronics quiz 
with the answers printed below the questions.  The questions 
cover the primary electronics concepts that are necessary to 
understand for the technology used in the course - Voltage, 
Current, Resistance, Ohms Law, Series vs Parallel circuits, 
Multimeters, Pull-up Resistors, Voltage Dividers, and 
Schematic symbols. 
 
Under each question, there are links to online tutorials that 
cover the topics in depth.  If a student does not know an 
answer, they can go to the tutorials and spend as much time 
with the material as they personally need.  
 
The quiz (without the answers) is given in the second week. 
The teaching staff work with any students who have trouble 
with the quiz to make sure that they learn the material. 
 
The result of this teaching method has been that students have a 
solid grasp of the knowledge necessary for their projects.  In 
the two years that we have used this method, there has been a 
dramatic reduction in confusion about basic electronic 
principles during the final projects. 
 

6.3 Final Project Strategies 
A number of pedagogical choices have been made in the final 
project prompt. 

6.3.1 Any Technology To Achieve the Goal 
Students are allowed to use any technology they choose for 

their final project.  In the interest of time, we can only cover one 
primary tool chain in the course material.  Different options are 
mentioned briefly in lectures but not covered in great depth.  By 
opening up the final project to different technologies, we allow 
students to leverage their previous knowledge while making clear 
that the technology should not be the primary focus of projects - it 
should be a tool to create the intended interaction and there are many 
tools available to designers of DMIs. 

6.3.2 Continuous Sensors 
There are many examples of commercial music controllers that 
consist of many discrete buttons.  While these devices are excellent 
for making computer music, there are already many of them 
available and their use cases are fairly well established.  
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In order to guide students towards asking more nuanced questions in 
their projects and to steer them away from designing instruments that 
are fundamentally sample playback devices, we require that the 
primary component of interaction is a continuous gesture.    

6.3.3 Questions to Consider 
Students are asked to design a final project around a question they 
would like to explore or a problem they would like to 
address.  Framing their ideas around these structures brings them 
back towards conceptual thinking about their designs.  As mentioned 
above, the demands of a complex project can distract students from 
aesthetic, conceptual and design inquiries. 

 
In addition to this question, each group must answer other questions 
about their design such as: Who can use it? How long will it take to 
learn?  Can the user develop a model of the sound space and achieve 
a desired sound?  Is the mapping clear for the performer and/or 
audience? 

6.3.4 More is More - Lots of Ideas, Lots of Research 
The first development assignment for final projects happens in week 
three - students are required to sketch ten ideas for their final 
project.  In week four, those ideas are presented to the class.  It is a 
dizzying experience to hear two-hundred ideas presented in a 
hundred and ten minutes.  This assignment exercises students’ 
creative abilities and makes it less likely that they will become 
attached to the first idea they have.  Often it is the third or seventh 
sketch that becomes their final project.  Additionally, the presentation 
of these ten ideas fosters the creation of groups.  Students are able to 
find collaborators that share similar threads of interest. 

 
The second development assignment for the final project is to take 
their three favorite ideas and find ten examples of similar work; it can 
be similar in concept, technology or aesthetic.  It can be comparable 
to the project idea as a whole or to one component of the project 
idea.   This assignment forces students to clearly identify the salient 
parts of their ideas and builds their understanding of their idea within 
the context of prior work. 

6.3.5 Group and Solo work are acceptable 
The project can be done solo or in groups.  As a generalization, 
groups tend to work better for creating tools that other people will 
use.  Working alone seems to work best for people who have a 
specific creative project or composition for which they would like to 
some physical interaction component.  A large number of individual 
projects makes many things more difficult for the teaching 
staff.  However, we feel that giving students the opportunity to create 
a DMI specific to their personal creative practice is worth the extra 
labor. 
 

6.4 Context and Example 
In order to establish a context for the work of creating DMIs, 
the course relies on a mixture of readings, examples and 
resources.  Each week, an article or book chapter is assigned 
and discussed in class.  The readings might present an overview 
of strategies for designing interfaces[2][14] or it might explore 
a specific topic such as sonification.  Most classes feature 
examples of prior work and an effort is made to find examples 
relevant to work being done by individual students or 
groups.  The course website features links to websites where 
more examples can be found such as the NIME proceedings 
page, Create Digital Music, Instructables, etc. 
 
When students present their project ideas, the instructor 
responds individually or in a group email with examples that 
relate to the specific ideas. 

6.5 Prototyping and Design 
6.5.1 Sketching 
Sketching is an important skill in design and the course begins with a 
sketching exercise on the first day of class.  As a way of introducing 
themselves to the group, students are asked to draw a picture of their 
favorite instrument, an instrument they would be interested in and 
able to create within the context of the course, and an instrument that 
they would make if money, time, skills and even the laws of physics 
were not a barrier.  It is not unusual that the idea they think they could 
make is actually prohibitively difficult, and the idea that they thought 
would be too hard is relatively simple.  This first sketching exercise is 
an opportunity to guide them in sketching techniques such as 
including elements in the sketch that display interaction such as a 
hand, foot or lips.   

 
In addition to sketching their ideas, the students are asked to act out 
the use of their instrument and vocalize the sounds that they envision 
the device making.  In addition to being entertaining and a good “ice 
breaker”, this activity sets the expectation and begins the practice of 
thinking about both the physical and sonic interaction from the start 
of the ideation process. 

 
Sketching assignments in class and in homeworks continue 
throughout the duration of the course.  

6.5.2 Design Prompts 
In addition to sketching, other prototyping processes are employed in 
the final project.  A low-resolution cardboard prototype is made in 
class to estimate ergonomics and gestures.  A storyboard graphic 
chart is made that aligns events, gestures and the sounds that 
accompany those events and gestures.   
 
A design criteria list is created - the entire class brainstorms the things 
that they like about particular musical instruments.  The list typically 
fills two large whiteboards and when it is finished, a spreadsheet of 
that list is shared with the class.  One column of the spreadsheet is the 
list of criteria and each subsequent column has the name of a 
student.  Each student must mark the criteria that they value in 
general and the criteria that they hope to achieve in their particular 
final project.  This list becomes a touchstone during future critiques 
and evaluations. 

6.5.3 Design Models 
A number of design methodologies are discussed in class with a 
particular emphasis on Bill Verplanks Interaction Design framework 
being most prominent.  These methodologies and models guide 
students through different thought processes and strategies.  They 
provide a framework for examining and developing their ideas. 

6.5.4 Project Management  
An effort is made to help students develop their project management 
skills.  The two most important strategies are 1) Identifying the 
minimum viable product - the simplest iteration of their idea that 
would still accomplish their design goals - and the features that 
would be nice to have but not necessary.  2) Creating a detailed to do 
list for the project with clearly dated benchmarks and a list of 
materials or supplies necessary for the accomplishment of those 
benchmarks. 

 
Clear articulation of these two items helps the students accomplish 
their goals but it also supports the teaching staff’s ability to help the 
students’ progress. 

6.6 Mandatory Office Hours (aka Lab Times) 
In the first four weeks, lab assignments are performed during 
the lab sessions but later in the quarter, lab sessions function as 
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required attendance at office hours.  This is an important tool 
for keeping students on track with their final projects and 
making sure that they are not wasting time on technical 
difficulties that can be quickly solved by the teaching 
staff.  Students are often tackling problems that they have never 
faced before - from using a drill to computer coding.  
 

6.7 Documentation 
Documentation of projects is mandatory and begins at the start 
of ideation.  The course website uses wordpress which allows 
students to create pages.  Each student creates a page for their 
10 idea sketches, that site becomes the place where they post 
research for three of those ten ideas.  When final projects and 
groups are created, students create a new wordpress site for the 
project.  Each week, there are documentation requirements for 
the final project - take ten pictures, add five sketches, post your 
to do list, etc.  Additionally, the teaching staff can leave notes 
on the site pointing students towards relevant materials or 
examples.  The site is not intended to be viewed by outside 
guests but is rather a place to store materials for later 
documentation or reference.  It traces the story of the projects 
design and creation. 
 
After the final project presentations, students sign up for 
documentation, wrap up and clean up sessions.  The projects 
are filmed in a well-lit and quiet environment and the teaching 
staff edits the videos to create a video for each project.  This is 
also a time to discuss the project outcomes with the students 
and answer any questions about future development.  Finally, 
the documentation sessions are a chance to give each student a 
cleaning task in the shared prototyping space.  These cleaning 
tasks prepare the lab for the next class and make sure that 
everything is stocked and ready to go. 
 

7. Course Goals, Evaluation, and Assessment  
On one hand, assessing these courses is very difficult – an evaluation 
of learning goals is dependent on the skills that students bring to the 
course and that skill set is extremely diverse for such an 
interdisciplinary course.  On the other hand, the portfolio quality and 
completion rate of the projects can be seen as concrete evidence of 
student growth since few students enter the course with a complete 
skillset necessary for the course. While the sophistication and 
complexity of the projects vary, in the last four years, each student or 
student group has completed a functioning final project.   
 
Evaluation of student work is done using a model common to 
courses in both Design and Art using a combination of both group 
and individual critiques.  All critique sessions reference the students’ 
creative and design goals as articulated by brainstorming and project 
planning exercises such as the list of desired attributes mentioned 
previously.  This allows feedback and assessment to be tailored to 
students’ abilities, interests and backgrounds.  It also engages 
pedagogical concepts such as metacognition and strengthens 
students’ ability to evaluate and refine their own work. 
 
The course receives positive reviews both in the official course 
evaluations and in later informal interactions with students.  More 
concrete research could be done into skill acquisition, intellectual 
development and specific desired benchmarks.  Studies such as these 
would provide extra justification for NIME courses. 
 

8. CONCLUSION 
It is exciting to see the number of courses on NIMES, DMIs, and 
Physical Interaction Design growing. This paper has highlighted a 

number of approaches that have been useful in one academic context.  
Each practitioner of this field will have a different approach and each 
teaching environment will pose different challenges. 
 
These are challenging courses to teach but they are an excellent 
opportunity for students to pursue questions of hardware software 
and music within the context of interaction.   
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ABSTRACT
To build electronic musical instruments, a mapping between
the real-time audio processing software and the physical
controllers is required. Di↵erent strategies of mapping were
developed and discussed within the NIME community to
improve musical expression in live performances. This pa-
per discusses an interface focussed instrument design ap-
proach, which starts from the physical controller and its
functionality. From this definition, the required, underlying
software instrument is derived. A proof of concept is imple-
mented as a framework for e↵ect instruments. This frame-
work comprises a library of real-time e↵ects for Csound,
a proposition for a JSON-based mapping format, and a
mapping-to-instrument converter that outputs Csound in-
strument files. Advantages, limitations and possible future
extensions are discussed.
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1. INTRODUCTION
In contrast to sound production on acoustic instruments
where musicians have to use finger actions e.g. on the pi-
ano [7] or apply blowing pressure like on the clarinet [5]
to produce a sound, electronic instruments do not require
direct player actions for sound production. Nevertheless,
electronic instruments, based on analogue circuits mostly
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provide knobs and switches on a front panel to let the per-
former adjust parameters in the circuit to modify the sound.
For example, this is similar to the function of clarinet keys
that can be used to modify the pitch of the instrument [9].

When building electronic instruments with software, a
common approach is using a Music Programming System
(MPS) (e.g. Csound, PureData, Chuck, SuperCollider) [14].
Most MPSs make use of the unit generator principle. Unit
generators are modules that contain digital signal process-
ing (DSP) functions and the MPS allows the user to quickly
combine these by either using a graphical or a text-based
user interface.

For live electronics, hardware controllers are required to
let performers physically interact with a software instru-
ment on stage. A variety of innovative physical controllers
can be found in the NIME Proceedings [12] e.g. full body
tracking suits [8] or reductionist one knob interfaces [4].

Di↵erent methods of routing the sensed controller values
to the arguments of a software instrument are discussed in-
tensively in the NIME community and are referred to as
the mapping problem [11]. During the years, di↵erent ap-
proaches were presented ranging from complex mapping li-
braries (e.g. the MnM toolbox [2] for Max/Msp, the Moda-
lity toolkit [1] for SuperCollider) to self learning tools based
on di↵erent methods of machine learning [6, 13].

For the COSMO project, we designed a framework around
the Raspberry Pi (RPi) to build Csound based instruments
as standalone hardware devices [10]1. The hardware frame-
work comprises a custom designed shield for the RPi to con-
nect up to 8 analogue controller inputs, 8 on/o↵ switches
and 8 LEDs, as well as a stereo analogue dry/wet circuit
with true bypass if used as an e↵ect processor. More than 20
COSMO hardware instruments were built in three workshop
sessions held during the last year, with participants from
di↵erent backgrounds (e.g. musicians, composers, artists,
programmers, engineers). On the software side, we provide
a pre-configured operating system for the RPi with example
Csound e↵ect instruments (details in Section 3.1, Table 1).

1http://cosmoproject.github.io
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•Posi�on controllers 
(knobs, sliders, etc.) 

•Map controllers to audio  
efects (UDOs) 

•Represent the mapping in 
JSON format

Interface 
design 

•Convert JSON mappings to 
a directed graph

•Validate the efect chain

Design 
valida�on

•Generate a Csound 
instrument )le

Instrument 
genera�on

Figure 1: Schematic of an interface focussed instrument design procedure. The left box (black) shows the
required user actions for designing the instrument, the middle and right box (grey) show the underlying
software implementation.

Figure 2: Photos taken during the workshops, while
participants design their layout for the front panel,
either on paper (top left) or on the enclosure, by
arranging the caps of knobs.

2. MOTIVATION AND CONCEPT
During the workshops, all participants were encouraged to
design the front panel of their COSMO instrument them-
selves (see Figure 2 and 3). We observed that they placed
each controller with a specific intent for what it should con-
trol in the sound, even before they thought about any un-
derlying Csound software instrument. So the design and
layout of their controllers, to some extent, determined what
the Csound instrument should do.
Based on this observation, we aim to design a software

framework which would allow users to create a software in-
strument simply by mapping controllers to high level DSP
building blocks. This integrates the interface design, sound
generator design and mapping into one fluid process and
thereby liberating the users from the task of DSP program-
ming in Csound. In that way performers have a more holis-
tic musical perspective throughout the entire instrument
design process.
Figure 1 gives an overview of the three step procedure

starting with the interface design by the user, followed by an
automated validation process and an automated generation
of the underlying software instrument. An approach we
describe as interface focussed instrument design.

Figure 3: Example of finished designs for COSMO
boxes which originated from the project.

3. IMPLEMENTATION
Based on the idea that the user will specify the controls re-
quired to shape the sound, we setup a software environment
that a) provides an open and expandable library of Csound
e↵ects (Section 3.1), b) uses a common file format (JSON)
to store the controller mappings (Section 3.2), and c) pro-
vides a translator tool from the mapping file to a Csound
instrument (Section 3.3).

3.1 Effects Library
Csound contains hundreds of unit generators called ’op-
codes’, which generate or modify sound (e.g. oscillators,
filters, envelopes, sample players, and more). Users can
combine opcodes for more advanced signal processing by
writing code in Csound language. Blocks of Csound code
can be stored as ‘user-defined opcodes’ (UDOs [15]) and
reused.

For the COSMO workshops, the participants were not
required to have experience in Csound programming, so a
simplified, yet flexible system for the instrument design was
needed. Following a modular approach, we created a library
of ready-made e↵ects and instruments in Csound. Each
e↵ect is provided as an UDO, specifically designed for this
project2 and stored in a separate file (see Table 1). Each

2https://github.com/cosmoproject/cosmo-dsp
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UDO file contains a header with a clear description of the
e↵ect parameters controllable through the input arguments
and provides default values if arguments are not specified
by the user.
All input values to the UDOs are expect to be linear and

normalized between 0 and 1. Inside each UDO the con-
trol values are scaled to the parameter requirements of the
di↵erent Csound opcodes used, as is common for control
voltage in analogue modular synthesizers. This includes a
conversion of the linear input values from a controller to
exponential curves, if useful for the opcode parameters (e.g.
filter cuto↵-frequency). All scaled parameters are printed
to the console for visual feedback during performance (see
UDO example code listing in Appendix A).

3.2 Mapping Format
The controller inputs and their functionality are stored in
a JSON file format3. We chose this format because it is
a) human readable, b) supported by many programming
languages, and c) easy to extend in the future for more
complex mapping functionality.

1 {"MIDI-Patch": {

2 "CC0_CH1":

3 {

4 "Lowpass": "Cutoff",

5 "RandDelay": "Feedback"

6 },

7 "CC1_CH1":

8 {

9 "RandDelay": "Dry/wet mix"

10 },

11 "CC2_CH1":

12 {

13 "Reverb": "Dry/wet mix",

14 "RandDelay": "Range"

15 }

16 }

17 }

Figure 4: MIDI controller mappings in JSON for-
mat for interface focussed instrument design using
the COSMO software framework.

The example in Figure 4 shows the use case with stan-
dard MIDI-controller numbers (0-127) and MIDI-channels
(1-16) abbreviated as CCx_CHx4. The patch shown in Fig-
ure 4 maps three continuous controllers to a chain of e↵ect
processing modules (UDOS from Table 1). The first con-
troller (CC0_CH1) is assigned to the ‘cuto↵ frequency’ of a
‘lowpass filter’ (Lowpass.csd) and at the same time to the
amount of ‘feedback’ of a ‘delay e↵ect with randomized de-
lay times’ (RandDelay.csd), a so called one-to-many map-
ping [11]. The second knob (CC1_CH1) controls the mix of
the delay signal with the input signal, a one-to-one map-
ping. Finally, the third controller (CC2_CH1) adds ‘reverb’
(Reverb.csd) to the signal but also modifies the range of
frequency changes of the random delay.
The order of appearance of the UDOs in the JSON file de-

fines the order of the e↵ects in the audio signal path. Figure
5 shows the resulting e↵ects patch, defined by the mappings
in Figure 4. The red arrows lay out the audio signal path,
where the blue connections show mapped controllers.

3http://www.json.org/
4For the COSMO-Boxes di↵erent variable names must be
used to read-in the control values via the Raspberry PI
GPIO header.

Table 1: User-Defined Opcodes for Csound in the
COSMO E↵ects Library.

UDOs2 Arguments

AnalogDelay.csd Delay time
Feedback
Dry/wet mix

Blur.csd Blur time
Gain
StereoMode
Dry/wet mix

Chorus.csd Feedback
Dry/wet mix

Distortion.csd Level
Drive
Tone
Dry/wet mix

FakeGrainer.csd Dry/wet mix

Hack.csd Frequency
Dry/wet mix

Lowpass.csd Cuto↵ frequency
Resonance
Distortion

MultiDelay.csd Multi tap on/o↵
Delay time
Feedback
Cuto↵
Dry/wet mix

PitchShifter.csd Semitones (-/+ 1 octave)
Stereo mode
Dry/wet mix

RandDelay.csd Range
Feedback
Dry/wet mix

Repeater.csd Range
Repeat time
On/o↵

Reverb.csd Decay time
Cuto↵ frequency
Dry/wet mix

Reverse.csd Reverse time
Dry/wet mix

SimpleLooper.csd Record/Play
Stop/start
Speed
Reverse
Audio Through

SineDelay.csd Range
Frequency
Feedback
Dry/wet mix

SolinaChorus.csd LFO1 Frequency
LFO1 Amp
LFO2 Frequency
LFO2 Amp
Stereo mode on/o↵
Dry/wet mix

Tremolo.csd Frequency
Depth

TriggerDelay.csd Threshold
DelayTime Min
DelayTime Max
Feedback Min
Feedback Max
Width
Level
Portamento time
Cuto↵ frequency
Bandwidth
Dry/wet mix

Volume.csd Level

Wobble.csd Frequency
Dry/wet mix
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CC1_CH1

RandDelay

Reverb

CC0_CH1

Lowpass CC2_CH1

Out

In

Figure 5: Graph structure generated from the map-
pings given in Figure 4. The graph shows the instru-
ment’s e↵ect chain (red) and the controller map-
pings (blue).

3.3 Instrument design based on mappings
A mapping (.json) to Csound instrument (.csd) converter is
written in the Python programming language (Version 2.7).
The underlying procedure works in two main steps.
First, from the user mappings input file (see Section 3.2),

a directed graph is build using the Python NetworkX pack-
age [16]. The default graph contains two basic nodes: In
and Out, which are not connected in the beginning. From
the JSON mapping file, the controllers (CC0_CH1, CC1_CH1,
. . . ) and the UDOs are added as nodes to this graph, la-
belled as either ctrl-nodes or udo-nodes. Edges in the graph,
can be audio routings between udo-nodes (‘a’) or control
routings between ctrl-nodes and udo-nodes (‘k’, following
the Csound variable scheme [3, p. 22]). All assignments
between the nodes are taken from the JSON representation
and added as edges to the graph. Edges from one udo-node
to the next udo-node are made according to the order of
appearance in the mapping file. The In-node is connected
to the first udo-node, and the last udo-node is finally con-
nected to the Out-node (see Figure 5). Before a Csound
Instrument file (.csd) is written, the graph is validated i.e.
if there is an audio signal path from In to Out.
Second, based on the graph structure, a Csound instru-

ment file (.csd) is compiled which calls the UDOs from the
E↵ects Library (Section 3.1) and assigns hardware device
data streams to the UDO input parameters. Depending on
whether it is a MIDI-Patch or a COSMO-Patch, the cor-
responding lines of Csound code, to read-in the hardware
(ctrl7 for MIDI, chnget for COSMO) and store the values
in control variables, are generated. In the case of a MIDI-
controller all input values are normalized to be between 0–1
to be compatible with the UDO Library.
For each udo-node in the audio signal path, a line of

Csound code is generated using the information given in
the UDO file header. Earlier generated control variables
or default values are assigned to the UDO input parame-
ters corresponding to the structure of the graph. Finally, a
Csound instrument definition is written into a .csd file, con-
taining a header with Csound settings and the generated
lines of Csound code (see Appendix B).

4. DISCUSSION AND FUTURE WORK
In this paper we propose an approach to instrument de-
sign from a performer’s perspective and provide a proof-
of-concept software framework that uses this principle to
build a musical e↵ect instrument. In contrast to traditional
instrument-to-controller mapping, this approach starts at
the functionality of the interface and defines the required
underlying instrument. This shifts the focus from ‘building
a software instrument and afterwards mapping controllers
to its parameters’ to ‘designing an interface which defines
and creates the required software instrument’. Interface
focussed instrument design therefore primarily focusses on
the human-computer interaction of a software instrument.
The strong link between the interface and the underlying
software may also result in an interface which reflects the
signal path. Although here, an example implementation is
provided for the COSMO-Project [10] in combination with
a library of Csound e↵ects, this approach is not restricted
to any specific hardware or software.

In the mapping literature [11] three basic types of instru-
ment-controller mappings are discussed, respectively one-
to-one, one-to-many and many-to-one. The current imple-
mentation only supports one-to-one and one-to-many map-
pings. Mappings of multiple controllers to the same UDO
argumentmany-to-one would require adding controller-merge
nodes to the graph. In the graph-to-csound code compi-
lation, these nodes would have to result in extra lines of
Csound code in the instrument definition, a possibility to
explore further.

In the current implementation the main assignments are
in the JSON file but some mapping details (parameter ranges,
mapping curves) are handled inside the UDOs written in
Csound language. Providing the UDOs this way, on one
hand, it is supposed to make it easier for novice users to
quickly setup their instrument. On the other hand this
has limitations concerning the ability to fine-tune the in-
strument for optimal expressive control without knowing
Csound programming. However, all code is open-source and
more advanced users are encouraged to modify the existing
UDOs or to design their own UDOs using customized map-
ping curves and parameter ranges.

However, especially in the case of one-to-many mappings
it can be useful to quickly define control ranges already in
the JSON-mapping format, a feature foreseen to be added
in the future. The possible gain of flexibility can be cru-
cial especially in situations where a performer wants to fine
tweak the instrument in a rehearsal or in a soundcheck right
before a concert.

A great e↵ort towards such flexibility is provided by the
Modality-toolkit [1] for Supercollider (SC). Their main mo-
tivation was an easier mapping of control data streams to
SC-instrument inputs (SynthDef arguments). Modality sup-
ports many commercial controllers with di↵erent data for-
mats (MIDI, HID, OSC), and even on-the-fly mapping and
re-mapping of controllers to the SynthDefs is possible dur-
ing performance. However, the Modality-toolkit is funda-
mentally di↵erent from our approach in terms of that a
Modality-mapping does not define the instrument logic in-
side the SynthDef. In our case a re-mapping of the physical
controls would result in a di↵erent instrument or at least in
a di↵erent signal path inside the instrument, whereas in Mo-
dality only the position of the physical control is changed.

Training of movement patterns is essential for performing
musicians to archive a virtuosic playing level [17]. Chang-
ing a mapping on-the-fly means that the same instrument
needs to be played with di↵erent body movements from now
on. Imagine a concert pianist having to remember that the
pedals changed their function or more drastically that the
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order of tones produced by the keys has changed during the
piece.
The strong binding between the interface and the software

instrument, as we propose in this paper, might on one hand
have advantages like an emphasis on the interface in the de-
sign process, and a link between the interface and the instru-
ment signal path. On the other hand, this might also bring
limitations in terms of less flexibility to create complex sig-
nal paths or complex mappings, di↵erent aspects that need
to be explored further. As this concept was developed after
the experience from the COSMO workshops mentioned in
the introduction, a detailed study with users coming from
di↵erent backgrounds (e.g electronic musicians, traditional
musicians, programmers, non-programmers) is foreseen to
better understand the applicability of this approach. There-
for a graphical-user-interface, with editor functionality for
the JSON mapping files is going to be implemented.
With the current proof-of-concept implementation we aim

to simplify the process of building a COSMO e↵ect instru-
ment in Csound by focusing only on defining controller map-
pings to input parameters of given UDOs. Designing instru-
ments from the perspective of the performer’s interface may
open up new ways of thinking about software instrument
design.
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APPENDIX
A. EFFECTS LIBRARY EXAMPLE
To provide details of the underlying E↵ects library, an ex-
cerpt of Csound Code from the (Lowpass.csd) UDO con-
taining a lowpass filter with an additional distortion e↵ect is
shown in this Section. Lines 1–15 of the Csound code below
give a description of the UDO in a user friendly style. The
”Arguments” and ”Defaults” definitions are also relevant for
the JSON-to-Csound converter, as they provide the order
of input arguments and default values required when gen-
erating the Csound instrument definition (see Section 3.3).

Lines 18–41 in the code listing contain the definition of
the user defined opcode for the lowpass filter. The linear in-
put controller values are converted to an exponential curve
(L. 21) for the cuto↵ frequency and scaled to a meaning-
ful parameter range (L. 22, from 30 Hz to 12 kHz), before
printed to the console (L. 23–24). The controller values are
smoothed (L. 25) to avoid parameter jumps, that might be
caused by the resolution of the controller (e.g. 128 steps
for MIDI controllers). Similar processing steps done for all
input parameters.

Finally, the Csound opcode for a resonant low pass filter
(lpf18) is called for of the two each stereo channels (L. 37–
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38) and the processed input parameters are assigned.

1 /*********************************************

2

3 Lowpass.csd

4

5 Arguments: Cutoff frequency, Resonance,

6 Distortion

7 Defaults: 0.8, 0.3, 0

8

9 Cutoff frequency: 30Hz - 12000Hz

10 Resonance: 0 - 0.9

11 Distortion: 0 - 0.9

12

13 Description:

14 A resonant lowpass filter with distortion

15

16 ;***********************************************

17

18 opcode Lowpass, aa, aakkk

19 ainL, ainR, kfco, kres, kdist xin

20

21 kfco expcurve kfco, 30

22 kfco scale kfco, 12000, 30

23 Srev sprintfk "LPF Cutoff: %f", kfco

24 puts Srev, kfco

25 kfco port kfco, 0.1

26

27 kres scale kres, 0.9, 0

28 Srev sprintfk "LPF Reso: %f", kres

29 puts Srev, kres

30 kres port kres, 0.01

31

32 kdist scale kdist, 0.9, 0

33 Srev sprintfk "LPF Dist: %f", kdist

34 puts Srev, kdist

35 kdist port kdist, 0.01

36

37 aoutL lpf18 ainL, kfco, kres, kdist

38 aoutR lpf18 ainR, kfco, kres, kdist

39

40 xout aoutL, aoutR

41 endop

B. GENERATED CSOUND INSTRUMENT
In this Appendix Section the Csound instrument definition
generated from the graph structure shown in Figure 5 is
presented. In the code listing below, lines 8–10 import
the required UDO files from the E↵ects Library. Then,
an instrument definition is written (L. 12–27). First, two
channels of audio data input stream are stored in the audio
variables named aL and aR (L 13). Then, the 7-bit MIDI
controller values are read-in and assigned to control vari-
ables (L. 16–18). In the lines 20–23 the earlier imported
UDOs are called in the order of their appearance in the
audio signal graph. Audio variables, control variables or
default values are assigned to the UDO’s input parameters,
based on the descriptions given in the UDO file. Finally
the processed audio signals are routed to the sound device
output (L. 25).

1 <CsInstruments>

2

3 sr = 44100

4 ksmps = 64

5 0dbfs = 1

6 nchnls = 2

7

8 #include "../DSP-Library/Effects/Lowpass.csd"

9 #include "../DSP-Library/Effects/RandDelay.csd"

10 #include "../DSP-Library/Effects/Reverb.csd"

11

12 instr 1

13

14 aL, aR ins

15

16 gkCC2_CH1 ctrl7 1, 2, 0, 1

17 gkCC0_CH1 ctrl7 1, 0, 0, 1

18 gkCC1_CH1 ctrl7 1, 1, 0, 1

19

20 aL, aR Lowpass aL, aR, gkCC0_CH1, 0.3, 0.0

21 aL, aR RandDelay aL, aR, gkCC2_CH1, gkCC0_CH1,

22 gkCC1_CH1

23 aL, aR Reverb aL, aR, 0.85, 0.5, gkCC2_CH1

24

25 outs aL, aR

26

27 endin

28

29 </CsInstruments>
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ABSTRACT
Reflexive Looper (RL) is a live-looping system which al-
lows a solo musician to incarnate the di↵erent roles of a
whole rhythm section by looping rhythms, chord progres-
sions, bassline and more. The loop pedal, is still the most
used device for those types of performances, accounting
for many of the cover songs performances on youtube, but
not all kinds of song apply. Unlike a common loop pedal,
each layer of sound in RL is produced by an intelligent
looping-agent which adapts to the musician and respects
given constraints, using constrained optimization. In its
original form, RL worked well for jazz guitar improvisation
but was unsuited to structured music such as pop songs. In
order to bring the system on pop stage, we revisited the
system interaction, following the guidelines of professional
users who tested it extensively. We describe the revisited
system which can accommodate both pop and jazz. Thanks
to intuitive pedal interaction and structure-constraints, the
new RL deals with pop music and has been already used in
several in live concert situations.

Author Keywords
Live-looping, musical human-computer interaction, realtime
music system, HCI design

ACM Classification
H.5.5 [Information Interfaces and Presentation] Sound and
Music Computing, J.5 [Arts and Humanities] Performing arts
(e.g., dance, music), I.2.11 [Artificial Intelligence] Multiagent
systems.

1. INTRODUCTION
Live-looping is a technique for performing live music that
originated from magnetic tape recorders. It consists in cap-
turing audio (on stage or previously) using a device and
replaying it back in loops. Terry Riley was the first musician
to use tape loops and tape delay/feedback systems in his
performances in the 60s [7]. The technique was later used
in minimal music to create endless repetitions of rhythms.
Live-looping became popular in the 90s after the commercial
release of several looping devices (notably Roland and Dig-
itech loop pedals) a↵ordable and easy to use. Loop pedals
o↵er the ability for a single musician to create multiple layers
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to their live music, thus creating complex musical textures
such that of a full band. In pop/folk they were typically
used to enrich instrumental music with repeated rhythmic
patterns or to create songs with static harmony.
A search for the keyword “loop pedal cover” on Youtube

produces, at the time of this paper, about 145k matching
videos, many of which are recent amateur performances.
Typical performance consists of a build-up part where the
musician records multiple layers of sound on a fixed chord
sequence (usually four chords). The chord sequence repeats
throughout all the performance being used by the musi-
cian as an accompaniment over which s/he sings or plays
solos. However, musicians rarely include a break-down sec-
tion where tracks are muted and a new chord sequence is
introduced. This occurs because the common loop pedal
makes it di�cult to produce transitions between sections
with di↵erent durations and/or chords. As a consequence,
only songs with static harmony are performed with a pedal
loop. For example, whereas we can find plenty of covers for
Beatles songs with static harmony, we could not find any
solo performance of I feel fine with a loop pedal, as this
song is not with static harmony. In I feel fine chords change
from verse to chorus, and the two sections have di↵erent
durations.
Reflexive Looper (RL), proposed by Pachet et al. [6],

brings the potential to revive the creative use of live-looping.
Looping with RL goes beyond the play-back of sound record-
ed live, as the recorded input is transformed in several com-
plex ways before being played-back (slicing, pitch-shifting
and concatenative synthesis, see Sec. 2.4). Whereas a com-
mon loop pedal determines the playback material depending
on the position in the loop and the button pressed by the
user, each looping-agent in RL (chords, bass, drum, and
voice) determines the playback material by solving an opti-
mization problem, which is updated every few milliseconds.

We argue that the potentials of RL were not fully exploited
yet because of its focus on jazz improvisation, and the
lack of planning device for guiding the interaction. Several
human-computer improvisation systems allow for plans that
can guide the performance in a strict or loose manner [4].
Similarly to the Continuator [5], RL accumulates an ever
growing database of musical phrases from which to draw from
in fabricating the response, making them less predictable as
the performance evolves. Not only such behavior contradicts
most of Pop music, but also any music containing a begin,
an evolution and an end.
This article describes a new software architecture that

solves the problem of performing structured pop music. Pop
music, as other genres, is based on structured repetition,
which requires a significant degree of planning. We show how
the proposed system allows a solo musician to play I feel fine
by The Beatles live, something that was impossible with the
common loop pedal. We show that using RL the musician
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can easily produce seven tracks in real-time that respect the
transitions between sections with few explicit instructions
given by the musician during the performance. Nonetheless,
the interaction that we designed for pop is also applicable
to structuring improvisation in other contexts (e.g. jazz).
The new system is therefore usable in a multitude of live
scenarios with timing constraints: stage performance, piano
bar, jazz improvisations, etc.

2. REDESIGNING REFLEXIVE LOOPER
We have implemented the new system as a VST plug-in
and we also improved each of the constituent blocks of
the system which we review in this section: playing-mode
tracking (Sec. 2.1), chord substitution (Sec. 2.2), and chord
grid (Sec. 2.3). Lastly, in Sec. 2.4 we summarize the typical
interaction with RL through a short example, which shows
the potentials of implicit interaction.

2.1 Playing-mode tracking
Playing-mode tracking is a key aspect of RL allowing it to
pro-actively listen to the musician through an intelligent
real-time analysis of the audio input. The analysis aggre-
gates a custom frame-based playing-mode recognition, with
standard silence detection and onset detection algorithms to
track and tag musical phrases according to playing-modes.
Note that the current system does not need to recognize
chords from the audio input as those can be easily deduced
from the chord grid over which the musician is playing (this
will be explained in more details in Sec. 2.3).

In the previous prototype (see [6]) a MIDI-guitar was
required for playing-mode recognition, and this was not ac-
cepted by most guitarists, as they wanted to use their own
guitar without adding extra sensors. Playing-mode recog-
nition allows the system to discriminate between musician
playing chord (strumming, arpeggiated, etc.) from musician
playing melody, drums, or bassline . In the original system,
this was done by classifying features extracted from the
MIDI-events received from the guitar output [6].

In our new implementation we free the musician from the
need of MIDI-guitar by adopting another approach based on
extracting features directly from the guitar audio-signal as
explained in [2]. This approach makes RL compatible with
any electric or electro-acoustic guitar, as long as su�cient
training data for each playing mode is provided for the
specific guitar1.
For each playing mode that the musician wants to loop

(generally chords, drums and bassline, but not melody),
the system instantiates a looping-agent. This is a real-time
algorithm that runs on a dedicated thread, that keeps track
of all the musical phrases played by the musician so far in
the specific mode, labels them with the appropriate chord
names, and prepares loops to be played on the upcoming
bars. Each looping agent schedules loops in one particular
mode, according to the musical phrases collected so far, and
is subject to real-time scheduling conditions (as described in
[1]). We tune the parameters of each agent (the parameters
are described in Sec. 2.3 as constraints to the constraint
optimization) according to their mode: e.g. unlike chord,
drum loops do not respect harmonic constraints and are
never transposed.

2.2 Chord substitutions
The previous system, described in [6], uses the concept of
chord substitution coming from harmony theory. This allows
a loop to be reused in harmonic contexts which are similar

1Our training set contain at least 10 minutes of recording
for each playing mode.

to the one where the loop was recorded. For example, the
chord A minor is an acceptable substitution of the chord C
major, so if the musician has played an A minor but no C
major, the system can use the first in the place of the second.
When loading a new chord grid, the system obtains all the
possible substitutions in advance by calculating a harmonic
distance between all chord pairs. The pairs for which the
distance is below a given threshold (adjustable by the user)
are allowed substitutions each with a cost proportional to
the harmonic distance.
To calculate the harmonic similarity between two chords

we first transform each into a histogram over the pitch classes.
We give a weight of one to each pitch class in the chord (e.g.
the chord C7 corresponds to the pitch classes {C, E, G, Bb})
and two to the third of the chord, and zero to the remaining
pitch classes in the octave. Then we compute the cosine
similarity between the two deriving normalized histogram as
a similarity between chords. From the harmonic similarity x

between chords, we derive the harmonic distance as d = x�1.
Chord substitution allows the system to recycle loops for

di↵erent harmonic contexts. In the new prototype we com-
bined it with audio-transposition for a maximal flexibility
of the system. With audio-transposition musicians are not
required to play many chords, and songs can also modulate
to di↵erent tonalities. We introduced audio-transposition
into RL by integrating already existing pitch-shifting algo-
rithms (we use the Rubber Band Library2 as it is an open
source project, also other commercial pitch shifter software
can be set for better quality). To handle transposition, when
loading the chord grid, the system also calculates the cost
of substitution for each transposed pair in an interval range
defined by the user. We consider transposition as an addi-
tional cost that is combined to the cost of the substitution,
therefore promoting small transpositions over big ones.
The user can also set a maximal allowed transposition

interval (in semitones) for each looping agent, and each
agent will autonomously take decisions about the optimal
transposition and substitution to use at each moment, as
explained in the following section.

2.3 Chord grid
Before starting to play, the user selects a chord grid over
which s/he wants to improvise. RL does not make use of any
music material coming from previously recorded sessions or
any external backtrack (although in a future implementation
it might be interesting to allow that). Instead, as any live
looper, RL records audio material during the session and
plays it back in real-time without musical breaks. The saved
chord grid does not include any prepared backtrack, nor
any pre-defined transpose instruction, serving for the only
purpose of defining harmonic constraints for the selection of
material to play-back.
Once the chord grid and a BPM have been selected by

the user, RL constructs and constantly maintains a list of
future beats (Bi)i=0,...,n ordered in time, where the B0 is the
current beat, B1 is the next beat, and Bn is the further away
in time. The number of beats n in the list is determined by
the BPM, so as to include the beats in the next 10 seconds
(or another duration chosen by the user) at least (e.g. if
BPM= 120 then n = 20). At each beat Bi corresponds
a chord Ni in the grid, and a vector Mi containing other
contextual information about the beat (metrical position of
the beat, section number, and more).

All of the musical phrases that have been recorded so far
are sliced into chunks c of duration one beat and stored in the
collection C. Each chunk c played by the musician inherits

2See http://breakfastquay.com/rubberband/
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the information about the beat over which it was played.
This allows us to define N(c) and M(c), the chord content
and the contextual information of the chunk respectively.
We then define C⇤ as the extended collection of all possible
transpositions of chunks in C (the transposition is the range
of integer semitones between -7 and +7 to account for a
full octave, but can be restricted or incremented by the
user). For a chunk c⇤ 2 C⇤ transposed from c 2 C we
define M(c⇤) = M(c) and N(c⇤) = transp(N(c)), where we
transpose the chord of the same amount as the chunk. Lastly,
we define Ci as the set of acceptable candidate chunks at
beat Bi, this consists of all chunks in C⇤ that have harmonic
distance lower than a given threshold to the target chord Ni,
for which Mi is compatible to M(c). The latter condition is
verified if the metrical position in Mi is the same as M(c),
and also if other conditions depending on the settings chosen
by the user apply.

At any given instant, each looping-agent in RL determines
the playback material by solving the optimization problem:

argmin
(ci)i=0,...,n

 
nX

i=0

replCost(ci) +
n�1X

i=0

discCost(ci, ci+1)

!

under the constraints:

ci 2 Ci

where replCost(ci) is the cost of replacing the chord Ni with
the chord N(ci) given by the harmonic distance and the
transposition, and discCost(ci, ci+1) is a cost of transition
which depends on M(ci) and M(ci+1). The transition cost
penalizes discontinuities in time and transposition, especially
within the bar, thus favoring the reuse of long sequences of
audio over short ones. The problem of finding an optimal
sequence of chunks (ci)i=0,...,n is e�ciently solved using a
dynamic programming algorithm that can find a solution,
with computational complexity bounded by the square of
maxikCik.

2.4 Illustration of an implicit interaction
We illustrate how the system works with the short music ex-
ample represented in Figure 1. In the example, the musician
has chosen to play over an eight bar long chord grid, at a
tempo of 90 BPM. After hitting the start button a pre-count
of one bar announces the grid; this is the sole button to be
used as the rest of the interaction is completely implicit. In
this example the musician plays during the first four bars
while leaving the system continue alone on the remaining
four. More precisely, in bars 1-2 he plays an arpeggio, and
in bars 3-4 plays a bassline.
During bars 1-2 the system provides no back-loops as it

is launched from an empty state. The chord-agent records
the arpeggios and fabricates a musical continuation, which
gets updated continuously as the audio material gets in.
Such continuation stays however inhibited as long as the
musician continues playing the arpeggios, so is not released
immediately.

At bar 3, the shift to a new mode of playing (bassline) is
detected by the system, this removes the inhibition of the
chord-agent which is thus faded-in immediately. During bars
3-4 the same process is repeated for the bass-agent, which
records the bassline in an inhibited state until bar 5 where
the musician stops playing altogether, thus the bass agent
continuation of the bassline is also released.

These examples show how to produce a bass and chord ac-
companiment with RL within four bar, without any explicit
interaction. At this point the musician could already play a
melody or sing on top of the accompaniment which would
continue playing even on di↵erent chord sequences. We show

User plays arpeggio chords User plays bassline 

System loops chords 

     
1. 2. 3. 4. 

    

User stops playing 

5. 6. 7. 8. 

System loops bassline an octave lower 

Figure 1: This eight-bar long example illustrates the
basic use of RL. It shows how implicit interaction
defines events when each agent is activated.

in the next section how this implicit interaction, combined
with structure-constraints, can build up the arrangement of
a complete pop song.

3. EXTENDING THE SYSTEM FOR POP
In the new interface design, we attempted to create not only a
tool for engaging stage performance but also a creative music
tool for home performance with an intuitive interaction. As
RL makes it easy to build full band styles by recording few
bars, musicians often completely reshape their performance
within the first few tests. RL is described as a creative tool
by professional musicians (see [3]). We argue that improving
the interface design reinforces such creative potentials, by
avoiding disruptions of creative flow.
In this sense, our goal is to enable musicians to quickly

explore the musical possibilities given by the system (see [8]).
With this goal in mind, we believe adopting the appropriate
metaphors and UI-feedback leads to the most intuitive in-
terface, which allows controlling the system with minimal
e↵ort. The second author has been a jazz tester of the sys-
tem since he invented it. Other occasional tester have given
important feedback. During the last two years, we iterated
numerous tests with third author of this article and pop
musician Benôıt Carré. This collaboration led to numerous
minor-improvement and adaptations that summed up into
a completely new system. The result of the collaboration
is two-fold. From one side, we developed the UI-interface
metaphors that are relevant to musicians, which helped us
designing an appropriate interface. On the other side, we
learned from him which are the specificity of pop music that
require specific attention.
Most musicians testing the system wanted to gain con-

trol over the looping-agents in an explicit way by pausing,
disabling or forcing them when desired. We have tested a
commercial MIDI pedal interface to do so (see Sec. 3.2). We
noticed that our musicians would use this feature extensively
in a testing session to test results on-the-fly but in concert
situations they would tend to use this resource minimally
because in that case structure constraints are generally su�-
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Table 1: Chord sequence in the song I feel fine by
the Beatles.

Section Chord sequence

intro: A Asus4 G Gsus4

D Dsus4 D Dsus4

verse: D Dsus4 D Dsus4

A Asus4 A G

D Dsus4

chorus: D F#m G A

D F#m Em A

bridge: C Csus4 C Csus4

impro: C

Table 2: Structure constraint table used for the song
I feel fine. On the left the table for the chord agent,
on the right the analogous tables for bass, drums

and voice agents are represented in compact form.
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cient and more convenient. We also added the possibility to
create additional textures with manually activated agents
which can go beyond the pre-trained playing modes. This
feature made good use of the pedal interface and was used
by musicians more extensively in concert situations as well.

3.1 Enforcing musical structure
The chord grid may be structured into di↵erent sections
such as intro, verse, chorus, bridge, etc. In pop music struc-
ture is important and the transitions between one section
to another are often highlighted by variations in instrumen-
tation. We want RL to realize these transitions properly
without the need of extra buttons during the performance.
For this reason, we introduced structure-constraints, which
constrains the agents to use only sound material originating
from specified sections.
A typical structure-constraint is defined in the RL inter-

face by marking check-boxes in a matrix where the rows i
represent the target sections and the columns j the source
sections. Marking the (i, j)-cell as ON signifies that the sys-
tem can use audio recorded during section j when generating
loops for section i. An example matrix used for the song I
feel fine is shown in Tab. 2.

Thanks to configurable structure constraints the pop musi-
cian realized a cover of I feel fine by the Beatles. The chord
sequence for each song section is reported on Tab. 1: intro,
verse, chorus, bridge, and impro. The musician repeats each
section several times in a row and also alternates verse and
chorus, depending on the duration of the version he wants
to realize. In Fig. 2 we represented an example performance
that we have recorded. The top three rows represent the
performance of the musician, in terms of button pressed,

instrumental phrases played, and vocals. The rest of the
rows show the loops played by the system with incoming ar-
rows from their origin phrase. Throughout the three minute
performance, the musician only uses four explicit controls:
start, fx, mute-instruments, stop.
Despite the few explicit controls, all of the orchestrating

actions (activate loops, stop loops etc.) that are showed in
Fig. 2 result as a consequence of the structural constraints
chosen by the musician and his playing. Tab. 2 shows the
structural constraints chosen by the musician for chords, bass,
drums, and voice. The tables indicate whether recorded
material from one section can be used in a second. For
example, the table for the chords indicates that during the
chorus only the audio patterns recorded in the chorus can
be used. But in the verse, it can also use audio recorded
from the intro, and so on.

3.2 Pedal control
In early prototypes of RL, the controls were limited to a start
button and a stop button: a mouse click was thus su�cient
for demoing the system. In the last two years, we have
tested several MIDI devices for controlling the system, we
still have not found the ideal controller. It is a common habit
from musicians to ask for “just a button more” to control
the latest aspect of their song that has become suddenly
important. The risk of following the requests too literally is
that we end up with plenty of unrelated controls that are
too specific and are not remembered by the users. This is
why we concluded that, before deciding what device we are
going to use, we needed to define appropriate UI metaphors
that would allow organizing the controller and provide useful
feedback to the users. Following such metaphors also allows
us to state which features the ideal device should possess.
The most important metaphor in controlling the system

is that of a looping-agent which we have already introduced
in this paper. Besides being a component of our software,
a looping-agent is also intuitively understood by musicians
as a track that automatically assumes a state over which
we might act on: on, o↵, recording, automatic, or manual.
This also seems a natural extension of the traditional loop
pedals. For this reason, organizing the interface by looping-
agents results in the most consistent interface as each of
them is represented by a single controller: be it a button or
a switcher or another type of controller.

The device we are thus looking for should allow switching
between states, but also provide feedback from the software
when it is auto-piloted by the software. The simplest realiza-
tion of this principles is given by a button with a LED that
can change colors to indicate the state. We use a single press
of the button to switch between states: automatic, for using
the implicit interaction, on, to force the playback of the
loop, or o↵ to mute the loop. When in automatic-state, the
LED can also provide a feedback to indicate when the loop
is ready to play music, signifying that the looping-agent has
recorded enough material to provide a response. We found
few commercial pedals that would allow this possibility to
give LED feedback, and we have been using at the moment
the Keith McMillen Softstep pedal for the purpose3.

3.3 Video installation in concert
The current RL system was used in several concert scenario
in the last two years and participated in a competition of
new music instruments. In concert scenarios, musicians
come with a prepared performance, which means having
prepared the chord grid and the structure constraints; there

3See https://www.keithmcmillen.com/products/

softstep/
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Interaction on I feel fine

count

intro verse 2x

bridge 4x impro ad-lib

23x 7x 4x 4x

. . . . . .

musicianstart fx mute stop

arpeg. drum bass strum. drum strum.bass

sing sing sing sing

loops arpeg. strum. arpeg.

drum sing

bass sing

sing

drum

strum.

bass

Figure 2: Tracks played on the song I feel fine. The first three rows contain: the pedal actions performed
by the musician, the instrumental track played, and singing. The remaining rows show the loops generated
by the system connected to their source.

Figure 3: Musician playing with RL on stage. The
video projections, in di↵erent colors, show the mu-
sical agents playing with the musician in real-time.

is, however, space yet for some improvisation. We generally
received positive feedback from the audience, although some
people commented that it was hard to follow all the complex
transformations that RL applies to the playback material
and, because of this, some people thought that the musician
was playing over pre-recorded backtracks.

Pop music is also a genre where visuals are becoming in-
creasingly important during concerts. RL o↵ers a possibility
for creating engaging visuals of the performances by looping
videos. To best enrich the experience of the audience from
a didactic and entertaining point of view, we implemented a
video installation that displays the system status by playing
back live video transformed similarly to the audio and in
sync with the music. This allowed the audience to follow the
performance in a way that was not possible before. Each
looping-agent is visible as a looped video that is synced with
the music.
Fig. 3 shows the use of the video installation during a

concert. To realize the installation, we implemented an
application with openFrameworks4, connected to a video
camera capturing the performer live and recording the stream
of video. The application communicates via OSC to the
VST plug-in which, in turn, sends a clock-signal and the
instructions for reproducing the video loops in sync with the
looping-agents.

4. DISCUSSION
Our new system solves the problem of performing structured
pop music with a looper. Structure is given by the section-

4See http://openframeworks.cc/

structure of the song, which is set by the musician, and
enforced by specifiable structure-constraints. Each phrase
learned by the system is labeled according to the section
it was recorded from. In each section the musician can
specify structure constraints that limit the section of origin
of samples used to generate the responses.
In addition, we have improved the interface with the

system by simplifying it for the user. We implemented the
system as a VST instrument, which allows the musician to
work within his own DAW. By classifying playing modes
directly from audio, we removed the necessity for a MIDI
instrument, thus allowing musicians to use any instrument.
We introduced a MIDI pedal with LED feedback allowing to
extend the basic interaction with the system such as start
and stop buttons with additional controls over the looping-
agents. This allowed control over sound and textures which
makes RL a creative tool for experimenting with sound.

We showed, with the example of I feel fine, how structure-
constraints allow creating contrasts in rhythmic style be-
tween alternating sections of the piece (e.g. verse, chorus,
bridge). We showed that this method requires using very
few explicit controls during the performance and recording
only few bars of instrumental performance to generate all
the tracks, something that was impossible with a traditional
looper.

5. CONCLUSION
Reflexive Looper (RL) is a live-looping system inspired by
jazz combos which allows a solo musician to incarnate the
di↵erent roles of a whole rhythm section by looping rhythms,
chord progressions, bassline and voice. The system works
without pressing any button by exploiting implicit inter-
actions for guiding intelligent live-looping agents. Implicit
interactions, embodied in the music performance itself, are
possible thanks to a real-time AI-engine listening to the
audio produced by the musician. The AI continuously classi-
fies music input based on its playing-mode (e.g. strumming,
bass-line, or melody) and feeds databases of musical phrases
in di↵erent playing-modes to their respective music-playing
agents. Each agent decides what to loop back at any moment
depending on what the musician is currently playing. Using
concatenative-synthesis and transposition, the agents are
also able to respond with new musical phrases derived from
the ones previously learned.
The original implementation of RL was applied to jazz

improvisations over a chord grid with interesting musical
results. To cope with pop music structure, we introduced
specifiable structure-constraints limiting the system response
inside some parts of the song (e.g. verse, chorus, or bridge).
The user can specify such constraints in advance to enforce
a predefined structure. In addition, we introduced a set of
additional music-agents that the user can activate manually
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with a pedal interface to enrich the musical texture. We
designed the interaction with the pedal so that it is as simple
as it can get, by responding pro-actively to the commands
of the musician in a context-aware fashion. This allows a
smooth coexistence of both implicit interactions and explicit
interactions.
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ABSTRACT
Physical modelling is a sophisticated synthesis technique,
often used in the design of Digital Musical Instruments
(DMIs). Some of the most precise physical simulations
of sound propagation are based on Finite-Di↵erence Time-
Domain (FDTD) methods, which are stable, highly param-
eterizable but characterized by an extremely heavy compu-
tational load. This drawback hinders the spread of FDTD
from the domain of o↵-line simulations to the one of DMIs.
With this paper, we present a novel approach to real-time
physical modelling synthesis, which implements a 2D FDTD
solver as a shader program running on the GPU directly
within the graphics pipeline. The result is a system capa-
ble of running fully interactive, massively sized simulation
domains, suitable for novel DMI design. With the help of
diagrams and code snippets, we provide the implementa-
tion details of a first interactive application, a drum head
simulator whose source code is available online. Finally, we
evaluate the proposed system, showing how this new ap-
proach can work as a valuable alternative to classic GPGPU
modelling.
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Physical modelling synthesis, GPU, OpenGL, DMI design

ACM Classification
• Computing methodologies⇠⇠Massively parallel al-

gorithms • Computing methodologies⇠⇠Real-time
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1. INTRODUCTION
Physical modelling has the potential to synthesize a wide
range of musical sounds to be used in Digital Musical In-
struments (DMIs). The high number of parameters often
involved in physical simulations makes possible to achieve
fine audio control [14] and attracts DMI designers interested
in exploring novel interactive metaphors [11].
The work course of sound propagation in 2D is the Finite-

Discreet Time-Domain (FDTD) method, which can be used
to model di↵erent phenomena at the basis of sound and mu-
sic. Examples of FDTD-based physical modelling include
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the simulation of drums [10], wind instruments [1] as well
as voice [12].

However, physical simulations and FDTD are notorious
for being computationally extremely heavy. To simulate 2D
sound wave propagation using an FDTD scheme on a grid of
only 40x40 points, a system must be capable of running at
least 64000 floating point operations per sample. Running
at audio rate in real-time, this translates in almost 3 Giga
FLOPS, a big challenge for the technology underlying an
average DMI.

The use of Graphics Processing Units (GPUs), as opposed
to Central Processing Units (CPUs), is becoming a com-
mon solution to boost the performances of non-branching,
parallelizable physical modelling synthesis, like the case of
FDTD. General Purpose computing on GPUs (GPGPU)
frameworks facilitate the development of parallel programs
that make use of the GPU’s streaming multiprocessors for
applications that do not target graphics rendering. How-
ever, due to the complexity of the GPU’s architecture and to
the intrinsic challenges of parallel programming paradigms,
it is still not an easy goal to leverage o↵ the full computa-
tional power of a graphics card when using GPGPU.

In this paper, we present the details of a di↵erent ap-
proach to GPU physical modelling synthesis, working within
the standard graphics pipeline. Based on a novel OpenGL
implementation, our system combines vertex and fragment
shaders to allow for seamless full usage of the GPU’s stream-
ing multiprocessors and texture memory. The result is an
extremely fast alternative to GPGPU implementations of
massive simulations, that allows for sample-based control
of synthesis parameters and can render a useful real-time
graphical representation of the state of the system.

The contribution of this paper is threefold. First, we show
how FDTD solvers map to the graphics rendering pipeline,
to implement highly optimized real-time physical modelling
synthesis. Second, we include code snippets as well as a link
to the source code of a complete C++ and OpenGL Shading
Language (GLSL) example of a drum head simulator, for
the NIME community to replicate it an extend it. Finally,
we compare our system with two other implementations,
one running on the CPU, the other based on GPGPU [10],
and discuss the advantages of the proposed approach from
the perspective of novel DMI design.

2. RELATED WORK
As the desire for more accurate and expressive sound syn-
thesis grows, so do the computational requirements. To
accelerate computation, many signal processing algorithms
have been adapted to the GPU. Several examples of Fast
Fourier Transform implementations based on GPGPU or
shader languages can be found in the literature [4, 3]; this
led to the development of a standard CUDA library as well
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as a native OpenGL implementation1. Both a million-voice
real-time additive synthesizer [9] and a multi-object modal
synthesis engine [14] were demonstrated using GPU hard-
ware that is now several years-old.
As already introduced, GPUs are leveraged for their abil-

ity to e�ciently execute and synchronize many lightweight
cores for parallelized operation. FDTD solvers, while com-
putationally expensive, often easily parallelize, making GPUs
an obvious choice for processing. Room acoustics simulation
can use FDTD equations, thus, GPUs have been used quite
often in this domain to measure reflections and compute
band-limited room impulse responses [8]. Pre-computed
full-band room impulse responses were later studied [5].
Additionally, many FDTD-based numerical models of vari-
ous wind and percussive musical instruments have been ex-
plored [2], including a GPU-based timpani simulation that
accurately models sound synthesis from the drum mem-
brane [13].
Though the domain of audio-rate FDTD simulation is

largely o✏ine, there are many recent examples demonstrat-
ing real-time performance. Musical instrument simulation is
a natural choice for such applications. Researchers demon-
strated a variety of possibilities including a percussion in-
strument using modal synthesis with multi-touch input [6],
a 2D drum membrane simulation [10], and 2D virtual wind
instrument sandbox simulation [1]. In the area of room
acoustics, real-time 3D band-limited small room simulations
have been studied [7].

3. SYSTEM DESIGN
In this section, we describe the implementation details of
our GPU drum head simulator. This practical example
is used to show how to set up an OpenGL-based physical
modelling audio synthesis application. First, the acoustic
model underlying the simulation is presented; then, the ac-
tual main steps of its GPU implementation are illustrated,
with the support of diagrams and code snippets. The full
and commented source code of the application can be found
at http://toomuchidle.com/opengl-fdtd/.

3.1 Acoustic Model
The behavior of our drum head is modelled according to the
following discretization of the standard 2D acoustic wave
equation:

pn+1 =
2pn + (µ�1)pn�1 + ⇢(pL+pR+pU+pD � 4pn)

µ+1
(1)

with:

pL,R,U,D =

⇢
pn� if boundary

pnl,r,u,d else

(2)

The equations above describe a quite common FDTD
scheme, where p denotes the acoustic pressure value in the
current grid point and the indices n + 1, n and n � 1 re-
fer to the time step, respectively next, current and previ-
ous; pl, pr, pu, pd represent the pressure value sampled on
the four immediate neighbors of the current point, on the
right, on the left, on top and below it respectively. Equa-
tion 2 describes how boundary conditions are enforced using
these neighbor values; the term � in the boundary case al-
lows to transition between two conditions: fully clamped
edge (� = 0) and free edge (� = 1). The properties of
the simulated material are defined by the absorption coef-
ficient µ (0 < µ < 1) and by the term ⇢, which is defined

as ⇢ =
�
c

�t
�s

�2
; c is the speed of sound in the medium (i.e.,

1GLFFT website: https://github.com/Themaister/GLFFT

the simulated material), �t is the inverse of the simula-
tion sample rate (44100 Hz) while �s is the size of each
single point on the grid. To assure stability, the Courant-
Friedrichs-Lewy condition must be satisfied (⇢  0.5).

Our drum head is composed of a grid of points surrounded
by a boundary layer. When excited by an impulse (i.e.,
a virtual strike on the drum head), the pressure values at
each point start to oscillate and can be sampled and treated
as an audio stream. Di↵erent sounds can be obtained by
modifying the material’s properties (µ and ⇢), and by means
of changing the number of grid points, the shape and the
type of the enclosing boundary layer (from clamped to free).
Furthermore, it is possible to change the bandwidth of the
excitation impulse, to simulate di↵erent kinds of strikes,
e.g., sticks, mallets.

3.2 GPU Implementation
The GPU implementation of the solver relies on the us-
age of a texture to store pressure propagation on our sim-
ulated drum head, with one texture fragment representing
a single grid point. The actual pressure calculation algo-
rithm (Equation 1 and Equation 2) is defined in a fragment
shader, that determines the behavior of each grid point and
runs in parallel on the drawn texture fragments. The num-
ber of concurrent threads depends on the specifications of
the used GPU. An OpenGL Frame Bu↵er Object (FBO) is
employed to make the shader render to the texture instead
of filling the render bu↵er (and render on screen).

The FDTD scheme described in Section 3.1 is an explicit
solver, since the next pressure value depends only on the
current and the previous state of the system. In particular,
to compute the next value of a pressure point, the solver
needs to know the current and the previous value of the
same point on the grid, as well as the current values of the
four neighbor points. This scheme must be preserved in the
GPU implementation and in the operations defined in the
fragment shader.

3.2.1 Fragment Read/Write Access

Since version 4, OpenGL supports read/write fragment op-
erations on each fragment of a texture, a feature that can
be appropriated to design a highly optimized parallel solver.
In particular, when the RGBA channels of a fragment are
drawn, OpenGL 4 allows values sampled from other por-
tions of the texture to be used to carry out the calculation
of the newly assigned color (as opposed to using only the
current fragment values). Thanks to this feature, instead
of using separate textures to store pressure values for each
time step, we can employ a single texture divided in por-
tions, using the R channel to save pressure. Since the solver
needs the current and the previous pressure values, the tex-
ture is divided in two parts only, one to store values from
time step n, the other to store values from time step n� 1.
At each simulation cycle, only the fragments of the n � 1
portion are updated (rendered) and filled with the n + 1
values, computed by the fragment shader; then, time step
indices are swapped, i.e., the updated portion changes from
n� 1 to n and, vice versa, portion n becomes n� 1. In this
way we work in a thread-safe context, since we always re-
trieve neighbor pressure values for time step n (pL,R,U,D in
Equation 1) and the current point’s pressure values n and
n � 1 (pn,n�1 in Equation 1) from portions of the texture
that are not being modified by concurrent threads. Even-
tually, to assure thread synchronization, a memory barrier
call is performed at the end of every simulation cycle (see
the code snippet in Section 3.2.4).

This structure makes the system very lightweight. The
single texture is bound only once during the initialization
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of the simulation, while the indices swapping is handled
by means of alternatively enabling two sets of draw arrays
within an OpenGL Vertex Bu↵er Object (VBO) (more de-
tails in Section 3.2.3 and Section 3.2.4). In contrast, using
two di↵erent textures would require alternate binding, an
operation that would remarkably slow down the whole ren-
dering process.

3.2.2 Full Texture Layout

As described in Section 3.2.1, the used texture is divided
into two portions to accommodate the pressure values from
time steps n and n � 1. These two portions, which from
now on will be referred to as Tex0 and Tex1, are equally
sized (each portion contains as many pixels as the number
of grid points in our simulation domain) and lie side by side
within the full texture. At each simulation cycle, Tex0 and
Tex1 alternatively contain the current pressure values in
the domain and the previous ones.
The full texture layout (Figure 1) also includes a third

and a fourth portion (Tex2 and Tex3), placed on top of
Tex0 and Tex1. Tex2 is much like an audio bu↵er inside
the texture; it is one pixel high, as wide as Tex0 and Tex1
placed side by side, and it serves to store the pressure val-
ues computed on the grid point we want to sample. At
each simulation cycle, a single pressure sample is lined up
in Tex2, which is then read by the CPU once the bu↵er is
full, by means of getPixels, a standard OpenGL Pixel Bu↵er
Object (PBO) operation. The details on how the sampling
happens in the fragment shader are illustrated in Section
3.2.5.

Figure 1: This diagram shows the full texture layout and
its mapping on the vertices.

The fourth and final portion (Tex3) has same size as Tex2
and is placed between it and Tex0/Tex1. This portion acts
as an empty separator between the audio bu↵er and the ac-
tual simulation domain, so that the fragments placed on the
top edge of Tex0 and Tex1 do not access the audio sam-
ples stored in the bu↵er when accessing pU . The channels
of this texture portion contain all zeros and they are never
updated throughout the simulation.
Tex3 is the only extra portion needed to prevent the sim-

ulation from being corrupted by “dirty” samples. Whenever
a fragment tries to fetch a sample outside the texture (e.g,
pD from the bottom edge fragments of Tex0 and Tex1), a
black color value is retrieved (i.e., no pressure).

3.2.3 Vertices and Texture Mapping

Once the layout of the full texture has been designed, it is
necessary to define the polygons on whose faces OpenGL
will place the di↵erent portions of the texture, to read (tex-
ture mapping) and update (render-to-texture) the pixels. In
this way, invoking a draw call on a specific polygon will re-
sult into the proper read/write update of Tex0, Tex1 (sim-
ulation step) or Tex2 (audio sampling).

We use three di↵erent flat rectangular surfaces (Quad0,
Quad1 and Quad2) as polygons, each described by four co-
planar 3D vertices (z = 0). These three Quads cover almost
the whole OpenGL workspace and their proportions are the
same as the ones of the texture portions Tex0, Tex1 and
Tex2: Quad0 and Quad1 are equally sized and placed side
by side, while Quad2 is a single line placed on top of them,
but separated by an empty row. This displacement, com-
bined with the usage of the FBO, determines a physical
overlapping of the polygons with the texture portions (Fig-
ure 1), so that Tex0 and Tex1 are respectively updated
every time Quad0 and Quad1 are drawn, while a draw call
on Quad2 triggers the update of Tex2. There is no Quad
associated with Tex3 (thus the empty line left between the
Quads), since, as mentioned before, this portion is never
updated.

Figure 2: Fragment access pattern. The fragments that
the shader needs to sample to compute the next pressure
value are highlighted in yellow.

The position in the workspace of each vertex is stored into
a VBO, together with a series of attributes. Attributes are
the standard way to perform texture mapping; by means
of coupling each vertex with some texture coordinates, the
shader program can locally access (read) the texture2 when
drawing all the fragments on the polygons’ faces. In our
case, the fragment shader has to access six di↵erent tex-
ture coordinates: p

n, p

n�1 and the four neighbor values
pL,R,U,D. As depicted in Figure 2, to read the value p

n

needed to compute p

n+1, a fragment has to access the por-
tion of the texture that is on the opposite side of the Quad
where it resides (from time step n � 1 to n). For this rea-
son, each vertex is coupled in the VBO with the texture
coordinates of the respective point in the opposite texture
portion. The same coordinates are then repeated for each
of the four direct neighbors by simply applying a one-pixel
shift in the selected direction. A final set of coordinates
could be added to the VBO to access p

n�1 as this value at
this time is stored in the texture portion overlapped with
the Quad that the vertex belongs to. However, to avoid an
extra texture sampling operation (repeated for every frag-
ment in every time step), we can store the previous pressure
value in the G channel of the texture. By doing so, a frag-
ment can retrieve both p

n (channel R) and p

n�1 (channel
G) with a single color sampling.

Useful additional information about the grid points can
be stored in the other unused channels of the texture, i.e.,
B and A. We use B to distinguish boundary points (B = 0)
from regular drum head points (B = 1), while A is used
to identify excitation points (A = 1). These settings are
passed to the texture during initialization and they can be
modified at run-time adding an extra PBO within the source
code. The possibility to define di↵erent subsections within
the domain (also dynamically), each with its own shape and

2Since we are using an FBO, the texture accessed by the
shader is the same that the shader updates. This happens
in a transparent way and does not require specific attribute
setups.
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excitation points, is particularly handy to turn this appli-
cation into an actual DMI, as discussed in Section 4.2.

3.2.4 Simulation Cycle

The simulation cycle is composed of two main steps: the
advancement of the simulation across the whole grid (sim-
ulation step) and the storage in the bu↵er of the new audio
sample from a chosen grid point (audio step).
As introduced in the previous sections, in each cycle the

simulation step alternatively updates Tex0 or Tex1. This
generates two di↵erent step sub-cases: one where Quad0
is drawn and the other where Quad1 is drawn. This al-
ternation also a↵ects the audio step, since the bu↵er has
to contain audio samples alternatively picked from one of
the two texture portions. To handle this, four subsequent
states have been defined, two per each step: state0, in which
Quad0 is drawn (simulation step), state1, in which the au-
dio bu↵er samples Tex1 (audio step), then state2, during
which Quad1 is drawn (simulation step) and finally state3,
when the audio sample is grabbed from Tex0 (audio step).
The order of the four states enforces audio sampling on the
previous pressure values instead of on the most recent ones.
This is to avoid race conditions between simulation and au-
dio step threads, for the n+1 time step update might not be
complete yet when the audio steps are called, as is relevant
especially in large domains.
A single shader program implements these four behaviors,

using the current state to switch between them; its content
will be described in the next section. The simulation cycle
resides inside of a loop automatically called by an ALSA
audio callback when a new bu↵er is required. Its C/C++
implementation is displayed in the following code snippet:

// pass next e x c i t a t i o n value

g lUni form1f ( excitation_loc , excitation ) ;

// s imu la t i on step ( s t a t e0 or s t a t e2 )

state = quad ∗2 ;
g lUni form1i ( state_loc , state ) ;

glDrawArrays ( GL_TRIANGLE_STRIP ,

vertices [ quad ] [ 0 ] , vertices [ quad ] [ 1 ] ) ;

// audio step ( s t a t e1 or s t a t e3 )

g lUni form2fv ( wrCoord_loc , 1 , wrCoord ) ;

g lUni form1i ( state_loc , state+1) ;

glDrawArrays ( GL_TRIANGLE_STRIP , vertices [ 2 ] [ 0 ] ,

vertices [ 2 ] [ 1 ] ) ;

// prepare next cy c l e

quad = 1�quad ;

wrCoord [ 1 ] = in t ( wrCoord [ 1 ]+1)%4;

i f ( wrCoord [1]==0)

wrCoord [0]+= fragWidth ;

// re�sync a l l p a r a l l e l GPU threads

glMemoryBarrier ( GL_TEXTURE_FETCH_BARRIER_BIT ) ;

The vertices array contains the indices of the vertices that
belong to each Quad, reflecting their order within the VBO.
These values are passed to the draw call to choose which
Quad to render, according to the current state (both state1
and state3 render Quad2, i.e., the audio Quad).
The additional steps pass the new excitation value (float-

ing point variable excitation) to the shader and update the
state variables for the the next cycles. The array wrCo-
ord serves as a write pointer to access the audio bu↵er in
the next available location; its first element contains the x

coordinate of the next free fragment in Tex2. Since up to
four samples can be stored in each fragment (in the RGBA
channels), the second element contains the index of the next
available channel. When the audio bu↵er is full, all its pix-
els (residing in Tex2) are read in one block by the CPU
and the write pointer is reset. This is also an appropriate
place where a second shader program can be called, which

simply renders to an OpenGL window the fragments of the
latest state of the system to provide visual feedback. Doing
so, the visual update is considerably slower than the audio
rate; a more frequent screen render (e.g., 44100 Hz) would
undermine the performance of the system, without adding
any beneficial visual e↵ect.

The excitation value, the write pointer as well as the cur-
rent state are passed to the shader program as OpenGL
uniforms. In a similar fashion, other control parameters
can be sent to control the shader program in real-time.

3.2.5 Shaders

The drum head simulation is based on two shader programs,
one implementing the actual FDTD solver, the other acting
as a screen renderer. Each program is composed of a vertex
and a fragment shader written in GLSL.

In both cases, the vertex shader applies the positions
passed by the draw call to the drawn vertices in the sim-
ulation cycle. It also reads the attributes associated with
these positions and forwards them to the fragment shader
it is combined with. The fragment shader of the screen ren-
der is a simple color-mapper that fills the fragment with a
di↵erent color according to its type (channels B and A) and
to the stored pressure (channel R), to visualize the current
state of the system.

The solver fragment shader is composed of three main
sections. The first one is composed of a main if-satement
structure that checks the current state (uniform variable)
and either triggers the FDTD solver (state0 or state2) or the
audio sampling (state1 or state3). The following code snip-
pet shows the GLSL implementation of the FDTD solver:

// p n and p n�1

vec4 frag_c = texture ( txture , tex_c ) ;

vec4 p = frag_c . rrrr ;

f l o a t p_prev = frag_c . g ;

// ne ighbours ( pl n , pr n , pu n , pd n )

vec4 p_neigh ;

vec4 b_neigh ;

// l e f t

vec4 frag_l = texture ( txture , tex_l ) ;

p_neigh . r = frag_l . r ;

b_neigh . r = frag_l . b ;

// repeat f o r r ight , up and down

// . . .

// p a r a l l e l computation o f pL ,R,U,D ( eq . 2)

vec4 pLRUD = p_neigh ∗ beta_neigh +

p∗(1� beta_neigh ) ∗ gamma ;

// assemble equat ion 1

f l o a t p_next = 2∗p . r + ( mu�1) ∗ p_prev ;

p_next += ( pLRUD . r+pLRUD . g+
pLRUD . b+pLRUD . a�4∗p . r ) ∗ rho ;

p_next /= mu+1;

// e x c i t a t i o n

i n t is_excitation = in t ( frag_c . a ) ;
p_next += excitationInput ∗ is_excitation ;

// pack and return

return vec4 ( p_next , p . r , frag_c . b , frag_c . a ) ;

This code is the most computationally intense part of the
algorithm and is repeated for every fragment (grid point) in
each simulation cycle, which is called 44100 times per sec-
ond. The implementation does not include any conditional
statements (no branching), which would heavily slow down
the computation. The neighbor pressures pL,R,U,D (Equa-
tion 2) are calculated with vector arithmetic, which can run
in parallel on some GPUs. The variables texc and texl are
two of the five texture coordinate attributes passed by the
vertex shader.
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The audio sampling shader algorithm is displayed in the
following code snippet, again in its GLSL implementation:

// copy prev ious samples with in fragment

vec4 retColor = texture ( txture , tex_c ) ;

// i s t h i s next a v a i l a b l e fragment ?

f l o a t diffx = tex_c . r�wrCoord [ 0 ] ;

i f ( ( diffx<fragWidth ) && ( diffx>=0) ) {
// sample chosen g r id po int

i n t rdState = 1�(state /2) ;

vec2 audioCoord = listenerFragCoord [ rdState ] ;

vec4 audioFrag = texture ( txture , audioCoord ) ;

// s i l e n c e boundar ies

f l o a t audio = audioFrag . r ∗ audioFrag . b ;

// put in the c o r r e c t channel

retColor [ i n t ( wrAudio [ 1 ] ) ] = audio ;

}
re turn retColor ;

This code fills the audio bu↵er. It is called only on the
fragments belonging to Tex2, a very small texture portion,
making this section not critical. The array listenerFragCo-
ord is the uniform that contains the texture coordinates of
the grid point we want to sample, on both Tex0 and Tex1.
The fragments’ width is fixed throughout the simulation.

4. EVALUATION
We assessed the performances of the presented application
on three di↵erent machines. Their specifications are quite
heterogeneous and provide us with a good test case. The
first machine (M1) is a powerful system, with an 8-core
Intel i7-3770K processor (3.5 GHz) and equipped with an
Nvidia GTX Titan X GPU (second last Nvidia GPU gen-
eration at the time of writing). The second machine (M2)
has an extremely powerful CPU, an 8-core Intel i7-4790K (4
Ghz), and mounts a relatively recent Nvidia Quadro K5200
(2014). The last machine (M3) is the least performative
of the three, its CPU is an Intel Core 2 Duo (3 GHz)
and it is equipped with a cheap Nvidia GeGorce GT 640
(2012). All the machines run Ubuntu with a generic ker-
nel and were connected to an M-Audio M-Track Eight, a
semi-professional audio interface suitable for live music per-
formances.
A first metric to evaluate the overall drum head applica-

tion on the three machines consists of estimating the max-
imum number of grid points (i.e., domain size) the solver
can handle in real-time, without producing bu↵er under-
runs. We selected four relatively small bu↵er sizes to be
tested (256, 128, 64 and 32 samples), to preserve the re-
sponsiveness of the application. Per each bu↵er size, we
gradually enlarged the domain, until underruns were de-
tected. Every bu↵er/domain configuration was tested four
times; during each run, the membrane was repeatedly ex-
cited, to simulate the computational load of typical DMI
interaction. Finally, we repeated the whole protocol this
time using a sequential implementation of the same solver,
written in C++ and completely running on the CPU.
The second evaluation presented in this work specifically

targets the GPU solver and its implementation. Follow-
ing the example of Sosnick and Hsu [10], we measured the
time the solver takes to synthesize 5 seconds of audio, dur-
ing which the membrane is excited five times at regular
intervals. Since the aim was to isolate the performance
of the solver, only the actual GPU computation and the
CPU/GPU data exchange processes were timed. Two bu↵er
sizes and three domain sizes were chosen for our time test,
to check how the performances scale varying the two pa-
rameters.

4.1 Results
Table 1 reports the biggest domain sizes we managed to sim-
ulate without incurring in underruns on the three machines,
in each configuration. Table entries from architectures (i.e.,
GPUs and CPUs) mounted on the same machine share the
same background color. As expected, the reported values
reflect the specifications of each architecture, with the GPU
implementation always showing better performances. In
particular, the di↵erence between CPU and GPU imple-
mentation on the same machine is always in the range of
two orders of magnitude. It is interesting to note that some
preliminary tests (not included in this work) suggested that
the specifics of the CPU do influence the performances of
the GPU implementation.

Some table entries are missing for M3, since underruns
were consistently detected on both the GPU and CPU im-
plementation when the bu↵er was set to 32 samples, re-
gardless of the domain size. In the case of the GPU im-
plementation, the same happened also with a bu↵er of 64
samples.

Table 1: Maximum Domain Sizes.

Architecture

Bu↵er size
(samples) 256 128 64 32

GTX Titan X 420x420 416x416 402x402 150x150

Intel i7-3770K 48x48 48x48 48x48 46x46

Quadro K5200 282x282 274x274 260x260 194x194

Intel i7-4790K 76x76 74x74 74x74 58x58

GeForce GT640 118x118 114x114 - -

Intel Core 2 Duo 18x18 18x18 18x18 -

Table 2 contains the results of the time tests, averaged
over ten runs, and shows how the e�ciency of the solver gets
higher by incrementing the domain size. The background
color of the entries is used to highlight di↵erent bu↵er size
configurations on the same GPU.

On all the three machines, increasing the bu↵er consid-
erably sped up the computation; in particular, the boosts
reported for M1 and M2 are almost identical, across all the
domain sizes. In line with the results showed in Table 1,
only M1 managed to simulate in real-time (<5000 ms) the
domain composed of 320x320 points (fourth column).

Table 2: Execution Times.

GPU - Bu↵er size

Domain size
(points) 20x20 80x80 320x320

GTX Titan X - 128 samples 1054 ms 1239 ms 2896 ms

GTX Titan X - 512 samples 843 ms 959 ms 1574 ms

Quadro K5200 - 128 samples 1295 ms 1615 ms 6186 ms

Quadro K5200 - 512 samples 1003 ms 1318 ms 5818 ms

GeForce GT640 - 128 samples 2257 ms 2991 ms 38699 ms

GeForce GT640 - 512 samples 1126 ms 2666 ms 31605 ms

4.2 Discussion
Extremely big domains can be simulated in real-time using
the proposed approach, especially when running on mod-
ern GPUs. While previous work in literature showed how a
small domain (e.g., 21x21 points) is enough to synthesize a
wide range of percussive sounds [10], the possibility to inter-
act with a much higher number of grid points allows for the
design of more sophisticated instruments. For example, the
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domain can be split in sub-sections, each characterized by
di↵erent shapes and material parameters, that can also be
manipulated in real-time. Furthermore, the direct visual-
ization of the propagating waves through these big domains
provides a better understanding of the underlying physical
phenomena at di↵erent scales, and fosters their creative ex-
ploration. The result is a Hyper Drumhead, an instrument
that can extend physical simulation beyond the boundaries
of real physics.
It is somewhat not surprising that modern hardware is ca-

pable of massively sized simulations, even when using small
bu↵er sizes. In contrast, the performances achieved by M3
are quite remarkable. Thanks to the proposed approach, it
is possible to turn an old machine, with a very slow proces-
sor and a cheap GPU, into a responsive instrument running
heavy-duty physical modelling synthesis, on domains span-
ning across more than ten thousand grid points.
The results of the time tests can be used to compare our

shader-based approach with the FDTD solver presented by
Sosnick and Hsu in [10]. In their work, the authors describe
a GPGPU implementation of a drum head algorithm that is
analogous to the one underlying our application. Further-
more, the specifications of our GeForce GT640 (mounted
on M3) fall in between the ones of two of the three GPUs
tested in [10]: the GTX285 (GT1) and the 8800 GT (GT2).
This provides us with a starting frame of reference, even if
GT1 and GT2 are coupled with more powerful CPUs.
When running with a 512 sample bu↵er and on a domain

of 20x20 on M3, our shader-based system reported execu-
tion times that are only slightly higher than the ones of the
corresponding GPGPU configuration running on GT1, but
quite lower when compared to results from GT2. This is
a good result, especially considering the di↵erence between
the compared architectures. Since e�ciency exponentially
grows by enlarging the domain, the comparison should con-
tinue using a higher number of grid points. However, the
reference GPGPU approach allows domains as big as 21x21
points, since the implementation can only use a limited por-
tion of the texture memory.

5. CONCLUSIONS
In this work, we presented a novel approach to real-time
physical modelling synthesis, based on the usage of OpenGL
vertex and fragment shaders running on the GPU.We showed
how with this method we can use the graphics pipeline to
conveniently implement fast and scalable parallel physical
models, and in particular the ones based on FDTD solvers.
Since FDTD schemes can be employed to design quite

sophisticated DMIs, we shared the details and the source
code of an example musical application, which simulates the
membrane of a drum head. The performances of the appli-
cation were evaluated on di↵erent GPUs and CPUs, both
in terms of spatial and temporal scalability. The proposed
shader-based approach proved ideal for the design of mas-
sively sized, responsive musical instruments, that simulate
wave propagation and can also include a visual representa-
tion of the current state of the system.
Although the implementation of FDTD solvers as shader

programs well matches the structure of GPUs’ multi light-
weight cores, we do not suggest it should replace GPGPU
programming. GPGPU can still be used to heavily paral-
lelize this kind of computation, possibly achieving similar
results. Furthermore, other physical modelling examples
that do not quite fit the limitations imposed by the graphics
pipeline would find a better implementation with GPGPU
architectures, like for example finite element methods.
The main purpose of this paper is to provide NIME and

GPU enthusiasts with a new alternative to choose from

when working in the challenging domain of real-time phys-
ical modelling synthesis.

6. ACKNOWLEDGMENTS
This project is supported by a Marie Curie International
Outgoing Fellowship within the 7th European Community
Framework Programme and by the Natural Sciences and
Engineering Research Council (NSERC) of Canada. We
would like to thank Dr. Nikunj Raghuvanshi and Arvind
Vasudevan for their precious help, and Nvidia Corporation
for donating the graphics card used in this work.

7. REFERENCES
[1] A. Allen and N. Raghuvanshi. Aerophones in flatland:

Interactive wave simulation of wind instruments.
ACM Transactions on Graphics, 34(4):134, 2015.

[2] S. Bilbao and J. Chick. Finite di↵erence time domain
simulation for the brass instrument bore. The Journal
of the Acoustical Society of America,
134(5):3860–3871, 2013.

[3] K. Moreland and E. Angel. The ↵t on a gpu. In Proc.
of the ACM SIGGRAPH/EUROGRAPHICS conf. on
Graphics hardware, pages 112–119. Eurographics
Association, 2003.

[4] Y. Ogata, T. Endo, N. Maruyama, and S. Matsuoka.
An e�cient, model-based cpu-gpu heterogeneous ↵t
library. In Parallel and Distributed Processing, 2008.
IPDPS 2008. IEEE International Symposium on,
pages 1–10. IEEE, 2008.

[5] N. Raghuvanshi and J. Snyder. Parametric wave field
coding for precomputed sound propagation. ACM
Transactions on Graphics, 33(4):38, 2014.

[6] Z. Ren, R. Mehra, J. Coposky, and M. C. Lin.
Tabletop ensemble: touch-enabled virtual percussion
instruments. In Proc of the ACM SIGGRAPH
Symposium on Interactive 3D Graphics and Games,
pages 7–14. ACM, 2012.

[7] L. Savioja. Real-time 3d finite-di↵erence time-domain
simulation of low-and mid-frequency room acoustics.
In 13th Int. Conf on Digital Audio E↵ects, volume 1,
page 75, 2010.

[8] L. Savioja, D. Manocha, and M. Lin. Use of gpus in
room acoustic modeling and auralization. In Proc.
Int. Symposium on Room Acoustics, page 3, 2010.
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ABSTRACT
The recent resurgence of Virtual Reality (VR) technologies
provide new platforms for augmenting traditional music in-
struments. Instrument augmentation is a common approach
for designing new interfaces for musical expression, as shown
through hyperinstrument research. New visual a↵ordances
present in VR give designers new methods for augmenting
instruments to extend not only their expressivity, but also
their capabilities for computer assisted tutoring. In this
work, we present VRMin, a mobile Mixed Reality (MR)
application for augmenting a physical theremin, with an im-
mersive virtual environment (VE), for real time computer
assisted tutoring. We augment a physical theremin with
3D visual cues to indicate correct hand positioning for per-
forming given notes and volumes. The physical theremin
acts as a domain specific controller for the resulting MR
environment. The initial e↵ectiveness of this approach is
measured by analyzing a performer’s hand position while
training with and without the VRMin. We also evaluate the
usability of the interface using heuristic evaluation based on
a newly proposed set of guidelines designed for VR musical
environments.
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Virtual Reality, Mixed Reality, Music Pedagogy, Theremin
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H.5.1 [Information Interfaces and Presentation] Multime-
dia Information Systems—Artificial, augmented, and vir-
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1. INTRODUCTION
Developed in the 1920s by Leon Theremin while experi-
menting with radios, the Theremin is one of the earliest
electronic music instruments and one of the few instruments
that is performed without physical contact (and without the
use of a computer). The continuous nature of the Theremin
makes it one of the most expressive electronic music instru-
ments for performers. However, this continuous nature also
makes it one of the most di�cult instruments to learn and
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Figure 1: Milgram’s Reality-Virtuality Continuum

play. While many musicians have used it as a novel addi-
tion to their compositions it was never fully adopted as a
new musical voice, and only a few players have mastered it.
Instead the theremin is mostly known for the eerie sounds
of Sci-Fi movies of the 1950s. The theremin has, however,
had a substantial influence on NIME.

One such area is the work on hyperinstruments, a term
introduced by Tod Machover at MIT Media Lab [12]. Hy-
perinstruments are traditional instruments that have been
augmented with sensors for real-time processing of perfor-
mance data. They enable the type of computer control and
music generation provided by digital instrument that is typ-
ically not available to performers of acoustic instruments.
One of Machover and colleagues’ most prominent hyperin-
struments, the Hypercello, used similar electric field sensing
techniques to the Theremin for the sensing of an augmented
bow for the cello. The instrument, implemented by Ma-
chover’s colleagues, Paradiso and Gershenfeld, was designed
for Yo Yo Ma to perform Machover’s composition Begin
Again Again.... [20]. The Hypercello, like many hyperin-
struments since then, was specifically designed for a com-
position and required invasive augmentation with sensors of
a specially designed cello. Such invasive modifications are
expensive, hard to implement, and di�cult to adopt by mu-
sicians. More recently researchers have used advanced and
innovative sensors for non-invasive instrument augmenta-
tion [23]. New technologies for Virtual Reality (VR) and
Mixed Reality (MR) a↵ord more possibilities for augment-
ing instruments. While sensors allow for more gestural con-
trol, VR and MR add a new layer of visual a↵ordances to
the interaction. Instead of interacting with an intangible
location within the performance space, VR can be used to
add virtual objects to the environment providing visual cues
to guide a musician’s interaction with the instrument.

VR and MR are similar concepts that vary in relation to
the degree the user is immersed in a virtual environment.
As Milgram proposed with his Reality-Virtual Continuum,
shown in figure 1, MR is any environment that mixes real
world components with a virtual environment, with aug-
mented reality and virtual reality at the extremes of the
continuum [14].

In 1992 Jaron Lanier (often thought to have coined the
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term Virtual Reality) performed The Sound of One Hand,
a live improvisation of VR music instruments. One of the
more notable aspects of his performance was that Lanier
performed multiple instruments using only one hand, cre-
ating a performance that could not be accomplished with
physical instruments [9]. Since then, however, there has
been little research exploring the possibilities of performing
music in immersive environments.
The visual a↵ordances of VR and MR can extend tra-

ditional instruments, and hyperinstruments, in a number
of ways. With the emergence of depth sensors, such as the
Kinect, that allow performers to interact with virtual space,
VR and AR can be used to add visual signifiers to the space
that provide visibility to the additional functionality of in-
strument. Additionally the visual signifiers could be used
as training mechanisms for new musicians to learn the par-
ticular instrument. With this work we propose, VRMin, a
system for the later case, in which we augment a physical
theremin with visual objects to help new thereminists learn
correct hand positioning and placement.

1.1 Hyperinstruments
Since Tod Machover’s work on hyperinstruments there has
been significant research on augmenting instruments with
sensors and microcontrollers to extend the capabilities of
traditional instruments. Young’s Hyperbow uses sensors and
custom hardware track the position, acceleration, force and
angle of a violin bow. The sensor data a↵ords musicians
new expressivity in their performance by allowing the vio-
linist to alter the acoustic sound of the violin in real-time
using gestures from the bow [25]. Overholt takes augment-
ing the violin one step further by designing the augmented
violin from the ground up building the hardware and sen-
sors directly into the instrument [19]. The Electrumpet is
a standard trumpet augmented with additional sensors and
buttons for additional control of the acoustic output. While
Electrumpet augmentation was not completely invasive to
the original instrument it does require the technical exper-
tise to work with microcontrollers for a musician to imple-
ment in their own instruments [10].
The release of RGB-D sensors such as the Kinect has led

developments in non-invasive augmentation seen in Trail
and collegues’ work on augmenting pitched percussion in-
struments using a Kinect[23]. Using sensors like the Kinect
a↵ords more accessible and a↵ordable instrument augmen-
tation since all that is needed is a Kinect and computer
running the special middleware. As sensors improve and
Virtual and Augmented Reality become more prevalent we
expect to see the emergence of hyperinstruments solely us-
ing these technologies to augment the capabilities of tradi-
tional instruments with virtual objects.

1.2 Virtual Reality Music Instruments
Advances in VR and MR technologies have expand the pos-
sibilities for creating New Interfaces for Musical Expression
(NIME) and Learning. With the advent of VR, a new cat-
egory of NIME is emerging, Virtual Reality Music Instru-
ments (VRMI). VR adds a visual layer to the design of
NIME and thus far there is little research on how the new
visual a↵ordances of VR can to be used for music interfaces.
One of the first published research experiments of VR-

MIs may be the work of Maki-Patola and colleagues. In
this work the authors analyzed four VRMIs using Jorda’s
concepts of e�ciency and learning curve [8]. In their find-
ings, they reported that because VR is a di↵erent medium
compared to a the real world, mimicking traditional instru-
ments in VR may not result in better instruments unless VR
is used to augment real instruments with additional control.

Furthermore, they noted the potential of visualization for
providing visual cues, teaching users and visualizing sound
[13].

The majority of research of VRMI has led to interfaces
in which a perform generates musical sounds through in-
teractions with 3D musical objects using standard VR in-
put controllers, for example Berthaut, Desainte-Catherine,
and Hachet propose the use of 3D reactive widgets [1] and
Moore and colleagues work on The Wedge in which users
build their own musical performance space by adding note
objects to space from a palette [15]. Instead of using stan-
dard input controllers for sound generation, Gelineck and
colleagues proposed a VRMI for interacting with tangible
controllers that can change dimensions of physical models
in real-time through VR capabilities [2]. This work shows
the potential for using VR technologies to create hyperin-
struments. Although the controllers were not acoustic in-
struments (as is the case with hyperinstruments) their work
shows how VR can be used to extend the physical world.
For a more extensive overview of VRMIs see this year’s sur-
vey from Serafin and colleagues. In this work the authors
also proposed nine design principles for VRMIs used to de-
velop an evaluation framework [22].

The bulk of research of VR for musical interfaces has
been in the design of new digital music instruments. VR
also opens the door for two other types of musical inter-
faces, augmented instruments (or hyperinstruments) and
computer assisted music instrument tutoring (CAMIT) in-
terfaces. Furthermore, MR has the potential to augment
physical music controllers with new features and visual feed-
back in real time. In essence VRMIs have the potential for
creating musical experiences not available in the real world.

1.3 Computer Assisted Music Tutoring
Learning to play a musical instrument is a challenging task
that requires years of disciplined practice to master. Ad-
vances in technology have opened the door for computa-
tional methods for musical pedagogy that can make the pro-
cess easier. Research in the field of Computer Assisted Mu-
sic Instrument Tutoring (CAMIT) has created tools to im-
prove this process by analyzing students’ performance and
providing personalized feedback [21]. These tools generally
use audio signal processing to analyze the aural performance
of the student. The success of companies like Yousician 1

shows that there is demand for tools to enhance the musi-
cal learning experience. There is not, however, a substantial
amount of research in the area of CAMIT.

There have been a few proposed systems for CAMIT in
non immersive AR. Piano AR is an application for teaching
piano by augmenting a physical piano with virtual fingers
that a student would then follow [6]. Mora and colleagues
use AR to correct poor body posture in piano players [16]
and Liarokapis used non immersive AR for for guitar learn-
ing[11]. Johnson and colleagues proposed a system to ana-
lyze pianists’ hand posture using computer vision with the
goal of implementing an AR based piano tutor application
[7]. While these works provide proof of concept for VR
based musical tutoring more research is required to under-
stand the e↵ectiveness of this approach to learning an in-
strument.

In addition to using VR to teach traditional instruments,
researchers of VRMI have seen the potential for using VR
to teach users how to play VRMIs. As Maki-patola notes,
”in addition to providing visual cues, visualization could be
used to teach the user how to play an instrument. For ex-
ample, the FM Synthesizer could include a scrolling musical

1
https://yousician.com/
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Figure 2: A student practicing the theremin using VRMin with capture of the view on the right

score that marks the correct position of the hand in the air”
[13].

1.4 Heuristic Evaluation
Self evaluation of an interface is a critical step in the interac-
tion design process to quickly evaluate the design before the
intrusive process of a usability study. One commonly used
method is Heuristic Evaluation (HE) in which an evaluator
determines the good and bad aspects of an interface based
on a set of guidelines, known as heuristics [18]. Many of
these heuristics common for traditional user interfaces (see
[17, 24]) are not be well suited to the design challenges pre-
sented for virtual interfaces and environments. As Gabbard,
Hix, and Swan claim, ”[these guidelines are] too general,
ambiguous, and high level for e↵ective and practical heuris-
tic evaluation of VEs” [4]. Instead the authors proposed
a framework of design guidelines developed specifically for
VEs [3]. VR music environments (including both expres-
sion and learning environments) have di↵erent character-
istics of than that traditional VE. Serafin and colleagues
presented nine design principals specifically for for VRMI,
a number of which are also relevant to our work on VRMin
[22]. From a pedagogical standpoint, an optimal use of per-
formance feedback is an important factor in the design of
VEs. Research has been done in simulation based medical
education (SBME) that shows how learning is a↵ected by
di↵erent types of performance feedback [5]. The ideas from
each of these fields have informed our development of design
guidelines for heuristic evaluation of MR musical pedagogy
presented in section 3.

2. VRMIN
In this work we present, VRmin, a mixed reality CAMIT
application intended to improve the process of learning the
theremin. The main challenge that a↵ects a user’s ability to
learn the theremin is a lack of a↵ordances and constraints
that provide guidance within the pitch and volume spaces.
Furthermore, the theremin has continuous control rather
than being composed of discrete notes. This makes it dif-
ficult for new thereminists to find the correct location of a
given note. VRmin provides visual cues to guide the per-
former within the pitch space by augmenting the theremin
with visual signifiers through the use of mobile VR. Figure
2 shows a student practicing the theremin with the VRMin
environment.

2.1 System Description
VRmin is a Mixed Reality (MR) system that integrates
a Moog Theremini2 for sound generation with mobile VR
technology for visual augmentation. Implementing the sys-

2
https://goo.gl/zJNP5E

tem using mobile VR increases accessibility as devices be-
come more readily available. For this implementation we
use the Google Daydream platform3 and a Google Pixel
XL. We found that the use of the Daydream controller was
intrusive to the interaction with the theremin, as a therem-
inist’s hands should be free to better control of musical out-
put. With that in mind, we’ve designed VRMin so that all
control is performed through interaction with the theremin
instead of the native Daydream controller. This also af-
fords for a system that is extensible to other VR and MR
platforms including mobile VR, such Google Cardboard and
Samsung Gear VR, and more powerful platforms, such as
the Oculus Rift and Microsoft HoloLens.

The Theremini outputs MIDI CC messages for both the
pitch and volume antennae which we use as input for con-
trolling the MR interface. The pitch control values are eas-
ily scaled to frequency based on the frequency range of the
theremin. The frequency range of the Theremini is config-
urable and for the sake of this work, we have configured the
Theremini with a frequency range of 65.40 Hz (C2) to 493.8
(B4) Hz.

The Theremini is connected to a computer running a
Pure Data patch acting as middleware for converting MIDI
CC messages to OSC for simplified network communica-
tion. Additionally the middleware handles simple gesture
detection to add functionality to the theremin. Messages
containing the pitch and volume control data, as well as
detected gestures, are sent from the middleware to the VR
device which is running an OSC server implemented with
Unity. The received messages are then used to control in-
terface elements, as described in the next section.

2.2 User Interface
The VRMin environment, shown on the left in Figure 2,
contains visual representations of the physical elements that
comprise the performance space, in this case the Theremini
and the user’s hands. These are augmented with visual el-
ements not present in the real world, a visual note signifier
and a virtual piano roll. The visual elements are controlled
through input from the middleware allowing the Theremini
to act as the controller. The pitch and volume values con-
trol the locations of the hands relative to the antenna and
gesture messages are used to control interactions with the
tutoring interface.

Within the VE we try to map the physical elements as
closely to the real world as possible in both their dimen-
sions and their positions. The theremin is represented with
a simple 3D model with dimensions that replicate the phys-
ical theremin within the performance space. 3D hand mod-
els are used to represent the location of the user’s hands
relative to each antenna. Each hand is modeled in a pos-

3
https://vr.google.com/daydream/
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Figure 3: Performance analysis plots of practice sessions with and without VRMin

ture similar to one a thereminist would typically use; the
pose of right hand is similar to the ”OK” sign and left hand
uses a horizontally oriented flat hand. Using the ”OK” sign
also mitigates an issue the authors found in which a verti-
cally oriented flat hand occludes the tip of the middle finger
from the field of view. This posed a problem because of the
precision required to correctly play a note with a theremin.
The location of notes within the pitch space can be rep-

resented with circles since all points are equidistant from
the antenna. For a 3D representation of notes we use hol-
low cylinders to indicate the location of a note relative to
the antenna within the pitch space. Each note is also ac-
companied by text indicating the name of the note for ad-
ditional feedback. Notes are transparent so that the user
has constant feedback as to the location of the tip of virtual
hand even as their hand passes through the cylinder. To
play a displayed note, a user moves their hand such that
the position of the tip of the virtual hand is located at the
center of the two concentric circles that comprise the hol-
low cylinder. To further enhance performance feedback the
cylinder’s color changes to green when the tip of the middle
finger is in the correct location4.
The interface also contains a piano roll to display a score

during the performance session. The piano is positioned
just above the pitch antenna and is rotated along the Y
axis by 30 degrees. This positioning provides the best view
of the piano roll that is not obstructed by any portion of
the theremin or note indicators. The user is able to easily
view the piano roll by slightly tilting their head up. This
placement also keeps a view of the right hand and virtual
note in the user’s periphery as they view the score. The pi-
ano roll includes a pitch indicator line to provide additional
performance feedback as the score is being viewed.
Since VRMin has the design constraint of avoiding a sep-

arate controller, we have implemented simple gestures for
interacting with the system using each antenna as a trig-
ger. To activate a trigger a user simply places a hand in
the near position of the antenna for a period of time that
is longer than the hand would typically be in that position
during performance. For example, the volume antennae is
used as a trigger to start and stop each practice session
by holding a hand in the near position of the antennae for
two seconds. Additionally, the user is able to change the
score used for the practice session similarly using the pitch
antenna trigger. A third trigger is available (but not cur-
rently implemented) by placing hands at the near position
of both antenna at the same time.

2.3 Performance Analysis
To improve the analysis of practice sessions, we have imple-
mented performance logging in VRMin. The logging system
records the OSC messages and values sent to VRMin. This
data could then be used to replay a practice session for a vi-
sual analysis of the performance (similar to reviewing video

4see a video demo at https://goo.gl/DxvSqK

recordings). More importantly, teachers can gain insight
into a student’s progress through a quantitative analysis of
the data by using plots similar to figure 3.

The plots in figure 3 show the results of two pitch match-
ing practice sessions, one using VRMin and one without.
In each session, the student attempts to match computer
generated tones and hold the tones for five seconds each.
In this case the student is practicing moving between in-
tervals of a perfect fifth. After each session, the performer
attempted to perform the same tones without VRMin or
the corresponding pitch playing in the background.

In figure 3 the red and green lines represent the pitches
the thereminst was instructed to play as part of a pitch
matching practice session. The first two charts show the
results of the student during the pitch matching training
sessions and the last two show data from the student at-
tempting to play the notes on their own. While these are
by no means conclusive, we do see that when using VRMin
the user is much more precise during the practice session
as there is much less vibrato and it was easier to find the
correct location. Post pitch matching, however, it appears
the user trained without VRMin was better able to recall
the locations of the notes after a bit of adjustment.

3. HEURISTIC EVALUATION
The goal of this work is to design a tool that supports mu-
sical pedagogy in VEs; thus the guidelines chosen for the
evaluation of VRMin have a focus on interface aspects that
lead to positive user experiences for learning in a VE. For
the sake of brevity we will not go into full detail about
each guideline, we save that for future work as we refine the
guidelines (we also direct you to the references for more de-
tail about a specific guideline). Instead we discuss the high
level guidelines we’ve found most important for the task
of learning musical concepts and mention the supporting
guidelines.

First we must make the distinction between two types of
feedback for learning systems, performance feedback and in-
terface feedback. Performance Feedback relates to the feed-
back given to a user to based on an analysis or their musical
performance. This type of feedback is analogous to the feed-
back a music teacher would give while watching a student
perform a scale. While interface feedback is feedback pre-
sented to a user based on the results of a given interaction
with interface elements. An example of interface feedback is
a visual signifier indicating that an action, such as loading
a new score, was successful.

Based on the research discussed in 1.4 and our experience
designing VRMin, we have established the following cate-
gories of design guidelines for VR based musical pedagogy
systems.

1. Guidelines for performance feedback - these guide-
lines help design performance feedback that optimizes
learning and minimizes the over reliance on feedback
[5].
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(a) Visual feedback shouldn’t prevent a user from fo-
cusing on aural feedback

(b) Reduce cognitive load by limiting the amount of
concurrent feedback [5]

(c) Provide terminal performance feedback upon com-
pletion of the practice task [5]

2. Guidelines for VE design - these guidelines are
used to guide design decisions about the VE for the
practice space promoting an enriching and comfort-
able experience. A properly environment also increases
the usablity of the virtual interface.

(a) Visibility of system status [17]

(b) Choose metaphor(s) that naturally match the ap-
plication task space [3]

(c) Match between system and the real world [17]

(d) Create a Sense of Presence [22]

(e) Consider Display Ergonomics [22]

(f) Consider Controller Ergonomics

(g) Represent the Player’s Body [22]

(h) Ensure that users’ avatars provide a familiar, ac-
curate, and relevant frame of reference [3]

(i) Allow users to alter point of view, or viewpoint
[3]

3. Guidelines for interaction in VR pedagogy -
while some interaction with the interface may be re-
quired during practice it should be limited to reduce
user’s cognitive load a↵ording more mental capacity
for learning new skills.

(a) Limit nonessential interaction during practice

(b) Recognition rather than recall [17]

(c) Make use of existing skill [22]

3.1 Findings
Performing an heuristic evaluation requires a user task to
guide the evaluation of the interface. For this case study we
use an ear training practice task for beginning thereminists.
During the practice session VRMin plays an aural tone of
a specific pitch according to the practice score. The user’s
goal is to match the the pitch by moving their hand to
the correct location relative to the pitch antenna. While
wearing the VRMin display the user is presented with visual
signifiers to help guide them to the correct location. Some
initial findings from applying an HE while performing the
practice session are listed in table 1.

3.2 Discussion
By performing evaluation on VRMin using the above heuris-
tics we have identified several potential design issues. Fur-
thermore, we have established new questions about the VE
to be answered through a formal usability study. Below we
discuss the design issues listed in table 1 that we feel are
most important to address either through interface changes
or through usability studies.
First, design guideline 1.c suggests to provide terminal

feedback upon completion of the practice task. Currently
VRMin does not provide terminal feedback to the user after
the practice session. This can be addressed by designing a
new view to include data from the performance loggling
simliar to the charts figure 3. One question that arises is
how best to present this data to the student. Should the
visualization be presented directly in the VE or would it be

Table 1: Findings from a Heuristic Evaluation (ital-
ics indicate a potential design issue)
ID Comments
1.a By trying to match the position of the hand to a

visual element a user’s attention is directed to the
visual feedback rather than the auditory feedback
from the theremin.

1.b Performance feedback during practice is limited
to one element at at time.

1.c Performance analysis graphs are available but are
not integrated into the VRMin interface

2.b All current interaction is performed using the only
the theremin. Also the piano roll is a common

2.d Presence is promoted by matching the real world
to the VE and by integrating real objects with
virtual objects.

2.e The Google Daydream is a comfortable display
but has a small field of view making it di�cult to
view the aspects of the theremin that happen to be
in the periphery

2.h The hands are in postures used by a number of
renowned thereminists but not all thereminists
use the same hand posture.

3.a After starting a practice session there are no ad-
ditional interactions required that are not directly
tied to practice.

best to allow the student to view and analyze the data on
a standard display? Additionally it would be interesting to
find new visualization methods that take advantage of the
visual a↵ordances of VR.

Contrary to guideline 2.h, the hand postures of the virtual
hands in VRMin are static and do not necessarily represent
how a student may pose their hand during their perfor-
mance. While we choose a hand posture that is commonly
used, there are multiple techniques with varying hand pos-
tures. To ensure that the virtual hands provide an accurate
representation of the user we plan to modify the interface
so the user is able to change hand posture to reflect their
playing style. An alternative would be to implement robust
hand tracking which would require an additional sensor be
added to the system, such as the Leap Motion. We prefer
not to increase complexity unless it shown that exact real
to virtual mapping improves the learning process.

Finally the most significant design challenge (as is the
case with any pedagogical system) will be finding the proper
balance of performance feedback to minimize the chance of
users becoming over reliant on feedback. While performing
pitch matching, one of the authors felt that his attention
was focused more on adapting hand position based on the
visual cues rather than focusing on the auditory feedback
of the theremin. This required the user to expend cognition
that could have been used to focus on listening to di↵erence
in pitch. The visual feedback does, however, provide valu-
able information for those that have trouble hearing pitch.
By placing cues where hands should be located for given
pitches, the user can be confident that they are playing the
correct pitch, increasing the e�ciency of their practice. It
has yet to be seen how the extra strain on cognitive load
from visual feedback a↵ects students’ growth over time. As
a user gains experience with the interface the increased prac-
tice e�ciency may compensate for the high cognitive load
in the beginning. Finding the proper balance will take a
comprehensive user study that evaluates students’ growth
over time with and without VRMin.
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4. CONCLUSION
This paper describes the design and formative evaluation
of VRMin, a mixed reality environment for learning the
theremin. Specifically our work focuses on designing a sys-
tem using the visual a↵ordances of MR for enhanced theremin
practice while minimizing the reliance of feedback. With
this goal in mind, we have established a set of design guide-
lines for heuristic evaluation of MR environments for mu-
sical pedagogy. Using these guidelines we performed an
evaluation of VRMin to uncover potential design issues in
the environment. The issues will either be addressed di-
rectly through design modifications or will require a more
formal usability study to better understand their e↵ects on
the learning process. While we have presented VRMin as a
tool for pedagogy, the system also lays the foundations for
an MR environment for musical expression.
Our initial evaluation of VRMin taught us that the at-

tention spent focusing on the visual feedback increases the
cognitive load during practice making it more di�cult to fo-
cus on aural feedback leading to the potential of a student
becoming over reliant on VRMin. The data from figure
3, however, indicates that the time spent practicing with
VRMin may be more e�cient for the student. To better
understand the e↵ects of real-time visual feedback in this
sense we plan to perform a user study in which users will
attempt to learn the theremin with di↵erent configuration
of the VRMin environment including one without the use
of visual augmentation through VR.
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ABSTRACT 
Our paper builds on an ongoing collaboration between theorists 
and practitioners within the computer music community, with a 
specific focus on three-dimensional environments as an 
incubator for performance systems design. In particular, we are 
concerned with how to provide accessible means of controlling 
spatialization and timbral shaping in an integrated manner 
through the collection of performance data from various 
modalities from an electric guitar with a multichannel audio 
output. This paper will focus specifically on the combination of 
pitch data treated within tonal models and the detection of 
physical performance gestures using timbral feature extraction 
algorithms. We discuss how these tracked gestures may be 
connected to concepts and dynamic relationships from 
embodied cognition, expanding on performative models for 
pitch and timbre spaces. Finally, we explore how these ideas 
support connections between sonic, formal and performative 
dimensions. This includes instrumental technique detection 
scenes and mapping strategies aimed at bridging music 
performance gestures across physical and conceptual planes.  
 
Keywords 
Gesture, embodied, schemas, mapping, metaphor, 
spatialization, timbre, feature, tracking. 
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Music Computing. 
 
1. INTRODUCTION 
This paper will first present an overview of previous approaches 
to instrumental technique detection tools, specifically geared to 
accommodate stringed instruments. A new release of a timbral 
analysis library will be discussed in relation to how each 
module may be combined to detect specific physical 
performative gestures, thereby extending parametric control.  
 
 
 

 

 

The paper will conclude with a discussion on an original virtual 
reality (VR) performance artwork that incorporates the 
aforementioned timbre–feature identification tools in order to 
expand on how performative–gestural components of timbre 
may be integrated with other control data such as pitch tracking 
in a shared embodied–conceptual space. This exploration of an 
integrated approach to mapping from musical structures to 
spaces and forces is also discussed in relation to more general 
applicability within performance systems design.  

2. GUITAR TECHNIQUE DETECTION 
Guitar technique detection was a common area of research 
during 2010 through 2012, particularly within the context of 
augmented instruments [4,10,16,17]. Reboursière et al. created 
a toolbox for augmented guitar performance using Max/MSP 
[16], which was subsequently extended to identify left and 
right-hand playing techniques by combining a system of 
divided guitar pickups (one pickup per string) with spectral and 
temporal processing [17]. The general scope of these projects 
was to extract data from instruments in real-time and then 
afford the user to resample, scale, and map data in order to 
parametrically control a variety of signal processes in creative 
practice. 
 Previous performance systems designed by Graham [5,6] 
utilized Vetter’s implementation of Philip McLeod’s SNAC 
(special normalisation of the autocorrelation; 2008) function for 
Pure Data (Pd) to provide more accurate pitch tracking [21]. 
This in turn permitted the recording of more subtle pitch 
changes absent of a clear note onset of attack, such as glissando 
or slides between sequential note events. By extension in the 
more holistic, structural domain, Graham’s real-time 
computational models for melodic syntax [12], which include 
pitch extrapolation within a defined pitch class set, were 
improved dramatically [5,6]. This pitch space model was then 
used to drive a spatialization system for multichannel 
loudspeaker arrays. In this iteration, Graham and Bridges have 
expanded their initial focus on embodied dynamics within pitch 
space to include timbral morphology and to expand connections 
between theories of sound structure in electroacoustic music, 
such as spectromorphology and space forms [19,20], and 
embodiment [9]. The present stage of the work prioritizes a 
move towards more circumscribed ideas of timbre through the 
incorporation of spectral feature extraction software within our 
performance system’s design. Overall, our goal is to provide the 
means by which performers or audience members can probe the 
notion of timbre by using a performative musical environment 
grounded by familiar embodied structures and dynamics.  
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3. MAPPING TIMBRE FEATURES 
3.1 Introduction of timbreID 0.7.0 
This new iteration of the system is the first to integrate Brent's 
timbreID [1], a set of timbral feature analysis and classification 
tools. The current release of timbreID is the first major update 
since 2010. It includes several new analysis objects and 
implements the FFTW library [3] for Fourier and Cosine 
transforms. Many of timbreID’s new objects are Bark-
frequency versions of previously available spectral features 
(e.g., barkSpecCentroid~, barkSpecSpread~, etc.). While Bark-
based objects may prove useful for some aspects of guitar 
technique classification, the work described here relies on 
detailed high-frequency content lost in Bark spectrum 
conversion, so these objects were not employed. However, 
many of timbreID’s basic spectral features were useful in 
classification, and a new time-domain analysis object, 
[waveSlope~]1, was valuable for distinguishing between 
gradual and sudden note onsets. In addition, the new FFTW 
implementation allowed freedom of choice for analysis window 
size based purely on timing considerations without restriction to 
power-of-two sizes or the need for zero padding. Beyond 
feature extraction objects, timbreID’s onset detection object, 
[bark~], can be used to accurately trigger analysis timing. 
[bark~] offers a variety of parameters for fine-tuning detection 
to reduce false positives, and reports note onsets with lower 
latency than [sigmund~]’s “notes” function in its default 
configuration. 
 Brent’s tools highlight the question of whether we need to 
develop a more accessible or intuitive way to map (and to talk 
about) timbre. Such tools are necessary for discussing timbre at 
a higher level, making it conceivable to map data, 
representative of performative gestures connected to timbral 
nuance, to parametrically extend a performer’s sonic palette 
through digital signal processing. It is our aim to use timbreID 
to improve the recognition of a set of specific instrumental 
techniques in our performance system’s design. Basic timbre 
feature data from timbreID analysis objects can be combined to 
form larger feature vectors that correlate with specific physical 
performance gestures and guitar techniques, such as legato, 
alternate picking, sweep picking, palm muting, finger-style, and 
so on. The work described here focuses on distinguishing 
between picking versus finger-styled performance gestures and 
palm muting versus open-string performance gestures on a 
multichannel electric guitar. 

3.2 Instrumental Features and Emerging 
Mapping Strategies 
In a series of initial tests, we were able to reliably classify 
finger-style versus picked notes based on a compound feature 
vector including spectral brightness, spectral spread, spectral 
centroid, spectral flatness, and waveform slope. Our analysis 
windows were 512 samples long (11.61ms at a 44.1kHz 
sampling rate), and were carefully timed to capture the initial 
note onset. Spectral brightness and centroid provide different 
perspectives on the amount of high-frequency content present.  
During the initial attack segment, more high-frequency content 
was present in finger-style note onsets, resulting in higher 
values for brightness and centroid. These results stand in 
opposition to what one might expect: fingerpicking produced 
more high-frequency transients than flat-picking. The finger-
style technique used in our test recordings was close to slap/pop 
technique, which may account for the increased high-frequency 
energy. By contrast, the picking technique employed was kept 

                                                                    
1 waveSlope~ example video 1: http://bit.ly/2kP9sce  

quite flat to ensure a clean note attack. A rudimentary 
classification example is given2, where even with spectral 
centroid alone, it is possible to distinguish between finger-style 
and picked note events. The inclusion of other features, and 
time-varying feature data over the course of the initial onset 
makes classification more robust. Spectral spread values were 
also higher for finger-style note attacks, indicating that spectral 
energy is less tightly concentrated near the centroid frequency 
when using this playing style. With regard to spectral flatness, 
finger-style notes produced broadband energy across a range of 
frequencies, resulting in a higher flatness value in comparison 
to measurements for picked notes. 

 

Figure 1. Onsets of picked (upper) and finger-style (lower) 
notes at a window size of 11.61ms.  

 Finally, waveform slope was reliably higher for finger-style 
attacks. [waveSlope~] calculates the best fit line through the 
absolute value of the waveform and reports its slope. Thus, 
during the attack segment of a note event, the slope will be 
positive as amplitude rises to the peak, negative during the 
initial decay, and near zero during a steady-amplitude sustain 
segment. [waveSlope~] can also normalize the amplitude of the 
signal per analysis window to remove variations due to 
dynamics. We chose to activate this normalization in order to 
more meaningfully compare quiet and loud events. Under this 
analysis technique, we observed that finger-style notes had a 
more gradual onset than the immediate attacks of picked notes.        
However, finger-style notes produced higher slope values 
because their attack segment spanned a greater length of time 
within the 11.61ms analysis window (Fig 1). The immediate 
onset of the picked notes produced an amplitude envelope that 
essentially jumped straight to a sustain segment. With most of 
the analysis window filled by a steady-state waveform (and 
only a small amount of silence before the onset), the resulting 
slope measurements were nearly flat3. At a window size of 
11.61ms, the attacks of palm-muted and open string note events 
are very similar across many features. It was necessary to 
increase window size in order to successfully distinguish these 
events. With a window size of 985 samples (22.34ms at a 
sample rate of 44.1kHz) we were able to distinguish between 
palm-muted and open events using waveform slope, spectral 
spread, and spectral roll off (see table 1, next page).  

 

 

 

 
                                                                    
2 timbreID examples: http://bit.ly/2pwQntW  
3 waveSlope~ example video 2: http://bit.ly/2kSdfBK  
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Table 1. Finger Picked v. Picked Note Events 

Finger Picked v. Picked Note Events - settings: analysis 
window of 512 samples and a 44.1kHz sample rate 

waveSlope~  Values are HIGHER for finger style. 

specBrightness~ Values are LOWER for picked events. 
Boundary frequency set to 6800Hz. 

specSpread~ Values are LOWER for picked events. 

specCentroid~  Values are LOWER for picked events. 

specFlatness~  Values are LOWER for picked events. 
 

The increased window size allows enough time to observe the 
beginning of the amplitude envelope’s sudden release due to 
muting. This produces a negative waveform slope value, as 
opposed to the very flat slope of an open string sustained event. 
Spectral energy is more tightly concentrated near the centroid 
for palm-muted events, resulting in a lower spectral spread. 
Spectral rolloff locates the frequency below which a certain 
concentration of spectral energy is found. We used a 
concentration threshold of 85%, and found significantly lower 
rolloff frequencies for the palm-muted events, a technique 
where high frequencies are dampened by physically interfering 
with string vibration4. 

Table 2. Palm Muted v. String Events 

Palm Muted v. Open String Events - settings: analysis 
window size of 985 samples and a sample rate of 44.1kHz 

waveSlope~  Values are HIGHER for 
open string events 

specSpread~  Values are HIGHER for 
open string events. 

specRolloff~ Values are HIGHER for 
open string events. 

 
This modification gesture [8] provides two different modes of 
performance: plectrum (pick) and finger style. In the context of 
a mapping strategy, the different type and implicit dynamism of 
the detected note articulations (‘harder’ with pick or ‘softer’ 
with finger) maps to a tension–projection and linearity versus 
‘inertia’ dynamic [2,6]. The mapping of instrumental gesture 
data to signal processing parameters in earlier iterations of the 
system’s design were focused primarily on spatialization. More 
energetic instrumental gestures were mapped to outward, 
directionally focused spatial projection. Less energetic attacks 
gave rise to a shorter spatial projection range and more 
‘inertial’/chaotic behaviors. This was achieved by mapping a 
boids algorithm to determine the spatialized output of each 
guitar register, the behaviors of which were determined by the 
aforementioned tonal model [5,6]. In the context of this 
previous work, without timbreID, the more simplistic approach 
saw differing amplitudes of notes being tracked as opposed to 
differences in more nuanced articulation gestures.

                                                                    
4 timbreID examples: http://bit.ly/2kNWPv8  

Figure 2. Different attack-projection-linearity profiles from 
Graham and Bridges (2015) [6] 

 In the present approach, two distinct modes are available, as 
opposed to a continuum, while still broadly conforming to the 
embodied associations of directionality and modification of 
linearity versus nonlinearity found in earlier iterations of the 
performance system [5,6]. The benefit of this approach is its 
accessibility for performers; very clearly defined changes in 
functionality are available which are nonetheless based on 
familiar affordances of the instrument [13].   

3.3 Gesture, Timbre & Spatial Relationships  
Potentially, the detection of palm muting provides an 
affordance–plus–mapping association with inertia and damping, 
creating a connection with the embodied concepts underpinning 
our previous high-attack–strong projection–linearity versus 
low-attack–weak projection–inertia implementation. In short, 
the less energy that is present within the system, the less 
energetic and linear the projection. More importantly, in a 
similar fashion to the modification gesture functionality 
discussed above, this approach allows for more deterministic 
control of the output of the performance system.  
   By utilizing this data in combination with a deterministic 
force model (the Unity physics engine) and an artificial life 
model (boids), we believe the enhanced accuracy in tracking 
instrumental affordances and their application through 
environment–derived models will prove engagingly immersive 
for performers. This sense of immersion within a musical space 
that is both concrete (physical) and virtual (conceptual) is 
intended to support the development of further cross–domain 
mappings. Having previously focused on embodied–ecological 
models of tonal structure and melodic syntax, dynamics of note 
articulations, and their connection with spatial concepts, we 
now find ourselves in a position to interrogate timbre as 
performative input and output domain.  
 We have previously [2, 5, 6] examined various ways in which 
Smalley’s model of structure in electroacoustic music 
(spectromorphology) [2] are compatible with embodied image 
schema theory [9,11], a gestural and embodied model of 
conceptual relationships.  We argue that spectromorphology is 
a dynamic, performative model of timbral structure; an enactive 
space comprised of connections forged on the basis of similarity 
between forms and the energetic associations of these forms 
(Smalley’s energy-–motion profiles). We believe that three key 
cases of qualitative dimensions of movement [2,6]––tension, 
projection and linearity, which we regard as parallel terms for 
Smalley’s [19,20] ‘motion rootedness’, ‘motion launching’, and 
‘contour energy/inflection’, may provide grounding embodied 
narratives for describing timbral spaces, structures, and 
relationships. 
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3.3.1 Structural Descriptions of Timbral Relations 
The search for structural descriptions of timbral relations was a 
significant feature of research at the intersection between early 
computer music, psychoacoustics and music cognition. Grey 
and Gordon [7] provided a three–dimensional scaling solution 
for various resynthesized Western musical instrument tones, 
based on (1) spectral energy distribution, (2), relative 
synchronicity/asynchrony in higher partials5 and (3) the 
presence or absence of low–amplitude, high–frequency energy 
during the attack phase.  We argue that this three-dimensional 
cognitive model could be translated into an embodied–cognitive 
model [figure 3].  
 
 

 
Figure 3. An embodied timbre–space; concepts from 
Smalley (1997) and Johnson (2008), after Bridges and 
Graham (2015) 
 
 In Grey and Gordon’s classic spatial representation [7], 
spectral distribution was on the y-axis, synchrony was on the x-
axis and presence of ‘noisier’ attack transients was on the z-
axis. The assigning of spectral distribution to the y-axis is 
compatible with a basic embodied perspective on frequency, 
which treats it as a verticality schema. The degree of 
synchrony/asynchrony and presence/absence of attack transients 
could be seen as relating to embodied dynamics of order (or 
smooth change of state) and more chaotic behavior, with clear 
attack transients also contributing to a sense of clear spatial 
acuity/lower localization blur (thus necessitating a flipping of 
the z-axis). This perspective is somewhat similar to 
morphological notation [15], which treats spatiotemporal 
structures from electroacoustic music as present at front and 
more diffuse at rear.  
   Applying these ideas, along with embodied–cognitive 
narrative rubrics back to the classical timbre–space model of 
Grey, we have an embodied, and thus performative, timbre–
space model. X is synchronicity of entry/exits of sound events, 
z is presence/absence of noise elements, and y is relative 
distribution of on a frequency–height axis [figure 3].  We can 
therefore posit embodied dynamics within the structure 
presented in [table 3]. Taken together, we believe that these 
theoretical contexts–– (1) classic timbre–space studies, (2) 
spectromorphology, and (3) embodied image schema theory as 
a structural theory of embodied cognition––can support the 
interrogation and extension of tracked and mapped musical 
gestures within a virtual or mixed–reality space. 
 

 

                                                                    
5 Future work will focus on partial synchronicity. 

Table 3. Mapping Strategies based on Embodied Dynamics 

Embodied Dynamics - Potential Mapping Strategies 

Dynamic 1: 
Temporal 
Synchronicit
y of Attack 
Envelopes 

X ranges from motion launching (rapid 
dynamic change, more synchronous 
entry) to gradual contour energy 
(asynchronous entry of partials).  

Dynamic 2: 
Spectral 
Energy 
Distribution: 
Height vs. 
Rootedness 

Y via the spectral centroid gives us two 
scales and dynamics: contour energy 
(verticality schema: pitch height) and 
associated motion rootedness; regions of 
stability. 

Dynamic 3: 
Spatial 
Clarity 
within 
Individual 
Sound 
Sources 

Z via presence or absence of attack 
transients articulates motion rootedness 
or tension (audible transient products of 
inertia) to ungrounded events (diffuse or 
sustained tones). This is related to a 
diffuse–to–point source spatial coverage 
schema. 

 
3.3.2 Embodied Structures and Texture–Music 
Affordances within our Performance System 
Key embodied image schemas previously identified within 
common practice tonal structures include cycle, path, 
verticality, center–periphery, container and balance [5,6,9]. In 
the context of more directly musical gestural and textural 
schemas, we have a number of modifications. Thus, in our latest 
iteration, we map instrumental and musical affordances in the 
manner of broader bodily gestures, with archetypes of center–
periphery and the qualitative dimensions of path schemas. Table 
4, below, expands on these gestural types and sound–structure 
affordances.  
 
Table 4. Using Bodily Gestures to Drive Parametric Change 

Gesture Sonic Affordance 

Short, repetitive 
movements 

Detached individual sound 
events, cycle–loops. 

Expansive gesture Clear path or projection 
outward (versus inertia). 

Less expansive gesture Weak projection (inertial) 
and chaotic path. 

 
 The dynamics between legato, pronounced–attack features 
and contextual recognition of less expansive gestures provide a 
range of gestural affordances conceptually compatible with the 
dynamic embodied dimensions noted in table 3. Dynamic 1 
(envelope profile) integrates small, repetitive movements with 
expansive gestures. Dynamic 2 (spectral energy distribution) 
provides the vertical component of the projected path in the 
expansive gesture. Dynamic 3 (presence or absence of transient 
detail) is provided by the joining of smooth or sustained 
cyclical structures and iterative ones.  
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 Our present performance system combines the gesture–
tracking and identification available from timbreID with a 
number of key process mappings. Significantly, with regard to 
the combination of our conceptual framework, each object is 
assigned unique mass and drag values determined by timbreID. 
This can be linked to Dynamic 2 (Y Axis) within the proposed 
embodied timbre space. The projection outward that determines 
the path and projection strength is determined by Bark-
frequency cepstral coefficients, again another low-level timbral 
feature, which we can link directly to Dynamic 2 (Y Axis) 
concerning spectral centroid position. This example of a 
conceptual affordance circle illustrates the potential of this type 
of virtual reality system for investigating a wider range of 
integrated mappings for live performance systems design.  
 More generally, our new system sees a representation of 
gestural dynamics through the spawning of objects and meshes 
in VR. At a macro-level, different instrumental registers 
modulate between overlaid environments, which fade as the 
sound decays. The multichannel audio feed from an instrument 
is parsed and sent to timbreID audio externals. Newly detected 
events then create virtual objects with unique projection profiles 
within the Unity game development environment. As noted 
earlier, the center–periphery concept of localized presence to 
projection/diffusion can lends itself to a conceptual framework 
based on more or less energetic and expansive gestures. Such 
object creation and projection dynamics are even more apparent 
in a first-person perspective view, and may provide insight for 
both performers and audiences into music–structural correlates6. 
In terms of sound spatialization behaviors, the strong–attack–
projection–hold affordance sees objects visibly and audibly 
developing less physical–deterministic trajectories as the 
environmental-tonal hierarchy model takes over spatial 
movements during the sustain/decay phase of each note. In 
addition, in textural terms, the change in granular settings from 
short, pointillist grains to longer, more gradually enveloped 
ones provides a related dimension of note–gestural control over 
processes which are spatiotemporal and textural. Additional 
looping functionality for the granulating buffers also 
demonstrates further potential for the integration of 
performance gestures detected by timbreID. 
 Following on from this idea, one of the most sophisticated 
potentials of the system is its ability to control FFT-based 
timbral shaping techniques. Beyond the present implementation 
projection mapping and the location and force–based data 
obtained from the interactions between performance gestures 
and the physics engine, there is the additional potential to map 
and select groups of spectral bins within a virtual scene through 
their intersection with note–objects and their associated force–
dynamics or through combinations of gestures using the 
spawned note-objects also as ‘timbre–shaping cursors’ 
(discussed further in relation to the details of the control 
mappings and audio processing in section 4.1, below). Such an 
attack-projection–linearity model within spectral space would 
allow for more extensive timbral shaping possibilities with this 
system whilst still maintaining a connection with the original 
performative and conceptual frameworks.  

4. Disrupt/Construct: Exploring Object, Place 
and Space in a Virtual Environment 
Disrupt/Construct is a performance piece regarding the origin 
of object and place7. An improvising musician and visual artist 
explore assumptions about personal memory and the disruption 
of automatic trust in paramnesia. A history of the musician’s 
                                                                    
6 See FPC in video example: https://vimeo.com/202093804  
7 Disrupt/Construct: https://vimeo.com/202093804  

gesture data is recorded from an augmented instrument and 
mapped to determine a variety of interactions between sounds 
and objects within a complex virtual scene. The visual artist has 
a degree of control over the unfolding virtual environment 
through a motion tracking system, which allows the 
accompanying performer to interact with the objects to trigger 
additional audio samples within a static timbre space. The 
audience views a projection of the artist’s first-person view 
within the virtual environment in addition to viewing the 
improvising musician in the physical performance space. This 
piece seeks to reposition or re-contextualize performance 
systems design within the context of virtual reality 
environments while exploring where a music performance–and 
by extension the human performer–may be situated along the 
Reality-Virtuality Continuum [14]. The chosen textures and 
meshes are representative of objects and places from the 
performer’s previous experiences. The performer is effectively 
mixing images and sounds from a variety of personal 
experiences to produce unique historical amalgams. These new 
events create a historical confusion necessary to disrupt 
assumptions held by the performer about their past. This notion 
may be extended to challenge assumptions regarding how 
musical data should be mapped as a form of parametric control. 
In essence, the virtual environment challenges or forges new 
relationships between the performer’s musical responses to the 
objects and places of his past. This collaborative artwork aims 
to explore how one can reflect and re-contextualize the 
relationships within a performed historical ecology by 
extrapolating a virtual representation of its past, present and 
future.  

4.1 Timbre and Pitch Spaces: Mapping 
Sound Objects in Virtual Reality 
In this VR–based iteration, more abstract structures (the use of a 
tonal hierarchy model, via boids) exist at the periphery of the 
virtual space, representative of the fringes of our consciousness 
and, perhaps, a general sense of disembodiment experienced 
when interacting with abstract structures. In this piece, spheres 
represent objects of abstraction, whereas environmental objects 
(such as walls, rocks, or wood) are representative of more 
episodic events relative to the constructed virtual scenes. The 
deterministic embodied mappings tying these different objects 
and dynamic behaviors together highlight the usefulness of a 
virtual reality system in exploring various aspects of 
performance gesture and musical textures and macro structures. 
 Sound objects project outward from the position of the 
performer (center in the world by default), determined by Bark-
frequency cepstral coefficients. At a certain amplitude 
threshold, the sound objects, in this case represented by spheres, 
will select a spatial location based on our tonal model from 
previous system iterations [2,4,5,6]. For example, resolving to 
the tonic will cause objects to flock to the central position of the 
world, in this case determined by the position of the performer. 
Tones outside of the chosen diatonic set will increase inertia 
and decrease centricity and attraction behaviors.  
 The modulation between these modes of spatialization 
presents a juxtaposition of an event directly related to a burst of 
(spectral) energy with a dynamic tonal spatial mapping.  
 Note-attack gestures spawn prefabricated objects of 
abstraction, which are directly tied to the narrative of a 
particular environment. Audio buffers store a unique audio loop 
per environment, which are analyzed and then organized into a 
three-dimensional granular and static timbre space, relative to 
user-defined spectral attributes. The physics-enabled 
prefabricated objects then act as playback heads or cursors, 
triggering audio samples of the static timbre space when they 
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collide with grain positions generated by the aforementioned 
spectral analysis. This, coupled with the modulation between 
each mesh based on the amplitude of each register, allows the 
performer to reposition objects within different virtual spaces.  

 
5. CONCLUSION & FUTURE WORK 
We have presented the next stage in our collaboration between 
theorists and practitioners through the design of new mappings 
for a revised performance system, which accommodates pitch 
and timbral structures within a three-dimensional mixed-reality 
space. We have outlined a new application of timbral detection 
tools to detect common instrumental vernacular, expanding the 
relationship between physical instrumental technique, selective 
gestures and digital signal processing. Furthermore, we have 
presented a new work that explores the notion virtual reality as 
an incubator for developing performance gesture ecologies. 
Given that Unity provides a sophisticated physics engine, the 
player/performer can interact directly with spawned rigid body 
objects with the virtual scene as they perform on their 
instrument. The performance system designer can also 
interrogate and refine a range of embodied concepts in 
mappings through visualization and performative exploration. 
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ABSTRACT
This paper situates NIME practice with respect to models
of social interaction among human agents. It argues that
the conventional model of composer-performer-listener, and
the underlying mid-20th century metaphor of music as com-
munication upon which it relies, cannot reflect the richness
of interaction and possibility a↵orded by interactive digi-
tal technologies. Building on Paul Lansky’s vision of an
expanded and dynamic social network, an alternative, eco-
logical view of music-making is presented, in which meaning
emerges not from “messages” communicated between indi-
viduals, but instead from the “noise” that arises through
the uncertainty in their interactions. However, in our ten-
dency in NIME to collapse the various roles in this network
into a single individual, we place the increased potential af-
forded by digital systems at risk. Using examples from the
author’s NIME practices, the paper uses a practice-based
methodology to describe approaches to designing instru-
ments that respond to the technologies that form the inter-
faces of the network, which can include scores and stylistic
conventions. In doing so, the paper demonstrates that a
repertoire—a seemingly anachronistic concept—and a cor-
responding repertoire-driven approach to creating NIMEs
can in fact be a catalyst for invention and creativity.

Author Keywords
NIME, repertoire, scores, composition, performance, Techno

ACM Classification
H.5.5 [Information Interfaces and Presentation] Sound and
Music Computing, H.5.2 [Information Interfaces and Pre-
sentation] User Interfaces—Evaluation/methodology.

1. INTRODUCTION
This paper is a product of practice-based research, which
has recently gained significant attention as a distinct and
valuable mode of inquiry that should reside alongside those
rooted in scientific or humanistic paradigms. As Carey and
Johnston have demonstrated, there is no singular or uni-
versal practice-based methodology, but rather a diversity
of approaches that are appropriate to di↵erent questions or
circumstances [7]. These are unified, however, by the role
of the“practitioner-researcher,”who“may use their practice

Licensed under a Creative Commons Attribution

4.0 International License (CC BY 4.0). Copyright

remains with the author(s).

NIME’17, May 15-19, 2017, Aalborg University Copenhagen, Denmark.

to examine latent research themes, explore developing ideas
about practice itself or undertake experiments related to a
central topic of interest” [7].

In particular, this paper is motivated by Johnston’s ob-
servation that “in NIME research, music as an artform is
often spoken of as if it were a static field, where the roles of
composer, performer and instrument are well-defined, un-
controversial and unambiguous. The reality, however, is
that all of these terms are contingent and dynamic. ‘In-
struments’ based on digital technologies can, and often do,
change their form and behaviour radically from moment
to moment. . . ‘Composers,’ rather than producing scores,
may instead produce interactive systems—instruments of
a kind—which structure improvisation. Finally, ‘perform-
ers’ using NIME systems seem to consider virtuosity as an
increasingly irrelevant concept, and focus instead on explo-
ration and discovery with, and for, audiences” [14, p. 82].

In this statement I recognized themes latent in my own
practice, prompting questions about the roles and actors in-
volved in NIME practices in general, as well as the ways that
technologies and objects can mediate the relationships be-
tween them. The methodology was initially reflective, i.e.,
looking back on work I completed prior to this project in
order to examine its application to these questions. This re-
flection then spawned focused practical exploration—design-
ing a new interface for musical expression—in response to
the developing theory that I outline in the next section. In
Section 3, this suite of examples from my own practice, il-
luminated by antecedents from others’, collectively provide
insights into the implications for future practitioners.

What follows, therefore, is not a strictly chronological
account of the flows of ideas or practice, but rather an
organization of the various threads into what in my esti-
mation creates the most compelling argument while hon-
estly accounting for the variety of forces that informed it. I
present the theoretical framework first, followed by accounts
of practice, which serve as illustrations of these ideas. Yet,
it is important to bear in mind that the so-called “theoret-
ical” and “practical” components are not in actuality dis-
tinct contributions, neither logically nor temporally; rather
they codeveloped as intertwining lines of a simultaneously
prospective and reflective process.

2. MODELING MUSICAL-SOCIAL INTER-
ACTION

The composer Paul Lansky in 1990 presciently observed the
obsolescence of what he called “a good simple model of a
classical notion of musical-social interaction” [17, p. 103].
This popular model is that of a network consisting of three
nodes: composer, performer, and listener. In typical ac-
counts of this traditional paradigm of music, the composer
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is a creator, the performer an interpreter, and the listener a
more-or-less passive receptor. Curiously, although the com-
poser is situated as the authorial creator, in this model they
are not the “maker,” neither of instrument nor of sound.
Rather, the composer creates an abstract representation of
music, an instruction for execution—a score. Performers in
turn interpret the abstracted representations depicted in the
score, making the sounds that we listeners hear as music.
Prior even to the problematics introduced by digital tech-

nologies, Lansky critiques the composer-performer-listener
(CPL) model’s inherent conservatism: “The network needs
social institutions to provide a context for this communi-
cation and interaction—typically, concerts, in which some
play while others listen. . . From a certain perspective this
view describes a very rigid social structure. It is highly con-
servative in that it provides a conceptual framework which
discourages evolution and promotes institutional stability.
The degrees of passiveness and activeness of the individual
nodes are relatively fixed and the environments in which
they behave are designed to accommodate their habits with-
out much fuss or bother. The composer writes, the per-
former plays, and the listener claps” [17, p. 103].

2.1 Music as Communication
Fundamentally, the CPL model relies on an understanding
of musical expression as communication that rose to promi-
nence in the middle of the 20th century alongside the ad-
vent of information theory and cybernetics; one that still
gains much traction [22, 26]. As Ronald Kline’s recent ac-
count demonstrates, these theories have pervaded society
and culture, and shaped our fundamental understanding of
the world. Kline writes: “The noun information and the
prefix cyber- mark the new vocabulary of our time. They
inform how we talk, think, and act on our digital present
and future, from the utopian visions invoked by the terms
information age and cyberspace to the dystopian visions as-
sociated with enemy cyborgs and cyber warfare. The traces
of cybernetics and information theory thus permeate the sci-
ences, technology, and culture of our daily lives” [16, p. 4].
Examining Shannon’s model of communication (Figure

1), we see that information theory has shaped the way we
tend to talk about music too. Shannon’s model defines an
information source, which produces a message to be en-
coded and communicated by a transmitter. That message,
along with inevitable noise, is conveyed through a medium
to a receiver, then decoded before being delivered to the
destination.

INFORMATION
SOURCE

TRANS-
MITTER

MESSAGE

RECEIVER DESTINATION

MESSAGE

SIGNAL RECEIVED
SIGNAL

NOISE
SOURCE

NOISE

+

"residual"

Figure 1: Shannon’s model of communication.

Agre’s theory of generative metaphors describes the cen-
trality that metaphors such as “music-as-communication”
can have in structuring inquiry in technical fields. Be-
yond being simply explanatory, the“practical logic”of these
metaphors shapes the very nature of the questions a field
asks, the techniques for their investigation, and the frame-
work for understanding outcomes [1, p.38]. Harrison, Sen-
gers and Tatar use Agre’s theory to explain the dominance
of an information-processing metaphor in HCI, and the cor-
responding marginalization of areas and modes of inquiry

for which this metaphor does not easily account [13]. Given
NIME’s roots in HCI it should not be surprising that a sim-
ilar information theoretic metaphor should dominate our
discourse. But, as Lansky’s article exemplifies, this model
of musical communication certainly predated NIME. Pub-
lished in 1950, just two years after Shannon’s and Wiener’s
seminal texts, Roger Sessions’s The Musical Experience of
Composer, Performer, Listener illustrates the appropria-
tion of a communicative model to describe musical-social
interaction: “Does music actually communicate something
it is capable of defining clearly? It seems to me quite clear
that music, far from being in any sense vague or imprecise,
is within its own sphere the most precise possible language”
[21, p. 24]. In fact, simply relabeling elements of Shannon’s
model in terms of musical agents (Figure 2) yields the stan-
dard explanation of music-as-communication that emerged
in the second half of the 20th century and still thrives, e.g.,
[15]. What is encoded in a score by the composer, more
than simply a set of instructions for action, is treated as a
message, a ground truth. The performer becomes the trans-
mitter of this message, to which he or she injects a kind of
expressive “noise”: liberties, distortions or slight deviations
from the authoritative statement; their own signal superim-
posed on top of that of the composer. The listener’s role is
to receive this now-distorted version of the message and try
to decode the composer’s and performer’s original distinct
contributions, and hopefully derive the meanings of both.

(information 
source)

PERFORMER

MESSAGE
(via a score)

LISTENER'S
PERCEPTION

LISTENER'S
MIND

MESSAGE

SIGNAL (received
signal)

"EXPRESSION"

INTERPRETATION
(noise)

+
COMPOSER

(transmitter)

(noise source)

MUSICAL
SOUND

(receiver) (destination)

"deviations"

Figure 2: Communicative model of music.

2.2 Critiques and Alternatives
2.2.1 Musicological Perspectives
The implied duality of a musical “text” and the “act” of its
transmission, has been roundly critiqued, including promi-
nently by the musicologist Richard Taruskin [24]. Taruskin
argues that so-called“authentic”performance practice, which
aspires to approach a singular idealized execution envisioned
by the composer, is a wholly modern invention divorced
from any cultural or social reality. Gurevich and Treviño
have written that the uncritical adoption of this informa-
tion theoretic model of music-making is at odds with the
experimentalist and improvisatory traditions that inform
contemporary music practices [12].

Christopher Small assails the notions that the value of
music inheres in a text, and “that a musical performance is
thought of as a one-way system of communication, running
from composer to individual listener through the medium
of the performer.” This, to Small “suggests also that mu-
sic is an individual matter, that composing, performing and
listening take place in a social vacuum” [23, p. 6]. Instead,
according to Small, “a musical performance is a much richer
and more complex a↵air than is allowed by those who con-
centrate their attention exclusively on the musical work and
on its e↵ect on an individual listener. If we. . . take in the en-
tire set of relationships that constitutes a performance, we
shall see that music’s primary meanings are not individual
at all but social. . . The fundamental nature and meaning of
music lie not in objects, not in musical works at all, but in
action, in what people do” [23, p. 8].
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2.2.2 Expanding the Network
Observing the transformative power of technologies for re-
production, synthesis, and distribution, Lansky argued that
the CPL model is now also incomplete. He proposed the
addition of two categories, “to more accurately reflect the
social consequences of using machines” to make music [17,
p. 106]. He called the first role the “sound-giver,” compris-
ing a rough continuum with record producer at one extreme,
and a friend giving you homemade nature recordings at the
other; mixtapes are somewhere in between. Sharing mu-
sic, sharing sound, is increasingly a vital part of musical
life, one that is distinguished from broadcasting in its peer-
oriented, bottom-up nature. Although Lansky was writing
in 1990 prior to widespread digital distribution or social me-
dia, the sound-giver concept depended on late-20th century
innovations in reproduction and portability exemplified by
the medium he chose for illustration—the cassette tape.
It is the second node that Lansky proposed to add that

is arguably most relevant to NIME: the instrument-builder.
Lansky notes that when considered as simply a maker of
sound-producing hardware, this category is as old as in-
strumental music itself. But, he argues, digital technologies
have empowered the instrument-builder to transgress the
incremental evolution of the musical climate; instrument-
builders can be radically transformative and visionary, re-
balancing the inherent power structure of the CPL network.
However, the consequences of Lansky’s updated model

reach far beyond simply expanding and democratizing the
network. Inserting these nodes in fact undermines the cate-
gorical distinctiveness of all the roles: “In some ways, com-
posers, performers, and listeners are subclasses of sound-
givers. In other ways sound-givers are subclasses of com-
posers and performers. . . In some ways an instrument builder
becomes a subclass of composer. In other ways composer
becomes a subclass of instrument builder” [17, pp. 107-8].
Indeed, in contemporary practices the necessity and sepa-
rability of the categories of composer, instrument builder,
sound-giver, performer, and listener are called into question.
In NIME, which at its core emphasizes digital instrument-
making, we frequently observe that these once-distinct roles
are often inhabited by just one person, a phenomenon Lan-
sky traces back at least to Harry Partch. I suggest that it is
likely more common than not in NIME for a single person
to be composer, instrument-builder and performer.

2.2.3 Ecologies and Emergent Meanings
In Lansky’s conception, despite the temptation of the Partch-
ian one-man-show, it is in the increased potential for com-
plex social interactions in this expanded network where the
most promising musical opportunities emerge: “Whatever
the formalization. . . it is clear that the number of ways in
which the nodes are now capable of interacting has increased
greatly” [17, p. 108]. A dynamic network of interconnected
nodes is substantially richer than that of a directional trans-
mission line. Yet, if the stability of the individual roles and
their relationships—and therefore the rigid topology of the
entire network—can no longer be assumed, what emerges
is a network in which musical meaning no longer resides in
the directional messages that flow between the nodes, but
instead in the activities that emerge through the interac-
tions between nodes. Several authors have described such
a network in ecological terms: an ecosystem that allows for
flexible, mutually informing relationships between diverse
actors including composers, performers, spectators, instru-
ment makers and digital systems, through which meaning is
situated, emergent and spontaneous, and not, as the previ-
ous model holds, determined a priori [25]. Agostino Di Sci-
pio frames his ecosystemic approach as “a substantial move

from interactive music composing to composing musical in-
teractions . . . a shift from creating wanted sounds via inter-
active means, towards creating wanted interactions having
audible traces. In the latter case, one designs, implements
and maintains a network of connected components whose
emergent behaviour in sound one calls music” [8, p. 271].

2.2.4 Perspectives from HCI
Sengers and Gaver similarly advocate that prioritizing“mul-
tiple, heterogeneous interpretations” over a “single author-
itative interpretation” of any designed system allows indi-
viduals “to define their own meanings for them, rather than
merely accepting those imposed by designers” [20, p. 101].
They provide a number of strategies for doing so, all of
which inherently rely upon distributed and mediated inter-
actions between multiple actors. Among these, they high-
light the role of ambiguity, which Gaver earlier identified as
“a property of the interpretative relationship between peo-
ple and artefacts” [10, p. 235]. Thus, the power for diverse
meanings to emerge resides in the diversity of relationships
around a technology: “This interpretative relationship is
the source of ambiguity’s appeal: by thwarting easy inter-
pretation, ambiguous situations require people to partici-
pate in making meaning. . . The artefact or situation sets
the scene for meaning-making, but doesn’t prescribe the re-
sult. Instead, the work of making an ambiguous situation
comprehensible belongs to the person, and this can be both
inherently pleasurable and lead to a deep conceptual appro-
priation of the artefact” [10, p. 235-6].

2.3 Fluid Roles in the Expanded Network
Recent ethnographic studies have observed the fluidity of
roles and relationships that Lansky predicted. In their study
of the Birmingham Laptop Ensemble, Booth and Gure-
vich observe that the familiar roles of composer, designer
and performer “do not strictly define players’ sole activities
but can instead be seen as a dynamic set of orientations,
which are adopted at di↵erent times.” We use terms such
as “composer-as-designer,” and “performer-as-designer” to
illustrate this dynamism [4]. Indeed, in Lansky’s expanded
network,“instrument design and construction now become a
form of musical composition. The vision of the instrument-
builder can be idiosyncratic, and even compositional. Play-
ing someone else’s instruments becomes a form of playing
someone else’s composition” [17, p. 108].

I wish to highlight in particular that Lansky’s conception
of a network of human relationships suggests elaboration
on his last statement. We could equally say that perfor-
mance now becomes a form of instrument design; that play-
ing someone else’s composition becomes a form of playing
(or designing) someone else’s instruments. This suggests
the intriguing possibility that a composition—a score—can
in fact embody or suggest not only a performance—a sound
to be made or a set of activities or actions—but an interface
or an instrument that is yet to exist.

3. LEARNING FROM PRACTICE
The remainder of this article describes examples from prac-
tices that embody the notion of designing instruments in
response to scores, and to a non-notated musical style.

3.1 Performing Cage
I arrived at the idea of a repertoire-based approach to NIME
through making performances of works by John Cage. In
2012, the year of the John Cage centennial, I led my Elec-
tronic Chamber Music ensemble at the University of Michi-
gan in creating new realizations of some of Cage’s classic
works for electronics. In researching this project, I was
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struck by a letter that Cage wrote to David Tudor in 1958
from Milan about Cage’s nearly-finished composition Fon-
tana Mix. The piece, Cage wrote, “treats machines as things
to perform with” [6, p. 102]. The statement is perplexing,
since, at least in its initial conception, Fontana Mix was a
tape composition: a static recording pieced together from
fragments of tape that would ultimately be played back over
loudspeakers.
Cage’s implication that performing with machines is some-

how novel is also curious, considering he had already com-
posed for live turntable performance in Imaginary Land-
scape No. 1 in 1939 and for radios in Imaginary Landscape
No. 4 in 1951, not to mention prior tape pieces including
Williams Mix in 1952. Elsewhere I provide a much more
thorough contextualization than I can present here, but the
essence of unpacking Cage’s statement lies in his aesthetic
shift from chance to indeterminacy [11]. Treating machines
as things to perform with should be understood as a contrast
to treating machines as thing to compose with.

3.1.1 Williams Mix
In his earlier pieces such as Williams Mix, Cage used coin
flips to remove his own desires from the compositional pro-
cess, at least on the first order, but in doing so created scores
that he described as “recipes.” In other words, performing
these scores—in the case of Williams Mix, splicing tape ac-
cording to a visual pattern, “like a dressmaker’s pattern,”
Cage said—was a matter of following simple instructions,
with relatively little decision-making by the performer [5,
p. 169]. Nonetheless, with Williams Mix Cage was already
blurring the distinctions between instrument design, compo-
sition, and performance: in devising a novel method for cre-
ating envelopes through tape splicing, Cage designed a new
instrument (composer-as-instrument-builder); in recruiting
others to contribute the sound material to realize his score,
he invited performers into the domain normally reserved
for composers (performer-as-composer); in embodying the
composition in a score and not simply a tape, he created the
possibility for future performers to devise new technologies
for its realization (performer-as-instrument-builder).
It took 45 years, but in 1997 Larry Austin set out to cre-

ate a new performance of Williams Mix, an endeavor that
incorporated digitally recording a new set of sounds accord-
ing to the parameters Cage described in the score, as well
as devising a new software program to edit and assemble
the recordings in the style of the Cage’s composition. Sig-
nificantly, Austin’s and collaborator Michael Thompson’s
digital system did not enable the reproduction of the pa-
rameters of Cage’s score exactly. Instead, through study
of the score, Cage’s original tapes, and other available evi-
dence, the software they called “Williams [re]Mix[er]” mod-
eled Cage’s process for generating the score using the I
Ching [2]. Cage’s score therefore provides not only the
means for realizing a performance, but for building a new
software instrument capable of composing/playing entirely
new music with stylistic a�nities to Williams Mix but also
the timbral hallmarks of a contemporary digital instrument.
In concerts, Austin presents a digital restoration of the orig-
inal Williams Mix tapes as the first movement of a new
composition Williams [re]Mix[ed]. The subsequent move-
ments generated by his software are described as “varia-
tions.” Cage’s score has since spawned yet another software
instrument and sound library, by Tom Erbe, that does fol-
low Cage’s score exactly, but is capable also of realizing
yet another body of new compositions, performances, and
instruments [9]. Are Erbe, Austin, and Thompson com-
posers? Performers? Instrument-builders? Sound-givers?1

1Thompson is credited as “Composer-programmer.” The

Clearly the answer is yes to all, but this opportunity only
exists due to a relationship with Cage mediated by his score.
Furthermore, any number of other people could use their in-
struments and/or sounds to create still more compositions,
performances, and instruments in an ever expanding net-
work of social relations.

With his subsequent indeterminate pieces, Cage elabo-
rated upon this dynamic by more explicitly o↵ering mul-
tiple unique and distinct ways of performing a piece; in
Cage’s words, a “shift from [considering] music as structure
to music as process” [5, p. 167]. Although Cage himself
first realized Fontana Mix with tape, the score says noth-
ing about tape splices or sound material, rather it defines
a process for making musical decisions among various op-
tions, using transparent sheets overlaid against patterns of
squiggles, dots, and a grid. Moreover, Cage leaves the ques-
tion of instruments open-ended. Thus, with Fontana Mix,
Cage further empowered the compositional activities of the
performer, but also opened up the musical-social network
to instrument-builders and sound-givers, if not as distinct
actors, then at least as roles taken on by the performer.
Indeed, the composer-performer Max Neuhaus performed
realizations of Cage’s score as Fontana Mix – Feed between
1964-68 using an electronic feedback system he created.
Cage himself used the score to make several subsequent
compositions, including Water Walk and Theatre Piece.

We are left with the tantalizing possibility of rereading
Cage’s scores for tape or for radio not as instructions for
making a tape piece or a radio piece, but as invitations for
instrument design as much as for performance. Further-
more, by separating and diversifying the roles—by adding
more nodal relationships to the human network—the possi-
bilities for surprise, novelty, and experimentation increase.

3.1.2 Pieces for Tape and Radio
Cage’s score for Rozart Mix is a reproduction of correspon-
dences with Alvin Lucier through which the pair devised a
performance at the Rose Art Museum at Brandeis Univer-
sity in 1965. The score, like several others, including those
of the Variations, documents a performance that occurred
without providing explicit instructions for future ones. The
performance described in the score was to involve 12 open-
reel tape machines and a supply of at least 88 tape loops.
Loops were to be played simultaneously on every machine
until they broke, became tangled or otherwise unplayable,
with four or more attendants replacing broken loops. The
performance would continue indefinitely, until all the loops
are broken beyond repair or the audience leaves the venue.

Considering Cage’s shift toward indeterminacy, my en-
semble read this score not as an instruction to reproduce an
event from 50 years in the past, but rather an invitation to
consider its meanings, and its technological implications, to-
day. For our performance, which we called Rozart Mixtape,
we used modified cassette players and cassette tape loops.
We used relays and microcontrollers to cut the power to the
battery-powered boom-boxes at random intervals, causing
the tapes to slow to stop and signaling the performers to
change tape loops. We devised an algorithmic process to
scrape ensemble members’ hard drives for audio files, and
digitally splice together fragments to create the source ma-
terial for the physically-spliced tape loops.

In our performance of Radio Music, composed in 1951
for 1-8 performers with portable radios who adjust the tun-
ing frequency of the radios at designated times, we aug-
mented the radioscape by introducing portable FM radio
transmitters and spiking the spectrum with our own sounds.

division of e↵ort is unclear, but the hyphenated title further
supports the notion that they transcended singular roles.
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Two additional performers sampled, looped and rebroadcast
live radio broadcasts, e↵ectively remediating the medium.
Finally, we reimagined Cage’s first tape piece, Imaginary
Landscape No. 5, a collage for 8 tracks of snippets from
42 jazz records, as a live performance piece where a soft-
ware program performs the splices and volume envelopes in
real time, while performers act as DJs, changing records at
designated times. These performances are documented in
greater detail elsewhere [11].
In all of these performances, Cage’s scores allowed the en-

semble members to become composers, performers, sound-
givers, instrument-builders, and listeners at various stages.
Di↵erent individuals took on di↵erent roles at di↵erent times,
and by extension, so did Cage. None of the systems we cre-
ated resemble a “digital music instrument” in the conven-
tional sense of the term—they are not gestural controllers
for real-time DSP which otherwise take the role of a mu-
sical instrument—but this is precisely the point. The in-
terfaces were rather devised creatively in response to the
broader culturally- and locally-situated context of the per-
formance (a group of university students in 2012 in a credit-
bearing course; a performance in an art museum), our read-
ings of Cage’s score, and the ensemble members’ individual
and collective experiences. The microcontroller-controlled
cassette-loop players reflected the ensemble members’ nos-
talgia for cassette tapes, while simultaneously providing a
bridge to Cage’s world of splicing 1/4”open-reel tape, a prac-
tice previously foreign and inaccessible to them. We weren’t
simply “performing Cage;” we were collaborating with him
across time through his score, creating an extended social
assemblage from which new musical sounds, instruments
and meanings could emerge. This, I argue, is precisely the
point of NIME. Furthermore, the instruments we built in
response to Cage have in turn suggested new possibilities
for composition, performance and instrument design.

3.2 Berio’s Altra Voce
In 2013, I was invited to perform Lucanio Berio’s Altra Voce,
scored for flute, mezzo soprano and live electronics. Berio’s
score provides the electronics performer with instructions
to sample specific portions of the other musicians’ sounds
in real time during the performance, and to play them back
at specific times, transpositions, and spatial locations in a
multichannel speaker array. Notably absent from the score
is an indication of a software and/or hardware instrument
for doing so. Berio specifies the sonic outcomes in far more
detail than Cage did, but explicitly leaves the question of in-
struments open-ended. The score“provides all the necessary
information for the realization of the electronic part. The
instructions are not bound to any specific technology and
may be applied to di↵erent systems as long as the prescribed
parameters and processes are adhered to” [3]. A team at
Tempo Reale created the first realization in 2001 with Be-
rio, but the score invites performer-instrument-builders to
devise their own.
We performed Altra Voce twice, in 2013 and 2014. My

instrument was an assemblage of a software system I wrote
in Max and existing hardware controllers (a Launchpad and
MIDI fader board). The timed transpositions and spatial
movements were programmed into the patch. In perfor-
mance I used Launchpad buttons to record and play back
samples at the appropriate timings according to the score.
The instrument was admittedly not a radical new DMI, but
was most certainly unlike any system that had been used
previously for performing the piece. It reflected the local
circumstances of our production: whereas the Tempo Reale
version was realized and performed by a team, I had to
design an instrument that could be managed by myself—

the lone electronics performer—from stage, and I had lim-
ited time to do so. The outcome, although not a radical
new design, felt very much like an instrument; significantly,
as performer-instrument-builder, I developed a performance
practice with this instrument through substantial rehearsal.

3.3 New Instruments for Techno Music
As these encounters with scores began to catalyze the ideas
presented in the first half of this paper, I observed that many
contemporary practices, including in NIME, do not rely on
notation. I was prompted to ask if improvisatory, non-
notated practices could similarly invite new instruments
which would in turn suggest new musical practices. In 2015,
I tasked my ensemble with performing music inspired by
Detroit Techno—certainly one such tradition. One compo-
nent of this performance was to be a new digital musical
instrument that embodied Techno’s musical traditions but
deliberately disrupted its tendency toward solitary practice.
I insisted that our new instrument had to be made and per-
formed socially, by a chamber ensemble, but still responsive
to the work of musicians like Richie Hawtin and Carl Craig.

The outcome is a suite of instruments we called the Can-
delabras. The Candelabras consist of five nearly-identical
“base”modules constructed of stained wood and a 1m length
of steel pipe with three branching arms, resembling a can-
delabra. An insert containing a photocell is mounted in
the end of each arm—three per instrument, fifteen in to-
tal. Each of the five players has two handheld controllers
with five buttons and an LED array. The buttons activate
rhythmic pulses in the LEDs, which, when detected by the
photocells trigger synthetic percussion sounds. The buttons
under each performer’s first three fingers cause their lights
to flash in quarter notes, eighth notes, and sixteenth notes,
respectively. The fourth button is a triplet modifier. The
controllers are all synchronized to the same metronome, and
the tempo is agreed in advance by the performers. The but-
ton under each performer’s thumb controls the color of the
light, which a↵ects the sensor’s dynamic range somewhat
but is mostly for visual e↵ect.

Because each light pulse produces a window of contin-
uously variable data at the photocell, rather than simply
providing a note-on trigger, the instrument creates a short
envelope that continuously controls the dynamics and tim-
bre of each voice. Furthermore, the players can control the
peak height and to some extent the shape of this envelope
by varying the distance of the controller from the sensor,
providing a good degree of articulatory control. Near the
limits of the sensor’s range of detection, they can even skew
the peak-detection algorithm to create rhythmic imperfec-
tions, sometimes unintentionally—a challenge that digital
controllers for dance music normally do not a↵ord. A per-
formance with the Candelabras that fully illustrates its op-
eration is available in the accompanying video.

As Johnston suggests, one benefit of practice-based re-
search is its inherent demand for symmetrical consideration
of new creative musical practices and new instruments de-
sign [14]. Of course, electronic dance music already had a
wealth of dedicated controllers and instruments, dominated
by button matrices like the Monome and Push. These are
largely what Magnusson calls “epistemic tools”: physical
instantiations of interfaces for essentially symbolic interac-
tions [18]. Consequently, both the gestures and the musical
outcomes associated with these controllers are non-specific.
Musically, our performances are clearly evocative of, but
not strictly stylistically consistent with Detroit Techno, nor
any other genre of electronic dance music. But this was
of course the inevitable and intended outcome of the en-
deavor, as Techno is never performed by an ensemble of
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five musicians. We found that the imperative of a socially
distributed performance necessitated a unique design that
departed radically from button-matrix controllers and is in-
stead rooted in metaphors reflecting the musical heart of
Techno: percussion and drumming. The instruments in
turn facilitated new musical tensions and opportunities.

4. DISCUSSION
One unintended consequence of collapsing the social net-
work such that the roles of composer, performer, and in-
strument builder are inhabited by a single individual can
be the failure to create a repertoire. The preceding ex-
amples demonstrate ways that instrument-design, perfor-
mance, and further composition can indeed all ensue from
scores, aural traditions, or other artifacts that collective
constitute a repertoire. More than a collection of compo-
sitions or scores, it is a force upon which future musicians
may build, or against which they may react. A repertoire
provides a landscape of aesthetic reference points, a shared
map among performers, composers, designers, and audi-
ences onto which individual performances can be situated,
and around which critical discourses can develop. Perfor-
mances with new interfaces are frequently documented in
video or audio, but these do not provide a su�cient ba-
sis for reinterpretation, re-realization or elaboration. With
the preceding examples as a point departure, I propose
that we consider ways to create scores that facilitate not
only performances, but the development of new instruments
and interfaces, whereas the process too frequently happens
the other way around. A repertoire-driven approach will
lead to instruments and performance systems that, owing
to their socially-distributed production, inherently possess
rather than seek diverse, textured musical meanings.
This claim is in no way meant to denigrate or devalue

any NIME practices; certainly practices in the tradition of
Partch and Waisvisz enrich the musical landscape as much
as others. Rather it is a suggestion that in our quest for
new modes of musicking that can emerge with interactive
technologies we not throw out the baby with the bathwa-
ter, as the expression goes, by eliminating notated prac-
tices altogether. As I have shown, practices that increase
the possibilities for human interactions in the musical-social
network—whether mediated by scores, instruments, aural
traditions or software programs—even those that blur the
categorical distinctions of traditional roles, only enhance
the richness of this possibility space. Nor do I claim to be
alone in exemplifying this practice. As just one example
among many, Ouzounian, Knapp, and Lyon’s recent ac-
count of their work as the BioMuse Trio describes a sim-
ilar outlook: “There are no directives in the composition
that are instrument specific. It is all about annotating ges-
ture. . . Everything we do is hardware agnostic. You could
see the piece being performed twenty years from now with
a whole other piece of software but the same gestures” [19].

5. REFERENCES
[1] P. Agre. Computation and Human Experience.

Cambridge University Press, New York, July 1997.
[2] L. Austin and M. Thompson. Williams [re]Mix[er]:

An Interactive I Ching Composing Program. In
Proceedings of the International Computer Music
Conference, Havana, Cuba, 2001.

[3] L. Berio. Altra Voce. Universal Edition, Vienna, 1999.
[4] G. Booth and M. Gurevich. Collaborative

composition and socially constituted instruments. In
Proceedings of NIME, Ann Arbor, Michigan, 2012.

[5] J. Cage. Conversing with Cage. Routledge, New York,

2003.
[6] J. Cage. John Cage and David Tudor:

Correspondence on Interpretation and Performance.
Cambridge University Press, New York, 2013.

[7] B. Carey and A. Johnston. Reflection on action in
NIME research: Two complementary perspectives. In
Proceedings of NIME, pages 377–382, Brisbane,
Australia, 2016.

[8] A. Di Scipio. ‘Sound is the Interface’: From
Interactive to Ecosystemic Signal Processing.
Organised Sound, 8(3):269–277, 2003.

[9] T. Erbe. The Computer Realization of John Cage’s
Williams Mix. In Proceedings of the International
Computer Music Conference, Utrecht, 2016.

[10] W. W. Gaver, J. Beaver, and S. Benford. Ambiguity
as a resource for design. In Proceedings of the SIGCHI
Conference on Human Factors in Computing Systems,
pages 233–240, New York, 2003. ACM.

[11] M. Gurevich. Interacting with Cage: Realising classic
electronic works with contemporary technologies.
Organised Sound, 20(3):290–299, 2015.

[12] M. Gurevich and J. Treviño. Expression and its
discontents: toward an ecology of musical creation. In
Proceedings of NIME, pages 106–111, New York, 2007.

[13] S. Harrison, P. Sengers, and D. Tatar. Making
epistemological trouble: Third-paradigm HCI as
successor science. Interacting with Computers,
23(5):385–392, 2011.

[14] A. Johnston. Opportunities for Practice-Based
Research in Musical Instrument Design. Leonardo,
49(1):82–83, 2016.

[15] P. N. Juslin. Emotional Communication in Music
Performance: A Functionalist Perspective and Some
Data. Music Perception: An Interdisciplinary
Journal, 14(4):383–418, 1997.

[16] R. R. Kline. The Cybernetics Moment. Johns Hopkins
University Press, Baltimore, 2015.

[17] P. Lansky. A View from the Bus: When Machines
Make Music. Perspectives of New Music,
28(2):102–110, 1990.

[18] T. Magnusson. Of epistemic tools: Musical
instruments as cognitive extensions. Organised Sound,
14(2):168–176, 2009.

[19] G. Ouzounian, R. B. Knapp, and E. Lyon. The
Biomuse Trio in Conversation. eContact!, 14(2), 2012.

[20] P. Sengers and B. Gaver. Staying Open to
Interpretation: Engaging Multiple Meanings in
Design and Evaluation. In Proceedings of the
Conference on Designing Interactive Systems, pages
99–108, New York, 2006. ACM.

[21] R. Sessions. The Musical Experience of Composer,
Performer, Listener. Princeton University Press,
Princeton, 1950.

[22] C. Shannon. A mathematical theory of
communication. Bell System Technical Journal,
27(3):379–423, 1948.

[23] C. Small. Musicking. Wesleyan University Press,
Middletown, CT, 1998.

[24] R. Taruskin. Text and Act: Essays on Music and
Performance. Oxford University Press, New York,
1995.

[25] S. Waters. Performance Ecosystems: Ecological
approaches to musical interaction. EMS:
Electroacoustic Music Studies Network, 2007.

[26] N. Wiener. Cybernetics. John Wiley & Sons, New
York, 1948.

168



Designing Intent: Defining Critical Meaning for NIME 
Practitioners 

 
  

Joe Cantrell 
Music Department 

  University of California, San Diego 
San Diego, CA 

jcantrel@ucsd.edu 
 

 
 
 

 

ABSTRACT 
The ideation, conception and implementation of new musical 
interfaces and instruments provide more than the mere construction 
of digital objects. As physical and digital assemblages, interfaces also 
act as traces of the authoring entities that created them. Their 
intentions, likes, dislikes, and ultimate determinations of what is 
creatively useful all get embedded into the available choices of the 
interface. In this light, the self-perception of the musical HCI and 
instrument designer can be seen as occupying a primary importance 
in the instruments and interfaces that eventually come to be created. 
The work of a designer who self-identifies as an artist may result in a 
vastly different outcome than one who considers him or herself to be 
an entrepreneur, or a scientist, for example. These differing 
definitions of self as well as their HCI outcomes require their own 
means of critique, understanding and expectations. All too often, 
these definitions are unclear, or the considerations of overlapping 
means of critique remain unexamined. 
 In this paper, I offer five broad cultural categories for 
understanding contrasting histories, as well as creative and technical 
discourses surrounding musical HCI production, specifically relating 
to the New Instruments for Musical Expression community. These 
are offered to spur conversation toward a more complete and 
complex definition of the self as a designer and the objects of 
creation within this context, and are not intended to propose hard 
limitations or boundaries within the community. To the contrary, 
they are for consideration as porous and available to permutation and 
change as circumstance and the community at large sees fit. 
 
Author Keywords 
Design methods; design ethics; intent 
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H.5.2 [Information Interfaces and Presentation] User Interface – 
Theory and methods, H.5.5 [Information Interfaces and 
Presentation] Sound and Music Computing – Methodologies and 
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1. INTRODUCTION 
Ewa Callahan’s 2002 text “Interface Design and Culture” offers a 
framework to identify and outline issues of culture within the 
interface design community. Callahan defines culture as a complex 
social construction that encapsulates shared values, group behavioral 
patterns, mental models, and communication styles [3]. The 
definition of culture is important in framing a context in which the 
delineation of membership and shared historical background can be 

better understood. The following takes inspiration from Callahan’s 
text and offers an application of cultural definition to the New 
Instruments for Musical Expressions (NIME) group, beginning with 
a brief historical outline of the organization. 

2. ORGANIZATIONAL BACKGROUND 
NIME was founded in 2001 as a workshop of the ACM SIGCHI 
annual conference. The workshop focused specifically on the 
production of digital musical interfaces and was successful enough to 
continue on its own as an international annual conference that 
continues to the present. Although NIME was directly spawned from 
the SIGCHI community, its formal standing on its own self-
description and the cultural effects of its activities seem murky in 
contrast to the clearly articulated official gestures of social relevance 
put forward by ACM SIGCHI. 
 In its rather lengthy public bylaws, SIGCHI describes its purpose 
as including questions regarding "...human factors in the interaction 
process" as well as "The role of computing and communications 
technology in social organizations and processes" [10]. NIME, by 
comparison offers no publicly available bylaws and only briefly 
describes itself as a conference that "gathers researchers and 
musicians from all over the world to share their knowledge and late-
breaking work on new musical interface design" [9]. 
 SIGCHI's bylaws in relation to NIME pose some intriguing 
questions: how and why did an organization that intrinsically 
involves the engagement of humanistic and ethical assumptions 
directly enable the formation of a group that seems to lack any 
official public expression of these perspectives? If NIME as an 
organization does not have a publicly expressed ethos, what are the 
intentions of the NIME members toward the devices they create and 
toward each other? 
 One answer poses NIME’s framework as being a direct reaction to 
SIGCHI’s organizational model. Many in the NIME community 
believe that the high cost of attending ACM SIGCHI events, as well 
as the rigidity of their categorical system to be an obstacle for creative 
inclusivity. In other words, although ACM SIGCHI’s public-facing 
ethos seems to elicit a clear expectation of the functioning of the 
group, the realities of it publication requirements rely on categories 
that are outdated or poorly suited for work that does not fit into the 
established paradigm, thus limiting the inclusion of important 
perspectives that could provide growth within the organization. It is 
in part a rejection of these perceived inflexibilities that contributed to 
the creation of NIME and the NIME community. 
 This relational history is an important concern and one that bears 
careful thought from the outset: i.e. any effort at categorization 
should be sturdy enough to provide meaningful distribution of 
consideration and critique, but be plastic enough to adapt to 
communal and technological changes. Carefully considered 
categories, then, can be fluid enough to aid in providing touchstones 
for constructive self-criticism, and to avoid becoming mandatory 
round holes into which square pegs are expected to be placed. 
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3. Categories and Intersections 
Adnan Marquez-Borbon and Paul Stapleton approach these 
questions by means of Jean Lave and Etienne Wegener's sociological 
framework of ‘communities of practice.’ They define this in terms of 
situational learning environments that are enacted primarily by means 
of social relations or 'knowing through practice' [8]. The varied 
nature of NIME practitioners presents complex multiplicities of these 
situations, which may be more aptly described as a 'community of 
communities'. This is the situation described by Gerhard Fischer as a 
'community of interest,' in which people of different disciplines 
engage in a common task. This construction is illuminating in terms 
of a general approach to understanding the NIME community, but 
compels a more precise investigation of the nature of this 
commonality. To wit, there are more than one 'common tasks' present 
in a given practice and their goals often are at cross-purposes. 
Bringing these complex intentions into sharper focus can help to 
achieve a more meaningful engagement within the NIME 
community. 
 In order to begin clarifying and addressing these issues of 
intentionality and functionality, I put forward five areas of intentional 
practice within the NIME community, based on the published 
proceedings of the conference, publically available documentation, as 
well as my own observation of activities during the NIME 
conference. These areas are, broadly: Practical Research, Artistic 
Performance, Hacking/Making, Commercial Production, and Self 
Reflexivity. 
 This five-part framework is offered as means of highlighting more 
focused parts of a complex whole. They are not intended to set apart, 
but to bring to light new ways of interpreting and providing critical 
feedback for NIME practitioners. They are in no way presented as 
exclusive or absolute in their distinctions, as it is not uncommon for a 
practitioner to be in one or more of these camps simultaneously. The 
areas of concern are not proposed to separate individuals, but to allow 
many specific critical discourses to be enabled simultaneously. In this 
way, changes in evaluation criteria of work is shifted in relation to 
intended modalities of operation put forward by practitioners. 
 For example, a NIME could be extremely successful on a 
functional level, but the performance that results can be aesthetically 
ambivalent. In this case, it would seem appropriate to investigate the 
reasons why the NIME functions well, but also to offer a critique as 
to how to improve the way in which the project reads aesthetically. 
These varieties of critiques require expertise for each area under 
consideration. In light of this, the self-identity of the practitioner as 
well as their intentions may come to bear on how the project is to be 
presented and considered. An innocuous performance given by one 
who does not identify primarily as a performer perhaps should not be 
judged as harshly as one who does. It also opens up critique as to 
whether one who does not so identify should be the person 
performing. In this case, it may be more effective to embrace 
intentional differences, and allow composers to write new pieces for 
previously designed instruments to be included in the conference 
performances. This way, the conference platform would not force the 
creation and performance of musical works from those whose skills 
might lie in the creation of devices rather than pieces. 
 It is in this context that these critical areas can be understood. The 
following gives a more detailed definition and context for each. 

3.1 Practical Research [PR] 
This area is concerned primarily with producing results that can be 
applied to a specific investigative question or application relating to 
sound, interaction and performance. This includes developing new 
methods and tools for the analysis and synthesis of sound, using 
NIMEs in a therapeutic context, and solving previous functional 
limitations, to name a few. Specific applications include the 
development of algorithms for digital signal processing, adaptations 
of established applications and processes for new hardware, etc. 

 Although PR activity operates within the aegis of the creation of 
tools for artistic ends, they are not necessarily foregrounded in 
importance for practices within this area. Specific artistic expressions 
or aesthetic forms are often deprioritized in favor of an artistically 
neutral vessel, into which an exterior artist can transfer creative 
content. 
 A recent work that exhibits practical research characteristics can be 
found in the 2015 project “ml.lib: Robust, Cross-platform, Open-
source Machine Learning for Max and Pure Data” by Jamie Bullock 
and Ali Momeni [2]. Their documentation describes their 
development of a library of externals created for the Max/MSP and 
Pure Data audio authoring environments. The externals allow for the 
use of various AI techniques like Markov models to be used for 
creative ends. The main thrust of the project and the documentation is 
to provide mechanisms for expressive work to be created, rather than 
the creation of a particular work, a criterion that would place the 
intent of this project firmly within the PR camp. 

3.2 ARTISTIC PERFORMANCE [AP] 
The positioning of the artistic gesture within the context of NIME 
culture immediately poses specificities and limitations. Perhaps the 
most immediate and obvious is the presence of the ‘new’ 
demarcation. Similar to other monikers such as ‘new media,’ the 
presence of a temporal qualifier points to an apriori limitation; that 
which is considered ‘old’ is to be excluded. In other words, the 
‘newness’ here is technical, and the technical is prioritized. As a 
result, the nature of the performances and installations presented at 
NIME vary widely in content and intention. 
 It is indeed difficult to specifically define what characterizes a 
successful NIME performance, or indeed a NIME artist outside of 
the other three areas. Considering this, I have opted to delimit this 
group to those projects whose intent is to create a specific piece of 
music, musical practice, or sound-related art. This focus cedes issues 
of functionality and research to concerns over aesthetic effectiveness. 
 Activities that fall within this area include those who create NIMEs 
to extend their own performance practice, say, as a new method of 
obtaining sounds on an instrument that is already the main focus of 
their creative output. Also included within this region are those who 
approach NIME creation for an expressly artistic purpose in which 
the technological focus is a means to a more prioritized aesthetic or 
political statement, such as sound art installations. 
 Reinhard Gupfinger and Martin Kaltenbrunner’s project Urban 
Crickets provides a clear illustration of the AP category. This work 
consists of small, inexpensive sound generating modules that create 
sound similar to the chirping of crickets. They are linked together by 
a cord and are designed to be tossed into telephone lines in urban 
areas. The devices intend an intrusion of simulated ecological life that 
mimics the localized action of tossing shoes into overhead lines [4]. 
 As such, Urban Crickets does not solve a practical problem, nor 
does it provide a framework for others to generate creative work. 
Instead, it exists as a work in which the engineering detailed is 
intended almost entirely as a means to a specific expressive end. 

3.3 Hacking / Making [HM] 
A third territory of NIME practice relates to associations to more 
informal activities of 'hackers' and 'makers' that comprise an 
avowedly amateur technological practice. The implications of this 
more populist practice are important in that although they may 
resemble the more technically focused concerns of the PR region, 
maker-centered activities do not look to the technical validation 
mechanisms involved in PR practice. Neither do they overtly 
embrace any of the aesthetic pretensions or criteria of academic high 
art. 
 Instead, the MH practice occupies a sort of liminal space between 
PR and AP pursuits. The activity of makers in essence positions 
experimental amateur research practice as an artistic practice. Here, 
the result of the project is less important than the act of doing it. 
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Success in this case may not be measured by the creation of a 
meaningful aesthetic experience for an audience or to expand 
scientific knowledge, but to promote and explore a communal 
egalitarian embrace of trial and error and an embodied focus on 
technical and artistic learning. 
 Explicit MH examples are more difficult to locate in the 
proceedings, but there are direct references in the corpus of the 
NIME publications, most often highlighting the accessibility of low-
level microprocessors. This can be seen in Ivica Ico Bukvic’s 2014 
text “Pd-L2Ork Raspberry Pi Toolkit as a Comprehensive Arduino 
Alternative in K-12 and Production Scenarios,” which offers a 
microcontroller hardware alternative for formal K-12 and informal 
learning environments like the Maker Faire [1]. 
 The relative lack of presence of the MH area in the NIME written 
corpus may be due to the nature of the proceedings format itself, as it 
tends to mimic the validation mechanisms present in academic art 
and science institutions. The results produced by MH activities tend 
not to be the type of knowledge production that can be easily 
quantified and evaluated in an academic conference proceedings 
format. More public reviewing methods, such as CHI’s alt.chi area 
may provide some food for thought as to how to better include 
activities such as these within the NIME textual history. 
 That said, the overall structure and climate of the NIME conference 
tends to nurture these endeavors. The open nature of the performance 
and paper criteria enables a sort of ‘big tent’ to exist and within the 
NIME group, allowing the inclusion of amateur and non-academic 
works. The seeming absence of direct artistic critique can be viewed 
by some as a lack of rigor, and by others as embracing a non-
judgmental atmosphere that allows a sort of variation on Kim 
Cascone’s ‘aesthetics of failure’ as outlined in the NIME primer 
given numerous times at the conference [6].  

3.4 Commercial Production [CP] 
Paul Théberge offers French economist and sociologist André 
Piatier's working definition of innovation as when an: "idea or group 
of ideas (is) transformed into something that is used or sold [11]." 
The word usage here implying a widespread acceptance, presumably 
through commercial means. Théberge puts the impetus of innovation 
squarely on the shoulders of capitalism, as it requires a constant 
stream of new commodities. This necessity for the new fosters an 
environment of constant 'innovation' to create marketable goods [11]. 
 Considering its role in the cycle of capital, innovation for Théberge 
is less about genius than a fortuitous alignment of social forces, 
technical effort, and timing. He gives many examples of potentially 
innovative designs that remain obscure because the inventors did not 
take mass production and market forces into account from the onset 
[11]. 
 Théberge's framing of the discourse that surrounds innovation 
provides a distinctive criterion for the NIME commercial production 
discourse. That is, a direct intent to create NIMEs that reach a mass 
audience and to have their NIMEs produced on such a scale can be 
cause for inclusion in the commercial area. 
 Commercial intents can be differentiated in part from MH or PR 
production in that the creations of the latter two tend to be too 
idiosyncratic or costly to ever have a strong potential for innovation, 
at least not in the sense that Piatier describes. 
 For this area, mobile platforms may offer the most accessible route 
to the possibility of commercial innovation. The musical application 
company Smule, founded by NIME practitioners Ge Wang and Jeff 
Smith, evidences this. Smule creates high-visibility mobile NIME 
apps easily available for general consumption [12]. Although offered 
free of charge, Smule’s Ocarina application is a clear instance of a 
NIME design that is intended from the outset to reach as large an 
audience as possible, falling in line with commercial requirements 
[13]. 

3.5 SELF REFLEXIVITY 
This is an area that occupies a smaller portion of the overall 
NIME activities, but is nonetheless an important and exciting 
region of practice as it describes work that holds a mirror up to 
the NIME community and provides necessary critique and fresh 
evaluation of the group’s activities and goals. 
 NIME is by design encouraging of practitioners with diverse 
intentions that allows for a constant state of self-definition and 
re-definitions, often seemingly contradictory. This dialectical 
tendency in terms of identity makes the community at once 
vibrant and hard to define. As such, the actions of those who 
work to identify trends and changes in the direction and 
makeup of the group provide important feedback to the 
systemic functioning of the group. 

4. CATEGORIES IN COMPLEX ACTION 
In many NIME projects and performances, divisions are not always 
clear. It is these situations that perhaps present the best opportunity to 
interject meaningful critique and dialogue surrounding NIME 
intentions and function. Applying critique based on each of the 
preceding areas in turn can point up strengths and weaknesses of 
NIME projects and afford the improvement of the collective output 
of NIME in toto. 
 Based on these categories we can pose five general critical 
questions when evaluating a specific category of intent in a given 
work: 
 1. Is it a system that solves a particular problem and/or affords only 
exterior creation? 
 2. Is it a specific art piece and/or extends a personal artistic 
practice? 
 3. Does it function as a method for trial and error or embodied 
learning? 
 4. Is it intended to be a mass-produced product that potentially 
could go to market? 
 5. It is intended to inform and/or or question the community about 
aspects of itself? 
 By comparing the strengths and weaknesses in these categories, a 
well-rounded critique can be offered that falls in line with the 
intended functionality of each work. 

5. CASE STUDY No.1: GESTES PROJECT 
To illustrate the possible operation and intersection of these 
categories, I will examine the Visor, Rib and Spine controllers by Ian 
Hattwick, Joseph Malloch and Marcelo Wanderley. These interfaces 
are designed to act as prosthetic instruments: enhancements to the 
body that act as synthetic extremities, enabling a performer 
(specifically a dancer) to control sound production. The prosthetics 
are constructed of clear plastic (with the exception of the Spine) and 
technologically extend the head, rib cage and backbone respectively. 
In performance, the sensor-laden prosthetics produce a blue glow that 
permeates through the transparent plastic of their construction [5]. 
The following is an examination of this project in terms of the five 
areas described, with an additional paragraph of resulting assessment 
and critiques. 

5.1 Practical Research 
The project documentation concentrates primarily on questions of 
manufacturing the instruments. They outline four distinct methods of 
manufacture: ‘artisanal’ (handmade by the artists themselves), 
‘building block’ (which combines existing forms), ‘rapid 
prototyping’ (processes such as CNC routing and 3D printing), and 
‘industrial techniques,’ which are the most expensive, but the most 
robust [5]. 
 These manufacturing subdivisions are connected to the design 
process of the prosthetics in what the authors call 'artist spec,' which 
the authors compare to military specifications in terms of functional 
rigor [5]. They further illustrate how each of their previously outlined 
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subsections applied to specific focuses and problems associated with 
the manufacture of their own instruments. 
 Due to the preponderance of material devoted to manufacture and 
functioning, this project exhibits PR characteristics most strongly. 
This region of the project is clearly the most developed and displays a 
high level of lucid, direct detail. 

5.2 Artistic Performance 
The authors make it clear that any discussion of conceptual and 
aesthetic values that informed their design decisions will not be 
included in the NIME text and instead can be found elsewhere [5]. 
The reader is referred to co-designer Joseph Malloch's PhD 
dissertation for information regarding the design philosophy of the 
devices. In his dissertation, Malloch details some of the aesthetic 
concerns that went into the design process. These include the intent to 
design objects that do not mimic human flesh, but that seem to evoke 
"an existing … cultural and practical context and are not merely 
props or costumes [7]. " 
 Despite this, there is some effort to address aesthetic concerns 
within the NIME text. The authors illustrate a change in design from 
their initial intention of having the components visible. Clear plastic 
designs were chosen in order to achieve a "…desired visual impact 
[5]." 
 This area stands in contrast to the PR area as it is not as clear, nor is 
it (partially by design) as complete. Despite the authors’ redirection 
of artistic conceptions, there is evidence that there was a good deal of 
aesthetic effort put into the project, but the critical artistic positioning 
of the authors is obscured. A more robust explication of this effort in 
terms of the authors’ intended socio-historical function, influence, 
and context would go along way toward clarifying the aesthetic 
expectations for potential users and audiences. 

5.3 Hacker/Maker and Commercial 
Production 
The authors are clear in the type and status of performer and 
performance with which they intend their work to be used. In their 
introduction, Hattwick et al locate their objects within a clearly 
Western art tradition by indicating their instruments are designed to 
be utilized "within a professional artistic context, including a series of 
high-profile performances [5]." 
 Despite this, the methodology used showed many aspects of the 
trial and error characteristics of the HM area. Their inclusion of rapid 
prototyping techniques as well as their hands-on activities is also 
indicative of HM practice of embodied learning. 
 These ambiguities of position are further complicated with an 
appeal to ‘professional’ quality standards and references to 
commercial production methods as being a superior, desirable 
manufacturing standard. These would indicate a partial intention 
toward the CP area and points toward questions of how the project is 
foreseen as existing physically in this context – are the techniques 
and objects here presented as a progression from DIY prototyping to 
mass-produced objects? If not, a more specific presentation of how 
the authors understand ‘professional’ within this context would do 
much to clarify how the project is meant to function in terms of 
localized production, mass market manufacture and its effect on the 
aesthetic meaning afforded by the process. 

6. CASE STUDY No.2: CORONIUM 3500 
In contrast to the more practical research focus of the Gestes 
Project, this work is intended from the beginning to function as 
a vehicle of personal artistic expression for the author. 
Although he has distinct activity in other areas, the vision of 
this projects stems, in a large part, from specific aesthetic as 
well as historical interests of the author. The work is an 
installation of an array of semi-autonomous sound-producing 
units that rely on solar power for their functioning as well as 

their interactivity. The piece is site-specific and the aural 
content is carefully curated to fit its installation area. 

6.1 Practical Research 
Smallwood’s research areas include what he terms 
‘solarsonics,’ that is, the utilization of solar energy not only as a 
sole power source, but as a point of interaction as well. The 
concept originally came from an attempt to power a laptop 
orchestra entirely from the sun. When the solar power 
necessary for laptops proved to be too great, he investigated 
what types of devices could be enabled and what that might 
mean in terms of aesthetics and control [14].  
 The technical requirements of designing and implementing 
the software and hardware to enable this seemingly simple 
concept are laid out in detail by the author, who describes the 
components and software involved, as well as the process of 
creating functional devices and sounds. 

6.2 Artistic Performance 
For Smallwood, this was specified as a primary concern. The 
piece was designed from the outset as one that would work 
within a predefined technical specification, but would also 
achieve four specific aesthetic goals: 1. It should “celebrate 
full, direct sunlight,” 2. Its interactivity should be based on 
discovery, 3. The piece should appear to ‘belong’ in the area in 
which it was installed, and 4. It should honor the life of 
electronic music pioneer Lucie Rosen [14]. 
 By ‘celebrating sunlight’ Smallwood aligns his artistic 
concerns with his technical research goals, in that the technical 
system that enables the project’s functioning should not only be 
activated by sunlight, but must be an active participant in its 
installation environment as well; the piece must appear to be a 
‘joyful’ part of its surroundings. 
 The placement and interactive functioning of this system is 
also designed to maximize aesthetic concerns. Because the 
units rely on solar power exclusively, their power supply can be 
interrupted and altered by persons interacting with the piece. 
This, combined with a stated desire to hold the natural space of 
the installation area in high regard, prioritizes the personal 
interaction with this piece in the specific place in which it is 
installed. 

6.3 Hacker/Maker 
Although there are no overt intentions posited toward the HM 
subgroup of activities, elements of its influence are observable. 
The author relays that his previous efforts at creating a solar 
power system for laptop orchestras had failed, but inspired a 
further exploration of the creative potential of this failure. In 
other words, he has converted a technical failure into an 
aesthetic quality, which is directly in line with the ‘aesthetics of 
failure’ at play in the NIME community. 
 Smallwood describes that the housing materials used to 
construct the PVC Peepers devices as being repurposed 
junction boxes found at any hardware store. This action seems 
as much a nod to convenience as it is to intentional material up-
cycling, but it is certainly not an aesthetic hindrance. 
Considering the importance of aesthetic concerns to the author, 
it seems reasonable to conclude that functional ‘hacking’ 
impulses played some role in the decision [14]. 
 Other links to HM activities can be seen in Smallwood’s 
description of the CMOS logic and AVR chips that he used to 
provide audio synthesis in the piece. He references Nicolas 
Collins in noting that the components involved are ones that are 
“widely used in the hardware hacking world for lo-fidelity 
audio sources [14].” Here he indicates that the project itself 
relies and expects a lo-fi experience, which points to an 
influence of the HM culture on the overall aesthetic, even if the 
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goals of the HM subgroup are not the primary concern of the 
work. 

6.4 Commercial Production 
This area is perhaps the least emphasized in this project. As it is 
designed to be a singular sound installation, the author does not 
explicitly express any intent toward mass or commercial 
production. That said, there are several mass-produced devices 
used and it might be conceivable for the project to be adapted 
to a kit form, although he lays out no overt plans to this end. 

6.5 Self Reflexivity 
Although there is not much overt dissection of the meaning of the 
piece in relation to the NIME community, this project does exhibit 
self-reflexivity in a number of ways. 
 First, the author openly reflects Lucy Rosen’s legacy in the context 
of gendered technological production. Rosen was an early advocate 
for and performer on the theremin electronic instrument. This was 
done at a time where electronic music was in its infancy and when 
the association of women with electronics and technical proficiency 
was not taken seriously by a male-dominated society. In this way, the 
piece makes an effort to address the continuing tendency for the work 
of women in electronic music to be marginalized. 
 The piece is also reflexive to the space in which it is installed, as 
the author seeks to use tones that blend in with the natural 
soundscape of the installation area, and made extensive recordings of 
same to produce sonic material influenced by sounds pulled from 
aural cues of the area. 

7. CONCLUSION 
In sum, by comparing the relative strengths within and between the 
initial five critical areas presented here, a given NIME work can be 
assessed based on criteria drawn from the areas of practice generated 
from within the community. Furthermore, the consideration of how 
the intention and design of a project functions across these five areas 
will help to initiate a critical standard that speaks across divisions of 
subcultural disciplines, enriching the discourse within the NIME 
community. 
 The critical framework offered here is not intended to introduce 
any sort of hierarchy or valuation between groups, or to highlight 
unnecessary divisions. Nor is meant to be a complete account of a 
very complex culture. Rather, it is put forward as a point of entry into 
a heightened awareness and conversation about intention, identity 
and the NIME community. Its intent is to begin a conversation 
around critical specificity with the hope that by limiting ambiguity 
and ambiguous criteria for critique, it will lead to a questioning of the 
reproduction of limited norms, and allow for new critical and 
performative practices to emerge.  
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ABSTRACT
One of the reasons of why some musical instruments more
successfully continue their evolution and actively take part
in the history of music is partially attributed to the existing
compositions made specifically for them, pieces that remain
and are still played over a long period of time. This is some-
thing we know, performing these compositions keeps the
characteristics of the instruments alive and able to survive.
This paper presents our contribution to this discussion with
a context and historical background for idiomatic composi-
tions. Looking beyond the classical era, we discuss how the
concept of idiomatic music has influenced research and com-
position practices in the NIME community; drawing more
attention in the way current idiomatic composition prac-
tices considered specific NIME a↵ordances for sonic, social
and spatial interaction. We present particular projects that
establish idiomatic writing as a part of a new repertoire for
new musical instruments. The idiomatic writing approach
to composing music for NIME can shift the unique charac-
teristics of new instruments to a more established musical
identity, providing a shared understanding and a common
literature to the community.

Author Keywords
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1. INTRODUCTION
Some musical instruments successfully continue their evolu-
tion in the history of music. Whereas social, technological,
sonic, physical and tangible features could have equally im-
portant roles in the survival of musical instruments, build-
ing and maintaining a repertoire for them reflects a histor-
ical practice to make this happen. In accordance with the
history of music, the ways and means of practicing music
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compositions with an idiomatic approach have provided a
ground for instruments to evolve in form and sound quali-
ties as well as a mutual pedagogical method, a shared un-
derstanding and a common literature [29]. Moreover, these
existing compositions made for them remain and are still
performed over a long period of time allowing these id-
iomatic practices build up a shared performance practice
and musical experience within a community, keeping the
characteristics of the instruments alive, not disappearing in
history [25]. Arriving at basic foundations of such musical
identity that is more in line with the unique characteristics
of new instruments is essential to the NIME community;
as discussed in the NIME 2016 keynote, common practice
is that new instruments often reflect “short-lived expression
of individualism” rather than a design for a broader audi-
ence [18]. Idiomatic composition practice is an appropriate
approach to develop dedicated repertoire for a NIME, re-
flecting the sonic and interaction a↵ordances of new musical
instrument and encouraging other practitioners to perform
compositions written for that NIME.

In this paper we present a context and historical back-
ground for idiomatic writing as well as some grounds for in-
teresting discussions regarding idiomatic writing practices
in which a NIME’s a↵ordances for interaction have been
considered to be contextualised as part of idiomatic com-
position. In particular, we present three projects in detail
that establish idiomatic writing as a part of new repertoire
for new musical instrument.

2. IDIOMATIC WRITING AND ITS HISTOR-
ICAL BACKGROUND

The term ‘idiomatic’ or ‘idiomatic music’ rarely leaves room
for interpretation. The largely accepted definition seems to
be that a composition language defined as idiomatic is “a
style appropriate for the instrument for which particular
music is written,” as stated in the Harvard Dictionary of
Music [20]. However, the further implications and cultural
impact of idiomatic writing can be a controversial topic with
divergent opinions. In the same dictionary definition, it is
suggested that “the quality of (a) score is judged largely
by the degree to which the various parts exploit the tech-
nical and sonorous resources of the instruments without
exceeding them”. Nonetheless, it is also pointed out that
a closer analysis of J.S. Bach’s music questions this a�r-
mation. For instance, the E-major Fugue from The Well
Tempered Clavier, vol. ii is not particularly suitable for the
physical properties of the harpsichord nor the clavichord. It
calls to the attention that Bach would write a non-idiomatic
piece for harpsichord given his status as a recognised “con-
certising virtuoso” of keyboard music [33]. Moreover, if we
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Figure 1: Manuscript of the Well-Tempered
Clavier. Bradley Lehman conducted an study to
determine whether the spiralling ornament on top
of the page is in fact an schematic for Bach’s own
definition of ‘well-temperament’[15]

approach ‘idiomatic style’ focusing on exploring a physical
property of an particular instrument, The Well Tempered
Clavier (WTC) is indeed a seminal example of idiomatic
writing (Figure 1): The WTC was the first collection of
pieces in history traversing all 24 keys in a single keyboard
instrument, imposing a new milestone in the possibilities of
the instrument [1].
Quite often in the past, idiomatic writing also pushed

the boundaries on how a performer approaches an instru-
ment. The idiomatic possibilities of a solo voice explored
by composers in the early baroque ultimately “crystallised
in the refined methods of the Italian bel canto”, introduced
an entire new aesthetic approach to lyric singing [5]. Sim-
ilarly, Paganini’s 24 Caprices encouraged new pedagogical
methodologies to teach violin given the new limits imposed
by the highly-challenging pieces [3]. At the same time, we
could identify a concept of an ‘idiomatic performance’ as a
desire to emulate as closely as possible the physical charac-
teristics of the instruments for which a piece was composed.
Paul Holland’s violin methodology describes how “students
are taught to hold the bow farther up the stick toward the
balance point”, in order to recreate the same sound pro-
duced by the characteristic Baroque bow when performing
scores from that period of musical creation [10]. The aim to
exploit new developments of the instruments played an im-
portant role for instrument standards also in the nineteenth
century. Herbert Horn pointed out that new developments
aimed towards technically improved instruments resulted
in establishment of the piano as “the universal household
instrument” [11]. The relationship between creation of id-
iomatic repertoire and the historical development of acous-
tic instruments is strong and can be traced in time as the
former evolves symbiotically depending on the possibilities
o↵ered by the later [28].

2.1 Idiomatic Composition beyond the Clas-
sical Era

In contemporary music, the concept of ‘idiomaticism’ was
challenged by the widespread use of extended techniques
in acoustic instruments, considered precisely an extension
of the idiom [28]. In a similar vein, the term ‘radically
idiomatic’ was coined by Richard Barrett to describe an in-
tense level of artistic physical dialogue with the instrument
performed [9]. The main idea behind this method was to
eliminate any sight of frontier between the composition and
the physical dimension of the instrument, evolving from a
symbiotic relationship into a indistinguishable monolithic
aesthetic discourse. On the opposite side of the spectrum,
intentionally non-idiomatic music for a non-conventional in-

strument, as an amplified/modified toy piano has also been
implemented before [34].

Finally, some theorists use the term ‘idiomatic music’
and furthermore ‘idiomatic improvisation’ to define a set of
characteristics of specific musical genre -or stylistic features-
in the context of improvisation, rather to refer to specific
instrument where the music is performed [6]. Using ‘id-
iomatic’ and ‘stylistic’ as exchangeable terms, is, however,
less frequent practice, more common in genres with highly
improvisatory structure, such as Jazz.

2.2 Theremin
Among the many attempts to create musical devices for
musical expression using technology, some seemed to have
resisted the test of the time relatively well. One of them is
the Theremin, the well-known instrument invented by Leon
Theremin in 1917 (patented in 1921 in Russia and filled for
the US patent in Dec 5 of 1925) [16]. Leon Theremin -
an exceptional performer himself- travelled extensively first
through Russia and later in the United States demonstrat-
ing the capabilities of his invention. [8] The repertoire, how-
ever, was mainly adaptations of existing music from the
common-practice period; Figure 2 shows the 1928 version
of Rimsky-Korsakov’s Scheherazade for Theremin and Or-
chestra performed in New York. Theremin’s e↵ort ensured a
significant media attention, including high-profile concerts
with top orchestras in the United States. As a result, a
vast number of original, idiomatic music was created for
the instrument by composers of the time. Warren Brodsky
made a thorough catalog of works exclusively written for
the Theremin, thanks to which he concludes that the instru-
ment became responsible of “preempting all other electronic
instruments and becoming the standard method of produc-
ing electronic sound until the advent of the transistor in the
late 1960s”[4]. A similar example with substantial idiomatic
works can be found in the “Ondes Martenot”, a keyboard-
based instrument in which repertoire was expanded by some
prominent composers, Olivier Messiaen among them [2].

3. COMPOSING MUSIC FOR NEW MUSI-
CAL INSTRUMENTS

The concept of idiomatic music has influenced research in
the field of music technology in various ways. Huron and
Berec designed a systematic method to analyse Trumpet
recordings and measured the level of di�culty and what
was described as ‘idiomaticsm’ -or level of suitability for
the instrument-. In the study there is an association of
idiomatic writing with lower levers of di�culty and the
authors mention the importance of di↵erentiating between
performance di�culty and level of idiomaticism. The lat-
ter is relative, according to the conclusions, by such factors
as tempo and key transposition [12]. Another attempt in
analysis of idiomatic features in music can be found in the
semi-automatic grammatical approach to analysis of chord

Figure 2: Programme from the concert of Leon
Theremin with the New York Philharmonic Orches-
tra conducted by Willem Van Raten, in August 27th
of 1928.
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Figure 3: Tanaka performing live with BioMuse in-
terface.

sequences by Keller et al. [13], in what they call ‘idiomatic
analysis’. This methodology was released as a free, open-
source software called Impro-Viso. However, once more, the
concept of ’idiomaticism’ is related here to genre, aka. the
set of stylistic rules proper to Jazz [13].
Earlier in 1981, Rolnick advocated for a performance model

that made full use of the physical characteristics of a syn-
thesiser [21]. In 1986, Rolnick also addressed the issue of
developing an idiom for computer music and performance
with musical instruments developed with technology [22].
The lack of commonalities between technological interfaces
has been seen as an impediment to build a common compo-
sitional framework that can define what is, or not idiomatic
in a broader sense for computer music. Furthermore, the
continuous advancement of technology presents a challenge
in its own right: “If composition for synthesiser and com-
puter performance is to develop in ways at all analogous to
the development of music for other instruments, composers
will have to figure out how to write for these systems in a
way which takes into accounts the fact of constant changes
in software and hardware” [22]. Similarly, Saariaho makes
an reflection about considering computer music composi-
tion as an ‘idiom’ by itself. She defines the Vers Le Blanc
as “Idiomatic to the computer medium (but) impossible to
realise with traditional instruments.” [23].
However, currently in the field the most common applica-

tion of idiomatic writing resides in the composition of mu-
sic for new musical instruments. Pieces composed having
in mind physical characteristics of a new musical instru-
ment include the piece “Pico I for Seashells and Interactive
Glove”, based in enhancing with sensors a hand gesture over
a seashell perceived as idiomatic [7]. In user studies with the
NIME “T-Stick”, the authors reported an e↵ort to develop
“notation standards and a vocabulary of gestures idiomatic
to the interface” [17]. Some of those e↵orts were later incor-
porated as default setting of the instrument’s performance
practice and learning. As another example, we can mention
the application of idiomatic composition in a framework for
locative media, or “Idiomatic Locative Media” in a research
conducted by Atau Tanaka [31].

3.1 Bio Muse and Global String
Atau Tanaka has embraced idiomatic writing as a central
part of his practice. Tanaka’s departure point has been
establishing a parallelism between idiomatic music in the
common-practice period and creation of new repertoire for

Figure 4: Global String explores ‘performative id-
iom’, reflecting the social interaction a↵ordances of
the installation piece.

new musical interfaces [28]. Nevertheless, the importance
of idiomatic writing for Tanaka goes well beyond the mere
physical development of the interface. He points out that a
new definition of idiomatic has to be achieved for each new
instrument built, due to having no “codified performance
practice” yet developed for the new device. Tanaka leaves
open the discussion if in this context the new idiom shall re-
fer to a piece, or to a composers’ unique aesthetic language.
[28]. Even though Tanaka was speaking specifically about
sensor instruments, however, liberating and inspiring new
framework of artistic expression can be applied to a much
wider range of technologically enhanced musical interfaces.

In relation to the idiomatic practices, Tanaka introduces
a summary of projects of a diverse nature involving musical
interfaces with various types of sensors [28]. One of them
is BioMuse, a controller that transforms bioelectric signals
into MIDI data [14]. Tanaka was commissioned to create
content and produce a concert premiere for this interface
(Figure 3). Regarding BioMuse and the idiomatic approach
that Tanaka took, an “extremely personal vocabulary” was
constructed with the instrument, possible thanks to playing
the double role of composer/performer. Tanaka considers
the mapping of the information extracted from the biosig-
nals as the “score” of the piece. He defines the composition
as a process of sound organisation correlative to the inter-
face’s output, or “the choice and combination of di↵erent
biosignal post-processing techniques as connected to vari-
ous synthesis articulations, placed in context of a musical
structure over time” [28].

Furthermore, Tanaka makes allusions to the ‘multi-site
network music installation’ called Global String [30]. He
describes the term ‘performative idiom’, which is extracted
from the interaction of multiple users with the installation,
allowing to identify certain ‘common tendency’ on the ex-
ploration of possibilities with the system. Figure 4 shows
the Global String installation that features a ‘concert mode’,
allowing soloist to perform at distance communicating by
visual and sonic cues, in the equivalent of a score.

3.2 No More Together
No More Together is a composition written as a part of
repertoire for the PESI interactive performance system, ex-
ploring specific musical and expressive possibilities through
the a↵ordances of the system [19]. Figure 5 depicts the
score that guides the musicians to choose from three given
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Figure 5: The composition score of No More To-
gether

states with instruction to change the current state. Follow-
ing the score, musicians remain listening and responding to
overall collective sound. These three parts of the score keep
the musicians in and out of synchrony, with the possibil-
ity of keeping them all in the same state (Figure 6). The
score enables the musicians to explore the expressive, social,
spatial and interactive a↵ordances of the PESI interactive
music system as well as providing alternative states on be-
ing able to specify on various levels how the composition
develops during the performance. The main characteristic
of the score is that it facilitates a dynamic social interaction
among three musicians. At the same time, these three con-
tradictory states in the score creates potential moments for
accidental interactions to happen during the performance
[19].
Coordination of the three musicians through their spa-

tial location forms a social interaction that allows musicians
to dynamically modify the control features of the sound
synthesis module, simply by changing their distance from
each other and their location in the performance space [24].
Space and social actions are deeply interconnected and re-
flect the unique characteristic of the system, bringing up
new ways of musical exploration in group music activity. So-
cial interaction in a shared performance spaces also makes
musicians consciously aware of their presence as well as of
others. The focus on the self and others awareness is rein-
forced in the composition by being able to control others’
sounds through one’s spatial relation to them. The condi-
tions of such social interaction increase the musicians’ mu-
tual engagement during the performance of the piece.

3.3 NOISA Etude #1, #2 and #3

Figure 6: No More Together performance, Gold-
smiths, London 2013

‘NOISA Etude #1, #2 and #3’ are music compositions
that featured ‘idiomaticsm’ not only in the creation of the
pieces, but also in the design of the instrument, the Net-
work of Intelligent Sonic Agents - NOISA. NOISA is an in-
teractive music system designed to monitor the performer’s
engagement and respond in autonomous ways in order to
maintain it [26]. NOISA functions in three di↵erent stages:
first, it monitors physical activity in the performer, then
estimates the current level of engagement, and finally re-
sponds whenever it considers it is necessary to do so. To
define what actions to consider in the response module, first
the authors elaborated a portfolio of two second-long move-
ments that were considered as idiomatic gestures, as shown
in Figure 7. Once the performer is experiencing high lev-
els of engagement, his/her actions are recorded in confor-
mity with the overall properties that rule the portfolio of id-
iomatic gestures [27]. Afterwards, the gestures are labelled
with handle data, current estimated engagement and au-
dio properties of the event. NOISA retrieves these musical
actions once the monitored engagement reaches low levels
of attention. As the responses are based in rules of what
we consider ‘idiomatic’ for our instrument, these counterac-
tions will always comply with an style appropriate for the
sonic and physical characteristics of NOISA instrument.

In relation to the composition process of NOISA Etude
#1 and #2, the authors borrowed the motivic through-
composition technique, which is a methodology of com-
position from the common-practice period, also known as
thematic development. The authors crafted the pieces by
expanding the small in-built idiomatic gestures into longer
musical phrases and ultimately in various sections; guar-
anteeing cohesion, aesthetic interest and appropriateness of
the writing for the NOISA instrument. Figure 8 illustrates
the NOISA Etude #2 composition score. Both pieces have a
detailed score, using a custom notation comprised of graphic
boxes over a timeline, indicating position of each slider over
time [32].

In the case of NOISA Etude #3 the exploration of id-
iomatic writing practice shifted the unique characteristics of
NOISA instruments into a more established musical iden-
tity. The soundworld of the piece is determined by the
individual characteristics of the NOISA, which are emerged
from dynamic processing of musical timbre and mixed with
live electronics. The real time performance of this idiomatic
composition allows the musicians to blend the NOISA in-
struments and live-electronics, so that the sound of each
instrument is merged together into a complex, but tightly
mixed texture. In a performance situation, NOISA is treated
as a solo instrument, amplified and processed in real time

Figure 7: Catalog of idiomatic gestures for the Net-
work of Intelligent Sonic Agents
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Figure 8: The notation explained for the composi-
tion NOISA Etude #2

by a MAX patch in a laptop computer. Figure 9 shows the
studio-recording session of the piece Etude #3, which is ex-
ecuted as a manner of a musical theme. The piece is further
developed into a ternary form A-B-A with contrasting char-
acter between the first two and a third section, comprising
a recapitulation of the first. Having both NOISA and the
live electronics communicating with variations of a theme
in a larger-scale form, has been defined as thematic dialogue
by the authors.

4. DISCUSSION AND CONCLUSIONS
Even though idiomatic composition is a generally under-
stood concept and a widely used idea, the research focusing
exclusively on the topic and its implications is remarkably
low in quantity. Rekindling a discussion about idiomatic
writing for new instruments seems appropriate after exam-
ining the crucial impact of specific repertoire in the develop-
ment of “old” instruments, such as the standard symphonic
acoustic musical instruments. Furthermore, the wide array
of current technological music interfaces provides a common
ground for a compositional approach in capacity of helping
these tools to have a meaning beyond a “short-lived expres-
sion of individualism” [18]. The construction of dedicated
repertoire for an instrument makes tangible the possibilities
of the device, encouraging other practitioners to perform it
and expand it, thus generating a broader communal impact.
In this paper we presented idiomatic composition practice

as an appropriate approach to develop dedicated repertoire
for a NIME, in which compositions consider specific NIME

Figure 9: Studio recordings of the third Etude for
NOISA and live electronics

a↵ordances for sonic, social and spatial interaction. The
works presented and discussed in this paper demonstrate
that the potential of idiomatic composition in new musical
instruments is a terrain fertile for further exploration, with
enough historical precedents to make it a viable option for
instrument development through repertoire. In order to cre-
ate a more defined musical identity and enable a NIME to
evolve in forms and sound qualities, it is necessary to con-
sider building new repertoire for new musical instruments,
guided by the design principles of the instruments as well
as physical and sonic features.

Regarding the criteria to select the projects we presented
as examples of idiomatic writing for particular NIMEs in
this paper, it is important to clarify that these projects
were chosen not as a mature finalised example of idiomatic
composition, but rather as an initial demonstration of con-
sidering interaction a↵ordances during the compositional
process. It is perhaps too early to measure the amount
of potential success of the projects explained, or if they will
indeed promote the construction of a significant amount of
repertoire for the instruments involved. A practice of com-
position that is based on what is idiosyncratic for the new
instrument is not widespread in the NIME community so
far, which is precisely what we have focused on promoting
in this paper. We also believe that further encouragement
is needed to shift the emergence of a repertoire for new
instruments into a practice. As suggestion for promoting
this practice, it is feasible to carry out call for works and
even commissioned pieces featuring idiomatic writing for
new musical instruments. A second suggestion would in-
volve encouraging interface makers to release their projects
with documentation aimed specifically to recreate the in-
strument in other contexts, facilitating the construction of
new repertoire by other practitioners.

It is important to mention that in addition to serve as a
compositional framework, an idiomatic approach can also be
a design principle. New instruments for musical expression
can be molded to respond sonically in various di↵erent ways,
therefore multiplying the potential of a new sound outcome
encloses closely the physical characteristics of a new de-
vice. In the Network of Intelligent Sonic Agents (NOISA),
for example, the architecture of the instrument inspired the
sound interaction, the response module (through idiomatic
gesture storage and retrieval), and finally composition of
the pieces themselves. It is up to discussion as well if apply-
ing idiomatic composition principles into new instruments
can encourage a piece being judged by how the composition
actually takes advantage of both the physical and sonic re-
sources of the new device, as suggested by Randel in ref-
erence to the acoustic counterparts [20]. While an opinion
on this issue can be formulated, only the observation and
research through practice in a larger study can give a clear
understanding on this matter.

A secondary discussion arises when wondering if the semi-
otic charge of the word interface shall be compared, or even
replaced by the term instrument when referring to new
music devices. Idiomatic writing has its take on this dis-
cussion by surrounding the term instrument with a tight
instrument-outcome connection, going beyond the ideal of
a considering the object as a tool for a particular function
(musical expression, in this case). Idiomatic composition is
impregnated into the evolution and standardisation of an
instrument in such a way that poses new challenges that
can potentially transform the performative approach and
even expand the expressive dimensions of the entire instru-
ment. Standardisation of new instruments, however, can be
a controversial matter in its own right. A potential question
arises when evaluating if the current pace of technological
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development, capitalist modes of production, and a cultural
a�nity towards immediacy represent prohibitive factors to-
wards the establishment of musical repertoires. Would this
context represent a critical setback for a general model of
idiomatic composition in NIME community? We believe
that considering idiomatic practices means new possibili-
ties could come into being in the NIME community. The
whole historical course of idiomatic approach provides solid
evidence that building and maintaining repertoire for new
musical instruments is not only a feasible road for survival
but also potentially crucial for shifting the implications of
self-determinism into progressive and communal thinking.
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ABSTRACT
Gestural interfaces, which make use of physiological sig-
nals, hand / body postures or movements, have become
widespread for musical expression. While they may in-
crease the transparency and expressiveness of instruments,
they may also result in limited agency, for musicians as
well as for spectators. This problem becomes especially
true when the implemented mappings between gesture and
music are subtle or complex. These instruments may also
restrict the appropriation possibilities of controls, by com-
parison to physical interfaces. Most existing solutions to
these issues are based on distant and/or limited visual feed-
back (LEDs, small screens). Our approach is to augment
the gestures themselves with revealed virtual objects. Our
contributions are, first a novel approach of visual feedback
that allow for additional expressiveness, second a software
pipeline for pixel-level feedback and control that ensures
tight coupling between sound and visuals, and third, a de-
sign space for extending gestural control using revealed in-
terfaces. We also demonstrate and evaluate our approach
with the augmentation of three existing gestural musical
instruments.

Author Keywords
gestural musical instruments, revealed augmented reality,
mixed-reality, revealed virtual objects

ACM Classification
H.5.5 [Information Interfaces and Presentation] Sound and
Music Computing, H.5.2 [Information Interfaces and Pre-
sentation] User Interfaces

1. INTRODUCTION
Searching for new opportunities of musical expression, re-
searchers and instrument designers have been investigating
(among others) gestural interfaces.
From a hardware point of view, various signals from the

body may be used, through devices that allow to use instru-
mented (or not) hand movements [13], finger movements
and hand poses [5], or muscular activity [7]. Research on
gestural instruments now provide knowledge about how to
increase the transparency of Digital Musical Instruments
through metaphors of physical world actions [8] or gestural
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Figure 1: (a) Revgest in a setup with two projectors and
one depth camera for public performance. The top pro-
jector is placed behind the musician and allows for feed-
back visible only to them. A virtual sphere is attached to
the musician’s right hand and provides feedback on finger
movements sensed by a glove, another sphere in green con-
trols a delay e↵ect. (b) The resulting augmented gestural
instrument. (c) Another glove based gestural instrument.
(d) Augmentation of a handheld instrument.

sonic a↵ordances [1]. They also create new opportunities
for expression as they are more closely linked to the musi-
cian’s body and as they remove some physical constraints of
object-based instruments, e.g. on the amplitude of gestures.

In the context of computer-based instruments the lack,
or limited use, of interaction with physical objects may also
restrict feedback, both for the musician and the audience,
and also restrict the appropriation [9] possibilities o↵ered
by the instrument. Visual feedback (with limited resolu-
tion) can be obtained by adding LEDs on the interfaces,
for example using handheld devices as described by Hat-
twick et al. [10] or to glove interfaces such as the mi.mu
gloves [15]. Richer visual feedback is usually displayed dis-
tant from the interface, for example on a screen on stage in
front of the musician, as done for some of the T-stick per-
formances [13]. However, as shown by Berthaut and Jones
on control surfaces [3], the visual feedback designed by mu-
sicians, if relevant, often requires higher resolution as well
as co-location with the gestures. It can further be used, for
example, for providing information on context or exact val-
ues of sound parameters. Outside the musical field, Sodhi
et al. [19] describe how 3D guides can help learn gestures
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when projected on the hand to indicate directions. Feed-
back may also be important for the audience as shown by
Berthaut et al. [2], as it may help spectators understand the
causality link between gestures and the sound produced, es-
pecially when the exclusivity (e.g. multiple possible cause
for a change in the sound) or consistency (e.g. a continuous
gesture triggering discrete changes in the sound) criteria for
agency are not respected by the instrument.
In this paper, we propose to revisit combination between

digital musical instruments and physical objects in gestural
interfaces, in the form of virtual objects that allow for ad-
ditional visual feedback while preserving the focus on the
gestures. These objects also extend the control and appro-
priation possibilities of gestural instruments.
Our contribution is three-fold: 1) We present a novel ap-

proach for extending gestural instruments using revealed
virtual objects, allowing for additional feedback and ex-
pressiveness, while preserving their specificity. 2) We de-
scribe a software pipeline for feedback and control with tight
coupling between sound and visuals, that we evaluate with
measurements. 3) We provide a design space for extending
gestural instruments with revealed virtual objects, that we
demonstrate through the augmentation of existing instru-
ments.

2. REVGEST
In this section we present our approach for extending ges-
tural musical instruments using revealed augmented reality,
together with a pipeline that allows for control and feed-
back with a tight coupling between sound and image, and
a design space for revealed gestural controllers.

2.1 General approach
Our approach relies on two main principles.
First we propose to reintroduce objects in gestural instru-

ments, in order to extend feedback and expression oppor-
tunities. This principle has already been explored in other
fields of human-computer interaction and for generic gestu-
ral interfaces. In their work on Reality Based Interaction,
Jacob et al. [11] analyse post-WIMP interfaces and suggest
that they draw strength by building on users’ pre-existing
knowledge of the everyday, non-digital world. While ges-
tural instruments tend to rely solely on what Jacob et al.
name Body Awareness & Skills, bringing back virtual ob-
jects enables other categories of reality based interactions,
such as Naive physics, in particular the persistence of ob-
jects, and Environment Awareness & Skills, in particular
skills to manipulate objects in their environment. In the
context of generic gestural interfaces, Rateau et al. [18]
propose to create mid-air ephemeral and invisible screens,
called mimetic interfaces, that can be used to facilitate con-
trol of distant displays. Fels et al. also rely on the metaphor
of sculpting a virtual object [8] to add transparency to ges-
tural control. The objects that we propose to add will first
act as displays that can be placed anywhere in the physical
space, attached to the musician’s body, to handheld devices
or statically placed in mid-air or intersecting objects, as
shown in Figure 1.a. They will then serve as controls, of-
fering metaphors such as touching, entering and exploring
sounds and opening opportunities for appropriation, such
as using di↵erent body parts or additional physical objects.
Second, we display these virtual objects, placed in the

physical space, through the use of revealed augmented re-
ality, rather than other augmented reality techniques. Re-
vealed augmented reality (AR) is similar to slicing displays,
which are used to explore layers of volumetric data, with
the di↵erence that the slicing is performed and appears in
the physical space, not through a screen. Cassinelli et al. [6]

use revealed augmented reality to annotate volumetric data.
Martinez et al. [14] combine revealed augmented reality and
optical combiners in order to project virtual content on top
of physical objects. This principle is used again by Berthaut
et al. [4] in the context of augmented musical performances.
In their paper, the authors comment on the di↵erence be-
tween revealing objects, i.e. revealing as a display, and aug-
menting gestures, i.e. revealing as a control. However, their
system requires a mirror, few details are given on the imple-
mentation and opportunities of revealed augmented reality
for gestural control are not explored. In our approach, vir-
tual objects are directly revealed by, and thus visible on, the
musician’s body or a handheld device, as shown in Figure
1.b. This ensures that the focus for the musician and spec-
tators remains on the gestures themselves, and not on the
virtual objects. In the next section, we describe a pipeline
for revealed AR that allows for what we call pixel-level con-
trol and feedback, ensuring a tight coupling between sounds
and visuals. On one hand virtual objects can be placed
at any 3D position, and their appearance precisely defined
with 3D images pixel per pixel, so that the feedback reso-
lution only depends on the projector resolution. They can
also be dynamically modified with OpenSoundControl mes-
sages to reflect changes in the sound. On the other hand,
revealing of objects can be detected and output at the pixel-
level, meaning that a sound can be triggered even if a single
pixel of an object appears.

2.2 Pipeline for pixel-level control and feed-
back

We propose a novel revealing pipeline that facilitates feed-
back through a variety of possible shapes and content. It
also allows for the control of sound using the precise and
fast output of position, extent and colour of the revealed
part of the objects. Both feedback and control happen at
the pixel-level, meaning that the resolution to display infor-
mation and sense interaction is maximized.As depicted on
Figure 2, the pipeline allows for defining scenes of virtual
objects, which can be placed and revealed by body parts or
objects in the physical space. The pipeline is available as
part of the Revil software at http://forge.lifl.fr/Revil.

2.2.1 Sensing the physical space
In order to display the virtual objects, our pipeline first
needs to sense the physical space, by which the objects will
be revealed and in which they will appear. The first possibil-
ity is to scan the physical space using a depth camera, with
either structured infrared light or time-of-flight technology.
From the image, a 3D mesh is created and transformed to
world coordinates. An example setup is shown in Figure
1.a. The second possibility is to track revealing physical
objects and assign their transformation to 3D models with
matching shapes. In the scenarios described in Section 3.1,
we demonstrate both of these possibilities. Each physical el-
ement, depth camera and objects, is also assigned a unique
identifier that can later be used to determine by which each
virtual object was revealed.

2.2.2 Defining and controlling virtual objects
Virtual objects that are displayed by our pipeline are com-
posed of a surface that encloses an inner volume. They are
given a unique identifier that will be used during the reveal-
ing process. They can be statically placed with absolute co-
ordinates, combined/transformed , and attached to tracked
body parts or objects using OpenSoundControl messages
sent to the software. It is possible to use di↵erent shapes,
both primitives such as spheres, boxes, cylinders, but also
3D models and 3D paths, to define the surface of the virtual

181

http://forge.lifl.fr/Revil


R
E
V
IL

C
P
U

depth/physical space virtual objects output texture

G
P
U

render depth meshes select back faces matching front faces display

Depth sensing
Tracking Gestural DMI

feedback control

1

3

2 4

obj sur ins minX maxX

1 0 0 - -
2 1 1 0 1
3 1 1 0.3 0.7
4 0 0 - -

Figure 2: Software pipeline for pixel-level feedback and control. Here a hand reveals a red sphere inside a green sphere.

objects. These can be chosen to match the shape of physical
elements they will be revealed with, or according to desired
interaction with them. For example, revealing a sphere will
result in a circular intersection of changing radius, that can
be used to fade in a change in the sound, whereas a box
will have the same cross-section at any position along its
axes. The surface thickness can also be defined for example
to ensure that it can be revealed separately from the inside.
The choice of content inside the objects depends on the

type of feedback needed by the musician and audience. Color
and texture gradients help perceive the revealed position
(including depth) inside the virtual objects. Texture layers
may be used to display volumetric data, such as 3D scans, or
images that remain constant at all depths. These textures
can be transformed, e.g. scaled, rotated or translated, to
provide feedback on various parts of the instrument. Text
content may be used to place labels in the physical space,
either attached to the instrument or body, or at fixed posi-
tions. Finally, to facilitate appropriation [3], cuts of desktop
windows can also be used as internal textures, allowing the
musician to select parts of the existing graphical user inter-
face of their software application and display them directly
on their instrument / body.
Our pipeline handles multiple projectors, that can be

placed at di↵erent positions in the physical space. For each
virtual object, one can also select on which projector(s) it
will be displayed. That enables displaying some objects
only on projection seen from the musician’s point of view,
and other on the projection only seen from the audience, as
depicted on Figure 3.g and 3.h.

2.2.3 Revealing process
The entire process of revealing runs on the graphics card
GPU and consists of programs written in the OpenGL Shad-
ing Language (GLSL). As revealing is done per projected
pixel, this process has to be repeated for each projector,
each having its own position and orientation within the
physical space and aspect ratio. It is composed of three
passes. During the first one, the sensed physical space is
rendered to a slice texture. Each pixel stores the distance
to the projector and physical element id. For example in
Figure 2, the hand that appears in the depth image is ren-
dered to the slice texture.
During the second pass, the virtual scene, more specifi-

cally all objects selected for a projector, is rendered a first
time to what we call the select texture. We select pixels of
the back faces that are behind the slice texture. We store
their identifier in the fourth color component of the pixel,

transformed to a position in the 32 bits component value,
so that a maximum of 32 objects can be revealed at once.
We also store the result of a distance test between the slice
texture pixel and the back face pixel, to know whether it
is the surface, which has a defined thickness, or the inside
that is being revealed. For example in Figure 2, the red
and green objects have back faces behind the slice pixels
and will be both present in the select texture.

During the third pass, we render the virtual scene again,
but only the front faces. In the fragment shader, we keep
pixels of objects when they are before the slice texture and
the id of the objects have been stored at the same pixel
in the select texture. This means that for this pixel, the
back face of the object is behind the physical element and
the front face in front of it, therefore the physical element
intersects the virtual object. For example in Figure 2, pixels
from the red and green objects appear the select texture,
and current pixels are in front of the slice texture, so they
are rendered.

For each rendered pixel, we use the absolute position of
the slice pixel, computed from the distance and direction of
the current projector, and the bounding box of the virtual
object, to obtain the position ratio inside the bounding box,
and display the correct pixel from the volumetric content.
The rendered pixels are projected in the physical space on
the elements that revealed the virtual objects. In our ex-
ample, the intersection of the red and green objects with
the hand will be projected back onto the hand.

2.2.4 Output for control
In the final pass of the GLSL program for each projector, as
pixels are projected back into the physical space, we simul-
taneously retrieve which virtual objects are revealed and
how, so that they can be sent to the instrument for addi-
tional control. Because this process is done at the pixel-level
during display, the smallest change in what is displayed can
be output for control, ensuring closely coupled auditory and
visual feedback. Thus a single pixel of an object getting re-
vealed can trigger a change in the music. This part of our
pipeline makes heavy use of the image load store feature
available in OpenGL core since version 4.4 [12]. This fea-
ture allows for writing data at arbitrary positions in textures
and provides atomic operations to handle concurrent access
between pixels, which on the GPU are processed in parallel.

In our case, an output texture is used with, as shown on
Figure 2, one line per virtual object in the scene, and groups
of columns for each physical element describing if/how the
objects are revealed by the physical elements: is the surface
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revealed, is the inside revealed, what is the center of the
revealed part, its extent, and the average color. The process
in the fragment shader of the final pass is as follows :
For each pixel to be displayed, i.e. of a virtual object re-

vealed in the physical space, we select the line in the output
texture from the object identifier, and the group of columns
matching the physical element id in the slice texture, so
that a same object can be revealed by multiple identified
elements, e.g. fingers. If the pixel of the slice texture is
displayed either inside or on the surface (depending on the
distance to the current pixel and on the value we stored in
the select texture), we respectively set the the first or sec-
ond columns using the max atomic operation. In order to
output the center and extent of the revealed part together
with the average pixel color, we retrieve the minimum and
maximum on each axis using the min and max atomic oper-
ations. The values are normalized between 0 and 1, repre-
senting the ratio of position within the bounding box of the
virtual object. The average colour is computed by accumu-
lating the color components and counting the total number
of pixel revealed for the object, with the add atomic oper-
ation. At the end of the rendering, the output texture is
processed to retrieve the inside, surface, center, extent and
average color for each virtual object. These values are then
be sent to the gestural instruments with OpenSoundControl
messages for extended control.

2.3 Design space for revealed gestures
In this section, we present a design space composed of four
dimensions, that describes the opportunities for additional
control and feedback opened by our approach for designers
of gestural instruments. One must note that, for a given
instrument, di↵erent values can be set over time, or mul-
tiple values can be combined for each of the dimensions.
Examples for each of these are given in Figure 3.

2.3.1 Attachment
The attachment dimension pertains to how virtual objects
can be placed in the physical space and their physical rela-
tion with the musician’s body. It has three values :
attached to world (AW) : the object is placed in the
physical space around the musician, at absolute coordinates.
It can be static, for example to define volumes with di↵er-
ent mappings presets on stage, or as 3D paths that act as
continuous controls. It may also be moving, for example so
that it displays automation on musical parameters through
changes in positions of associated virtual objects.
attached to body (AB) : the object is attached to and
follows the hand or other body parts of the musician. It can
therefore be used as a permanent display when placed at the
intersection with the body. It can also serve as an additional
control when placed around it, for example allowing for bi-
manual interaction, i.e. following one hand and revealed by
the other.
attached to object (AO) : the object is attached to a
handheld or static physical object. It can be mapped to
its surface, acting as a traditional display, or placed around
the physical object, which then serves as a spatial reference,
allowing for above-the-surface interaction.

2.3.2 Control
The control dimension pertains to how virtual objects are
used for additional control of the music, complementing the
expression o↵ered by the gestural instrument. It has three
possible values :
no control (CN) : the object is only used for feedback.
discrete control (CD) : the object is used for discrete

a b

c d

e f

g h

Figure 3: Illustration of the design space dimensions: (a)
Attached to World (to the table), (b) Attached to Body (to
the hand), (c) Discrete Control (activation of two sinewaves)
, (d) Continuous Control (color components revealed in im-
age layers control the volume of three sinewaves), (e) Map-
pings Feedback (pose labels), (f) Content Feedback (spec-
trum and position in pattern), Visibility di↵erent for musi-
cian (g) and spectators (h) on a handheld instrument.

control, such as activating sequences or e↵ects, triggering
notes and so on. This corresponds to entering and leaving
virtual objects, and going from revealing the surface to re-
vealing the inside of objects. Surface may be used as an
indication of distance to the inside, e.g. to know when one
is about to enter the object and therefore trigger a change
in the sound.
continuous control (CC) : the object is used for contin-
uous control of musical parameters. The control may be a
3D position inside a virtual volume, a position along a path,
a revealed color/texture. Example use cases include explo-
ration of parameter spaces, playing through waveforms /
sequences, exploration of audiovisual textures, and so on.

2.3.3 Feedback
The feedback dimension describes the type of information
that can be displayed. The three values correspond to the
three categories described by Berthaut and Jones [3] after
their study of appropriation by musicians :
mappings feedback (FM) : the object is used to identify
the mappings between sensors and sound parameters, with
text labels, textures or colours. The feedback can be static,
e.g. for learning purposes, or dynamic to illustrate mapping
selection or changes during performances.
parameters feedback (FP) : the object is used for feed-
back on musical parameters, in order to provide their con-
text (curves, controlled waveform/timeline) or their exact
values with dynamic labels.
content feedback (FC) : the object is used to provide the
status of musical processes with for example VU meters, ac-
tivation of sequences, position in a timeline with upcoming
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events, and so on.

2.3.4 Visibility
The visibility dimension pertains to who sees the augmen-
tations. It has three possible values:
musician only (VM): the virtual objects is revealed only,
and therefore seen only, on the musician’s side. It can be
used for feedback needed by the musician but too small /
complex to add anything to the spectators experience.
similar for musician and audience (VS) : the virtual
object is revealed with the same aspect for both the musi-
cian and spectators.
di↵erent for musician and audience (VD) : the virtual
object has a di↵erent aspect when seen from the musician’s
side than from the spectators’ side. Feedback with di↵er-
ent levels of detail can therefore be provided, for example
precise value of parameters for the musicians and the same
value represented by a color scale for the audience, or full
waveform for the musician and a VU meter for the audi-
ence. This can be achieved, as shown in Figure 1.a by using
projectors around the musician.

3. EVALUATION
In this section, we first evaluate our design space using the
augmentation of three existing gestural instruments. We
then evaluate our implementation and discuss its limitations
in the case of o↵-the-shelf hardware.

3.1 Design space evaluation
In this section, we present the implementation of simplified
versions of three existing gestural instruments, and demon-
strate how they can be augmented using the design space
described in 2.3. For each instrument, we present both a
feedback only version, and a version with extended control.

3.1.1 Xth sense
The first instrument takes inspiration from the xth-sense [7]
instrument, which relies on MMG and EMG signals to con-
trol the sound. We recreate the system using the same glove
described above. An additional pressure sensor on the palm
activated when the hand is squeezed, evaluates the strength
of the grasp. In our version, four white noise generators are
controlled by the movement of the fingers. Movement speed
is mapped to the volume and bending is mapped to a di↵er-
ent voltage-controlled filter for each finger. Grasp strength
is used to control a filter on the overall sound. Finally, the
average finger extension is used to control the wet/dry on
a reverb placed before the main filter, allowing one to trig-
ger long reverberation by suddenly opening their hand. In
the feedback only version, a single object is attached to the
hand, visible by both the musician and the audience. It is
used to visualize the grasp strength, mainly to increase the
agency of the audience, by mapping the grasp strength to
the color saturation of the virtual object. In addition, the
scale of the object reflects the output loudness of the instru-
ment. This increases the consistency criteria for agency [2]
when the sound is less dependent on the gestures, such as
when the reverb is activated . This feedback only version
can be classified in our design space as VS, FP/FC, CN,
AB. The extended control version, shown on Figure 1.b,
adds three objects around the hand and attached to it. By
intersecting these objects, the musician activates three sep-
arate delay e↵ects. This version creates opportunities for
appropriation as the objects can be revealed by any physi-
cal elements and move together with the hand. This version
can be classified as VS, FP/FC, CD, AB.

3.1.2 Soundgrasp
The second instrument is an adaptation of the musical glove
presented by Mitchell and Heap [16]. We created a data
glove to reproduce the SoundGrasp system. Four flex sen-
sors positioned on the proximal interphalangeal joints ex-
cept that of the thumb, measure the opening of the hand.
The sensor outputs are connected to analogue inputs of a
x-OSC board which sends OSC packets to the server. Our
simplified version allows one to record their voice by open-
ing the hand, and to loop the recorded phrase by closing it.
Two e↵ects can be applied by extending one or two fingers.
For the feedback only version of the augmented instrument
multiple objects are attached to the hand and display labels
and colors on the instrument status (recording / playing) in
order to guide the musician’s interaction. This version can
therefore be placed in the design space with the following
values VS, FM/FP, CN, AB. The extended control, shown
on Figure 1.c, adds the possibility of creating a 3D sound-
path placed in mid-air when the loop is played for the first
time. This path is revealed by the musician and visible for
both him and the audience. The musician may then acti-
vate and deactivate the playing loop by entering and leaving
the path. The center and extent the section revealed in the
path then controls the length and starting point in the loop.
This version is classified the design space with the following
values VS, FM/FP, CD/CC, AB/AW.

3.1.3 T-stick
The third instrument draws inspiration from the t-stick
developped by Malloch et al. [13]. It consists in a tube
equipped with various sensors. Sound parameters can then
be controlled with the movements of the tube and by press-
ing, sliding, tapping the tube. In our version, 10 pressure
sensors are placed along the length of the tube. They con-
trol the volume of 10 granular synthesizers which play ten
positions along the same sound. The speed of the tube
controls a global volume. In the feedback only version an
object displaying the waveform is attached to the tube, so
that the sensors are aligned with their positions. It is visible
only from the musician’s point of view. From the audience
side, only the pressure is amplified, by changing the color
saturation of objects placed on the tube aligned with the
sensors. These two sides can be seen on Figure 3.g and 3.h.
This version can be classified as VD, FP, CN, AO In the
extended control version, shown on Figure 1.d, three large
zones are defined in the physical space. Each zone is associ-
ated to an e↵ect, activated when the musician is inside the
zone. In addition to the visual feedback given to both musi-
cian and audience on which e↵ects are active, these virtual
objects open expression opportunities, such as combining
e↵ects or playing with the borders of zones for glitches in
their activation. This version can be classified as VD, FP,
CD, AO/AW.

3.2 Technical evaluation
We first evaluate the latency of our system. To do so, we
measured the time interval between when an OpenSound-
Control message is received to make a virtual object visible
by changing its position, and just before the output reveal-
ing message is sent. The operation sequence is therefore as
follows : access the virtual object, change its the model ma-
trix, render the scene, process the output texture to get the
number of points. Results of the measurements for varying
number of revealed pixels and for two di↵erent systems are
shown in Figure 4. On both these systems the rendering
is synchronised with the vertical retrace of the projectors,
which happens at 60Hz, therefore fixing our lower latency
limit to 16.6ms. Limitations in the revealing speed originate
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from both the refresh rate of the projector and the fram-
erate of the depth camera used. The Asus Xtion that we
use for our implementation provides a resolution of 320x240
pixels at 60fps. At this framerate, the latency introduced by
the depth camera can however be quite noticeable during
fast movements, for example leaving ”shadows” of the re-
vealed vitual objects projected on surfaces behind the body.
Latency issues can be solved in part by the development of
high speed tracking and projection devices, such as the ones
presented by Narita et al. [17]. Rigid body 3D tracking sys-
tems also provide higher framerates, but do not capture the
entire physical scene.
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Figure 4: Time needed to move a sphere, reveal (display) it
and process the output for control, depending on the num-
ber of revealed pixels. In red with a NVIDIA Quadro M2000
GPU and an Intel Xeon CPU (2.67GHz) processor, in blue
with an integrated Intel HD Graphics 520 and an Intel i7

Two other limitations of our approach are the occlusion
issues which come from the use of projectors, the musician’s
own body may in fact hide parts of the projection during,
and the decrease in resolution of the revealed objects when
the distance to the projectors increases. Solutions include
increasing the number of projectors, in order to cover mul-
tiple angles and distances of projection, or using flexible
wearable displays.

3.3 Impact evaluation perspectives
Further evaluation of the impact of Revgest can be done
on two main aspects. First the feedback provided for the
audience might be evaluated with regard to the perceived
control that the musician has over the sound. This per-
ceived control, or causality link, might be reduced as ex-
plained in [2] because of small/subtle/unfamiliar gestures,
complex mappings and automated musical processes. Fol-
lowing the study run by Berthaut et al., videos of gestural
instruments with and without revealed virtual objects could
be shown to spectators to evaluate their perception of the
liveness of the instruments. On the musician’s side, we plan
to evaluate the impact of additional feedback with a long
term study by observing di↵erences between practices and
gestures without revgest, as done in [3], and those after a
long period of appropriation and use of revgest.

4. CONCLUSION
In this paper, we presented Revgest, a novel approach for
augmenting gestural musical instruments with revealed vir-
tual objects. We contributed a software pipeline for reveal-
ing virtual objects that allows for pixel-level feedback and
control, and a design space that describes the opportunities
opened by Revgest. Future work will focus on the tech-
nical limitations described in section 3.2, by investigating
alternative tracking and projection technologies.
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ABSTRACT
MM-RT (material and magnet - rhythm and timbre) is a
tabletop musical instrument equipped with electromagnetic
actuators to o↵er a new paradigm of musical expression and
exploration. After expanding on prior work with electro-
magnetic instrument actuation and tabletop musical inter-
faces, the paper explains why and how MM-RT, through
its physicality and ergonomics, has been designed specif-
ically for musical wonderers: people who want to know
more about music in installation, concert, and everyday
contexts. Those wonderers aspire to interpret and explore
music rather than focussing on a technically correct real-
ization of music. Informed by this vision, we then describe
the design and technical implementation of this tabletop
musical instrument. The paper concludes with discussions
about future works and how to trigger musical wonderers’
sonic curiosity to encounter, explore, invent, and organize
sounds for music creation using a musical instrument like
MM-RT.
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1. INTRODUCTION AND MOTIVATION
MM-RT is a tabletop musical instrument that expands on
an interface for musical expression created by the author in
2011 called DrumTop [25]. DrumTop uses impulses from
voice coils as sound actuation mechanism to turn every-
day objects into percussive musical instruments. The ob-
jective in making DrumTop was to create a simple physical
interface that gives voice to random and found objects, af-
fords self-expression and immediate engagement for novices,
and encourages everyone to explore the musical potential of
their surroundings. With DrumTop, the potential for gen-
erating new sounds was in the hands of the players. Their
creative expressions were stimulated by what they found
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around them and how they decided to play and combine
everyday objects on the tabletop interface to make music.

Figure 1: MM-RT Interface. Electromagnets are

installed beneath each pad.

Players are generally very surprised when experiencing
DrumTop for the first time. They react with genuine ex-
citement and quickly grasp the basic concept of the system:
you place any objects on any of the 8 pads and choose a
drumming rhythms that you can change interactively. Part
of the attraction for novices lies in the simplicity of the in-
strument that can be used as a percussive drum sequencer.
But this simplicity is also limiting if the players want to or-
chestrate a full range of music with the addition of melodic
and harmonic patterns. One solution is to incorporate a
loudspeaker system that accompanies DrumTop. Our solu-
tion was to keep the aspect of using physical objects and
realize ways to increase sound variation in a similar config-
uration as DrumTop. This is when we started to develop
MM-RT.

MM-RT employs electromagnetic actuators and small per-
manent magnets to physically induce sound signals into var-
ious artifacts (See Figure 1). Through our experiments with
MM-RT, we found that applying digital sound synthesis
techniques on electromagnetic actuators coupled with per-
manent magnets on physical objects increases the number
of sound variations a player can obtain beyond percussion
sounds. MM-RT can not only be used to generate rhythms
and percussive sounds like DrumTop does, but also be used
to generate drones, melodic patterns, and abstract granular
textural sounds through various objects by making use of
mechanical/acoustic sound synthesis technique [3, 6]. As
Berdahl et al., notes, such technique can also make musical
interactions more intuitive for both players and audience.

Players of MM-RT can directly touch electronic music
with their own hands through any non-magnetic object cou-
pled with a permanent magnet. We experimented with a
wide range of objects and some that work particularly well
include cups, plates, boxes, bottles, vase, jars, paper of plas-
tic containers, tubes, shakers, books, CD cases, teapots,
and etc. The permanent magnet can be coupled in di↵er-
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ent ways, either fixed to the surface of the object or simply
enclosed inside the object in the case of boxes, bottles, and
tall jars. When, for example, a non-magnetic box, with a
permanent magnet inside, is placed on top of an electro-
magnetic actuator equipped pad, a sawtooth wave gener-
ated through the actuator can rapidly move the permanent
magnet to bounce and hit the walls of the box, causing
the production of acoustic sounds similar to what a digital
granular synthesis may generate.
MM-RT is designed for interpreting and exploring music

rather than for emphasizing a technically correct realization
of music. In doing so, we target a population that we call
musical wonderers: people who want to find out more about
music in installation, concert, and everyday contexts. MM-
RT, a musical instrument for musical wonderers, focuses
on turning our environments into musical instruments and
materials for composition. It assists listening experience
by enabling players to directly touch electronic music with
their own hands.

2. RELATED WORKS
Electromagnets are pervasive and used in electronic devices
ranging from loudspeakers, motors, hard disks, and gen-
erators. In particular, loudspeakers are one of the most
essential tools to researchers, engineers, and artists work-
ing with electronic music. Loudspeakers are very practical
for new musical interface designers, but they also decouple
the actual sound source from the musical interface, leading
audiences and artists to a disembodied experience of music
[5, 8]. Cook notes that this ambiguity in sound production
is caused by the design practice of separating the controller
from the synthesizer which is the case with most modern
digital musical instrument designs [7].
There are exceptions to this design practice. One way is

to co-locate the loudspeaker or transducer with the interface
of musical instruments [22, 26]. Another is to use electro-
magnets to design actuated musical instruments [23]. Since
the core design of MM-RT involves electromagnetic actua-
tors, this section emphasizes on prior works associated with
the use of electromagnets.

2.1 Electromagnetically Augmented Musical
Instruments

In recent years, the NIME community has seen a trend to
apply electromagnetic actuators to augment existing acous-
tic musical instruments. McPherson demonstrates two types
of objects that can be actuated with a magnetic force: ei-
ther a magnetized object or a ferromagnetic object [13].
The actuator design for the augmented instrument may dif-
fer based on the object, but the fundamental technology
and techniques are broadly applicable to both.
Existing augmented musical instruments include, but not

limited to, piano, vibraphone, and drum [2, 4, 19]. Electro-
magnetism in such musical instruments demonstrates the
fundamental techniques in how existing instruments can be
expanded, often with additional sensors. The technical and
aesthetic decisions that the creators made for these elec-
tromagnetic instruments anticipate the future new musical
instruments that incorporate the e↵ect of electromagnetism.

2.2 Musical Interaction using Electromagnets
We also find examples of using electromagnetic e↵ect in
designing unique musical instruments/interactions, as op-
posed to simply augmenting existing musical instruments.
Electromagnetic tagging system in Paradiso et al., utilizes
realtime tracking of passively tagged objects with a reader
to create musical interaction [16]. Rowland demonstrates

the use of printed loudspeakers with gloves equipped with
magnets to realize colocated surface sound interaction [21].
Musical interaction created in this project is unique in that
players not only hear sounds but get direct tactile feedback
from the magnet on the glove. These projects show that
electromagnetic e↵ects can also be used to create musical
interactions that are intuitive for musical novices.

2.3 Tangible Tabletop Musical Interface
Tangible tabletop musical interfaces typically fuse physical
and virtual environments with a projector and a camera
to display useful musical information around the physical
artifacts to the players [12, 17]. Players of tangible table-
top musical interfaces often manipulate physical artifacts
on tabletop surfaces to build and modify musical topolo-
gies [10]. These tabletop interfaces enable players to freely
and quickly move around physical objects on a tabletop
surface to progressively a↵ect the sound outcome. The de-
sign aproach in these projects demonstrates ways to visually
guide players in understanding the current musical state of
the system. Tangible scores and the Sound of Touch which
treat a physical interface as a score of a musical instru-
ment and are also fascinating projects to think about how
to explicitly indicate the players the state of the musical
instrument [24, 14].

We recognize that most tangible tabletop interfaces for
musical purpose revolve around the use of computer vision
technology. While the physical object themselves do not
produce sound, they tend to focus on the manipulation of
physical objects to a↵ect the resulting musical outcome.

Figure 2: A top-down view of a single pad of MM-

RT.

3. IMPLEMENTATION
MM-RT consists of four identical areas. Each of them con-
tains a small display for feedback; a button and two poten-
tiometers for controls; and a flat circular area called pad to
place objects (See Figure 2). With MM-RT, any magnetic
or ferromagnetic objects can become musical sound sources.
By placing an object on the pad, it becomes musically acti-
vated in one of four ways called the musical modes: percus-
sion, melody, grain, and microphone input. By playing on
the four pads simultaneously, the players layer sounds into
a complex interactive musical composition.

The dot matrix display is utilized to inform the player
what musical mode a pad is currently in. A button is for
switching between di↵erent musical modes. Dynamics and
timbre on MM-RT are controlled using knobs which ma-
nipulate electromagnet actuation strength, pulse frequency,
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and waveforms. Figure 3 shows the cross section of a single
pad on MM-RT. As we can see from the figure, an electro-
magnet (actuator), control by a waveform, is placed right
beneath the pad so that any objects placed on top of the
pad have a minimal distance to the actuator. The distance
between an actuator and an object can be as close as 3mm
to make best use of the magnetic force.

Figure 3: A cross section of a pad on MM-RT. A

container with a permanent object is used as an

example object a player can put on top of the pad.

3.1 Percussion Pad Design
In order to replicate the percussion mode we had in Drum-
Top, we designed a custom 3D printed solenoid in a pad
format (See Figure 5). This custom solenoid pad contains
a permanent magnet at the bottom so that when the mag-
netic force is applied, the pad is mechanically constrained
to move vertically. The solenoid is designed to move up to
4mm. The surrounding materials of the pad are composed
of masonite board and a neoprene sheet. Each solenoid pad
has four circular velcro points to stay firmly attached to
MM-RT.

Figure 4: A percussion pad that attaches on top of

MM-RT. A custom 3D printed solenoid is attached

in the center of the pad. (a) A solenoid at rest. (b)

A solenoid actuated.

We experimented with what type of electromagnetic wave-
form the custom solenoid pad mechanically reacts the best
(See figure 7). In general, the DC o↵set was set higher than
0 for all waveforms to ensure they stay positive to push
the solenoid upward and avoid pulling down when negative
signals are applied. Using an impulse signal exhibited no
mechanical response on the custom solenoid (Figure 7-a).
We suspect that this is because the time interval of the
impulse is too short for the electromagnets to exhibit any
magnetic force on the solenoid. Applying a half cycle of a
cosine or square wave (Figure 7-b and 7-c) resulted in double
triggering the solenoid where the transient of the waveform
happens. In the case of a cosine wave, the displacement
of the solenoid was reduced by approximately half in com-
parison to square wave. We think that this is because the
transient of a cosine wave is much longer than that of a
square wave and the electromagnet is not capable of ap-
plying the instantaneous force on the solenoid. Sawtooth
wave (Figure 7-d) demonstrated the best result in correctly

moving the solenoid as desired. From this experiment, we
found that the solenoid is sensitive to the transient of the
waveform being used.

Figure 5: Graphs comparing the solenoid behav-

ior with di↵erent electromagnetic waveforms. Red

lines represent the audio signal generated by the

computer and dotted blue lines correspond to the

approximate behavior of the solenoid. Waveforms

are (a) impulse, (b) cosine, (c) square, and (d) saw-

tooth.

3.2 Software
MM-RT software consists of three parts: Arduino1, NW.js2,
and SuperCollider3 (See Figure 4). Arduino, a microcon-
troller designed for building an interactive application, is
responsible for acquiring knob and button data as well as
rendering graphics on 8x8 dot matrix display. An applica-
tion written in NW.js, a Node.js module designed for writ-
ing a desktop application using web technologies, acts as
a bridge between Arduino and SuperCollider to translate
OSC messages to Serial data and vice versa. NW.js also
handles the graphic rendering for the 8x8 dot matrix display.
SuperCollider, a text-based audio programming language,
is responsible for keeping the timing among four pads on
MM-RT and generating the audio signal. The signal from
SuperCollider is then amplified before reaching the electro-
magnets.

Figure 6: Software Architecture

3.3 Visual Representation of Musical Mode
The tricolor 8x8 dot matrix displays in MM-RT play a major
role in informing the players about the current musical mode
of each pad. In fact, without an object to react to the
electromagnet, the magnetic force generated by a musical

1https://www.arduino.cc/
2https://nwjs.io/
3https://supercollider.github.io/
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mode and its parameters are invisible to the naked eye.
When the force of an actuator is changed with a knob, the
brightness of the display changes to indicate the strength.
As such, a di↵erent musical mode realizes di↵erent display
behaviors.
Figure 6 depicts the four display representations simu-

lated in the NW.js bridge application, each one correspond-
ing to one of four musical modes. In the percussion mode
(Figure 6-a), the matrix is divided into rows and columns
to mimic the step sequencer like interface. A green color
indicates on state and a black color represents o↵ state.
A yellow color cursor is utilized to show which beat a se-
quencer is currently on. The visual representation for the
melody mode (Figure 6-b) functions the same way as the
percussion mode but with added pitch information when
the step sequencer turns to on state. The grain mode is
represented with a sine-like waveform and the frequency of
a generated audio signal a↵ects the horizontal scroll rate of
the display. The microphone input mode displays the am-
plitude level of the microphone input. The amplitude value
is shown with square shapes with changing size in 10 steps.

Figure 7: Visual Representation of four musical

modes. Modes are: (a) Percussion, (b) Melody, (c)

Grain, and (d) Microphone Input.

4. MUSICAL MODES OF MM-RT
MM-RT players are free to design their own objects. How-
ever, there are some restrictions and guidances on what
type of objects work best depending on the musical mode
of the machine. MM-RT currently has four musical modes
–percussion, melody, grain, and microphone input– to ac-
commodate di↵erent kind of musical interaction.

4.1 Percussion
The percussion mode inherits most of the functionalities
from DrumTop with one major di↵erence. In DrumTop,
each pad was represented as a beat in a measure. Since
DrumTop has 8 pads, the total number of beats was con-
strained to 8 beats in which a step sequencer sweep through
in a looping fashion. In the MM-RT percussion mode, each
pad is treated as a separate step sequencer but with one
master clock that syncs the tempo across all pads. The
drum patterns for the pads are preprogrammed and the
players can scrub through di↵erent patterns using one of
the potentiometers.
In the percussion mode, the object must not be magnetic

as the magnetic force is applied through the added cus-
tom percussion pad described earlier. Since the maximum
displacement of the solenoid is about 4mm, the percussion
mode prefers objects that are flat on the bottom. If, for ex-
ample, an object has a foot that raises the bottom surface,
the tip of the solenoid will not be able to reach the object
and no sound will be produced from the object. We are
also aware that the heavier the object gets, the softer the
resulting sound gets.

4.2 Melody

Just as the percussion mode, the melody mode is also driven
with a step sequencer. In this mode, a pitched sound is gen-
erated. While there are many ways to produce a pitched
sound using waveforms, we are currently using a sawtooth
wave for simplicity and exprimentation. The melodic pat-
terns are also preprogrammed and the players can scan
through di↵erent patterns using one of the potentiometers.
Since the preprogrammed melodic patterns are described
only with interval relationship, the players have additional
capability to change the root note of the melodic pattern
being played if MM-RT is connected to an external midi
keyboard.

The most e↵ective object the players could use in this
mode is hollow objects such as a box, balloon, and bucket
that resonate well with a specific frequency. The players
can even add rocks, sands, and beads inside the objects to
physically a↵ect the resulting pitched sound.

4.3 Grain
The grain mode exhibits a granular-synthesis-like behavior
with physical objects. Currently, the audio signal generated
for this mode also utilizes a sawtooth wave between 1hz and
60hz. The player can change the rate of the sawtooth wave
using one of the potentiometers.

A typical configuration of an object in this mode is to use
a non-magnetic closed container with a permanent magnet
trapped inside (See Figure 3 for example). This way, the
magnet is free to move around the container when it is ap-
plied with a magnetic force. We also obtained interesting
results using cups, bottles, and vases that have a tall side
wall so that a magnet cannot easily jump out. Utilizing a
ballon equipped with a magnet creates a surprising sound
e↵ect since the balloon resonates very well around 30 60hz
producing low frequency rumbling.

4.4 Microphone Input
The microphone input mode routes externally generated au-
dio signals directly in to the electromagnetic actuators. The
players are not restricted, but we often use this mode for
real-time cal collaboration with other musicians. This mode
requires practice to refine what objects can be used depend-
ing on what kind of sound is picked up through the micro-
phone being used. Any objects described in the previous
three modes can work in this mode in investigating what
type of objects might work the best. We have so far exper-
imented with taking a cello sound and found that objects
used in the grain mode were most e↵ective in generating
interesting sounds.

5. DISCUSSION
Neuromusic researchers claim that all people are capable
of demonstrating musicality to some extent [18]. This is
an enlightening finding, but music interaction designers can
still benefit from considering how di�cult and rewarding a
music system is to the players of di↵erent skill levels. This is
because, often in particular with music, an appropriate level
of di�culty can lead to a long-term engagement and flow-
like experience, a mental state in which a person performing
an activity is fully immersed in a feeling [9].

On the one hand, easy-to-master music systems can result
in immediate pleasure and fun, but they may prohibit the
interests of players for a further musical evolution [27]. On
the other hand, music systems that are hard to use can
discourage beginners. This design consideration is known as
the low-floor/high-ceiling criteria [20] and creating musical
systems that satisfy both is a quest for musical instrument
designers.
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5.1 Musical Wonderers
Our goal in developing MM-RT is to enable anyone in-
terested in music, regardless of their skill levels, to easily
learn the instrument but also encourage them to develop
advanced skills and sound production through hours of prac-
tice. Such music players focus on the aspects of music in-
terpretation rather than on technically correct realization.
We call such players musical wonderers whom their musi-
cal mental model is set to encounter, explore, invent, and
organize sounds for music creation. To set MM-RT to this
interaction design constraint, we define a framework that
realizes musical exploration environments for musical won-
derers that feature the following capabilities:

1. Help players think like a composer and musician

2. Turn the environment into musical instruments and
materials for composition

3. Explicitly expose musical parameters through an er-
gonomic interface of a musical instrument

4. Assist listening experience with other sensory modal-
ities to explore sounds

Following this framework, MM-RT reduces the musical
wonderers’ cognitive load and lead them to focus on sounds
as a creative medium to interact with in both short- and
long-term contexts. MM-RT o↵ers the basis of music to the
player including loudness, pitch, timbre, and duration [11].

5.2 Evaluation
As one way to evaluate MM-RT, we have employed the in-
strument in performance contexts. In fall 2016, we per-
formed professionally at the Packard concert hall in Col-
orado College, the University of Vermont Recital Hall in
Vermont, and the Lincoln Center in NY. These performances
were a collaboration between an MM-RT player and a cello
player. MM-RT in these performances also involved the in-
tensive use of theicrophone input mode as it is the most
ideal way to collaborate with other musicians to correlate
the sound event generated from other instruments in real
time.
We have so far conducted the evaluation of MM-RT through

performances which require consideration from four per-
spectives: the audience, the performer, the composer, and
the instrument designer [15]. Digital Musical Instruments
(DMIs) are typically made for musical performances involv-
ing at least an audience and a performer. In this context,
a DMI is typically evaluated by audiences for its aesthetic
quality of music and e↵ectiveness to convey musical infor-
mation. A performer typically evaluates a DMI from its
playability: how challenging the instrument is to master
and how engaging the instrument is to develop virtuosity
with. Furthermore, a performer requires a score or instruc-
tions prepared by the composer who needs to understand
the mechanism of that DMI to be able to write a music piece
for it. In this sense, composers evaluate DMIs in terms of
how robust their musical e↵ect is. Finally, DMI is designed
by an instrument designer who typically thinks through the
design specification and playing experience of that DMI in
mind.
Through our three performances, we found two limiting

factors about the current MM-RT design. The loudness
of the acoustic sound generated from MM-RT can be too
soft in a large performance space. To increase the dynamic
range of sounds produced by MM-RT in concert halls, we
employed a pair of microphones to amplify the resulting

sound via loudspeakers. Another limiting factor is the di�-
cultly for the audience to see the subtle musical interaction
from the audience seat in big concert halls.

Figure 8: A collaborative music performance be-

tween MM-RT and Cello players. Photo courtesy

by Kevin Sword.

6. FUTURE WORK
We have thus far mostly experimented MM-RT using an
electromagnetic sawtooth wave for almost all the musical
modes. In moving forward, we would like to continue to
experiment using di↵erent synthesis methods. For instance,
we think that using a band-limited pulse generator can po-
tentially improve the richness of timbre coming out of a
resonating object when used in the melody mode. Since
the generator is often used for acoustic measurements and
assumed to have flat power spectrum across all harmonics,
applying such signal to a hollow object can bring up the
natural resonant frequency of that object, making the re-
sulting sound closer to how the object will sound in everyday
context [1].

We are also considering the use of core-less electromag-
net to avoid permanent magnets to be constantly attracted
to the core of electromagnet actutor even when it is not
in use. Although not having a ferromagnetic or magnetic
core in the design of electromagnets reduces the e↵ect of
magnetic force, we think that this approach might enable
the instrument to maximize the translation of electrical to
mechanical motion much more e�cient in a tabletop con-
figuration.

Another near future improvement of MM-RT is to im-
plement operational transconductance amplifiers suggested
by [13] instead of using an audio amplifier which is largely
based on voltage amplification.

We also recognize that the instrument needs an additional
interface to control the global parameters of the instrument
instead of relying on an external MIDI controller. Imple-
menting such functionality will eliminate the need for ex-
ternal MIDI controller.

We strive to expand on applying mechanical constraints
on permanent magnets to increase di↵erent musical modes.
For example, we believe that if we can design a system to
mechanically constrain a permanent magnet to spin in a
circular motion, MM-RT may be able to produce similar
sounds produced by a Tibetan bowl.

7. CONCLUSION
We presented MM-RT, a tabletop musical instrument equipped
with electromagnetic actuators that o↵ers a new paradigm
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of musical expression and exploration. It is inspired by pre-
ceding works on electromagnetically driven instruments and
tangible tabletop musical interfaces. The instrument is in-
tended for musical wonderers who encounter, explore, in-
vent, and organize sounds for their music creation. Mu-
sical wonderers focus on interpreting and exploring music
rather than technically correct realization. We described
the design and technical implementation of MM-RT. It also
discussed about a framework that takes in account musical
wonderers in designing a musical instrument. The paper
touched on future works and how to trigger musical won-
derers’ sonic curiosity to encounter, explore, invent, and or-
ganize sounds for music creation using a musical instrument
like MM-RT.
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ABSTRACT
Every new edition of NIME brings dozens of new DMIs and
the feeling that only a few of them will eventually break
through. Previous work tried to address this issue with a
deductive approach by formulating design frameworks; we
addressed this issue with a inductive approach by elaborat-
ing on successes and failures of previous DMIs. We con-
tacted 97 DMI makers that presented a new instrument at
five successive editions of NIME (2010-2014); 70 answered.
They were asked to indicate the original motivation for de-
signing the DMI and to present information about its up-
take. Results confirmed that most of the instruments have
di�culties establishing themselves. Also, they were asked
to reflect on the specific factors that facilitated and those
that hindered instrument longevity. By grounding these re-
flections on existing reserach on NIME and HCI, we propose
a series of design considerations for future DMIs.

Author Keywords
Design, evaluation, performance, survey, digital musical in-
strument, user experience

ACM Classification
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1. INTRODUCTION
In 2004 Jordà memorably remarked that “many new instru-
ments are being invented. Too little striking music is being
made with them” [10]. Since then, an even more copious
number of instruments have been created, facilitated by in-
creasing interest in DMI research in academia and by the
crowdfunding revolution that has made production widely
accessible.1

Despite this, most DMIs still seem to have di�culties es-
tablishing themselves after their creation. Mamedes and
colleagues urged a self-criticism within the NIME commu-
nity: “A huge number of DMIs are presented every year and
few of them actually remain in use” [12]. Some musicians

1In 2015 and 2016 only, 28 new musical instruments have
been proposed on Kickstarter; 18 were funded. Source:
http://www.kickstarter.org
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have mastered new instruments through extended use (e.g.
Leatitia Sonami’s Lady Glove and Michel Waisvisz’s The
Hands), but it is common for new DMIs to be set aside
after only a few performances.

Acknowledging this limitation, throughout the years, sev-
eral design frameworks have been proposed to o↵er musical
instrument designers a theoretical base by proposing design
heuristics [18, 20] and suggesting evaluation methods [8,
30]. In most of the cases, these frameworks were generated
with a top-down approach, which might lack empirical ob-
servations on the precise factors that facilitate or hinder the
establishment of an instrument.

Several of these factors lie outside the interest of our com-
munity (e.g. production models, advertisement, sponsor-
ship), but others are directly connected with our daily ex-
ercise. In particular, which specific design practices should
DMI makers follow to facilitate a prolonged use of the in-
strument? What are the most common design “mistakes”
that we make, which should better o↵ brought to the fore?

This paper aims to provide a pragmatic answer to these
issues in an inductive way by directly questioning the design
practices of NIME members. We isolated the 97 papers
presented at five successive editions of NIME - from 2010
to 2014 - that introduced a new DMI2 (Section 2). We then
sent the main authors an online survey, which asked them
to indicate the original motivations and the ongoing use of
their DMI, and to reflect on the causes of its success or
lack of success. We received 70 answers, which we analysed
quantitavely and qualitatively.

With respect to the ongoing use of the DMIs, the answers
from the authors (Section 3) confirmed that the percent-
age of DMIs that “broke through” (e.g. that have ongoing
projects, are regularly performed in public, and received
commercial interest) is quite low.

In terms of design practices, we identified a number of
factors that facilitate or hinder the uptake of an instrument
(Section 4) by integrating considerations from the authors
with typical HCI theory and practice. If some of the find-
ings do not come as a surprise (e.g. a simple interaction
is advantageous), others o↵er considerations that merit fur-
ther attention in our community. For instance, instrument
design should include“signature features” that are exclusive
to that DMI and support unique playing styles.

2. METHODOLOGY
2.1 Paper selection
We selected papers presented at five successive editions of
NIME, from 2010 to 2014. We did not include papers from
2With DMI we refer to all the new interfaces for musical
expression, not just the digital ones. We acknowledge that
some of the presented interfaces are not digital at all, but
we chose this acronym to disambiguate with that of the
conference.
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the last two editions because of the infancy of the work:
rather than focusing on the spike of usage of a newly cre-
ated interface we were interested in legacy, which requires
maturity of a project.
We acknowledge that this selection fails to account for

the multiplicity of instruments and DMIs that were not pre-
sented at this conference - in particular, commercial DMIs
and those presented at the yearly Guthman musical instru-
ment competition3. However, the scientific rigour obliged
us to have a clear selection method, a demarcation line that
would be di�cult to trace with commercial DMIs. Further,
DMIs that were not presented at academic conferences lack
formal documentation that is needed to track their develop-
ment and draw formal comparisons among them. For this
reason, we also omitted the DMIs that were only presented
at the performance track of NIME, as they are not included
in conference proceedings. The works presented at other re-
lated conferences and journals falls out of the scope of this
paper but would make interesting future research.
Following the objective of this paper of determining what

design factors facilitate a long-term engagement with an in-
strument we restricted the investigation to the DMIs specif-
ically intended for solo human performer (as opposed to a
machine intelligence) to be able to play live in a concert-like
setting and that could potentially lead to prolonged use by
musicians and develop virtuosity.
We included: augmented instruments, software instru-

ments, controllers, mobile and tablet applications, systems
for performance, and sequencers. Everything else was ex-
cluded: audience-controlled instruments and installations,
algorithmic accompaniments, live coding and laptop orches-
tra, design probes, and instruments that target specific age
or medical conditions. In a few cases, the demarcation line
was not clear. In these cases, we adopted a relaxed pol-
icy and included the paper (e.g. we included three robotic
instruments conceived to be partially played by a human
performer). Using these criteria, 97 papers made the cut.

2.2 Questionnaire
An online questionnaire was prepared to provide answers to
our research questions4. It included 27 entries that asked
about di↵erent aspects that are relevant to the issues ad-
dressed in this paper. The questionnaires were sent via
email to the first author of each paper. A total of 70 an-
swers were collected (72% response rate).
We acknowledge that the figures describing the DMIs up-

take reported in Section 3 fail to account for the 27 authors
that did not reply to our survey. However, the present in-
vestigation is mostly intended to measure the general tem-
perature of the DMIs presented at NIME rather than o↵er-
ing meticulous statistics about their adoption. That being
said, the design consideration described in Section 4 would
have greatly benefited from comments of the creators of the
DMIs that became popular even outside the academic com-
munity (e.g. the Roli Seaboard5, the Magic Fiddle6, and
the AlphaSphere7), and the discontinued ones alike.

2.3 Data analysis
The uptake of the DMIs (Section 3) was assessed by analysing
and comparing information about the author’s original mo-
tivations, their target users, the current state of the DMI,

3
http://www.guthman.gatech.edu

4The questionnaire and the results are available at
http://instrumentslab.org/SurveyAnswers.xlsx

5
https://roli.com/products/seaboard-grand

6
https://www.smule.com/sunset/magicfiddle

7
http://www.alphasphere.com

Table 1: For whom did you make it?
Target user Freq.
“For myself” 58
“For the broader public, including non-musicians” 29
“For musicians generally” 20
“Other” 18
“For a specific category of musicians” 9
“For a specific musician other than myself” 9

Table 2: Motivations to develop the DMI with Fre-
quency and Loadings, divided by Component
C Motivation F L

1
“To publish at NIME” 17 .704
“To test a new technology” 27 .691
“As a reserach probe” 38 .687

2
“Nothing available to do what I wanted” 41 .755
“To write a piece for it” 18 .726

3
“To complement my artistic practice” 34 .627
“As an assignement for school” 18 -.716

the number of public performances in which the DMI was
used, the number of artists that performed with the DMI
and projects in which it was used, and sale information
when available.

To extract design considerations (Section 4) we integrated
creators’ reflections about the reasons for the longevity of
their instrument and aspects they would have done di↵er-
ently with quantitative answers to some survey questions.

A thematic analysis with an inductive approach [3] was
performed on this data. Endorsing the idea that idiosyn-
cratic experiences with the design of a single DMI could
provide other makers with a crucial example, both as a sug-
gestion to follow enduring design decisions or to avoid re-
peating pitfalls, codes were associated to comments received
from a single author and to shared opinions.

The last step consisted in clustering codes into practical
design considerations. To this end, we examined the codes
taking into consideration design factors typical of NIME [10,
18, 29] and of the broader HCI community [4, 24].

3. INSTRUMENT UPTAKE
We retrospectively documented whether the original inten-
tions for building the instrument were met and we serached
for possible patterns of instrument uptake. This section
reports the results of this investigation.

3.1 Target user and original motivation
To start with, we asked the authors to indicate for whom
they made their DMI. Authors could choose as many an-
swers as they wish. The results indicate that the most com-
mon target user was the author themselves (Table 1).

Next, we asked the reasons that motivated the creation
of the DMI. Besides for documentary reasons, this informa-
tion was intended to restrict the scope of our investigations
to those works which were intentionally created (i) to be
actually performed with rather than being just research in-
vestigations; (ii) to be performed with on a long-term basis.

Authors were invited to pick as many motivations as they
wished from a list of seven entries; the results are presented
in Table 2. To cluster the answers into groups we per-
formed a principal component factor analysis with Varimax
rotation (Kaiser Normalisation). Three components with
an eigenvalue greater than 1.0 were found (the components
loading are shown in Table 2).

Component 1 includes the DMIs designed as a research
investigation. Component 2 includes the DMIs designed
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after the designer’s need. Component 3 suggests an in-
verse correlation between “To complement my artistic prac-
tice” and “As an assignment for school”. Given the focus
of this paper, we excluded from successive investigations
the 15 DMIs whose motivations only belonged to those of
Component 1 and those who were only intended “As an
assignment for school”.
Another question prompted the authors to indicate whether

their DMI was ever intended to be used on a long-term basis;
we excluded the 4 DMIs that were not. As a consequence of
these two exclusions, the report discussed in the next sec-
tions was reduced to the 51 DMIs that have been originally
designed for a prolonged use as a performance instrument.

3.2 Ongoing use
A number of questions directly investigated the ongoing use
of the instrument. Figure 1 indicates the percentage of
DMIs that are currently ready to performance; 47.1% are
not. Of these, two thirds would require substantial work
(more than a few hours) to be ready for performance.

Non ready 47.1%
Ready 52.9%

A few hours 31.5%
A few weeks  21.0%
More 21.0%
It no longer exists 15.7%
A few days 10.5%

Figure 1: Is the instrument ready for performance?
If not, how long would it take to have it ready for
performance?

Figure 2 indicates that the one third of the DMIs are
available to buy or to hire. Sale information o↵ers a similar
figure. Only one out of five DMIs sold at least 1 unit. A
notable di↵erence exists between iOS apps and other DMIs.
The number of sales for iOS apps (including free downloads)
ranged from 1200 to 250000. If we exclude iOS apps, only
5 DMIs have ever been sold, 3 of which have been sold to
more than one buyer. It should be noted, however, that in
some cases the designers might have donated the DMI.

No 68.7%
To buy 17.6%
To hire 11.7%
To buy and to hire 3.9%

Figure 2: Is the instrument available to buy or hire?

Figure 3 shows that the 23.5% of the DMIs have been
publicly performed 0 or 1 times; more than half of them at
most 5 times. We then computed the average number of
performance for year, normalised by the edition of NIME
the paper was presented to.8 On average, the 47.1% of the
DMIs have been publicly performed less than once for year
and only 11.8% have been performed more than 10 times
per year.
Figure 4 shows that almost half of the DMIs have been

played by fewer than 3 musicians; only one DMI out of five
has been played by at least 10 artists. Another indicator
of the uptake of a DMI is the number of ongoing projects
in which it is used. In more than half of the cases (53.1%)
there are no ongoing projects, though 10 authors indicated
that there might be some that they do not know about.

8This data is an estimate as some DMIs were available even
long before the paper presentation.
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with it?

3.3 Interface evolution
Authors were asked to elaborate whether and how did their
initial intentions change; a third indicated they did.

In three cases, the target users changed. Two DMIs were
initially intended for the authors’ own composition but the
interest of others convinced them to make it available for
others. Conversely, one author was initially interested in
making a general instrument but he later redirected his ef-
forts to make an instrument for himself.

In six cases, the objective of the DMI changed. For in-
stance, the p-bROCK digital bagpipe [16] was originally
intended as instrument for performance and it is now about
to be commercialised as a tool for learning.

In a few other cases, the evolution that the DMI under-
went was caused by unexpected possibilities that emerged.
This is the case for the Magnetic Resonator Piano [14],
whose author reported that over time he discovered how
the original intended outcomes were less interesting or less
successful than he thought, but that some completely un-
expected new sounds and techniques emerged.

In some cases, the author attributed the importance of
the DMI presented at NIME as a formative event rather
than as the conclusion of a project. For instance, the Hex
Player [17] was only ever intended as a proof of princi-
ple: the intention of the author was to develop a better-
performing instrument at a later date, something that has
happened 5 years later. As another example, Dahlstedt re-
ported that he carries the experience of developing Pencil
Fields [5] with him; he uses what he has learnt from it into
future instruments and mappings all the time.

This reflections are supported by the answer to one ques-
tion that asked the reasons the authors attributed to the
limited uptake of their DMI, if applicable (for this specific

194



Table 3: If it is not regularly performed or demon-
strated now, what are the reasons?
Motivation Freq.
“I don’t have the opportunity at the moment” 22
“I turned my attention to building other DMIs” 14
“The hardware needs too much maintenance” 10
“It was a collaborative e↵ort which has stopped” 9
“My musical interests no longer align with the
capabilities of this DMI”

8

“I no longer work with DMIs” 6
“I was unsatisfied with the musical output” 5
“I was unsatisfied with the playing experience” 4
“I am working to an updated version of the DMI” 3
“The software needs too much maintenance” 3

question we extended the investigation to all the 70 an-
swers). The answers are shown in Table 3. Of particular
interest is the record describing that many had turned their
attention to updated versions of the DMI or to other DMIs.
To this respect, we further asked if other DMIs derived from
the one presented at NIME. The 27.1% evolved into new
version; in other cases it inspired other instruments built
by the same author (8.5%) or by others (7.1%).
The figures presented in this section o↵er a picture of the

uptake of the DMIs presented at NIME confirming what has
been recognised by members of our community [10, 12] but
never systematically pinpointed. Most of the DMIs that
were originally intended to be performed on a long-term
basis ended up being performed for a few exhibitions only.

4. DESIGN CONSIDERATIONS
This section proposes reflections about practices and pro-
cesses of instrument design. Makers’ diagnoses of design
issues that limited the uptake of the instruments are inte-
grated with considerations about their ample uptake. When
applicable, these reflections are grounded on theories and
practices typical of HCI.

4.1 Signature Features
An important element that seems to determine to a relevant
extent the positive uptake of a DMI is the idiosyncratic
attributes that it o↵ers - what [19] defined as “signature
features” and [20] called “unique identity.” These attributes
can either refer to the functionality or to the appearance of
the DMI.

4.1.1 Functional
Three authors reflected that their DMI o↵ered features that
are completely new, that go beyond what was achievable
before, that help achieving a particular goal in the authors’
artistic practice, or that fulfil a specific need. For instance,
the specific need fulfiled by the Quartersta↵ [22], was “to
perform electronic sounds in a gestural way”.
The uniqueness of the DMI was attributed by three au-

thors to the idiosyncratic sound their DMI produces. An
example is o↵ered by McPherson when comparing his two
augmented instruments: as opposed to the Magnetic Res-
onator Piano [14], which “has a distinct sound world of its
own, which has given composers a reason to use it”, the
TouchKeys [13]“is a MIDI controller, it lacks its own sound.
I have found the lack of a signature sound to be an impedi-
ment to its artistic uptake, especially among composers”.

4.1.2 Aesthetic and craftsmanship
Five authors attributed the popularity of their DMI to its
unique aesthetic: its look, its feel, its craftsmanship and
woodworking, and its quality construction. Answering on

what aspects of their DMIs they would improve, two cre-
ators indicated aesthetics, ergonomic, and build quality.

An idiosyncratic appearance also enables the DMI to stick
out during a live performance. When discussing the positive
aspects of his Manta [26], Snyder commented that “it has
a unique look and feel that sets it aside on stage”. Similar
comments were given about the E-Recorder [9]: “it is nice
to watch on stage”, and The Talking Guitar [7]: “it requires
large gestures which are easy to interpret for the audience”.

4.2 User-experience
User-experience design is one of the most common design
processes in HCI. Its appropriateness for DMIs was ad-
vocated by Morreale and colleagues in their experience-
oriented design framework [18]. Comments collected from
the authors supported the centrality of musician experience
in the design process of a DMI: seven DMIs achieved their
positive uptake by addressing aspects of user-experience.

4.2.1 Familiarity
Three authors attributed the positive uptake of their DMI
to having o↵ered an intuitive instrument based on tradi-
tional modes of interaction. This is the case, for instance,
of the TouchKeys [13], whose “success is directly tied to its
familiarity” and of the Concept Tahoe [23], a microphone
augmented with buttons to MIDI control that “worked be-
cause it took a form factor that people were familiar with,
and expanded upon it”. The instrument did not invent com-
pletely new musical possibilities, but it “made it easier or
more elegant - people were already creating live-looped per-
formances”.

4.2.2 Simplicity of interaction
Having a simple interaction favoured the uptake of three
DMIs. For instance, the isomorphic design of Musix [21]
“enabled everybody to interact with tonal music in an alter-
native way to traditional piano layout, exposing and sim-
plifying harmony”. As another example, the Pencil Fields
[5] “allowed for embodied playing on an instrument which is
otherwise hard to control in that way”.

4.2.3 Set-up time
A long preparation time might hinder the will of the musi-
cian to pick up the DMI. Leeuw brought this issue to the
fore when reflecting on his Electrumpet [11]: “it is not ready
out of the box like my normal trumpet is”.

4.3 Technology
This section o↵ers discussions about authors’ fortunate and
erroneous choice of hardware and software.

4.3.1 Common platforms
Both developers of mobile apps and designers of tangible
DMIs suggested to choose commonly available platforms.
The former agreed unanimously that iOS is preferable to
other platforms as it o↵ers a solid user base that is recep-
tive to new instruments. The latter suggested to design
for commonly available devices rather than creating new
hardware or using less commonly available hardware. This
suggestion extended to using more typical audio platforms
- as Axoloti9, Bela10 [15], or Teensy11.

The platform should also be easy to keep up to date and
ready to perform. Snyder suggested that he would possibly
“make a bootloader to allow the user to upgrade the firmware

9
http://www.axoloti.com

10
http://www.bela.io

11
https://www.pjrc.com/teensy/
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remotely” for the Snyderphonics Manta [26]. This concern
was shared by the 41.2% of the authors: their ability to set
up and run the system is currently tied to an old version
of specific software that does not reliably run any longer.
To have the instrument ready for performance they should
upgrade (32.4%) or even downgrade (8.8%) the OS or other
software.

4.3.2 Open-source
With the exception of those operating in the mobile domain,
a general consensus endorsed the use of open-source soft-
ware and hardware platforms. Donnarumma, for instance,
attributed part the popularity (more than 1200 units sold)
of the XTH Sense [6] to being open-source.
Four other authors, when reflecting of what they would

have done di↵erently, indicated that they would choose open-
source solutions. Sentürk elaborated that his Kinect-based
interface [25] would have been more enduring if it had been
open-source: “it is more sustainable, it allows derivatives
and o↵ers inspiration to proliferate”. A similar argument
was made for the Snyderphonics Manta [26]: avoiding vendor-
specific HID protocol would free the creator to continue to
support translation software for it.

4.3.3 Portability and low latency
The comments of seven authors supported previous research
findings that portability and low latency are important fea-
tures for the uptake of audio applications [19]. While the
importance of low latency was explicitly mentioned by one
author only, six authors elaborated on the need for self-
containedness, which makes an instrument always ready to
use and play without the need to connect it to a computer.
Van der Torren explicitly indicated self-containedness as
“the main reason for the success of Striso” [28]. Snyder
reported that future implementations of the Birl [27] will
be self-contained so that it won’t “need to interface with a
multimedia computer (which will inevitably change and be
updated down the road)”. Similarly, Gabana suggested that
he would modify his Radear [1] to make it self-contained.

4.3.4 Modularity
Five authors pointed out the importance of having a modu-
lar structure in hardware, software, and coding procedures.
This would allow the DMI to be more easily fixed, updated,
and expanded. The modularity argument was brought up
also for what concerns the very category of DMI: when re-
flecting on the limited uptake of his augmented keyboard
[31], Wierenga reported that he “moved away from working
with a single virtuoso instrument and toward a multiplicity
of smaller modular instruments”.

4.4 Musical possibilities
Four authors reflected on the musical possibilites o↵ered, or
not yet o↵ered, by their DMI.

4.4.1 Ownership
DMI frameworks exist that suggest that the execution and
the identification of unique playing styles should be sup-
ported in instrument design by means of personalisation [18,
29]. This concept was elaborated by Snyder when talking
about the Birl [27]: “The ability for a performer to train
the instrument to his or her own control mapping prefer-
ences (such as fingerings for certain pitches) was particu-
larly useful for musicians playing the Birl”.

4.4.2 Subtle control
Two authors identified the lack of subtle control in their
DMI as the cause of its limited uptake. Even in cases of

ample uptake, a subtler control would entail deeper sound
manipulation, which, as reported by Grossman, was not
possible when the E-Recorder [9] was created in 2000 but it
would be now feasible.

4.5 Design process
Comments from eleven authors referred to design decisions
that were taken, or not taken. In this section we grounded
these reflections on design concepts typical of HCI.

4.5.1 Scenario development
Related work on HCI [2, 4] and NIME [18] suggests to start
the design process from scenarios identification and high-
level user stories development. This excercise helps design-
ers to “clarify implicit assumptions, raise design questions,
suggest design solutions” [2], and to “to reflect upon the
kind of experience they wish to o↵er” [18].

Collected comments evidenced a general lack of care in
the development of design scenarios. Two authors attributed
the lack of uptake of their DMI to not having properly elab-
orated scenarios for performing with their instrument. In
the case of The Talking Guitar [7], for instance, Donovan
acknowledged not having su�ciently considered “the prac-
ticalities of performing with the instrument, in particular
about the constraints imposed by the tech”.

4.5.2 Participatory design
Participatory design is an approach to design that involves
the users destined to use the system to play a critical role
in designing it [24]. Working with final users at early stages
of design promotes their skills and experiences as a resource
for design.

Six creators endorsed the advantages of working with the
final user at early stages of design. Working with final users
is particularly important when working with less familiar
instrument paradigms, as elaborated by Snyder when dis-
cussing the design process for the Birl [27]: “I am not a
wind player, I needed to gather more feedback about the er-
gonomics of the instrument, and the needs of players”.

Empowering users to have a say in the design process
also helps identifying possible pitfalls, as in the case of the
Gamelan Sampul [32]. The gamelan musicians that worked
with the author turned down the proposed solution as they
mistrusted technology: they feared electronic musical in-
struments would take over the classical gamelan world.

4.5.3 Prototyping
A possible limit of participatory design is expressed by Sny-
der, who involved users in the design of the Birl [27]: “many
things that players said they wouldn’t like wound up being
things they liked once I had implemented them and they
were able to try them out. So I’m not sure how much
stock I should give this feedback until I have testable proto-
types”. This statement highlights the importance of proto-
types when designing new DMIs, as seconded by Mamedes
when describing how di↵erently would he develop his In-
tonaspacio [12]: “I would try to have several iterations of
the prototype and have more people to try it out (analysis
gestures) before creating a final performance version.”

4.5.4 Market Analysis
Market analysis o↵ers another way to sense what the user
response could be. One author reported that a well-known
company operating in music technology may pick the DMI
back up again, “but in the meantime they are attempting
to find evidence that the market is big enough to be worth
further investment”.
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5. FINAL REMARKS
This paper provided evidence to the prevalent feeling that
most DMIs fail at the longevity exam [10, 12]. This paper
addressed this issue by proposing a bottom-up approach
that generated insights to assist creators’ design by learning
from good practices and mistakes of past DMIs.
Our contribution should not be intended as another DMI

design framework, neither as a receipe book to meticulously
follow when designing new musical instruments. Rather, it
should be intended as a repository of DMI creators’ reflec-
tions on their own practice, which we elaborated into prac-
tical design considerations. These considerations highlight
factors that future designers can use to make their designs
more enduring, and pitfalls they can avoid.
Findings presented in this paper also suggest that some

of the DMIs are indeed discontinued in their original ver-
sion but, nevertheless, they contributed by informing future
work. In any new enterprise many new products fail but are
inspirational; in academia, research papers rarely represent
the final word on a subject; in contemporary composition,
many pieces are not played more than once or twice. In
each case it is an expected and normal outcome that most
creations do not have staying power.
This reflection opens a debate: is non-continuation nec-

essarily a sign of failure of DMIs? What should the com-
munity’s expectations be for instruments to continue to be
used? We believe that our responsibility as the main aca-
demic hub of DMI design is to pick up these challenges and
establish NIME as the home of this debate.
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ABSTRACT
Performative control of voice is the process of real-time

speech synthesis or modification by the means of hands or
feet gestures. Vokinesis, a system for real-time rhythm and
pitch modification and control of singing is presented. Pitch
and vocal e↵ort are controlled by a stylus on a graphic
tablet. The concept of Syllabic Control Points (SCP) is
introduced for timing and rhythm control. A chain of pho-
netic syllables have two types of temporal phases : the
steady phases, which correspond to the vocalic nuclei, and
the transient phases, which correspond to the attacks and/or
codas. Thus, syllabic rhythm control methods need tran-
sient and steady phases control points, corresponding to the
ancient concept of the arsis and thesis is prosodic theory.
SCP allow for accurate control of articulation, using hand
or feet. In the Tap mode, SCP are triggered by pressing and
releasing a control button. In the Fader mode, continuous
variation of the SCP sequencing rate is controlled with ex-
pression pedals. Vokinesis has been tested successfully in
musical performances, using both syllabic rhythm control
modes. This system opens new musical possibilities, and
can be extended to other types of sounds beyond voice.

Author Keywords
singing synthesis, new musical instrument, performative syl-
lable re-sequencing
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H.5.5 [Information Interfaces and Presentation] Sound and
Music Computing—Signal analysis, synthesis, and process-
ing, H.5.2 [Information Interfaces and Presentation] User
Interfaces.

1. INTRODUCTION
The human voice is probably the most expressive and widely
used musical instruments. A unique feature of the vocal in-
strument is its full embodiment: contrary to all the other
musical instruments, all the control commands are internal.
Although co-verbal gestures of the upper or lower limbs of-
ten happen in expressive singing performances, they have
only limited e↵ects on vocal production, and can be con-
trolled or neutralized for stage direction purposes. Per-
formative voice synthesis, real-time voice synthesis control
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Figure 1: Vokinesis - System Overview

(using hands or feet) is a new research paradigm for voice
features analysis by synthesis [4], which raises many fun-
damental questions on the control gestures, control param-
eters, and finally prosodic representation. It is necessary
to design new interfaces and new methods for synthetic
singing, because common interfaces like keyboards, slid-
ers, buttons etc, are not suited for it. Several performa-
tive singing synthesis systems have been proposed recently.
They are using continuous bi-manual control surfaces, like
graphic tablets [1, 5, 9] or continuous keyboard-like sur-
faces (Roli, Linnstrument, Soundplane, etc. according to
the Multidimentional Polyphonic Expression (MPE) proto-
col). In these systems, the musician is playing mainly with
vocalic or noisy vocal sounds, but with somewhat limited
articulation capabilities. The real-time control of these vo-
cal synthesizers is limited to voice quality, vowel quality and
melodic dimensions. Real time external control of vocal ar-
ticulation appeared very di�cult, and is almost impossible
because of the number and velocity of voice articulation
organs: hands or feet are not able to reproduce the co-
ordinated motions of tongue, lips and jaws for consonant
production.

Natural voice modification allows for very natural sound-
ing synthesis, and has been used with success in o✏ine voice
synthesizers such as Vocaloid [11]. In this research the ques-
tion of articulated singing control is addressed with a dif-
ferent perspective, based on real-time control and modifi-
cation of pre-recorded voice samples. Intonation and vo-
cal e↵ort are controlled using a graphic tablet, like in other
voice instruments. Consonantal timing and rhythm are con-
trolled thanks to syllabic sized chunks manipulation, us-
ing various methods, like tapping or continuous expression
pedal motions. An overview of the system Vokinesis is
displayed in Figure 1. A pre-recorded and labeled (pitch
marks and phoneme labels) voice signal is modified with
the RT-PSOLA algorithm [12], according to the musician’s
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hands and feet gestures (see the accompanying videos for a
quick introduction and overview of the possibilities of this
system). In a first section real-time control of the various
singing and voice parameters is presented, with some em-
phasis on rhythmic organisation of voice production. The
Vokinesis system is described in Section 3. A discussion
on application, assessment and future work is presented in
Section 4.

2. CONTROLLING VOICE PARAMETERS
New control strategies are needed for performative singing
synthesis, because internal voice controls must be exter-
nalized. The approach chosen here is to control some as-
pects of the voice signal (i.e. a phenomenological approach),
in contrast with physical modelling (aiming at controlling
physical aspects of voice production). This avoids the dif-
ficulty induced by a complete articulation control like in
older performative speech synthesis systems [6, 8]. Another
choice is to work directly with voice samples, and not with
a terminal-analog voice synthesizer (like e.g in Cantor Digi-
talis). Methods for real-time control of some speech param-
eters are therefore needed. The parameters under control in
Vokinesis are pitch, vocal e↵ort and timing (for timing con-
trol, the player aims at time-instants in the original signal
noted t

o

(t)).
In summary, when playing Vokinesis, the synthesis sig-

nal corresponds to pitch, vocal e↵ort and time scaling of
an original signal, according to the pitch, vocal e↵ort and
target time-instants controlled by the player’s gestures.

2.1 Pitch and vocal effort control
Pitch and vocal e↵ort are controlled by the motion and pres-
sure of a stylus on a graphic tablet. This very e↵ective and
intuitive melodic control method has been used in previous
performative synthesis systems [5, 9], showing expressive
and accurate control of intonation [3, 4, 7]. A printed mask
representing the pitch scale (keyboard, guitar fretting, In-
dian raga mode) is attached to the graphic tablet for visual
reference. Pitch is controlled by hand gestures similar to
writing gestures. Note that accuracy can be enhanced by
a sophisticated pitch tuning algorithm especially developed
for stylus control [15]. Vocal e↵ort (i.e. a combination of in-
tensity and voice spectral tilt) is controlled by the pressure
on the stylus.

2.2 Principles of timing control
Two main scales can be considered for voice rhythm [13] :
intonative (or melodic) rhythm and syllabic rhythm. Rhythm
at the intonational level has already been explored in syn-
thesizers using a graphic tablet and only vocalic (or sus-
tained) sounds [5, 9]. When articulation is also consid-
ered, intonational rhythm is built on the underlying syllabic
rhythm. In the field of rhythm perception, it is widely ac-
knowledged that the P-center (Perceptual Center) is able to
define the syllable rhythmic event (or rhythmic beat), and
is situated near the vowel onset [13, 16, 17]. Thus, con-
trolling syllabic rhythm induces controlling the moment of
occurrence of the P-centers, with one event for each syllable.
The most significant contribution of Vokinesis is a method

for accurate control and sequencing of syllabic articulation
timing. A new method is designed for accurate and in-
tuitive time-domain manipulation of any prerecorded voice
segments, at a phonemic level of detail. The aim is to be
able to control fine articulation timing, but also to keep
an excellent naturalness and sound quality. The controlled
time scale is of the order of magnitude of a syllable, i.e. a
minimum of about 80-100 ms. This time scale can be con-
trolled e.g. by finger taping. Using continuous controllers

Table 1: Example of a word (1), along with its pho-
netic transcription (2), and its split into syllables (3)
and arsis and thesis (4) (arsis are inside brackets)

(1) Manual
(2) m æ n j u @ l
(3) [ m æ n] [j u ] [ @ l ]
(4) [ m] æ [n j] u [] @ [l ]

(instead of tapping), it is even possible to decompose this
time scale and to control articulation timing (a minimum
of about 10 ms).

2.3 Syllabic Control Points
Syllabic rhythm depends on the syllable structure. The
syllable is often described with three parts: the attack, the
vocalic nucleus, and the coda. The attack and the coda
correspond to one or more consonants, and the nucleus to
the vowel. A syllable always contains a vocalic nucleus, but
the attack and the coda are not necessarily present. For the
purpose of rhythm production, this definition of the syllable,
as a one-to-three phased unit, appeared not well suited

In an actual voice utterance, syllables are chained, and
the attacks and codas of successive syllables correspond to
the open and closure motions of the vocal apparatus, when
the vowels correspond to the open positions. These cycles
of opening and closing can be exploited for rhythmic con-
trol. Then the concepts of ”arsis” and ”thesis” (derived from
Greek prosody) are very useful for our purpose. ”Thesis”
represents the stable part of the segment, in our case the
vowel or nucleus, and arsis represents the transient part be-
tween nuclei. The coda of one syllable and the attack of
the next one (if they exist) are grouped to form the arsis.
If there are no coda and no attack, the arsis still exists
and corresponds to a short transition between two vowels.
As an example, Table 1 shows the syllables and the arsis
and thesis splits of the word ”manual”. This word is made
of three syllables. It contains three thesis, but four arsis.
Controlling syllabic rhythm induces controlling these seven
time points.

We define the Syllabic Control Points (SCP) as temporal
marking points for rhythm production. An example of SCP
for the sentence ”My name is” (/majnejmIz/) is displayed in
Figure 2, top panel. Vocalic Points (Pv) are the SCP that
corresponds to the vocalic nuclei or thesis, and Transient
Points (Pt) those that correspond to the transient phases
or arsis. These points define a target temporal location for
each phase: when a vocalic phase is triggered (see sections
2.4 and 2.5), the target time-instant aims at the correspond-
ing Pv until the next transient phase is triggered. Once this
transient phase is triggered, the target time-instant evolves
from the current Pv to the next Pt, and the synthesis signal
will loop around this Pt until the next vocalic phase is trig-
gered, and so on. On Figure 2, seven SCP are plotted on
the spectrogram for the displayed sentence. Controlling the
timing of these points allows for accurate rhythmic control
while preserving the correct articulation.

2.4 Point rhythm control: Tap mode
The Tap mode is demonstrated in the second part of the at-
tached video. In this mode, arsis and thesis are controlled
by tapping a control button, as shown on Figure 2. Pressing
the control button triggers a vocalic phase, while releasing
it triggers a transient phase. At the beginning, the first
Pt is selected (i.e. t

o

(t) = Pt(1)). When the control but-
ton is pressed, the target time-instant evolves from the first
Pt to the first Pv. Once this Pv is reached (t

o

(t) = Pv(1)),
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Figure 2: Syllabic Control Points and rhythm control for the sentence ”my name is”. Top panel: phonetic
labels, spectrogram and syllable control points. Bottom panel: modes of rhythmic control (from top to
bottom: tap mode, transient-vocalic mode, solo and duo vowel-transient-vowel modes).

the synthesis signal loops around the corresponding original
sample until the control button is released. Then, the tar-
get time-instant evolves from the current Pv (Pv(1)) to the
next Pt (Pt(2)). If the control button is pressed again, the
target time-instant evolves from the current Pt (Pt(2)) to
the next Pv (Pv(2)), and so on until the end of the original
signal is reached. One syllable is pronounced by a release-
pressure-release sequence. Note that samples are played at
a predefined rate. This rate can be set independently for
vowels, consonants and silences, but it can not be controlled
in real time. Then in principle shortening of a recorded ut-
terance can degrade the sound quality, as part of the signal
may be truncated.

2.5 Continuous rhythm control: Fader mode
The Fader mode (demonstrated in the third part of the at-
tached video) allows for more accurate rhythm control than
the tap mode. Unlike in the Tap mode, the playback rate
during transient phases can be varied continuously using a
fader controller. Several types of faders have been tested.
As the hands are busy with melodic control, expression ped-
als seem well suited. In addition, using hands and feet for
independent pitch and rhythm control seems easier than
controlling pitch with one hand and rhythm with the other.
Figure 2 shows the three fader modes available. In each

mode, a fader has two extreme positions: position 0 and

position 1. Moving a fader from an extreme position to an-
other moves the target time-instant forward in the original
signal.

In the first mode, Transient-Vocalic (TV) mode, moving
the fader from position 0 to 1 performs a TV transition,
moving it from 1 to 0 performs a VT transition. This fader
mode is equivalent to the tap mode, but with controlled ve-
locity for each phase. In the second mode, the solo Vowel-
Transient-Vowel (VTV) mode, moving the fader from posi-
tion 0 to 1 or from position 1 to 0 performs a VTV transi-
tion: one goes from a syllable nucleus to the next syllable
nucleus with a single one-way displacement. In the third
mode, the Duo VTV mode, two faders are used instead of
one (e.g. two expression pedals). In Duo VTV mode, the
faders are only active during their bottom to top displace-
ment, and have to be used successively: moving Fader 1
from bottom to top performs the first VTV transition, then
moving Fader 2 from bottom to top performs the second
VTV transition, and so on.

It is important to note that even if the fader does not
reach an extreme position, a change in direction in the sec-
ond half of its way triggers the next transition.

Preserving transient phases is of uttermost importance for
intelligibility. For this, the target time-instant reading rate
is limited by a maximum transient velocity during transient
parts, and a catch-up velocity accelerates the target time-
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Figure 3: Vokinesis : System Architecture. Red (plain) arrows correspond to audio signals. Blue (dashed)
arrows correspond to analysis data. Black (large-dotted) arrows correspond to configuration data. Orange
(small-dotted) arrows correspond to real-time controlled data. F0: Fundamental Frequency, V E: Vocal
E↵ort, t

o

(t): target time-instant.

instant rate to catch up the fader position during steady
vocalic parts. Both maximum transient velocity and catch-
up velocity can be adjusted in the settings.

2.6 Polyphony
Vokinesis is not limited to a monophonic voice. As some
graphic tablets also provide a touch function, fingers posi-
tions can be detected and exploited for a second voice. The
pitch of the second voice is controlled by detecting the fin-
ger motion on the same surface as the stylus. Vocal e↵ort
is set for both voices by the pressure applied on the sty-
lus, and then it is the same for both voices. An example of
polyphony is displayed in the accompanying video.

3. VOKINESIS : SYSTEM PRESENTATION
Performative voice modification is carried out in three steps.
The first step consists in preparing the input signals that
will be modified and the corresponding analysis data. The
next step consists in configuring the control interfaces and
the playing modes, and the final step consists in re-synthesizing
an original speech file according to its analysis data and to
the musician’s gestures. This section goes through these
steps to present Vokinesis and its architecture, based on
Figure 3. Then, an explanation of the the signal processing
algorithms is provided.

3.1 Signals and data preparation
Vokinesis is a project oriented software: when the program
is launched, a project folder needs to be loaded (or created)
from the Project GUI. In this GUI, original speech files can
be added to the project, and their names will be displayed
in a table. A project folder contains a ProjectTable.txt file

which stores the loaded speech files paths. It also contains
a data folder, which stores the analysis data for each audio
file of the project.

When an audio file is loaded in the project (or recorded),
several analysis label tiers are needed: pitch period marks,
phoneme boundaries and syllabic control points. Various
methods for pitch period detection have been proposed.
These labels can be obtained automatically with reason-
able accuracy using phonetic software tools (e.g. Praat [2]).
Phoneme boundaries can be placed automatically thanks
to automatic speech alignment tools (e.g. easyalign [10]).
Pitch marks and phoneme labels are stored in the data
folder. SCP are determined from the phoneme boundaries:
the Pv are placed in the center of the vowels boundaries,
and the Pt are placed in the center of the last consonant
of an arsis, or at the the center of a transition between two
vowels.

A loaded file can be selected from the Project GUI in or-
der to modify it. Its waveform, spectrogram, pitch marks
and phoneme labels can be displayed in the Main GUI. The
automatic pitch periods detection or phoneme alignment al-
gorithms cited above can sometimes lead to inexact results.
In this case the mistakes can be corrected by hand in the
Main GUI.

3.2 Configurations
Although this paper focuses on using the system with graphic
tablets for pitch and vocal e↵ort control, and with expres-
sion pedals for syllabic re-sequencing, any MIDI keyboard
or controller can be configured from the Main GUI and
used to control any vocal parameter. In Figure 3, the Inter-
faces Settings allow to choose a control interface for such or

201



Figure 4: Principle of the VRT-PSOLA algorithm
for voiced sounds. Pitch periods of the input sig-
nal are extracted, duplicated or withdrawn, and re-
sequenced for obtaining a synthesis signal with de-
sired pitch and duration.

such vocal parameter, and the Control Settings define how
to use the selected interfaces (i.e. pitch range, duration
control mode).
A set of configurations can be saved as a preset for each

audio file that the project contains. Preset files are saved
in the data folder: when a file is selected from the Project
GUI, the corresponding configuration preset is loaded.

3.3 Signal control
The musician’s gestures are captured and sent to the Vocal
Parameters Calculation part. The control data is converted
into vocal parameters according to the control settings made
in the Main GUI. The Signal Processing part modifies the
original vocal signal selected in the Project GUI according
to the controlled vocal parameters, the phoneme labels and
the pitch marks. The target time-instant t

o

(t) is calculated
according to the temporal control data and is sent to the
Main GUI for display. Original vocal e↵ort is attenuated
according to the selected controller value (e.g. the stylus
pressure): if the stylus pressure is maximal, original vocal
e↵ort will not be attenuated.
Audio e↵ects such as delay, reverb and equalization can be

configured from the Main GUI and applied to the synthesis
signals, which are then sent to the audio output.

3.4 Signal re-synthesis
Vokinesis synthesis engine is designed for real-time scal-
ing of pitch, time and vocal e↵ort. The input values for
pitch, vocal e↵ort and timing modification are provided
by the player’s gestures. The synthesis voice signal with
corresponding pitch, vocal e↵ort and target time-instant is
computed by the Vokinesis Real-Time Pitch Synchronous
Overlap-Add (VRT-PSOLA) algorithm. This method is
based on re-sequencing of pitch periods on the original sig-
nal for re-synthesizing them with target pitch, vocal ef-

Figure 5: Principle of the VRT-PSOLA algorithm
for unvoiced sounds. Random durations are used to
avoid tonal noise in time scaled unvoiced sounds.

fort and timing. The original PSOLA algorithm [14] has
been designed for speech synthesis. In the case of singing
synthesis specific improvements are needed, because there
are much larger variations in intonation and durations in
singing than in speech. The real-time implementation of
this algorithm, RT-PSOLA [12] has been used. VRT-PSOLA
does not only allow to lengthen an original signal, but it also
allow to hold any part of the original signal for an infinite
duration.

Figure 4 shows an example of the modification of a voiced
(i.e. periodic) input signal x(n) with the VRT-PSOLA al-
gorithm. P (i) corresponds to the i

th original pitch mark,
and P

0(j) to the j

th synthesis pitch mark. T (i) and T

0(j)
correspond to the i

th original period duration and to the
j

th synthesis period duration, respectively. The parameters
that are controlled by the player are the target time-instant
t

o

(j) and the synthesis period T

0(j). If t
o

(j) is between P (i)
and P (i+ 1), the selected original short term signal will be
x(i, n), with x(i, n) = x(P (i � 1) : P (i + 1)). Each synthe-
sis short term signal y(j, n) is calculated for each synthesis
period P

0(j) according to equation (1):

y(j, n) = w(j, n)⇥ ((1� ↵)⇥ x(i, n) + ↵⇥ x(i+ 1, n)) (1)

where w(i, n) is a hanning window with a size of N
w

(i) =
2⇥T (i) and ↵(j) is a weighting interpolation factor defined
by equation (2):

↵(j) =
t

o

(j)� P (i)
P (i+ 1)� P (i)

(2)

Each short term signal is then added to the output sig-
nal y(n) with a temporal spacing defined by T

0(j). In the
figure, the player holds the double period around P (3) for
the Target Duration, with a synthesis period T

0(j) close to
the original period T (3).

As shown on Figure 5, repeating unvoiced (aperiodic)
parts of an input signal in regular intervals leads to undesir-
able tonal noise. This has been improved by using random
durations for each repetition of an unvoiced part.

The last improvement concerns vocal e↵ort modification:
original spectral envelope can be modified by the spectral
tilt filter proposed in [9], as well as original intensity.

4. DISCUSSION AND CONCLUSION
4.1 Summary
Vokinesis is a performative singing synthesizer. To the best
of our knowledge it is the only system that is able to sing
articulated speech with full control on timing, pitch and
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vocal e↵ort. Other performative systems are limited to a
reduced set of speech sounds. The key features of the sys-
tem are the introduction of phonetically informed Syllabic
Control Points for accurate sequencing of voice samples, to-
gether with sophisticated methods for pitch and vocal e↵ort
scaling. Voice data, i.e. sound samples enriched with pitch
marks, phoneme labels and SCP must be prepared in ad-
vance for the performance. The advantage is that any type
of voice (or even labelled sound samples!) can be played
with Vokinesis.

4.2 Assessment
Some features of Vokinesis have been tested in earlier stud-
ies. Pitch control using a stylus on a graphic tablet seems
both easy to learn and accurate. In a prosody mimicry task
subjects were asked to reproduce the intonation of original
sentences with a graphic tablet and with their own voice [4].
The results showed that subjects were able to reproduce the
intonation as well with the tablet as with their own voice.
In the case of melodic accuracy in a musical context, it has
been shown that subjects were as accurate (if not better)
with the graphic tablet as with their own voice [3].
The pitch and time scaling algorithms in Vokinesis have

been used in a speech synthesis experiment [7]. The aim was
to compare the expressive quality of pitch contours obtained
by gestural control on a graphic tablet vs computed with
statistical models. It appeared that chironomic (i.e. hand
controlled) stylisation of intonation was significantly more
expressive than statistical modeling. In this experiment no
SCP are used, time scaling is only controlled by varying the
sample playback rate.
Vokinesis’s Tap mode and Fader mode with two expres-

sion pedals have been recently demonstrated in public live
performances. This showed that the system can be used
successfully as a musical instrument, with unique capabili-
ties.

4.3 Demonstration video
A brief demonstration of Vokinesis is presented in the ac-
companying video. The video begins with Karaoke exam-
ple: a song is played with Vokinesis (with another melody)
along with recorded music. In a second part, the tap mode
is demonstrated. The space bar of the computer is used as
a control button, and the graphic tablet for pitch and vocal
e↵ort. In the third part, the duo fader mode is demon-
strated, focusing on the two expression pedals and (bare)
feet.

4.4 Future work
Our current and future research projects are along 3 main
lines. For assessing the rhythmic accuracy and precision
achieved with Vokinesis, formal testing of the SCP concept
in phonetic and musical tasks is in progress. Procedure for
automatic SCP labeling, and sensitivity to the SCP posi-
tions are under study. Depending on the musical project,
various organizations of the voice data can be studied and
tested: bag of syllables, full song, selected phonemes etc.
Vocal e↵ort modification can be improved, and other voice
variation capabilities can be added (e.g. whispering, tense-
ness and roughness of the voice, smiling voice etc.). Fi-
nally, deeper exploration of the creative applications of this
kind of system will be adressed in composition and impro-
visation projects. The concept of SCP can be extended,
beyond voice sounds, to any sound samples enriched with
labels that can be used as SCP.
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ABSTRACT 
We present the findings of a pilot-study that analysed the role of haptic 
feedback in a musical context. To closely examine the role of haptics 
in Digital Musical Instrument (DMI) design an experiment was 
formulated to measure the users’ perception of device usability across 
four separate feedback stages: fully haptic (force and tactile 
combined), constant force only, vibrotactile only, and no feedback. 
The study was piloted over extended periods with the intention of 
exploring the application and integration of DMIs in real-world 
musical contexts. Applying a music orientated analysis of this type 
enabled the investigative process to not only take place over a 
comprehensive period, but allowed for the exploration of DMI 
integration in everyday compositional and explorative practices. As 
with any investigation that involves creativity, it was important that the 
participants did not feel rushed or restricted. That is, they were given 
sufficient time to explore and assess the different feedback types 
without constraint. This provided an accurate and representational set 
of qualitative data for validating the participants’ experience with the 
different feedback types they were presented with. 
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1. INTRODUCTION 
Presented is an examination of device feedback executed in structured 
case-by-case studies. For analysis, four separate feedback types were 
explored in the performance of musical tasks and free-play. The effects 
of feedback were observed and recorded in note selection, melody 
following, and other explorative exercises. These tasks were selected 
to measure the perceived usability of the different feedback stages 
when presented in a musical performance context. By choosing this 
method of evaluation, it was possible to explore a qualitative approach 
in the evaluation of haptic DMIs applied in a creative venture; with 
focus remaining on the issues as examined in other studies of this type 
[1] [2] [3] [4]. 
 Measuring a participant’s experiences when playing music or 
working creatively with a DMI has been highlighted as being a highly 
complex operation that is often executed idiosyncratically [5] [6]. 
However, the formal evaluation of experience over time has been 
validated by studies in the field of Human-Computer Interaction (HCI) 
and Music [7] [8] [9]. Through the application of HCI evaluation tools 
in creative activities, the importance of learnability and explorability 

in structured evaluations has been identified as requiring extended 
periods of time to assess [10]. In addition, it is apparent that many DMI 
evaluations do not afford the participant adequate time to explore and 
evaluate these aspects of performance. Therefore, by incorporating the 
issues that longitudinal approaches are adept to exposing, an 
experiment was devised to investigate the experiences of musicians 
with device feedback applied in musical exercises. 

2. BACKGROUND 
Fundamentally, acoustic musical instruments convey performance 
information to musicians in the form of audio, visual, and haptic 
stimulation. In addition to this, the musician makes use of their own 
awareness of the relative position of the body and the strength of effort 
being employed in the interaction. The physical properties of sound 
generation in acoustic instruments causes the interface to return 
information in sympathy to the gestures applied to them. This 
information qualifies as information feedback, creating a tightknit 
relationship between the instrument and the performer (see figure 1). 
By combining both tactile with kinaesthetic stimulation, haptic 
feedback can be returned to the user, allowing for increased control in 
musical gesture articulation. Many new interfaces for musical 
expression require little or no direct contact with the gesture interface, 
returning no physical feedback to the user. Moreover, sound 
generation in current DMI designs is dealt with separately, divorcing 
musician from instrument, and failing to close the interaction feedback 
loop. 
 

  
 DMIs that require no physical contact are often controlled via hand 
gestures, which are captured and relayed as data for the control of some 
synthesis parameters within an external audio synthesis engine. 
Bodiless and open-air instruments make use of video cameras and 
motion capturing (MOCAP) software to manipulate the synthesis 
parameters of the audio engine [11] [12]. Methods of noncontact 
gesture capture include ultrasonic or infrared sensors contained within 
a central transmitter [13] [14]. The capture of small, nuanced 
movements with no physical feedback present the NIME community 
with interesting performance and design challenges. The performer 
relies upon visual and proprioceptive feedback relating to their body 

Figure 1: Information feedback in Haptic Designs. 
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position along with the audio response of the sound generator to their 
actions. This is adequate for most applications, but it has been 
observed that performers who have mastered their instrument also 
make use of haptic feedback cues in their performance [15]. 
Additionally, instruments that lack haptic feedback also present a 
disconnect between performer and device, creating a sense of loss in 
the sound produced and how it relates to movement [16]. 
 Current analysis techniques have been successful in their appraisal 
of device feedback in task-based evaluations; however, they have 
arguably provided some inconclusive outcomes pertaining to the 
perception of usability relating to the specific types of feedback 
applied. This underpins the requirement for alternative methods of 
DMI evaluation applied in Computer Music and that understanding 
the user’s experience of usability in a creative context is more complex 
than in traditional HCI evaluations. For example, the ‘third paradigm’ 
and the potential of haptics to introduce device embodiment [17]. 
While the implementation of quantitative feedback interaction 
analyses has largely been successful, the outputted data has arguably 
failed to account for the process of interaction or given any clear 
evidence of context-in-use affecting the participants’ perception of 
usability. Therefore, contextual data should also be explored and 
holistic evaluations should also be required for the accurate evaluation 
of DMI feedback in creative musical applications. 

3. ANALYSIS OF FEEDBACK 
In the explorative study presented here, the users’ experiences of 
device usability were collected to counteract the difficulties 
observed in evaluating feedback functionality in non-music 
contexts. Although the number of participants in many pilot 
studies would be considered too low for statistical analyses, a 
visual examination of the data can be used to highlight practical 
significances between the different feedback stages. Further to 
this, the data gathered can be later compared to both statistical 
and practical variations observed in previous studies. As an 
additional indication of these factors, experiments may also be 
designed to provide a structured and extensive period for the 
participants to adequately and accurately judge multiple factors. 
 The main goal of the presented pilot-study was to acquire 
information relating to the application of feedback in creative 
and explorative tasks by focusing on how the participants 
integrated the DMIs into a creative working process. As the 
appraisal of an individual’s creativity and musicality is arguably 
subjective, the user’s proficiency in composition and skill in the 
execution of musical tasks was not assessed; however, each 
participant self-evaluated their own performance with the 
device. Therefore, the participants were required to consider the 
strengths and weaknesses of the input metaphors at the different 
feedback stages and attempt to personalize their application and 
performance style to suit. This style of analysis was selected as 
a more qualitative analyses approach and address the 
requirements for a music-based analysis, as discussed in [2]. The 
perception of usability and the user’s experiences when applying 
the different feedback types were recorded and then analysed via 
critical incident technique (CIT) analysis. 

3.1 Device Descriptions 
To analyse the role of haptic feedback in musical DMI interactions, 
two prototype devices were investigated. Each device was designed 
specifically to represent DMIs with a variety of feedback capabilities. 
These two devices also afford the user freedom of movement in a 
three-dimensional space around the device. 

3.1.1 The Haptic Bowl 
The Haptic Bowl is an isotonic, zero-order, alternative controller that 
was developed from a console game interface. The internal 
mechanisms of a Mad Catz “GameTrak” tethered spatial position 
controller were removed and relocated to a more robust and 
aesthetically pleasing shell. All original Human Interface Device 

(HID) circuitry was removed and replaced with an Arduino Uno smd 
edition. The HID upgrade reduced communication latencies and 
allowed for the expansion of device functionality through the addition 
of auxiliary buttons and switches. The controller has few movement 
restrictions as physical contact with the device is reduced to two tethers 
that connect the user via gloves. Control of the device requires the 
performer to visualize an area in three dimensions, with each hand 
tethered within this space. 

3.1.2 The Non-Haptic Bowl 
The Non-Haptic Bowl is also an isotonic, zero-order, alternative 
controller, based upon PING))) ultrasonic transducers and basic 
infrared (IR) motion capture (MOCAP) cameras. The 
components are arranged as digital inputs, via an Arduino Micro, 
and MOCAP cameras are attached via an integrated USB hub. 
The MOCAP system is crafted from modified Logitech C170 
web cameras with internal IR filters removed and visual light 
filters covering the optical sensors. An IR light emitting diode 
(LED), embedded in a ring, is then used to provide a tracking 
source for the simple MOCAP system. The constituent 
components are contained within an aluminium shell, similar in 
size and shape as the Haptic Bowl. The use of these sensors best 
matched the input capabilities of the Haptic Bowl, ensuring a 
comparable interaction. However, the device has fewer 
movement restrictions than the Haptic Bowl, as no physical 
contact is required. 

3.1.3 Feedback Methodologies 
In addition to the user’s aural, visual, and proprioceptive 

awareness, haptic feedback components were incorporated into the 
DMIs to communicate performance data back to the user. In the Haptic 
Bowl, additional feedback was included in the form of strengthened 
constant-force return mechanisms for both tethers and audio frequency 
vibrotactile feedback delivered via actuators embedded in gloves. The 
audio-related vibrotactile feedback was supplied via a Bluetooth 
speaker embedded within the Haptic Bowl (a modified Logitech X100 
Mobile Wireless Speaker) and connected via an audio connection on 
the top of the device to vibrotactile actuators contained within the 
Audio-Tactile Glove [18]. It was possible to apply audio frequency 
vibrotactile feedback to the Non-Haptic bowl via the same gloved 
actuators. For the Non-Haptic Bowl the audio output from the sound 
generator was routed to the same type of Bluetooth speaker, but it was 
kept external from the main device to demonstrate the disconnect of 
these feedback sources in current DMI designs. From combinations 
formulated around these feedback techniques, it was possible to create 
four feedback profiles: 

1.      Haptic feedback (both force and vibrotactile feedback) 
2.      Force feedback (force feedback only) 
3.      Tactile feedback (vibrotactile feedback only) 
4.      No feedback (no physical feedback) 

All the above combinations operated within the predefined sensory 
requirements for haptic feedback, outlined by Berdea and Coiffet [19]. 

4. EXPERIMENT 
Case studies took place individually in a sound proofed recording 
studio and lasted on average 4 to 5 hours in total. The USB output from 

Figure 2: The Haptic Bowl (left), Non-haptic Bowl (center), 
and User for Scale (left). 
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each device was connected to a 2012 MacBook Pro Retina. The input 
data from the devices were converted in Processing into OSC 
messages and outputted as UDP information over port 12001. Pure 
Data (PD), an open source visual programming language, was used to 
receive serial data. Within PD, a polyphonic sound generator was 
programmed that incorporated variable pitch, amplitude, and an attack, 
decay, sustain, release envelope generator. The inputted gesture data 
was used to control each element of the sound generator as such: the 
right hand X/Y/Z input stage of the device controlled the parameters 
of attack, sustain, and pitch respectively; the left hand X/Y/Z input was 
used to control decay, release, and total volume. 

4.1 Participants 
Six musicians participated in the study. All participants were recruited 
from previous experiments and were therefore familiar with the input 
devices and their operation. The participants were aged 22 to 29 (M = 
24.5, SD = 2.69) and consisted of 5 males and 1 female. All 
participants self-identified as being musicians, having been formally 
trained or regularly composing and performing Computer Music in the 
past five years. 

4.2 Methodology 
Participants were presented with each feedback type in 
counterbalanced order. Participants were then asked to perform each 
task in random order. Following this, each participant was interviewed 
to evaluate the performance of the feedback stage. The short experts 
of music and simple exercises were validated in the works of Orio and 
Wanderley [20], and O'Modhrain [21]. The sheet music was provided 
in advance of the session to give participants some familiarity, but 
exploration and free play was encouraged to investigate the potential 
application of feedback in a variety of different performance contexts. 
Each feedback type was evaluated independently after an appropriate 
period had passed, judged solely by the participant. This time varied, 
but was on average 60 to 90 minutes per feedback type. A post-task 
interview was completed for each feedback stage to expand upon the 
opinions expressed during the study. Participants were asked to 
perform the following tasks: 

1. Generate isolated tones, from simple triggering to varying 
characteristics of pitch, loudness, and timbre. 

2. Perform musical gestures specific to the device, such as 
glissandi, trills, grace notes, and so on. 

3. Play simple scales and arpeggios altering speed, range, and 
articulation. 

4. Repeat phrases with different contours and variations of 
structure. 

5. Play continuous feature modulation (e.g. timbre, amplitude 
or pitch) both for a given note and inside a phrase. 

6. Play simple rhythms at different speeds combining tones or 
pre-recorded material. 

 All interviews followed the same guiding question: What were the 
central elements of device feedback that resulted in task success or 
failure? This question was then operationalized by the following 
procedure: 

• What positive attributes did the feedback display? 
• What negative attributes did the feedback display? 
• What features made the task a success or failure? 
• Describe this success or failure in a musical context? 

 Interview-laddering was applied throughout to explore the 
subconscious motives that lead to a specific criterion being raised. A 
Content Analysis was then applied to extrapolate upon the interview 
data collected. This set of procedures was used to systematically 
identify any behaviours that contributed to the success (positive) or 
failure (negative) in the specific context.  

5. RESULTS 
From the interview-transcripts, coherent thoughts and single 
statements were identified and extracted. After redundancy 

checking, a final total of 93 comments were counted (M = 23, 
SD = 1.9; per feedback stage). Following this, three researchers 
were independently employed to iteratively classify this pool of 
statements as either ‘positive’ or ‘negative’ performance 
evaluations, as can be seen in Table 1. Although this process was 
reductive, further analysis of this data is expected to develop a 
bottom-up categorical system of classifications. Known areas of 
concern in musical interactions include Learnability, 
Explorability, Feature Controllability, and Timing 
Controllability [10]. 

In the application of longitudinal-style studies, all of the 
participants expressed an appreciation of post-execution, free-
exploration of musical tasks. This was deemed important as all 
participants had expressed a wish to explore the compositional 
and improvisational capabilities of the DMI. 

5.1 Haptic Feedback 
For the first exercise, the participants expressed mixed opinions 
about the performance of the haptic feedback device. Both 
positive and negative attributes were identified as affecting 
performance, but overall, there were more negative attributes 
identified than positive. Basic musical gestures were thought as 
being easier at slower tempos and more difficult at faster 
measures. However, participants highlighted that with more 
practice they might be able to achieve more success and 
therefore the task would become easier. Simple scales and 
arpeggios were considered easy to perform, but only within the 
limitations of the sound generator. However, the participants 
were able to adapt the short musical excerpts to fit within the 
constraints of the DMI. In the manipulation of phrases, the 
participants were comfortable playing the music presented to 
them and easily modified it to fit their own performance styles. 
Initially, participants required both the sheet music and short 
audio clips to assist in performing the different phrases. 
However, once familiar, they could all confidently play without 
assistance. To evaluate the different features afforded, 
participants performed a variety of different styles of music. 
Furthermore, the participants introduced variations in the 
presented music to explore modulations in the performance of 
the scores. In the final category of musical exercises, the 
participants were keen to comment upon the possibility of 
varying the tempos of the presented scores and discuss the 
challenges presented when playing along with other sources of 
music. These comments were mainly positive, indicating that the 
feedback was influential in applications that required 
consideration of tempo.  

Figure 3: Total success (green) and failure (red) comments. 
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Table 1: The number of Positive (√) and Negative (X) Comments made for Tasks 1 to 6. 

 
5.2 Force Feedback 
For the force feedback stage, the control of single tones was 
evaluated both positively and negatively. The main issues with 
this feedback stage related to the participants’ self evaluation of 
accuracy performance in pitch selection. However, all 
participants thought force feedback to be easier to use than the 
tactile and no feedback stages. There were very few definitive 
comments made about performing scales and arpeggios. This 
was initially attributed to the ease in which the participants 
completed the tasks. However, it was also observed that 
participants felt undecided about their own performance rather 
than that of the feedback in these actions. Phrases were generally 
seen to be easy to perform. However, the perception of comfort 
in task was dependent upon tempo. The continuous control of 
features was considered to be more difficult than the haptic 
feedback stage, with more time required in achieving an 
acceptable performance. There were mixed thoughts on the 
application of force feedback in exercises that required rhythms 
performed in combination with other materials. 

5.3 Tactile Feedback 
Controlling the different functions of the sound generator was 
done so enthusiastically; however, this behavior varied in form 
between participants. The control of the sound generator was 
perceived as being difficult. However, all participants preferred 
tactile feedback over no feedback. In the performance of scales 
and arpeggios, participants felt that accuracy was severely 
lacking. In general, all participants felt that movements requiring 
precision were difficult to achieve. Most participants considered 
the creation of phrases impartially for this feedback type. There 
were difficulties, but it was felt that they could be overcome with 
some training and practice. The continuous audio-related 
feedback was thought to be a positive feature for most tasks. The 
feedback was considered to assist in pitch and intensity 
precision; however, some of the other parameters were much 
harder to control. The application of the tactile feedback stage in 
the performance of rhythms was generally thought to be very 
difficult. However, in these particular tasks tactile feedback was 
also thought to be more advantageous than no feedback. The 
transparency of movement and perception of latency were both 
thought to be lacking for the control of other materials. 

5.4 No Feedback 
Participants considered controlling the different characteristics 
of the sound generator as being difficult with no feedback. 
However, further control might be achievable given more time 
with the device. A perceived reduction in the responsiveness of 
the device was expressed by all participants. Therefore, basic 
musical gestures were thought to be difficult to perform with any 
accuracy. The level of precision afforded to the users was 
considered much poorer with no feedback. Thus, scales and 
arpeggios were very difficult to complete. Furthermore, as 
accurate control perception was not achieved, some of the 
participants could not make coherent or congruent statements 
about performing phrase contours. However, one participant 
thought that they were somewhat achievable. In the control of 

continuous features of the sound generator, the participants 
expressed a requirement for more time and practice. It was found 
that although control was achievable, it took a longer time in 
comparison to the other feedback stages. When performing 
rhythms with no feedback, the participants preferred slower 
tempos over faster. In addition, when controlling different 
parameters, the participants struggled to perceive scenarios 
where the precise control of external parameters could be 
achieved. 

6. DISCUSSION 
Within the field of Computer Music, audio-visual interface 
devices dominate commercial markets and haptic feedback is 
neglected or presented as a novel feature in a device’s interaction 
methodology. Examples of this can be seen in USB piano 
keyboards, basic slider and button controllers, and many of the 
digital renditions of interactive instruments and sequencers that 
are available as downloadable applications on touch-screen 
mobile devices. The results of the analyses presented in this 
study have suggested that there is a potential to improve upon a 
user’s experience and increase the capacity of information that 
can be physiologically communicated in interactions that include 
haptic feedback. In addition to this, the results of the experiments 
also suggest that neglecting feedback in a DMI’s design has a 
negative effect upon aspects of a user’s perception of device 
accuracy. 
 Comparisons between functionality testing and the explorative 
case studies also highlight important factors of consideration in 
evaluating the successful completion of a musical task versus a 
less constrained creative endeavour, as a DMI cannot simply be 
determined as usable without context. Instead, it was observed 
how a DMI applied as a tool and the experiences of creativity 
can be used as the composite of several qualities that are 
heuristically discovered and determined by the artist. Therefore, 
it can be concluded that the usability of a DMI should not be 
analysed alone or outside of the context of a specific application. 
Usability can instead be better understood as a factor of user 
experience that emphasises the importance of the context of an 
evaluation, whereas the overall user experience should serve to 
quantify the factors that influence a user’s application of specific 
technologies. Particularly to the findings presented within this 
study, regard to the senses involved in a musical interaction can 
be considered as a highly influential factor on user experience. 
However, it should also be acknowledged that touch is 
understandably reduced in importance below that of aural in the 
musical interactions witnessed. 

In HCI, a usability analysis seeks to quantify an interaction 
between a user and a device in a specific way to ascertain if the 
device is proficient in undertaking the tasks it was designed for. 
In music, musicians perform a similar evaluation when 
appraising the potential of an instrument before composing for 
or performing. However, as there is currently no specific 
questionnaire designed for musical task analysis [1], and in the 
case presented, an analysis of discourse was used as a precursor 
to the design and creation of one. Although there were some 
variations in the number of comments made, there was also clear 

Task 1 2 3 4 5 6  
Feedback Type √ X √ X √ X √ X √ X √ X Total 
Haptic 2 3 3 0 2 2 3 1 2 2 3 1 24 
Force 2 2 3 0 1 1 2 1 3 3 1 3 22 
Tactile 3 2 1 3 0 4 3 3 3 1 1 2 26 
No Feedback 1 3 0 3 0 2 1 0 4 3 1 3 21 
Total Comments 8 10 7 6 3 9 9 5 12 9 6 9 93 
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preference for haptic feedback over the other feedback stages in 
the exercises performed and analysed. Further to this, force 
feedback was rated more favourably over tactile. However, other 
feedback design configurations may have been explored here to 
reveal more specific data relating to the kinds of feedback 
applied and their effects upon the user, as was found in [22]. 
Furthermore, the observations presented in our experiment are 
based on a small number of participants and therefore care must 
be taken not to elaborate beyond the success/failure data 
presented. Also, although the data yielded several significant 
practical effects of feedback, there were no comparisons made to 
any quantifiable parameters as can be found in functionality 
focused experiments. 
 As mentioned, consideration is required of the number of 
participants who presented for this analysis, as it may raise 
questions of significance. In response, it is argued that the 
participants were afforded a much longer period of exploration 
and freedom of application than has previously been seen in 
function focused experiments presented at NIME. Additionally, 
the analysis concentrated on the performance of the feedback 
type and not the performance of the individual, compensating for 
subjectivity in device analysis. Furthermore, the significance of 
any differences in participant responses to feedback was 
concluded via visual observations in the data gathered. This 
analysis criterion was applied as statistical significance is 
recognised as difficult to determine for single-subject 
experimental procedures. Single-subject conditioning studies are 
common in physiological and psychological measures; however, 
it can be argued that this method can be subjective and researcher 
biased results could potentially be observed. To counteract this 
effect, interpretation of the data gathered was done so 
comparatively based upon the same questions that have been 
observed in analyses of this type presented at NIME. Although 
previous device analyses in the evaluation of DMIs in musical 
contexts have been described as idiosyncratic, it is important to 
acknowledge that levels of statistical significance and practical 
(clinical) meaningfulness can also present quite differently in 
studies of this type. Therefore, by following a structured analysis 
methodology it was possible to reduce researcher interpretations 
of data, as care was taken to elaborate only upon significant 
differences with the same clarity of deduction and extraction of 
meaning and interpretation as has been reported in the supporting 
literature of the field. 

7. CONCLUSIONS 
In the study presented, the application of different feedback 
types in musical tasks presented with an observable advantage 
over no feedback. The analysis of participant responses revealed 
that there was a perceivable qualitative difference between 
feedback in the successful execution of musical exercises. The 
results revealed that the participants preferred device feedback 
in the order of haptic, force, and tactile over no feedback. This 
study will hopefully also provide a foundation of familiar 
language between quantitative and qualitative data, and 
examples of the practical application of design testing 
methodologies. It is therefore suggested that the inclusion of 
multiple performance factors should be a fundamental aspect of 
any rigorous device analysis.  
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ABSTRACT 
In the recent years, mechatronic musical instruments (MMI) have 
become increasingly parametrically rich. Researchers have 
developed different interaction strategies to negotiate the challenge of 
interfacing with each of the MMI’s high-resolution parameters in real 
time. While mapping strategies hold an important aspect of the 
musical interaction paradigm for MMI, attention on dedicated input 
devices to perform these instruments live should not be neglected. 
This paper presents the findings of a user study conducted with 
participants possessing specialized musicianship skills for MMI 
music performance and composition. Study participants are given 
three musical tasks to complete using a mechatronic chordophone 
with high dimensionality of control via different musical input 
interfaces (one input device at a time). This representative user study 
reveals the features of related-dedicated input controllers, how they 
compare against the typical MIDI keyboard/sequencer paradigm in 
human-MMI interaction, and provide an indication of the musical 
function that expert users prefer for each input interface. 
 
Author Keywords 
human-robot interaction; wearable sensor interface; musical robotics; 
mechatronic musical instruments; user study 
 
ACM Classification 
H.5.2 [Information Interfaces and Presentation] User Interfaces— 
Evaluation/methodology, H.5.2 [Information Interfaces and 
Presentation] User Interfaces --- Input devices and strategies  

1. INTRODUCTION 
In recent years, mechatronic musical instruments (MMI) have 
become increasingly parametrically rich [16]. This increase in the 
number of user accessible parameters presents the potential of greater 
amounts of musical expression to composers and performers [18]. 
While many early musical robots presented users with a small 
number of discrete parameters, some current systems allow for many 
continuous parameters to be affected [6]. Consequently, this increase 
in parameters comes with an increase in the level of difficulty of 
interfacing with each of the high-resolution parameters in real time, 
in the context that the MMIs behaves like a musical instrument rather 
than as an autonomous agent. This is one of the major challenges 
facing users and creators of parametrically dense mechatronic 
musical instruments. To address this problem, new control systems, 
which include new custom input devices as well as mapping 
strategies between a human performer and a parametrically-dense 
MMI, must be explored. While mapping strategies hold an important 

aspect of the musical interaction paradigm for MMI, attention on 

related-dedicated input devices to perform these instruments live 
should not be neglected. A recent user study on using new 
mechatronic musical instruments conducted by Murphy et al. expert 
users revealed that there exists a need for related-dedicated human-
to-mechatronic input interfaces [10]. Two questions emerged when 
designing these new specialized musical interfaces:  

1. How does new custom input devices, specifically gestural 
controllers, compare to the conventional control paradigm of 
MIDI keyboard and sequencer in this human-mechatronic 
musical interaction? 

2. What are the key factors that contribute towards the 
compelling musical interactions, mediated by dedicated input 
devices, between the composer/performer and the new 
mechatronic musical instruments? 

 To answer these questions, a user study is conducted. The main 
goal of the study is to gather information from users pertaining to 
their experiences in using different musical interfaces to control 
parametrically dense mechatronic musical instruments. An enhanced 
understanding of users’ experiences will provide an indication to 
which device performs best in compositional and performative 
contexts, together with insights into the key factors that afford 
intuitive, idiomatic, and highly embodied live interactions between 
human and MMIs in a digital musical instrument model. 
Consequently, this will facilitate research in the design, development, 
and evaluation of new musical interfaces for new mechatronic 
musical instruments in composition and live performance. 
 This paper begins with a brief introduction to recent trends in 
MMIs and interaction strategies. Thereafter, the user study design, 
protocol, procedure, and results are described in the following 
sections. Finally, this paper concludes with a discussion and 
describes future works that may arise. 

2. INTERACTING WITH MECHATRONIC 
MUSICAL INSTRUMENTS 
The majority of existent research in human-robot musical interaction 
remains limited to mapping schemes rather than the input devices 
[15, 18]. While researchers in the field have created specialized input 
devices to control mechatronic musical instruments [6, 7], most of 
these devices are developed for use with mechatronic instruments 
that are parametrically simple and are designed from an idiosyncratic 
perspective [4]. To address this issue, one can turn to the literature of 
design guidelines and principles for digital musical instruments 
(DMIs) as described in [2, 5, 12]. While some of the design 
guidelines for the input module of digital musical instruments may be 
transferable, parametrically rich mechatronic musical instruments 
pose a set of new considerations. The output module of DMIs is 
typically computer-based sound synthesis and thus does not have an 
embodied relation to its input [9]. As such, researchers have proposed 
to design controllers of DMIs with “sufficiently convincing gestural 
control affordances to overcome any concern about authenticity in 
performance whilst providing the potential for highly nuanced, 
expressive, embodied music performances” [11]. 
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 In the case of MMIs, the sound producing mechanisms are 
constrained by the mechanical and physical limits of their responsible 
actuators. Furthermore, there is a physical and visual causality 
between the movements of the actuators and their sonic outcomes. 
Consequently, two main mapping directions can be derived when 
considering the features of MMIs: 

1. Since the sound-producing mechanisms of MMIs are obvious 
and visible, there is freedom to utilize more abstract mapping 
schemes. This results in interactive performance systems, in 
which the MMIs may seem to be autonomous or “intelligent” 
as described in [4]. 

2. Because of the physical and visual causality that is apparent to 
the user, more explicit mapping schemes that correlate the 
user’s actions to the actuators are required to achieve an 
intuitive and expressive control of the MMIs. 

3. USER STUDY DESIGN 
This user study is designed to gather information from users 
pertaining to their experiences in using different musical 
interfaces to control a parametrically dense mechatronic 
musical instrument. As described later in the following 
sections, study participants are given three musical tasks to 
complete using a mechatronic chordophone with high 
dimensionality of control via different musical input interfaces 
(one input device at a time). Thereafter, a series of questions 
are posed to gain insights into their interaction experience 
afforded by the musical input interfaces. 
 This study was conducted with approval from the Standing 
Committee of the Human Ethics Committee at Victoria 
University of Wellington. 

3.1 Participants 
Due to the specialized nature of the study, participants would require 
specific musicianship skills to provide insightful feedback. Drawing 
upon Murphy et al.’s user study on using new MMIs [10], 
participants with the following musicianship are gathered via email 
correspondence: 

1. Familiarity with electronic music composition tools such as 
digital audio workstation (DAW) software and musical 
interfaces that may be classified as new interfaces for musical 
expression; 

2. Familiarity with electroacoustic and synthetic composition 
techniques; 

3. Experience in working with musical mechatronic instruments. 
 In total, six participants (four males and two females, aged between 
25 to 34) took part in this user study. 

3.2 Study Protocol 
Four criteria are identified from Shackel’s criteria for usability of 
HCI systems [14] and Pressing’s cybernetics of the control interface 
[13] to be key characteristics of a related-dedicated input controller 
for parametrically rich mechatronic musical instruments, and are 
used to facilitate the evaluation of users’ experience in controlling a 
parametrically-rich MMI with different input controllers. The four 
criteria are: 

1. Ease of use: the efficiency and effectiveness of how one can 
accomplish musical tasks; 

2. Immediacy: the extent of translation from intention to the 
execution; 

3. Access to control multiplicity: the ability to simultaneously 
access and modify a range of sound-shaping parameters to 
alter the sonic output; 

4. Precision: the extent to which one’s control inputs affect the 
sonic outcome within just-noticeable-difference threshold. 

 Similar to the dimension space used to evaluate digital musical 
instruments [1] and collaborative musical performance systems [3] 
proposed by Birnbaum et al. and Hattwick and Wanderley 

respectively, this study utilizes a dimension space representation, 
with the proposed four criteria as axes, to visualize user experience in 
controlling parametrically rich MMIs with different musical 
interfaces. While previous dimension space representations utilize a 
more subjective and qualitative measurement of each axis, this study 
extends the representation model and utilizes a five-point Likert scale 
[8] to measure users’ attitudes towards each criterion: one denotes the 
least and five denotes the most. A glossary of the definitions for each 
criterion is provided to the study participants, and an explanation of 
each term is provided at the beginning of the study. 

3.3 Study Procedure 
In this user study, the participants utilize three different musical 
interfaces to interact with Swivel 2, a six-stringed mechatronic 
chordophone as shown in Figure 1. The tools used in this study are: 
1) a ubiquitous MIDI keyboard controller, 2) MIDI sequencer in 
Ableton Live 9, and 3) g.qin, a custom gestural controller that 
measure the three-dimensional orientation and physical dynamics of 
the fingers and wrist of the left hand. No other gestural controllers 
were included because the goal of this study is a comparison between 
the gestural control paradigm and the typical MIDI 
keyboard/sequencer paradigm. 
 

 
Figure 1. Swivel 2, a parametrically rich mechatronic 

chordophone. 
 

There are three sections to this study. In the first section, the 
participants answer questions about their background in using new 
musical interfaces and MMI. In the second section, participants are 
asked to perform several musical tasks with the MMI using one of 
the musical interfaces presented to them in a random order to 
minimize the learning effect. There are three tasks in total: the first 
task requires the participants to “jam” with the presented interface to 
familiarize themselves and perform as if in a live performance 
scenario; the second task is to perform a musical phrase that contains 
a slide from one position to another, picking the string, and damping 
the string; the third task is to perform a specified musical phrase as 
shown in Figure 2. Thereafter, they are asked to provide short 
answers and rating (one to five, least to most) with regard to their 
experience with the musical interface used to complete the requested 
musical tasks. This section is repeated for the remaining two musical 
interfaces. In the final section of the study, participants are asked to 
compare and contrast their experience between the three musical 
interfaces presented and provide a ranking for each device in each 
criterion, along with explanations for their evaluation. 
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Figure 2. Task 3: Pick the string on the first pick, slide into the 

target note on the second beat (no pick), and pick on the 
following third, fourth and fifth beat. 

3.4 Setup 
This study was conducted in a studio at Victoria University of 
Wellington. A MacBook Pro laptop running Ableton Live 9 DAW 
and custom software was used to transmit MIDI data to Swivel 2. 
Table 1 shows the mapping scheme employed by each device in this 
user study. In Ableton Live 9 DAW, MIDI-clips in session view are 
used as the MIDI sequencer: study participants control Swivel 2’s 
parameters using the envelope tracks (via mouse and keyboard) of a 
MIDI clip as shown in Figure 3. 

 

 
Figure 3. Envelope tracks of a MIDI clip controlling Swivel 

2’s picking. Study participants access a drop-down menu, 
highlighted in green, to select the envelope track corresponding 

to Swivel 2’s parameters. 
 

Table 1: Mapping schemes of the three musical interfaces 
used in user study. 
Input Output 

Keyboard g.qin Ableton Swivel 2 

Note on Single-tap on 
trackpad 

Envelope track of 
controller 7 (trigger 
when value vt−1 ̸= vt) 

String 
picker 

Assignable 
button #1 No assignment 

Envelope track of 
controller 9 (127 = 
not damped, 0 = 
damped) 

String 
damper 

Note 
(discrete) + 
pitchbend 
(offset note, 
bipolar, 
continuous) 

Yaw 
orientation of 
left hand 

Envelope track of 
pitchbend 

Fretting 
Position 

Modulation 
Wheel 

Hand posture 
(fist = fully 
clamped, open 
= not clamped) 

Envelope track of 
controller 8 

Fretting 
Strength 

  
 A ubiquitous keyboard (M-Audio Axiom 252) is connected to the 
laptop with a custom Max/MSP patch that maps the controls of the 
keyboard to the parameters of Swivel 2. g.qin, as illustrated in Figure 
4, sends physical gesture data of the left hand wirelessly via 
Bluetooth. The data is mapped in another custom Max/MSP patch to 
control the actuators of Swivel 2. The range for each parameter was 
restricted such that the values resulted in musically sensible and 
mechanically safe output. 
 

 
Figure 4.  g.qin, a gestural controller that measures the 

metacarpophalangeal joint’s range of motion (ROM) of all fingers 
(except the little finger) and the wrist, together with linear 

acceleration of the instrumentalist’s left hand. 

4. USER STUDY FINDINGS 
This section presents the findings gathered from users’ feedback of 
the four criteria for each of the musical interfaces provided and 
concludes with the findings from the final section of the survey 
questionnaire that addresses participants’ comparison of the three 
musical controllers as a dedicated controller for parametrically-rich 
mechatronic musical instruments. 

4.1 MIDI Sequencer in Ableton Live 9 
Figure 5 shows the dimension space representation of study 
participants’ evaluation of MIDI sequencer in Ableton Live 9 DAW 
as a related-dedicated input controller for Swivel 2. The dimension 
space representation reveals that users find the device’s ease of use, 
immediacy of control, and access to control multiplicity to be low 
and precision to be high. Findings on each criterion are described 
below. 
 

Participant 1

Ease of use

Immediacy

Access to multiplicity

Precision

Participant 2

Ease of use

Immediacy

Access to multiplicity

Precision

Participant 3

Ease of use

Immediacy

Access to multiplicity

Precision

Participant 4

Ease of use

Immediacy

Access to multiplicity

Precision

Participant 5

Ease of use

Immediacy

Access to multiplicity

Precision

Participant 6

Ease of use

Immediacy

Access to multiplicity

Precision

 
Figure 5. Dimension space representation of users’ responses on 
the four criteria of MIDI sequencer in Ableton Live 9 dedicated 

input controller for Swivel 2. 
  
 With regards to ease of use, most users attribute the low ease of use 
to the cumbersomeness to perform a musical gesture. Three 
participants, #3, #5, and #6, share similar sentiments on the efficiency 
and effectiveness of completing musical tasks, commenting that 
“many parameters must be programmed to generate a simple musical 
phrase”; “having to control all parameters that lead to a single 
musical action separately is very difficult”; and “each parameter has 
to be controlled individually and you cannot view the other 
parameters...”. 
 On the immediacy to translate intention to execution, study 
participants were asked: “...did this interface afford immediate 
control over Swivel 2, requiring relatively little translation of your 
intended action between your execution of the action and its output?” 
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While most participants (N = 5) gave a rating of ≤ 3 for the 
immediacy of control, participant #4 gave a rating response of 4. 
Upon examining participant #4’s comments, it appears that 
participant #4 may have misunderstood what was being asked: “the 
programmed controls were executed in time”. Most of the 
participants felt that a substantial amount of time was required to 
generate the desired output, commenting that “the control takes a lot 
of time to enact” and “it felt like it took a long time to get the 
(musical) gestures going...”. 
 In terms of the accessibility to control multiple parameters 
simultaneously to modify the sonic output of the mechatronic 
instrument, all participants gave a rating of ≤ 3. Participant #2 (rating 
= 2) commented that “it did give me access to the parameter, but it 
would not work well for live performance without extensive pre-
programming”, and participant #4 (rating = 3) noted that the 
separation of controls made the interface non-intuitive. 
 All the users felt that the interface afforded precision (rating > 3). 
Notably, “very precise, and repeatable control over all parameters” 
and “...found it very precise for pitch control, but less for plucking 
and dampening” were some of the feedback received. 
 From the users’ feedback, a potential role of the MIDI sequencer in 
the creative musical process of MMIs seems more likely to be suited 
for offline composition and controlling live performance on a meso 
musical timescale, rather than performing it live as one would with 
an acoustic instrument. Therefore, it is deemed unsuitable in the 
context of this study, which goal is to find effective live performance 
interface schemes. 

4.2 Ubiquitous MIDI Keyboard 
The dimension space representation of users’ evaluation with regard 
to the ubiquitous MIDI keyboard as a dedicated input controller, as 
seen in Figure 6, reveals that most users (N = 5) find the keyboard 
effective and efficient in executing musical tasks, provides a direct 
translation of intention to execution, provides sufficient access to 
multiplicity of control, but does not perform well in precision. 
Further details of each criterion are described below. 
 

Participant 1

Ease of use

Immediacy

Access to multiplicity

Precision

Participant 2

Ease of use

Immediacy

Access to multiplicity

Precision

Participant 3

Ease of use

Immediacy

Access to multiplicity

Precision

Participant 4

Ease of use

Immediacy

Access to multiplicity

Precision

Participant 5

Ease of use

Immediacy

Access to multiplicity

Precision

Participant 6

Ease of use

Immediacy

Access to multiplicity

Precision

 
Figure 6. Dimension space representation of users’ responses on 

the four criteria of ubiquitous MIDI keyboard controller as 
dedicated input controller for Swivel 2. 

 
 On using the MIDI keyboard controller, with the exception of 
participant #4, users generally find it efficient and effective to 
complete musical tasks. While participant #3 (rating = 3) found that 
even though the interaction afforded by having a physical controller 
was easy, the unrelated design of the keyboard to Swivel 2 (a 
chordophone) affected the experience to be less straight-forward: 
participant #4 commented that “it is difficult to control the slide 
consistently”. Difficult experiences from other users included 
“...parameters on the modulation wheel and pitch bend were 
difficult” and “damping and lifting the fretter take some thought”. 

 With immediacy in translating intention to execution, as expected, 
most users (N = 5) gave a response rating of > 3, and provided 
similar explanations such as “musical phrases can be played easily” 
and “the translation is easy”. Participant #6 (rating = 3) commented, 
“the translation is immediate but the nature of keyboard controllers 
dictates some mappings that are not very intuitive”. Participant #4 
found that the execution of the intention is more complex than the 
mechanical action being produced. 
 Most users agreed that the keyboard provided access (rating > 3, N 
= 5) to a range of output parameters for shaping the sonic outcome 
and allowed for fair precision (response rating > 3, N = 5) to repeat 
musical tasks within recognition threshold for Swivel 2. One user felt 
that the “small space of the pitch and mod wheels makes them less 
precise, thus repeatability would be an issue”, while another user 
found the keyboard controller to provide “less accuracy for 
controlling bends, and lifting the fretter”. 
 Although most users gave a generally favorable response about the 
device, participant #4 did not. The overall response of participant #4 
suggests that participant #4 may not be keyboard-trained. From the 
participants’ feedback, a potential role of the MIDI keyboard 
controller in the creative musical process of MMIs seems more likely 
to be suited for more conventional musical outcomes such as playing 
melodies that fit within Western musical scales and tunings. The 
favorable responses towards MIDI keyboard controller may be due 
to its ubiquity in the electronic music community, despite its 
differences in playing schema when compared with Swivel 2: MIDI 
keyboard’s vertical movement for pitch bend controller to slide 
fretter’s position, versus Swivel 2’s horizontal movement. Hence, due 
to its non-intuitiveness, unrelated design to Swivel 2, and fair 
precision, the MIDI keyboard controller may not be suitable in a live 
performance scenario. 

4.3 Custom Gestural Controller — g.qin 
As illustrated in Figure 7, all users felt that g.qin can be a 
related dedicated input controller for Swivel 2. Their feedback 
on how g.qin measures with the four criteria is discussed 
below. 
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Access to multiplicity

Precision

Participant 2
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Access to multiplicity

Precision

Participant 3
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Participant 4

Ease of use

Immediacy

Access to multiplicity

Precision

Participant 5

Ease of use
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Participant 6
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Immediacy
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Figure 7. Dimension space representation of users’ 

responses on the four criteria of the new physical gesture 
acquisition system, g.qin, as dedicated input controller for 

Swivel 2. 
 

 All study participants found g.qin to be efficient and effective 
in completing the three musical tasks (N = 5, response rating > 
4), and that its embodied relation to the actuators of Swivel 2 
affords immediate translation of intention to execution (N = 5, 
response rating > 4). Almost all users (N = 5) described this 
ease of use and immediacy as “intuitive” and attribute this 
experience to the “highly correlated” motions of Swivel 2’s 
actuators and their actions. One user mentioned that the “visual 
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and intuitive connection between hand movements and fretter 
positioning is very helpful”. Another user commented that the 
system consisting of Swivel 2 and g.qin is “quick to learn”. 
 In the domain of accessing multiple controls, it is reflected in 
the users’ response ratings (N = 5, > 4) that the compromise to 
exclude damping was negligible and did not hinder their ability 
to produce their desired sonic outcomes with Swivel 2. One user 
commented that “the mapping area (physical space) translated 
well to the performance space”, while another participant 
commented that g.qin provided “very good control over pitch 
slides and quick gestural behavior”. 
 With regard to its precision in producing outcomes within 
just-noticeable-difference threshold, all users responded that the 
control of pitch sliding was “very precise”, with one user 
mentioning that this was so even with the “the speed of 
transition and the curve of pitch slide”, as well as the fretter’s 
final position. On the other hand, two users shared the 
sentiment that finding exact pitch location was “a little harder”. 
On this account, g.qin received an overall response rating of > 
4 from all study participants. 
 Similar to the ubiquitous MIDI keyboard, the new physical 
gesture acquisition system measures very close to the four 
criteria of a related-dedicated input controller for new 
mechatronic musical instruments with a high number of output 
parameters. Preliminary speculation of this may be attributed 
towards the device’s ability to transduce the performer-
instrument relationship. 

5. INTERDEVICE COMPARISON 
The previous section presented the study participants’ experience 
when utilizing the MIDI Sequencer in Ableton Live 9, a ubiquitous 
keyboard controller, and g.qin to control Swivel 2. In this section, a 
comparison of the different devices is presented based on the final 
section of the survey questionnaire that serves to gather users’ 
feedback on how one device compares to the other, their preferred 
way of interfacing with Swivel 2, and general questions about 
customized controllers, which are presented below. A dimension 
space representation summary is shown in Figure 8. 
 

 
Figure 8. Dimension space representation of users’ responses on 
the four criteria by input controllers. Clockwise: EoU represents 

ease of use, P represents precision, A2M represents access to 
multiplicity of control, and I represents immediacy. 

 
 All of the study participants concur that g.qin is their preferred way 
of interacting with Swivel 2, with many users attributing their choice 
mainly to the intuitive and embodied relation of input gestures and 
sonic outcome. One user mentioned that the interaction between the 
performer and Swivel 2 “is visually interesting for an audience”. The 
users’ comments on their preference among the three devices 
presented support the intuition that the four criteria established are 
qualities of a related-dedicated input controller for parametrically-rich 
MMIs. These comments include: “... to create a more interactive 
performance and embodied performance...”; “access is not as 
important as ease of use and immediacy in live performance”; “the 
immediacy and precision of g.qin make it best suited for live 
performance”; and “I felt a strong connection between my gestures 

and the movements of Swivel 2. These were largely lost with both 
other interfaces.”. 
 When asked “what would be a more intuitive musical interface for 
controlling Swivel 2”, most participants suggested similar gestural 
interfaces that directly capture body movements or position in space 
such as Wii Remote1 and the Laser Harp (described in [17]). Finally, 
users were asked if “a controller interface customized to be used with 
Swivel 2 would be more intuitive than a general-purpose interface”. 
All study participants agreed that it would, with one participant 
stating that “to explore the idiosyncrasies of Swivel 2, the controller 
needs to be well suited at controlling the movement of the fretting 
arm... this means that a grid based mapping of pitch is often not 
suited to controlling and exploring the musical capabilities of Swivel 
2”. 

6. CONCLUSION 
The findings of the user study presented in this paper further support 
the need for related-dedicated input devices and revealed that the 
common way of interacting with MMIs via MIDI keyboards and 
sequencer still has its place in the advent of parametrically rich 
MMIs. Particularly, users have indicated that the MIDI sequencer is 
likely suited for offline composition and controlling live performance 
on a meso musical timescale; the MIDI keyboard to be suited for 
more conventional musical outcomes such as playing melodies that 
fit within Western musical scales and tunings; and, the gestural 
controller to be suited for controlling Swivel 2 more closely to the 
traditional performer-instrument relationship — affording the  
performance of the MMI like a musical instrument, and exploring 
beyond conventional musical outcomes. 
 The user study also indicates that potential related-dedicated input 
controllers have high level of ease of use, immediacy, access to 
multiplicity of control, and precision. In addition, the actions required 
of the user possess an embodied relation with the MMI, enabling 
intuitive interaction and quicker exploration of musical ideas. This 
can be explained by the similarity between this gestural input-MMI 
system and the performer’s relationship to traditional musical 
instruments, as described by Pressing: 

“Traditional instruments have a nearly one-to-one response 
between actions of the performer and the resulting sound, a 
stimulus-response model fits well. Interaction between the person 
and the instrument takes place through the aural [visual] feedback 
loop and the performer makes decisions on that basis in real-
time.”[13] 

 While this user study is limited to a specific MMI of an instrument-
family and only three input devices, the insights gained from this 
study with regards to the characteristics of a specialized controller for 
parametrically rich MMI should serve as a guide for researchers and 
developers interested in developing MMI-specific input devices. 
Developers of MMI-specified input controllers should also conduct 
user studies to evaluate these new MMI performance systems, just as 
one would with DMIs. Future studies will include more users, 
different parametrically rich MMIs, and different new musical 
gestural controllers. 
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ABSTRACT 
Music technology can provide unique opportunities to allow access 
to music making for those with complex needs in special educational 
needs (SEN) settings. Whilst there is a growing trend of research in 
this area, technology has been shown to face a variety of issues 
leading to underuse in this context. This paper reviews issues raised 
in literature and in practice for the use of music technology in SEN 
settings. The paper then reviews existing principles and frameworks 
for designing digital musical instruments (DMIs.) The reviews of 
literature and current frameworks are then used to inform a set of 
design considerations for instruments for users with complex needs, 
and in SEN settings. 18 design considerations are presented with 
connections to literature and practice. An implementation example 
including future work is presented, and finally a conclusion is then 
offered. 
 
Author Keywords 
assistive technologies, adapted technology, music technology, novel 
interfaces, special education, action research, modular systems 
 
ACM Classification 
 
• Human-centered computing~HCI theory, concepts and models   • 
Human-centered computing~Interface design prototyping   • Applied 
computing~Sound and music computing   • Hardware~Sound-based 
input / output   • Hardware~Haptic devices 
 

1.! INTRODUCTION 
Music technology can provide unique opportunities to access music 
making for those with complex needs. The term complex needs can 
refer to spectrum of cognitive, physical, sensory impairments and/or 
disabilities, or emotional and behavioral difficulties. There is a 
growing trend of research [1] and creation of tools ([2], [3]) showing 
that these technologies can be invaluable at facilitating interaction 
with sound for those who face barriers when accessing traditional 
musical instruments. Literature has shown there is not a strong uptake 
of music technology in the special educational needs (SEN) setting 
([4], [5]) and several issues have been flagged as contributing to their 
lack of use. These include the financial cost of music technology, 
space needed to store and set up, and a fear, dislike or indifference to 
technology [6] leading to “a potential lack of confidence with putting 
technology into practice [7]”. Musical output can also be seen as 
being uninspiring, artificial and lacking expression [8] and 
impersonal and lacking sophistication [7]. Technology can be seen as 
a barrier when coupled with a lack of formal training and exposure, 
[5] and the perceived need for insider knowledge when in use [7]. 
However, when technology is used successfully it can provide 

unparalleled access to musical expression for those with complex 
needs [1]. Creating technology for use within this setting can be 
difficult and this paper attempts to assist designers with issues 
specific to users with complex needs and the special educational 
needs (SEN) setting. 15 years ago, Perry Cook created his principles 
for designing computer music controllers [9] and these principles 
have provided a guiding light to many DMI designers since. The 
following paper was inspired by Cook’s 2001 paper and introduces 
some novel principles of its own for the designing of instruments for 
users with complex needs and in SEN settings.  The paper begins by 
laying down the context from which these principles have been 
derived, moves into the background from which the principles are 
formed, reviews literature pertinent to the design of digital musical 
instruments and then outlines 18 design principles, with links to 
literature and data gathered. An implementation example is offered 
and a conclusion featuring future considerations. 
 
2.! CONTEXT 
Many children and young people (CYP) within SEN schools might 
need additional help with “thinking and understanding, physical or 
sensory difficulties, emotional and behavioral difficulties, difficulties 
with speech and language, and also how to relate and behave with 
other people” [10]. Individuals with severe complex needs can 
experience “minimal movement, disordered movement, altered states 
on consciousness, and may have no verbal communication”. [1] 
Engaging in musical expression can be beneficial to those with 
complex needs, providing an opportunity for expression to enhance 
wellbeing [11], and opportunities for communication helping to 
establish a sense of identity [12]. However, access to music making 
can be difficult in terms of physically being able to interact with the 
tools provided, and cognitively being able to understand and use 
traditional instruments or equipment designed for the typical user, 
and difficulties when playing together in an ensemble. Whilst there 
are many instruments aimed at typically able users, there are few 
specialist musical instruments available to assist users with complex 
needs. Larsen et al [13] offer a recent review of such custom 
technologies, the most notable being the Soundbeam developed in 
the late 80s [2] and more recently the Skoog [3]. Music technology 
that is developed is often underused with a compounding factor being 
that music based sessions are facilitated by non-musical and/or non-
technical practitioners. Hahna et al [4] surveyed Music Therapists 
about their feelings towards technology and found distress, fear, lack 
of confidence, lack of interest, dislike, or belief that music technology 
is not appropriate in music therapy clinical work, or not appropriate 
for particular clientele were some of the reasons against technology 
usage. Some participants in the same survey stated that they thought 
that music technology was intrusive in sessions. Farrimond et al [6] 
also back these findings in their report. Technology is often seen as 
hard to set-up, hard to use, too expensive, hard to store, or not tailored 
well for the CYP using them thus equipment gets left to gather dust 
on the shelf or is only used by the designated “techie” person. 
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3.! BACKGROUND 
Elements of the design considerations presented here stem from 
previous undergraduate research work where the first author 
undertook a 9-month placement as a creative technologist alongside 
author Luke Woodbury. Woodbury is the embedded interactive 
designer of 7 years within the Three Ways School in Bath, a leading 
specialist school who are progressive about their usage of 
technology. This paper also features a continuation of this research as 
part of the engineering doctorate (EngD), with the overriding topic 
being music technology for users with complex needs. The research 
is in its 2nd year and is also a culmination of several years’ 
experience within the field, accounts from several sources, and 
numerous exchanges between the authors, and a variety of other 
professionals within the SEN field. This research has originated from 
frustrations with current hardware and software systems used to 
allow CYP access to music within an SEN setting and as such is 
following an action research (AR) methodology. AR allows the 
research to be participatory, with those using the technology being at 
the centre of the research as co-researcher stakeholders. The aim of 
AR is to try and create new solutions that can be left within the 
context they are developed, and with co-researcher stakeholders 
taking ownership and autonomously carrying forward the created 
technology. 
 

4.! EXISTING FRAMEWORKS FOR 
DESIGN 
Several existing frameworks and considerations for design have 
informed this paper. Hunt et al’s [14] considerations for the 
improvement of technological solutions suggest three areas needing 
improvement to create enticing devices for users and those 
facilitating their use: “audiovisual instrument design”- creating 
instruments for users with minimal movement with the same variety 
and feedback as acoustic instruments. “Technical infrastructure 
refinement”- localising the sound via external amplification and 
having the ability to make new sound worlds comparable to 
conventional instruments by customising to the individual’s needs. 
“Clinical practice integration” - having an open-ended flexible 
toolkit that is inspiring but not frightening to users.  
Jorda [15] provides guidance in creating instruments with longevity 
that can draw users in, by looking at issues of balance (complexity vs 
simplicity), playability, learning curve and instrument efficiency, and 
how they come together to allow for a meaningful experience.   
!

 
Figure 1 “Approximate learning curve for the kazoo, 
kalimba, piano, and violin over a period of 10 years” [15]. 

The seven heuristics as proposed by Wallis et el [16] describe 
the qualities of musical instruments that inspire long-term 
engagement; incrementality (learning curve to encourage flow), 
complexity (ceiling of expertise), immediacy (how accessible 
the instrument is), ownership (personal configurability to 
achieve own style), operational freedom (affordances offered 
by the interface to allow for interactive complexity), 
demonstrability (the ability to perform and share with others) 
and cooperation (the opportunity to play as ensemble). Each 
heuristic can be used to inform the design process of creating 
new instruments within the SEN setting.  

There are also elements presented here that connect with 
Morreale et al’s [17] MINUET framework for musical interface 
design grounded in the experience of the player. The 
framework is guided by looking at how people, activities, 
contexts and technologies combine, and uses a two-stage design 
process consisting of goals and specifications to help designers 
“position, shape, and evaluate their system” (p467).  
 

 
Figure 2 - MINUET framework [17] 
 

5.! DESIGN CONSIDERATIONS  
Presented below are 18 design considerations for instruments for 
users with complex needs in SEN settings. Considerations developed 
from literature reviewed, practice based work by the authors directly 
and via reports of similar work, and continuing doctoral research by 
the first author. Much like Perry Cook’s (2001) design principles 
some are human/artistic and some are technical, or in different terms 
some relate to the instrument, some to the user and others relate to the 
context of use. They begin with a focus on the design of the 
instrument itself, move out into the design of the system and then into 
designing for the context of use.  
 

1. Consider each layer of the system – There is commonly a 
modular 3-part description to DMIs. Moog [18] identified “the sound 
generator, the interface between the musician and the sound 
generator, and the tactile and visual reality of the instrument that 
makes a musician feel good when using it” (p214), Pressing [19]; the 
control interface, the processor, and the output, and Hunt et al [20] 
the interface, abstract, and synthesis mapping layers. Thinking of the 
separate elements creates a modular system where each element can 
be enhanced, replaced [6], adapted, modified, or automated 
depending on the need of the musician. This enables a tailoring to an 
individual’s specific needs and capabilities, both in terms of how they 
can interact with the system (sensor inputs, gestural capability, or 
other ways the individual can provide energy to the system), and 
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what the system provides back (feedback mechanism and also 
content of that mechanism). Making interactions meaningful with 
mapping between the player’s control of the instrument and the 
sound produced being one of the most dominant issues in the 
creation of new musical interfaces [21] and each layer of a system 
allows for meaning to be added and also allows for the system to 
provide support where needed in a flexible way.  
 

2.  Decoupling the action and sound production – In DMIs 
the excitation-sonification relationship is broken. This can lead to 
opportunities but can also create problems. The dislocation of 
excitation and sonification is exciting [22], in that any small 
movement can be used to produce large sonic changes but can also 
cause problems with cause and effect for some users as dislocation of 
action and reaction can be an abstract concept for some. Feedback is 
often provided separately from where the excitation occurred and, if 
not delivered in a way that can be accessed by the user, can render 
gestures meaningless. According to the stakeholders at Three Ways 
school to mitigate this feedback should be placed close to creation of 
sound, either embedded or with an amplifier, for example, touching 
to the musician’s seat for vibration [personal communication]. 
  
  3. Expression vs Constraint – How much expression is offered 
can affect how engaging the instrument is depending on the user. 
“The one-for-one (mapping) scheme may be inspired by a wish on 
the part of the instrument designer to make the instrument ‘easy to 
play’, but it is a debatable point whether this simplicity is in fact a 
desirable thing, or whether this results in an instrument lacking in 
expressive capability” [23 p1023]. Mappings which are not one-to-
one are more engaging for users [24] however “good musical 
instruments must strike the right balance between challenge, 
frustration and boredom” [15 p174]. Rich experiences tend not to 
come from devices that are too simple, however devices that are too 
complex can “alienate the user before their richness can be extracted” 
[25] so there needs to be a balance between both elements that suit 
the musician playing. Instruments such as the Skoog (a tactile 
‘squishy’ controller based on physical modelling) offer virtuosic 
control for musicians with high functioning cognitive ability and low 
motor skill however may not be suited to an individual with low 
cognitive ability and low motor skill. In a SEN setting expression vs 
constraint are better expressed as scalability and configurability, used 
to provide a system that suits the individual’s needs and is 
empowering vs overpowering. Scalability and configurability can be 
provided at the interface level by using flexible modular input 
mechanisms, by dynamic interfaces that can be configured to the 
user’s abilities to create potentially complex and expressive 
musical gesture from simple inputs, and/or at the content level by 
being able to map these inputs to meaningful content. There is an 
important balance to strike here as teachers Kirsty Hafford and Ben 
Edwards say ‘opening up expression means it takes longer to get 
outcomes and in an environment driven by outcomes things can get 
done for people which can lead to an unsatisfactory learning 
experience [personal communication]. Instruments should be able to 
scale in content to suit the user’s ability and allow for improvement 
over time.  Making things configurable and scalable to the 
individuals using them is paramount in this context as there is no 
typical user.  
 

4. Continuum of control – Johnston et al [26] identify three 
modes of interaction characterising the musicians approach to virtual 
instruments. Each offer different levels of control over the system; 
Instrumental: where the musician prioritises detailed control, 
ornamental: where the musician surrenders detailed control to allow 
for the software to transform the sound, and conversational: a two-
way conversation between the musician and the virtual instrument 
that shapes the musical direction the musician takes. In the SEN 
setting there needs to be more of a continuum of control. This 

continuum of computer control vs human control of the system can 
be used to scaffold the capabilities of the individual and provide 
support when needed whilst allow maximum control of the 
instrument. For example, consider playing a melody; a switch (which 
is a very common assistive technology tool) could be used to scroll 
through a melody note by note, or a movement in and out of an 
ultrasonic beam, such as those featured on the Soundbeam [2], could 
provide the same potential but the musician has to successfully select 
the right zone to break on the beam, both these musicians are being 
supported to different degrees to achieve the same outcome. Systems 
can support those with different levels of needs to play together.  

 
5. Natural interaction (when I move you move) – This 

principle relates to matching the gesture of excitation to the 
sonification in a way that makes sense to the player. “a direct 
relationship is established between the physical gesture, the nature of 
the stimuli and the perceived outcome. The resulting awareness is 
multifaceted and has been at the core of musical performance for 
centuries” [22]. “The gesture used has to have an intuitive result from 
the sound; e.g. you can hit a snare drum in a multitude of ways and 
produce a variety of sounds and dynamics. The sound should 
genuinely express the nature of the movement in a ‘symbiotic’ 
relationship” [27] i.e. if you push harder the sound is louder; what a 
player might naturally expect from an interaction of that where the 
form and function link with the shape of the design style. Instruments 
that mimic a natural interaction to traditional instruments (for 
example using valve style buttons for recreating a trumpet valve) can 
offer an experience close to the traditional instrument, giving a sense 
of familiarity to the user as to what is expected from the interaction. 
Another important add-on is the ability to stop all the sound. Hewitt 
[27] suggests that “being able to make no sound without having to 
withdraw from the motion-sensing field – like stopping a bow on a 
cello string without lifting it up” is of high importance. Gesture to 
sonification should be tailored to the individual and their range of 
movement or capability allows mapping of an interaction that is 
natural to that individual.  

 
6. Form should inspire interaction – Acoustic instruments 

are naturally pleasing to look at and feel. They are enjoyable artefacts 
with history to them and are formed from natural materials. Tactile 
materials with a shape, texture, feel, smell and feedback can draw 
users in and stimulate all the senses. Instruments designed with new 
materiality and form provide new opportunities to inspire interaction 
and allow configuration of the instrument to suit the individual’s 
preference and need, both in terms of look and feel. Some CYP may 
be averse to touching certain textures and others may have favourite 
colours and textures that can be used to encourage engagement. One 
of the criticisms of the Skoog was that it was very child-like in 
appearance, something that has been rectified with the Skoog 2.0 [3].  
 

7.  Robust/Durable/Stable – “Construction can never be solid 
enough, especially when it is to be used by children” [28]. Designs 
should be as robust as possible to ensure they have the durability to 
cope with the context they will be used in. There is also a need for the 
instruments and any accompanying software to be as stable as 
possible. If there are malfunctions, then this can be discouraging for 
the users and those around them and may lead to technologies being 
abandoned.   
 

8. Respect the feedback loop – Interaction between the person 
and the instrument typically takes place through the aural and visual 
feedback loop with the performer making decisions in real-time on 
that basis [19]. For users with complex needs these channels of 
feedback may be impaired, therefore feedback should be provided in 
a way that make sense to the user allowing access and resonance with 
the instrument. Within stakeholder meetings tactile/haptic and 
vibration feedback were identified as important to reinforce cause 
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and effect. Light and visuals were also found to provide structure and 
stimulate responses. 

As well as the feedback from playing the instrument there 
should be adequate feedback for the navigation of the instruments 
configuration. To allow for navigation feedback should be visual, 
audible, and/or tactile allowing for scalability to physical, cognitive, 
and sensory ability [6]. 

 
9. Make it meaningful to those involved – This means 

creating technology that allows for the user to add their own 
content/samples and give input for how the instrument works in a 
customisable way, thus having some ownership over the instrument 
design, and not only making it work based on individual needs in 
terms of their cognitive/sensory/motor skills but also making it carry 
meaning for them in terms of content. One of the criticisms of some 
previous DMI’s specifically aimed at the SEN market is that their 
sound palettes are impersonal and lacking in sophistication [7]. Mike 
Whitlock suggests this can be negated by leaving the sound palette 
open enabling users to add their own sounds that carry meaning for 
the individuals using them [personal communications]. 

 
10.  If you can add a microphone- do it – Use of voice is very 

important in an SEN context. It can provide an avenue for exploring 
self-experience, communication and relational possibilities [29]. A 
microphone can provide access to allow for those that cannot interact 
with a system in any other way. Stakeholders from the Three Ways 
School say that voice and voice manipulation is a good avenue for 
engagement for some CYP that would otherwise be unable to 
physically interact with a system and also allows for addition of 
sampled sounds from the environment to be input into the system 
[personal communication]. 

 
11.    Think of sound quality – Make the sound quality high. 

The overriding use of the MIDI protocol and the general MIDI sound 
range in the past has left a lot to be desired with the type of sounds 
offered and the inherent lack of expressive potential offered. The 
“lack of subtlety has meant that timbres can wear thin [20]”. Hewitt 
[27] suggests that ideally there should be “an option to be polyphonic 
– played with multiple movements simultaneously”. Whitlock also 
suggests this is useful for building up rich sonic soundscapes by 
layering triggered sounds [personal communication]. The quality of 
onboard sound and the quality and option for outboard sound is 
important as sound may be amplified through a PA system or via 
amps or monitors or headphones. The ability to adjust sound levels to 
suit the user is important as some CYP may be very sensitive to 
sound and others may have hearing impairments. Localising the 
sound by placing amps or monitors close to the player is common 
practice within the school setting to reinforce cause and effect.  

 
12.    Facilitate choice/ offer consistency – Instruments in the 

main are set up by the musician playing them, in the school context 
this is not the case. Rather, there is a tendency for those facilitating 
the musician or the session to choose the setup of the technology both 
in terms of how gestures are captured and the musical output of the 
system. When decisions are made for people, this leads to two 
problems; relinquished choice of both interaction style and output 
received, and potential for moving of the goalposts or in other words 
programmability is a curse [9]. Within the context of musicians with 
complex needs there can be a tendency of involuntarily relinquished 
choice meaning that things are often chosen for people instead of 
with them. Enabling users to select for themselves, if they can, the 
level and type of control they have should be paramount. Hunt et al 
speak of the dangers of configurable instruments in that the 
“goalposts are constantly being moved” [14 p364]. They say 
traditional instruments do not change character from one session to 
the next and musicians undergo a process of learning to configuring 
their instrument. Changing goalposts can mean that some users never 

have the chance to get to grips with their instrument, this can be 
particularly damaging if their needs mean that predictability is a 
strong motivator. There could also be the danger of learned 
helplessness with users not feeling like they have control over the 
system or feeling like it is their fault that the instrument is responding 
differently. Hunt et al suggest perhaps setting up an instrument with 
the same configuration for each particular situation [14]. This can be 
made more difficult if the particular situation changes often as can be 
the case in the school setting with different locations and staff being 
used to facilitate sessions on a pragmatic basis. A built-in system to 
recall configurations would help with this.  

 
13.  Participatory design – Teacher Kirsty Hafford says that 

creating with the user provides a more authentic picture, Woodbury 
adds that this is important to establish where the design should go and 
highlights issues that may not be obvious to the digital musical 
instrument designer [personal communication]. Only the users and 
those who work closely with them will best know their needs in 
terms of interacting with an instrument. Working in a participatory 
way can allow for rapidly working out kinks and problems with any 
designs. In our experience a designer cannot possibly guess at 
how a user with an alternative thought process will respond to a 
particular design which may have taken hours of work, so 
participatory design also means a reduction in wasted time. 
 

14.    Small, cheap and easy to use – Barry Farrimond 
describes the first instrument he designed for users with complex 
needs and how it was only revealed to be big, expensive, and hard to 
use upon its maiden voyage of use [30]. Typically, in a school there 
is limited space and budgets, both in terms of time spent by staff 
training to use the technology and money available to buy technology 
[4]. Having things that are off-the-shelf/affordable, easy to 
programme with minimal set-up needed, that can be made compact 
are paramount [27, 6]. Expense and need for insider knowledge lead 
to tools being abandoned [7]. Plug-and-play is the ideal in terms of 
allowing the system to work within the context as ease of use is 
currently a barrier to technology usage. Gallin and Sirguy [31] give 6 
points that impacted on the design process of their plug-and-play 
system that can be useful to consider; “1) the technical side must be 
transparent to the user; 2) the design is focused on the way the 
interface will be used; 3) the accessible parameters are only “visible” 
setting parameters; 4) it imposes a wide compatibility with existing 
OS, softwares, MIDI devices and other hardware interfaces; 5) it 
requires different levels of use: ready-to-use; internal parameter 
access via the editor; and Max programming; 6) it requires 
compatibility with other communication protocols (p437)”. These 
points cover several important areas that allow these systems to work 
in context and with other systems already in place whilst not 
overwhelming those facilitating the use of the system. Once the 
system is up and running technology can be adapted to the situation 
by adapting equipment as needed in practice, and allowing 
equipment to work alongside other equipment. The more familiarity 
that can be provided as part of the design the better as then users 
won’t be so fearful of using the technology, for example allow 
switches that are already used in the school to be plugged into the 
designed modular instrument. This allows for components to be 
added as user’s familiarity with the system grows. To enhance ease 
of use, remove unnecessary complexity like jargon, convolution, big 
manuals, and hard configuration should be avoided [6] and any 
terminology or language used should be familiar to the user. Designs 
should be easy to use physically (for example jack sockets and 
connectors can be hard to pull apart) in making sure the system is 
suitable for the amount of strength the user is capable of. Instruments 
should also be able to be mounted, with standard mounting fixtures 
and arms, to enable easy positioning.   
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15.    Wires are not awesome – Instruments that are wireless 
enable easier sharing and cut down on health and safety issues, they 
also mean that there can be a distance between the computer at the 
centre of the sound processing and where the action is. The music 
therapy space is best kept clear of electrical leads and this is 
especially important with users that are unable to reach a computer or 
their equipment prevents them from easily accessing wired devices.  
Some equipment vital to some CYP or wheel chairs do not easily 
travel over wires and for others having the computer and its screen 
nearby can provide distractions. However, there is danger of adding 
complexity to the system and opportunities for technical failure by 
making things wireless. 

 
16.    Think of the whole context – Designing a DMI in itself is 

a challenge but when this design process is placed in a school setting 
it can be even more challenging. There is a need to find out how best 
to communicate with those involved and how to disseminate what 
you are creating. The school environment may restrict what can be 
done, with the time of day and year affecting the ability to access the 
users. Very often instruments designed are not accessible or 
configured by the target users directly but by those facilitating access. 
There may be several practitioners involved in the use of the 
technology; from music leaders to music therapists, to teachers and 
teaching assistants all with various goals. Sessions could focus on 
“education in music, education through music, music therapy, or 
music as a leisure activity” [6 p11] with goals to play as an ensemble, 
to feel a sense of intimacy with an instrument [21], to provide a 
therapeutic or educational experience, or playing for fun. There is a 
need for user friendly systems that understand requirements and 
attitudes of facilitators in order to be inviting to use [7]. Often DMIs 
developed for the school setting are taken away when the research 
finishes, “leaving something behind is preferable as is keeping the 
tech neutral with no brand, open source and widely available” [32]. If 
DMIs are taken away there in no opportunity to practice with the 
instrument removing the chance to progress.  
 

17.    Providing educational context for use – One of the 
larger problems, certainly for the uptake of technology within the 
area of music therapy, is incorporating technology into practice [33, 
5] and having confidence with doing so [7]. Cevasco and Hong [34] 
suggest giving provision to providing examples of how to 
incorporate technology into practice with better training on how to 
enhance music making with technology to make it less daunting. 
Linking with requirements of the curriculum, learning outcomes, or 
other curriculum subject areas can also be useful at showing the 
spectrum of how the technology can be put into practice. 
Frameworks such as the Sounds of Intent [35] have made progress in 
this area. This can create a context for use especially if linked into 
teaching schemes. If teachers and facilitators cannot see how the 
technology can be put into practice they may leave it on the shelf.   

 
  18.    Tech and do you even need it? – Technology should be 
unique to an individual’s needs [32]. and not just be used as 
“technology for technologies sake” [11 p151]. Bott identifies that a 
key issue to consider when determining musical possibilities for 
individual musicians is to try and distinguish between: a) Access 
Needs, and b) Learning Needs [6]. For physical barriers, the 
emphasis of provision should aim to maximize individual physical 
abilities and for cognitive barriers, an emphasis on tools that adapt to 
the individual’s cognitive level should be paramount. The technology 
should primarily meet the creative preference of the musician [6]. 
Stakeholders from the Three Ways School say technology can also 
be combined with acoustic instruments by using this interplay to 
encourage motivation, interaction, and engagement [personal 
communication].  
 
  

6.! IMPLEMENTATION EXAMPLE 
Following is an example of the design considerations in use as 
part of the EngD research leading to this paper. The research 
has used participatory design (13) to lead to the development of 
the modular accessible musical instrument (MAMI) system, 
which is in its prototype stage. The system will be described 
with numbered links to the design considerations which helped 
inform its design. Consisting of both hardware and software 
components, MAMI is aimed at providing a flexible way to 
create accessible instruments (1). The software component 
allows for connection of bespoke and existing technologies via 
various communication protocols (serial, MIDI, OSC or Human 
Interface) and for them to be mapped to musical parameters (9), 
or connected through to existing software (11). So far two 
bespoke instruments have also been developed to connect to the 
MAMI software: filterBox –a wireless handheld wooden box 
featuring a LDR, two buttons, and an FSR; and squishyDrum – 
a wireless circular wooden drum style enclosure with an 
elasticated fabric ‘skin’ which can be played by both deforming 
the surface and percussively hitting the enclosure (6). The 
development of these instruments is aimed at creating robust 
(7) wireless instruments (15) that inspire natural interaction (5) 
and are affordable to make (14), and easy to use for both the 
user and facilitators (16). Future work will look to; enable 
localised feedback (2,8); create graphical user interfaces that 
allow ease of customisation both in terms of sounds produced 
(12), expressivity offered (3), and level of user control (4); and 
to potentially add on-board recording (10). The system will be 
tested within an educational context (17). 

7.! CONCLUSION 
This paper has offered 18 design considerations for instruments 
for users with complex needs in SEN Settings. With the aim of 
aiding DMI designers with the creation of new instruments and 
systems. The considerations focus not only on the instruments 
being designed, but also the system as a whole and the system 
in relation to the context of use. An implementation example is 
also given. When employed in practice these principles should 
be adapted to their contexts of use to allow for technology to be 
accepted and used, and to facilitate better access to music 
making not just for those whom technology provides an 
unparalleled access point to music, but also for those around 
them who facilitate the technology in use. 

8.! ACKNOWLEDGMENTS 
Funding for the CDE granted by the EPSRC (code: EP/L016540/1) 
Thanks go to Three Ways School, Victoria Education Centre, and Dr 
Ann Bevan, Bournemouth University, for providing supervisory 
support of the research.   

9.! REFERENCES 
[1]! Magee, W. (ed)., Music Technology in Therapeutic and Health 

Settings. London: Jessica Kingsley Publishers, 2014 
[2]! Soundbeam,. Soundbeam. http://www.soundbeam.co.uk/ 

(Retrieved 16th March 2016), 2016. 
[3]! Skoogmusic Ltd. Meet the Skoog. 

http://www.skoogmusic.com/skoog (Retrieved 10th October 
2015), 2016. 

[4]! Hahna, N. D., Hadley, S., Miller, V. H., and Bonaventura, M. 
Music technology usage in music therapy: A survey of practice. 
Arts in Psychotherapy, 39 (5), pp.456–464, 2012. 

[5]! Magee, W.L. Electronic technologies in clinical music 
therapy: A survey of practice and attitudes. Technology 
and Disability, 18, pp.139–146, 2006 

[6]! Farrimond, B., Gillard, D., Bott, D., and Lonie, D. Engagement 
with Technology in Special Educational & Disabled Music 
Settings. Youth Music, (December), 1–40, 2011. 

220



[7]! Streeter, E. Reactions and Responses from the Music Therapy 
Community to the Growth of Computers and Technology - 
Some Preliminary Thoughts. 
https://voices.no/index.php/voices/article/view/467/376 
(Retrieved 10th March 2015), 2007. 

[8]! Misje,R. Music Technology in Music Therapy. Masters 
thesis, 2013. 

[9]! Cook, P. R., 2001. Principles for designing computer music 
controllers. Proceedings of the International Conference on 
New Interfaces for Musical Expression, 1–4. 

[10]! Scope. Special Educational Needs. Scope About disability, 
Scope. Available from: 
http://www.scope.org.uk/support/families/education-
sen?gclid=CjwKEAiAm8nCBRD7xLj-
2aWFyz8SJAAQNalaVETn-
Osg3KB2HTThZ__cQZ7Y4jqXCcWBP-
pLpJkOmBoCptbw_wcB [Accessed 4 January 2017], 2017. 

[11]!Magee, W. L. Music Technology for Health and Well-Being: 
The Bridge Between the Arts and Science. Music and 
Medicine, 3, 131–133, 2011. 

[12]!MacDonald, R. a. R. and Miell, D. Music for individuals with 
special needs: a catalyst for developments in identity, 
communication and musical ability. [online]. Available from: 
http://www.oup.com/uk/catalogue/?ci=9780198509325, 2002. 

[13]! Larsen, J. V., Overholt, D., and Moeslund, T. B. The Prospects 
of Musical Instruments For People with Physical Disabilities. 
In: Proceedings of the International Conference on New 
Instruments for Musical Expression. 327–331, 2016. 

[14]!Hunt, a., Kirk, R., Abbotson, M., and Abbotson, R. Music 
therapy and electronic technology. Conference Proceedings of 
the EUROMICRO, 2, 362–367, 2000. 

[15]! Jordà, S. Digital Lutherie Crafting musical computers for new 
musics ’ performance and improvisation. Departament de 
Tecnologia [online], 26 (3), 531. Available from: 
http://dialnet.unirioja.es/servlet/tesis?codigo=19509, 2005. 

[16]!Wallis, I., Ingalls, T., Campana, E., Vuong, C. Amateur 
Musicians, Long-Term Engagement, and HCI. In: Holland, S., 
Wilkie, K., Mulholland, P., Seago, A. eds. Music and Human-
Computer Interaction. London: Springer, 49-66, 2013. 

[17]!Morreale, F., Angeli, A. De, and O’Modhrain, S. Musical 
Interface Design: An Experience-oriented Framework. 
Proceedings of the International Conference on New Interfaces 
for Musical Expression [online], 467–472. Available from: 
http://www.nime.org/proceedings/2014/nime2014_437.pdf, 
2014. 

[18]!Moog, R. The musician: alive and well in the world of 
electronics. In The Biology of Music Making: Proceedings of 
the 1984 Denver Conference. St Louis, MMB Music, Inc (pp. 
214-220), 1988. 

[19]! Pressing, J. Cybernetic Issues in Interactive Performance 
Systems. Computer Music Journal, 14(1), 12-25, 1990. 

[20]!Hunt, A., Kirk, R. & Neighbour, M. Multiple media interfaces 
for therapy. IEEE Multimedia, 11, pp.50–58, 2004. 

[21]! Fels, S. Designing for intimacy: Creating new interfaces for 
musical expression. Proceedings of the IEEE, 92(4), pp.672–68, 
2004. 

[22]! Paine, G. Towards Unified Design Guidelines for New 
Interfaces for Musical Expression. Organised Sound, 14 (2), 
142, 2009. 

[23]!Kirk, R., Hunt, A., Hildred, M., Neighbour, M., North, F. 
Electronic Musical Instruments- a role in Music Therapy? In: 
Fachner, J., Aldrige, D (eds), Music Therapy in the 21st 
Century: Contemporary Force for Change. 
MusicTherapyWorld.Net, Oxford, 2002. 

[24]!Hunt, A. and Kirk, R. Mapping strategies for musical 
performance. Trends in Gestural Control of Music [online], 
231–258. Available from: 
http://www.music.mcgill.ca/~mwanderley/MUMT-
615/Papers/Class10/P.HunKir.pdf, 2000. 

[25]! Jordà, S. Digital Instruments and Players: Part I – Efficiency 
and Apprenticeship. In: Nagashima, Y., Ito, Y., and Furuta, Y., 
eds. Proceedings of the International Conference on New 
Interfaces for Musical Expression [online]. Hamamatsu, Japan, 
59–63. Available from: 
http://www.nime.org/proceedings/2004/nime2004_059.pdf, 
2004. 

[26]! Johnston, A., Candy, L., and Edmonds, E. Designing and 
evaluating virtual musical instruments: facilitating 
conversational user interaction. Design Studies, 29 (6), 556–
571, 2008. 

[27]!Hewitt, G. Hackday Accessible Music. drakemusic.org, Drake 
Music. Available from: 
http://www.drakemusic.org/blog/gawain-hewitt/hackday-
accessible-music [Accessed 22 December 2014], 2014. 

[28]! Jensenius, A. R. and Voldsund, A. The Music Ball Project!: 
Concept , Design , Development , Performance. NIME 2012 
Proceedings of the International Conference on New Interfaces 
for Musical Expression, (Figure 2), 300–303, 2012. 

[29]!Andersson, A.-P. and Cappelen, B. Designing Empowering 
Vocal and Tangible Interaction. Proceedings of the 
International Conference on New Interfaces for Musical 
Expression [online], 406–412. Available from: 
http://nime2013.kaist.ac.kr/, 2013. 

[30]! Farrimond, B. The Clarion - an accessible musical instrument 8 
years in the making. Youth Music Network, Youth Music. 
Available from: 
http://network.youthmusic.org.uk/posts/clarion-accessible-
musical-instrument-8-years-making [Accessed 5th January 
2017], 2016. 

[31]!Gallin, E. and Sirguy, M. Eobody3: A ready-to-use pre-mapped 
amp; multi-protocol sensor interface. Proceedings of the 
International Conference on New Interfaces for Musical 
Expression [online], (June), 437–440. Available from: 
http://www.nime2011.org/proceedings/papers/M06-Gallin.pdf, 
2011. 

[32]!Nagler, J.C. Music Therapy Methods With Hand-Held Music 
Devices in Contemporary Clinical Practice: A Commentary. 
Music and Medicine, 3, pp.196–199, 2011. 

[33]!Crowe, B.J. & Rio, R. Implications of technology in music 
therapy practice and research for music therapy education: a 
review of literature. Journal of music therapy, 41(4), pp.282–
320, 2004. 

[34]!Cevasco, A. & Hong, A. Utilizing Technology in Clinical 
Practice: A Comparison of Board-Certified Music Therapists 
and Music Therapy Students. Music Therapy Perspectives, 
29(1), pp.65–73, 2011. 

[35]!Welch, G.F., Ockelford, A., Carter, F-C., Zimmermann, S-
A., & Himonides, E. ‘Sounds of Intent’: Mapping Musical 
Development in Children and Young People with 
Complex Needs. Psychology of Music, 37 (3), 348–370, 
2009. 

10.! Appendix 1 
Stakeholders: 
Three Ways school: Interactive designer Luke Woodbury, teachers 
Kirsty Hafford and Ben Edwards, music therapist Adrian Snell.  
Victoria Education Centre: Music technologist Mike Whitlock.  
Website for ongoing research: http://www.dotlib.org/ 
 

 

221



Performance with an Electronically Excited Didgeridoo

Abram Hindle
Department of Computing Science

University of Alberta, Canada
hindle1@ualberta.ca

Daryl Posnett
Sacramento, California

USA
darylp@tcfacs.org

ABSTRACT
The didgeridoo is a wind instrument composed of a single
large tube often used as drone instrument for backing up the
mids and lows of an ensemble. A didgeridoo is played by
buzzing the lips and blowing air into the didgeridoo. To play
a didgeridoo continously one can employ circular breathing
but the volume of air required poses a real challenge to
novice players. In this paper we replace the expense of
circular breathing and lip buzzing with electronic excitation,
thus creating an electro-acoustic didgeridoo or electronic
didgeridoo. Thus we describe the didgeridoo excitation
signal, how to replicate it, and the hardware necessary
to make an electro-acoustic didgeridoo driven by speakers
and controllable from a computer. To properly drive
the didgeridoo we rely upon 4th-order ported bandpass
speaker boxes to help guide our excitation signals into
an attached acoustic didgeridoo. The results somewhat
replicate human didgeridoo playing, enabling a new kind
of mid to low electro-acoustic accompaniment without the
need for circular breathing.

Author Keywords
Augmented/hyper instruments, Robotic music, diggeriedoo,
dijj, didjeridu

ACM Classification
H.5.5 [Signal analysis, synthesis, and processing] Sound and
Music Computing

1. INTRODUCTION
The didgeridoo is an ancient instrument heralding from
the indigenous Australians, Aboriginal Australians, and
Torres Strait Islanders. Originally fashioned from termite-
hollowed out branches of trees [3], the didgeridoo is a
long low frequency wind instrument that is driven by
buzzing one’s lips. It can be played continuously by human
players if circular breathing is employed. The didgeridoo
typically produces long drones, but one can also speak
into it and modulate the frequency of buzzing and breath
to play various motifs similar to animal sounds found in
Australia [4].
Circular breathing [1] is the act of continuously pushing

air out of the mouth by the use of lungs, diaphragm, and

Licensed under a Creative Commons Attribution

4.0 International License (CC BY 4.0). Copyright

remains with the author(s).

NIME’17, May 15-19, 2017, Aalborg University Copenhagen, Denmark.

even cheek muscles. Circular breathers will lock their mouth
cavity down, breath through their nose, and push air out of
their mouths mechanically with their cheeks. This enables
the circular breather to continuously refresh their air supply
and not run out of air. The level of skill required to drive
a didgeridoo is more than what is required to drive smaller
wind instruments. Circular breathing is a di�cult skill to
learn for many novices, especially the authors of this paper.

Thus the main motivation for this work comes from the
fact that both of the authors are didgeridoo novices, and
they find the large volume of air that a didgeridoo requires
to be too much for their weak circular breathing skills.
Out of desperation and need to play acoustic long drones,
combined with a lack of enthusiasm for skillful training and
practice, the authors attempted to automate some forms of
didgeridoo playing.

This work has 3 requirements: play a didgeridoo automa-
tically without a human respiratory system; play a didgeri-
doo acoustically—do not synthesize the resonant chamber
of the didgeridoo, rather drive it; and to drive a didgeridoo
electronically such that it sounds like a real didgeridoo.

The authors experimented haphazardly to drive a didgeri-
doo much like a bagpipe, by driving a tube with compressed
air, air from balloons, and air from pumps. The authors
found that the buzzing lips of the didgeridoo player were
not appropriately modelled by these attempts and, conse-
quently, did not sound like a didgeridoo. Thus the authors
embarked down a path of electronically exciting didgeridoo
with speakers that played a signal that closely replicated the
buzzing of a didgeridoo player’s lips. Other works [8] have
driven wind instruments with speakers, drivers, and tweet-
ers and have had some success, so why not try didgeridoos?

Driving a didgeridoo requires a di↵erent approach than
driving a clarinet as the frequency of the excitation signal
is much lower than that of clarinets and other smaller wind
instruments. We employ speaker box design to address this
need for low frequency response from excitation signals.

In this paper, we provide the following contributions:

• we present a method of electronically exciting a
didgeridoo with speakers;

• we describe the design of speaker boxes necessary to
drive a didgeridoo;

• we have performed, tested, refined, and analyzed this
design;

2. PRIOR WORK
To drive a didgeridoo with a speaker we need to emulate the
noise made by a human player. The didgeridoo excitation
signal was described and modelled by Fletcher et al. [3].
This model uses frequency, time, and lip opening as inputs
and produces a sound wave that can excite a didgeridoo. We
provide a detailed description of this model in Section 3.2.
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The Monochord-Aerophone Robotic Instrument Ensem-
ble [8] used high frequency driver-excited clarinets and wind
intstruments during live performances. Their clarinet has
solenoid driven “fingers” and can play many pitches, how-
ever, unfortunately the tone is robotic. The tweeter drivers
used in the instrument make it inappropriate for driving a
didgeridoo as they are too high pitched.
Not all attempts at driving wind instruments used speak-

ers. Some have tried to drive wind instruments with air
pressure control systems that pump air out of robots. The
biologically inspired performance robots described by Solis
et al. [9] force air into wind instruments like flutes.
Michon et al. [5] developed the hybrid clarinet. It has a

human driven mouth piece with an electronically modelled
clarinet. They attempted to address the physical need for
a clarinet body by using physical modelling in software, yet
still rely on the nuanced reed playing of a human performer.
Their approach facilitates the generation of virtual clarinets
that rely on the existing skills of a clarinet performer. Our
work took the opposite approach, we rely on the software
driving the excitation signal to be the skilled force that
drives a real didgeridoo rather than a skilled performer
playing a virtual didgeridoo.

3. DESIGN
To help drive the didgeridoo with low frequency tones we
rely heavily on band-pass speaker boxes [2]. These are
passive boxes whose architecture act as a bandpass filter
on the speakers mounted within the box. We rely on the
guidelines for ported bandpass speaker boxes from Vance
Dickason [2].
The overview of the design of the electronically driven

didgeridoo is a ported bandpass speaker box coupled with
a didgeridoo. The intent is to directly couple the speaker
ouput to the didgeridoo with a tight seal forcing the acoustic
energy through the didgeridoo.
While almost any sub-woofer design would be able to

produce the low frequencies required for this application,
a 4th order bandpass design combines a sealed woofer
chamber with a secondary ported chamber such that all
acoustic energy is transmitted via the port. (See Figure 1)
This design yields a physical advantage in that the driver
is completely enclosed and the output from the enclosure
emanates from a port that can be coupled directly to the
instrument.
Since the port must be coupled to the tube, the port

dimension is an important design criterion that must be
chosen in advance. The remainder of the design is then
adjusted to facilitate the chosen port opening.

• Acquire a speaker tuned for and capable of producing
frequencies in the 60hz to 90hz range.

• Given the port opening, calculate the volumes of the
closed box, the ported box, using a 4th order bandpass
calculator [7].

• Build the bandpass box and mount the speaker inside.

• Attach a didgeridoo to the port.

• Configure software to play signals through an appro-
priate amplifier for the mounted speaker.

3.1 Bandpass boxes
The range of the didgeridoo excitation signal, and the
output of the didgeridoo are quite low, thus sub-woofers,
woofers, and mid-speakers should be used. A professional
player’s excitation signal contains strong components from
about 50Hz up to around 4 kHz. This is a di↵erent

Sealed Sealed

Ported Ported

Figure 1: 4th Order Bandpass Designs, sealed and isobaric
speaker boxes.

requirement from Rogers et al.’s [8] clarinet-like instrument
which used high frequency drivers. Yet Dickason [2]
describes many di↵erent kinds of speaker boxes that address
low frequency response such as bandpass boxes.

Normal use of bandpass speaker as a sub-woofer requires
a crossover to filter out high frequencies. In our case we
connect the amplifier directly to the bandpass speaker as we
want to reproduce as much of the high frequency content as
possible and we are not concerned with the e�ciency issues
of traditional subwoofer design.

3.1.1 Box 1

The first box is constructed from raw materials and makes
use of the leftmost design shown in Figure 1. Box 1 is
built from MDF wood and ABS pipe, coupled with an
inexpensive didgeridoo. It was used for performance and
it used a 8 inch diameter mid-range car speaker that had a
free air resonance of 88hz (Pyramid WH8 8-Inch 200 Watt
High Power Paper Cone 8 Ohm Subwoofer). The sealed
box had an interior volume of 13.3 L with dimensions of
25.4cm by 25.4cm by 20.6cm, (10 x 10 x 8.1 inches), and a
ported box with interior volume of 2.5 L with dimensions of
25.4cm by 25.4cm by 3.81cm. (10 x 10 x 1.5 inches). The
port was 5cm (2 inches) in internal diameter and 26.78cm
(10.5 inches) long, cut from 5cm (2 inch) diameter ABS
pipe. The port is longer than all dimensions of the box,
thus it was placed externally to the ported box, like a stove-
pipe. Theoretically the box output frequencies were tuned
between 51hz and 153hz centered around 88hz.

To cut out this box with 1.9cm (3/4 inch) thick MDF we
recommend cutting out 2 30.48cm (12 inch) by 25.4cm (10
inch) inner side pieces, and 2 30.48cm (12 inch) by 30.48cm
(12 inch) side pieces, 2 30.48cm (12 inch) by 30.48cm (12
inch) end pieces, and 1 25.4cm (10 inch) inner speaker
mount piece. A hole of appropriate size must be cut out
of the inner speaker mount piece to mount the speaker.
The box volumes were calculated using a calculator made
by Raymond et al. [7].

This box was driven by a 1970s solid state Kenwood KA-
4002 stereo amplifier with 18W per channel, as it was freely
available. The box and the attached didgeridoo are depicted
in Figure 4 in Section 4.

3.1.2 Box 2

Box 2 is an isobaric speaker box made from two modified
commercial speaker enclosures, in our case, the Alesis
Monitor 1. Many commercial speakers can be adapted to
this design which is a simple method for quickly building a
ported bandpass enclosure.
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Figure 2: Box 2 Response

The Monitor 1 has a frequency response down to 45 Hz
and uses a 16.5cm woofer which has several properties that
facilitate our design. The woofers are perfectly centered in
the box in its shortest dimension and have a rubber mount-
ing ring that protrudes slightly from the face. Consequently,
when the two speakers are placed face to face, the woofers
are perfectly aligned and the space between them is sealed
in an airtight gap. In order to realize an adequate seal,
one of the two tweeters must be removed. The resulting
opening, however, is su�ciently sealed by the face of the
opposing tweeter which is left in place to provide a barrier
between the two cabinets. We disconnected the wiring of
both tweeters as they are not used in this design.
Each speaker has a rear facing port hole that is slightly

larger than 3.81cm (1.5 inch) PVC pipe. One of these two
ports is sealed shut and the other is coupled to the PVC
pipe via an adapter. The two speakers are then placed
face to face and coupled tightly together using clamps. The
didgeridoo, a PVC pipe of similar bore, is coupled to the
port PVC pipe.
This construction yields an isobaric 4th order bandpass

enclosure. An isobaric enclosure uses two drivers working
in concert as a single driver as shown in the rightmost
diagram of Figure 1. When one driver moves outward,
the other moves inward. To achieve proper operation the
two speakers are wired in opposite polarity and without
crossover networks. An isobaric configuration behaves as a
single driver with a motor that is twice as powerful. This
configuration, however, requires twice the power to produce
the same output [2]. Each speaker is capable of handling
120 Watts at 8 ohms. We power this with a bridged Mackie
1400i capable of producing 1400 Watts at 4 Ohms.
In order to achieve satisfactory response an equalization

curve was applied manually to Box 2. A high shelf boost of
12dB at 2kHz increased the high frequency response and a
sharp notch filter at 1.5kHz was required to null a resonant
peak. Figure 2 shows the corrected response of Box 2 when
driven with a white noise signal. While it is hardly flat
across the spectrum, it gives usable response between 40Hz
and 4kHz.

3.2 Software driven excitation
We implemented the excitation signal generator in Pure
Data (Figure 3) and Reaktor (Figure 5) using a function
from Fletcher et al. [3] given by:

dijj(f, a, t) = p0/R� (p20)/(R
3)

(a0 + asin(2⇡ft))2
(1)

Figure 3: Pure Data didgeridoo exciter

where f is frequency of lips, a is size of lip opening where
0  a < a0, and t is time. Pressure is p0, and R is the
acoustic resistance of the instrument tube at the resonant
frequency. We keep p0, R, and a0 constant while we can
vary f and a over t. The output across t is a waveform
of a didgeridoo excitation signal. Note that this does not
replicate vocalization. Vocalization can be added to the
dijj(f, a, t) signal.

3.3 Software interface
During the public performance of the didgeridoo we used
a webservice UI that mapped a 2D Hilbert curve to a 2D
scratch-pad. When the scratch-pad was touched or clicked
a didgeridoo tone was initiated, when it was released the
didgeridoo tone was released. The didgeridoo used an
ADSR envelope for triggering with a long release so that
any drone could be sustained or its parameters changed via
mouse or touchscreen control.

Points on the 2D Hilbert curve were mapped to back
to a 1D scalar value and which was then mapped to a
N dimensional Hilbert curve across the parameters of the
synthesizer. This e↵ectively maps 2D inputs to N-D inputs.
In our case we used dimensions such as lip opening (a), lip
frequency (f), amplitude, frequency modulation, and the
constant value for p0. This meant that areas on the scratch-
pad existed that sounded like other areas, but short local
movements would not change the synthesizer parameters
drastically. This enabled a performer to modulate the
didgeridoo synth parameters simply by dragging the cursor.
This helped create more complicated and natural didgeridoo
expressions, as without variation the didgeridoo excitation
is very mechanical, exact, and robotic. This scratch-pad is
inspired by the Sonic Zoom interface proposed by Tubb et
al. [10].

4. LIVE PERFORMANCE
The didgeridoo driven by Box 1 was used in a live perfor-
mance in January 2017 at Art’s Birthday (celebrating the
birth of the concept of art) in Edmonton, Canada. The
didgeridoo was driven by live improvisation to accompany
a pre-recorded piece of music by Philippe Neau. It was well
received although the didgeridoo had to be micro-phoned
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Figure 4: Art’s Birthday Performance using Box 1 with a
wooden didgeridoo

to amplify its signal in the large room. Figure 4 shows the
performer sitting down controlling the didgeridoo attached
to Box 1 sitting beside him. The performer utilized a 2D
scratch-pad, described in Section 3.3.
One audience member, a didgeridoo player, suggested

employing more vocalizations and attaching a microphone
to the device. Possible improvements in performance could
be attained by using a more powerful amplifier to drive the
speaker, as well as employing lip opening envelopes rather
than straight ADSR envelopes. One concern was with how
simple or robotic the didgeridoo sounded. We concluded
that adding low amplitude noise to many of the parameters
such as frequency f and lip opening a would improve the
naturalness of the didgeridoo sound.

5. IMPROVED EXCITER
In an e↵ort to combat robotic performances we acted upon
feedback from the performance to modify Fletcher’s [3]
exciter to produce signals closer to real didgeridoo players.
Fletcher et al. describe their model as a simplified model

of a lip valve [3]. We compare its spectrum with the
specturm of our normalized version of the simplified model.
When the parameter a is close to zero, the output of the
exciter has few harmonics. As the parameter approaches 1
the harmonic content increases dramatically. Although the
intensity of the harmonics increases with parameter a, this
model replicates very little of the higher formants typical of
human didgeridoo players.
We also observe that the basic exciter implementation has

far less variation than the exciter of the human didgeridoo
player. Moreover, the high frequencies roll o↵ sharply after
1kHz.

5.1 Improved exciter design
To improve the realism of the simulated didgeridoo we
extended the original exciter model. This second exciter was
implemented in Reaktor [6], as seen in Figure 5. Our first
improvement was to simplify the exciter for fixed pressure
and tube impedance and to normalize the output somewhat.
Since we are holding p0, R, and a0 constant we make

some simplifications. We observe that this function will
have a DC o↵set that must be removed with a high-pass
filter, consequently, the value of these constants when fixed
is arbitrary and, setting ↵ = �1, we can simplify the exciter
as follows.

dijj(f, a, t) =
↵

(1 + asin(2⇡ft))2
(2)

However, we also find that the output level varies consid-
erably over the range of useful values of a. Consequently,
we make some attempt to normalize the exciter function by
setting ↵ = (1�a)2. This scaling factor yields roughly con-
stant amplitude for a large range of the a parameter. As the
additional harmonics are introduced the overall amplitude
is reduced to compensate for the increased spectral content.

5.2 Robotic sound
In the Pure Data implementation we modulated the exciter
function with a sine wave low frequency oscillator (LFO), in
order to modulate the drone frequency. While this allowed
some variation in frequency and tone it was insu�cient to
avoid a robotic sound.

We observe that real players do not maintain a constant
frequency or amplitude but have small perturbations in
these parameters while playing. In our improved exciter we
use two random waveform LFOs to simulate the variation
expected in a human player’s lip opening while playing. The
two LFOs operate at frequencies 0.1 · f and 0.01 · f labelled
fast and slow respectively. Each has player controlled
amplitudes. These LFOs output a random waveform that
simulates Brownian motion.

5.3 Vowel like sounds
In addition to variation in the lip movement, the tongue and
throat contribute significantly to the sound of the didgeri-
doo. While modelling the tongue and throat accurately is
beyond the scope of this work, we added a third LFO to
add some harmonic colour.

This LFO primarily modulates the frequency of the ex-
citer and thus,in addition to providing additional harmonic
content, it also replaces the function of the LFO in the Pure
Data implementation.

Rather than a straightforward sine wave oscillator, we
use a formant oscillator which allows the formant frequency
of the oscillator to be adjusted independently of the base
frequency. This LFO also modulates the a parameter thus
simulating that a change in frequency will also cause the lip
opening to change. The base frequency is fixed as a multiple
of the fundamental frequency. The formant frequencies are
user controllable and add a simulation of vowel-like sounds
to the basic sound of the exciter.

5.4 Spit sounds
A small amount of coloured noise is added to the output
to simulate the wind and spit sounds that a real didgeridoo
player will produce. The noise amplitude is modulated by
the output of the exciter to simulate the motorboat like
properties of a didgeridoo player’s lips. The user is able to
control the noise colour and the level of noise added to the
output.

6. FUTURE WORK
While our improved exciter addressed many of the issues of
a robotic sounding performance, more can be done. Adding
noise worked well for the improved exciter, thus perhaps
adding reverb could help simulate a didgeridoo born of a
termite infested branch. This reverb could simulate a less
than smooth bore.

Another area of improvement is to address the model of
the human player. We did not have good measures of lip
opening, pressure, or frequency of excitation, furthermore
much of our aim was emulate didgeridoo playing and thus
all of the sounds one can make with a didgeridoo. Future
work can involve searching a space of parameters that
change across time in order to find the parameter timeseries
that could produce other characteristic didgeridoo sounds
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Figure 5: Reaktor didgeridoo exciter. Inputs are on left, output is on the right. Frequencies are specified directly in Hz. All
other inputs are normalized to a 0..1 range.

such as dingo barks [4]. Rather than manually reverse
engineer how a didgeridoo sound is made we could use
search algorithms to tune the parameters of our exciter
to find series of parameters that would produce didgeridoo
sounds.
Alternatively we can use a microphone to simulate driving

a didgeridoo with our own mouth whether by enveloping the
excitation signal or by layering microphone vocals into the
excitation signal to simulate vocalizing with a didgeridoo.
Fletcher [3] has shown that many vocalizations are not from
the lips but from the vocal chords and are overlaid on the
lip buzzing signal.

7. CONCLUSIONS
We have described a method of utilizing ported bandpass
speaker boxes to electronically drive didgeridoos, e↵ec-
tively making an electro-acoustic didgeridoo. This kind of
didgeridoo faces serious energy/amplification constraints
that other electronically excited wind instruments do not
as lower frequency response requires larger speakers driven
by powerful amplifiers—similar to speakers and amplifiers
used in hobbyist car stereos. Using the work of Fletcher et
al. [3], the speakers produce a didgeridoo excitation signal
meant to mimic the buzzing of a performer’s lips. This
signal drives a didgeridoo and produces sounds similar to a
didgeridoo performer’s music.
We found that if frequency, and lip opening are not

carefully modulated, whether manually or by Brownian
motion, the didgeridoo will sound robotic. Adding further
modulation and noise can produce more natural didgeridoo
sounds, yet it is clear there is a lot of future work to be
done in intentionally emulating many forms of didgeridoo
expressions as well as finding appropriate user interfaces to
control the didgeridoo. 1

1didgeridoo patches can be found here https://github.
com/abramhindle/diggeridoo
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ABSTRACT
Our research examines the use of CodeCircle, an online, col-
laborative HTML, CSS, and JavaScript editor, as a rapid
prototyping environment for musically expressive instru-
ments. In CodeCircle, we use two primary libraries: Max-
iLib and RapidLib. MaxiLib is a synthesis and sample pro-
cessing library which interfaces with the Web Audio API
for sound generation in the browser. RapidLib is a prod-
uct of the Rapid-Mix project, and allows users to imple-
ment interactive machine learning, using “programming by
demonstration” to design new expressive interactions.
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NIMEs, web audio, websockets, MIDI
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1. INTRODUCTION
When designing new instruments, it is usually desirable to
refine a design by iterating over a number of prototypes.
As a design iterates, it should become more aligned with
the physical a↵ordances of the performer as well as the aes-
thetic needs of the performance. Our research examines
the use of web browsers and machine learning to streamline
the prototyping process, allowing developers to program in-
struments and train them by example in a relatively simple
environment.
Web browsers have been identified as appealing hosts for

new expressive interfaces. Roberts, Wakefield andWright[11]
demonstrated the potential for browsers, and specifically
the Web Audio API1 to allow both synthesizers and inter-

1https://developer.mozilla.org/en-US/docs/Web/API/
Web_Audio_API
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faces to be programmed in JavaScript. Wyse and Subrama-
nian[15] examine computer music in browsers more gener-
ally, noting the potential o↵ered by browsers’ intrinsic con-
nection to networks, ease of access, and portability. New
standards from W3C and extensions to JavaScript have
made browser technology more “viable” for musical work.

However, timing can be problematic. Web Audio API
scripts are run in the browser’s main thread, which can be
prone to latency and jitter. Jitter can be reduced by using
the Web Audio Clock, rather than the JavaScript clock.[13]
Large bu↵er sizes are required (>1024 samples), and cur-
rent implementations impose a fixed latency of two bu↵ers.
As this paper will show, connectivity to sensors is also a
potential “pain point.”

In spite of known deficiencies when compared to platform-
specific applications, we believe that web apps and web
browsers can be excellent environments for collaborative
prototyping. We have been exploring this space using Code-
Circle and a new machine learning library, RapidLib. This
paper will discuss our early prototypes with these tools. We
will outline a potentially promising approach to designing
NIMES and present some preliminary studies that demon-
strate this promise.

Figure 1: CodeCircle interface, with code editor
pane on the right and resulting web page on the
left.

2. CODECIRCLE
2.1 Description
CodeCircle was created by Fiala, Yee-King and Grierson[3]
with the following objectives:
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• To design and develop a web-based interface that en-
ables real-time, collaborative, and social coding in a
creative context.

• To implement an integrated code sharing and collab-
oration system that enables study of the process of
collaborative, creative coding.

• To devise a platform that is attractive and accessible
to learners and professionals alike, and can be used in
a variety of contexts including computing education.

It is an online editor for web-specific code, including HTML,
CSS, and JavaScript. As seen in Figure 1, it presents the
user with a pane for editing, which can be hidden, and a
viewer frame, where the resulting web page is running. The
editor features code indentation, highlighting, and comple-
tion as well as live code validation, all of which assist the
developer in quickly writing accurate, functional code. Doc-
uments can be marked private or public. Public documents
are editable by multiple users at once, and updated reac-
tively, allowing for real-time, collaborative programming.
The design of CodeCircle aligns strongly with the needs

of developers of new instruments who wish to work collabo-
ratively, quickly, in a simple but powerful environment, and
with little or no installed software. It can run in any com-
puter lab where the user has access to the internet and a
modern browser, with the same interface on Linux, OSX,
or Windows platforms. Furthermore, completed documents
can be exported as HTML5 that can run in modern browsers
without any dependency on CodeCircle. This includes mo-
bile browsers.

2.2 Libraries
With the addition of third-party media libraries, see Ta-
ble 1, CodeCircle can generate and render a large palette of
text, audio, and visual media.

Table 1: Libraries available in CodeCircle
name information

p5js http://p5js.org/

MaxiLib see below
processing.js http://processingjs.org/

ThreeJS https://threejs.org/

Marked https://github.com/chjj/marked

FontAwesome http://fontawesome.io/

jQuery https://jquery.com/

SoundJS http://www.createjs.com/soundjs

Grierson’s Maximillian[6] is available directly in Code-
Circle as a JavaScript library, MaxiLib. Maximillian and
MaxiLib are open-source audio synthesis and signal pro-
cessing libraries designed to facilitate artists and creatives
who are learning to program or are rapidly prototyping
audio applications. They include standard waveforms, en-
velopes, sample playback, filters with resonance, delay lines,
FFTs, granular synthesis and low-level feature extraction.
Although the Maximillian C++ library was designed with
openFrameworks2 in mind, the JavaScript library fits nat-
urally into CodeCircle’s pedagogical and prototyping func-
tions.
The MaxiLib library has been ported, or “transpiled,”

from C++ to JavaScript using Emscripten[17]. This al-
lows the developers to maintain one code base across mul-
tiple implementations. Also, Emscripten outputs asm.js,

2http://openframeworks.cc/

a strict subset of JavaScript that is optimized for ahead-of-
time compilation and has been shown to run within a factor
of two slowdown versus native code.[8]

Figure 2: Although CodeCircle includes third-party
drawing libraries, impressive results can also be had
using HTML5’s Canvas API.

3. RAPIDLIB
3.1 Description
NIME developers need to interface with external hardware.
Hartmann, Abdulla, Mittal and Klemer (2007)[7] have iden-
tified that “programming by demonstration” with a layer of
machine learning technology can expedite the development
process and improve results. RapidLib provides a machine
learning library which allows such development and fits with
the rapid prototyping philosophy of CodeCircle.

RapidLib was developed as part of the Real-time Adaptive
Prototyping for Industrial Design of Multimodal Interactive
and eXpressive technologies (RAPID-MIX) project, an In-
novation Action funded by the European Commission under
the Horizon 2020 program. It is a lightweight set of libraries
(both C++ and JavaScript) that implements Interactive
Machine Learning (IML) in the style of Fiebrink’s[4] Wek-
inator3. IML allows developers and end-users to quickly
customize interactions by demonstration, encoding intuitive
knowledge about performance gestures into trained machine
learning models. IML is characterized by smaller data sets
(relative to classical machine learning) and rapid iteration
between training and testing. Using RapidLib in CodeCir-
cle, performers can create a set of gestures associated with
desired outcomes and immediately (a few seconds) exper-
iment with an interactive space based on those gestures.
Undesirable results can be refined or discarded as the de-
sign process continues.

Like MaxiLib, RapidLib has been transpiled into JavaScript
using Emscripten and enjoys the same benefits of ease of
development and high performance. Eventually, RapidLib
will be incorporated into CodeCircle at the same level as the
other libraries listed above. RapidLib can also be accessed
outside of CodeCircle by linking to http://doc.gold.ac.

uk/eavi/rapidmix/RapidLib.js

4. COMMUNICATING WITH SENSORS
3http://www.wekinator.org/
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This section is a brief survey of methods to bring sensor and
media data into the browser environment. Characteristic
of web development, there are many methods and imple-
mentations are sometimes inconsistent across browsers and
platforms. The sections below describe methods we have
been able to use.

4.1 Mouse & keyboard
Keyboard and mouse gestures can be used to control com-
plex musical material. IML can allow users to quickly map
two-dimensional control spaces to high-dimensional control
spaces[9]; these mappings can be generated and refined with-
out any programming by the end-user.

4.2 Gamepad API
The Web Gamepad API4 is still in the draft stage. The
current API supports buttons (which can have an analog
value) and axes (normalized from -1.0 to 1.0) for up to four
controllers. There is also a draft for extensions to this API
that includes haptic feedback and gamepad position.5

The authors were able to use this API in Chrome and
Firefox on OSX and Windows, using a Saitek Xbox-type
controller, a GameTrak, and a Logitech Flight controller.
We view this API as very promising, and are planning future
prototypes to explore further.

4.3 Sensors on mobile devices
Mobile operating systems (both iOS and Android) provide
specific API’s for web apps directly access on=board sen-
sors, including accelerometers, gyroscopes, magnetometers,
and GPS. These data can be forwarded to a central server,
as in the CoSiMa project[12], or processed directly on the
device.

4.4 MIDI
The Web MIDI API6 is also in draft form, and is currently
only implemented in Chrome and Opera7. While this might
be a serious limitation for a commercial product, it does not
seem unreasonable to ask developers of experimental instru-
ments to download a common browser. In December 2016,
Chrome had more than 50% share of desktop browsing,8 and
even more users have Chrome on their computer. An exam-
ple of basic MIDI interaction with CodeCircle can be found
at http://live.codecircle.com/d/H7TL6qMDf4QSxxjn5.

4.5 WebSockets
The most secure and rich method for two-way data exchange
between browser and server is currently via the WebSocket
protocol. For communication between sensors and browsers
running on the same computer, WebSockets require that a
server be running locally. Although this is somewhat incon-
venient, it is not an insurmountable obstacle.
Many manufacturers provide WebSocket software that fa-

cilitates communication with their devices. For example,
Myo’s daemon9 and BITalino’s python server10. Communi-
cation with a Myo can be seen in Figure 3.
WebSockets can also be a general transport for Open

Sound Control.[14] We have developed a stand-alone NodeJS

4https://www.w3.org/TR/gamepad/
5https://w3c.github.io/gamepad/extensions.html
6https://webaudio.github.io/web-midi-api/
7http://caniuse.com/#feat=midi – accessed 19 January
2017
8http://gs.statcounter.com/
#all-browser-ww-monthly-201612-201612-bar
9https://github.com/logotype/myodaemon

10https://github.com/BITalinoWorld/python-serverbit

Figure 3: Myo data is captured over websockets,
visualized, and used, with RapidLib to control pa-
rameters of a synthesizer implemented in MaxiLib.
Page by Francisco Bernardo

server11 that passes OSC packets to and from the browser,
and a special build of CodeCircle that understands OSC.
Users of OSC-enabled software can send OSC to the server
over UDP.

4.6 WebRTC
WebRTC is a protocol for real-time communication between
browsers[1], and allows for peer-to-peer exchange of audio,
video, and control data. Incoming audio bu↵ers can be
passed to maxiLib as arrays of 32-bit floats for processing
and/or feature extraction. An example using MFCCâĂŹs
for texture/style recognition can be found at https://live.
codecircle.com/d/kpebzng3rPcCFnLnY

5. EVALUATION
5.1 CodeCircle
CodeCircle’s o↵ers a superset of the features available in
other, similar systems, including Gibber, codepen, jsfiddle
and livecodelab.[3] In addition it o↵ers rapid access to me-
dia libraries, as mentioned above. CodeCircle has been used
as a research workbench for computing education pedagogy,
where its detailed analytics capabilities were used to exam-
ine coding behavior in student programmers [16]. It has
been used as the programming IDE for an audiovisual pro-
gramming MOOC 12 wherein approximately 500 users were
active on the system for a period of 6 months. It is soon to
be used in larger scale research studies with thousands of
users, in a new computer music MOOC and with an under-
graduate cohort.

5.2 RapidLib
User-centered design is one of the core methods of Rapid-
Mix; the design of RapidLib has been repeatedly prototyped
and tested with the aim of creating a machine learning API
that was both simple and powerful, especially for users in
musical and artistic domains. Public documentation of this

11http://gitlab.doc.gold.ac.uk/rapid-mix/rapid_web_
service

12https://kadenze.com
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development can be found on the project website: http:

//rapidmix.goldsmithsdigital.com/downloads/

We recently ran a hack-a-thon run with a version of RapidLib
wrapped as a JUCE library. JUCE is an open-source cross-
platform C++ application framework, used for the develop-
ment of desktop and mobile applications.13 Approximately
twenty proficient C++ developers were asked to implement
machine learning using RapidLib at a one-day event in Lon-
don. In general, participants felt that the JUCE RapidLib
module was a capable tool to achieve their desired hacks.
After a short introduction to machine learning, participants
were able to easily navigate the JUCE RapidLib module
code and documentation and seemed comfortable using it.
There were, however, some conceptual misunderstand-

ings among the participants, particularly when distinguish-
ing between classification or regression models. There was
also a desire for more insight into and control of the train-
ing process, particularly with large data sets where training
seemed particularly CPU intensive. The need for a feature
extraction stage between sensor or audio input and machine
learning was also noted. A full write-up of this evaluation
will be available at the Rapid-Mix website by the time of
publication.

6. CONCLUSIONS & FUTURE WORK
Fiala, Yee-King, and Grierson[3] evaluate the design fea-
tures of CodeCircle in comparison to Gibber[10], among
others. Gibber is a mature environment for live audio and
media coding in browsers. Whereas MaxiLib pursues e�-
ciency through the use of asm.js and its potential for Ahead-
of-Time (AOT)compilation, Gibberish generates code opti-
mized for Javascript’s Just-in-Time (JIT) compiler. More
research is called for to evaluate the functional di↵erences
between these two approaches.
Rapid-Mix is an ongoing project, and there is a long road

map of features to be added that would improve instrument
prototyping. We are currently integrating more machine
learning algorithms into the API, including algorithms that
support recognition of gestures in time[5], rather than just
states. We also plan to expose feature extractors from Max-
imillian, Pipo14, and Essentia[2].
Although training is reasonably e�cient with smaller data

sets, users of larger data sets have expressed frustration. It
would be possible to introduce web workers into RapidLib
to expedite training with large data sets and preserve UI re-
sponsiveness during that process by moving training out of
the main page thread. Unfortunately, Emscripten does not
currently support transpiling of multithreaded C++ code,
so threading optimizations would need to be implemented
separately for each programming language.
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ABSTRACT
This paper presents a knowledge-based, data-driven method
for using data describing action-sound couplings collected
from a group of people to generate multiple complex map-
pings between the performance movements of a musician
and sound synthesis. This is done by using a database of
multimodal motion data collected from multiple subjects
coupled with sound synthesis parameters. A series of sound
stimuli is synthesised using the sound engine that will be
used in performance. Multimodal motion data is collected
by asking each participant to listen to each sound stimu-
lus and move as if they were producing the sound using
a musical instrument they are given. Multimodal data is
recorded during each performance, and paired with the syn-
thesis parameters used for generating the sound stimulus.
The dataset created using this method is then used to build
a topological representation of the performance movements
of the subjects. This representation is then used to inter-
actively generate training data for machine learning algo-
rithms, and define mappings for real-time performance. To
better illustrate each step of the procedure, we describe an
implementation involving clarinet, motion capture, wear-
able sensor armbands, and waveguide synthesis.

Author Keywords
Mapping, Sonic Interaction Design, Human-centered Ma-
chine Learning, Multimodal Data

ACM Classification
H.5.5 [Information Interfaces and Presentation] Sound and
Music Computing — Methodologies and Techniques
H.5.2 User Interfaces — User-centered design

1. OVERVIEW
This method is a tool for sound designers, composers, and
performers. It allows them to use data describing action-
sound couplings collected from a group of people to generate
multiple complex mappings for sound interaction. In other
words, this is a technique for sampling music-related embod-
ied knowledge from a group of people and designing sonic
interactions based on this information.
The structure of the method is outlined in Fig. 1. The

main steps of the procedure are:
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Figure 1: Method structure and workflow.

• Design the sound stimuli using the synthesis engine
that will be employed in performance.

• Present the sound stimuli to the group of participants,
asking them to move as if they were producing the
sounds with the instrument they are given and collect
multimodal data during each performance.

• Extract features from the multimodal data and define
a topological representation of the performances.

• Select a point in the topology to generate the cor-
responding data and train a machine learning model
for real-time interaction with the generated data and
the synthesis parameters used for producing the sound
stimulus.

• Use the resulting mapping for composition and per-
formance.

The last two steps can be reiterated to generate new map-
pings from the same dataset.
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A salient feature of the method is that data can be ob-
tained from a vast a group of people and – at the same
time – individual idiosyncrasies and commonalities are pre-
served and mapped. This information can then be used for
interaction design.
We will describe the steps of the procedure individually,

both in general terms and by illustrating how the method
was implemented using a clarinet, a synthesis engine based
on a flute physical model, motion capture, and armbands
with EMG and IMU/MARG sensors.

2. BACKGROUND AND MOTIVATION
The main motivation behind this method is to make use of
the music-related movement knowledge of a group of people
to define motion-sound mappings for live interaction. The
resulting mappings take advantage of the ecological knowl-
edge of action-sound couplings of the group of people that
participated to the multimodal motion data collection.
A topological representation of the motion data aims at

providing an interpretation of what is shared and what
is idiosyncratic among the participants, thus allowing re-
searchers and performers to take into account commonali-
ties and individualities when generating the training data
for the machine learning model. The interactive method
based on this representation allows training data to be gen-
erated that either preserves certain peculiarities of individ-
ual subjects, or is based on features shared by many partici-
pants. This gives more control over the transparency and in-
tuitiveness of the resulting movement-sound mapping. This
is particularly desirable for expressive applications such as
music performance, where idiosyncrasies and non-obvious
mappings could be deliberately employed for expressive pur-
poses.
From a theoretical point of view, a central assumption is

that studying the relationships between gestures and sound
help us understand how movement contributes to structure
our experience of music [12] and that the ecological knowl-
edge about action-sound couplings guides our perception of
artificially created action-sound relationships [15]. Thus,
the design of action-sound mappings would benefit from
action-sound couplings that have similar properties and are
part of this ecological knowledge.
This method employs procedures and techniques for data

collection and analysis analogous to those typically adopted
in experiments of music cognition and systematic musicol-
ogy. An example is the study by Godøy et al. [13], who anal-
ysed video recordings of people mimicking piano-playing
movements while listening to musical excerpts. This was
done to explore the ability of listeners with di↵erent musical
backgrounds to reproduce the geometry and the dynamics of
movements related to piano performance. Teixeira et al. [25]
employed similar techniques to evaluate the gesture consis-
tency of a group of clarinetists over several performances.
In our case, the experimental procedures serve a di↵erent
purpose, namely the creation of gesture-to-sound mapping
informed by action-sound couplings. The main goal of this
method is to obtain data describing how a group of people
associate instrumental movements to certain musical sounds
and observe shared and individual features of this move-
ments. This data can be seen as a snapshot of the ecological
knowledge that a group of individuals has of certain action-
sound couplings related to the musical instrument they are
‘performing’ the sound stimuli with. Rather than perform-
ing statistical analyses aimed at corroborating a hypothesis
or exploring recurrent patterns in music-related movement,
here the data is used for defining movement-sound map-
pings that take advantage of specific information regarding

how a group of people embody clarinet performance move-
ments. Unlike the research carried out by Godøy et al. [13],
non-experts also use a real instrument. This is done in order
to obtain movements that are constrained by the physical
a↵ordances of the clarinet.

Still, the purpose of this method is not to substitute in-
teraction design choices based on intuition with decisions
informed by quantitative data. Rather, these techniques
are aimed at providing a method for interpreting and utilis-
ing movement information for musical interaction. In fact,
this approach may also be used in conjunction with other
mapping strategies. To attempt an analogy with common
electronic music production techniques, this method can be
seen as a way of sampling movement knowledge from a group
of individuals. This information can then be manipulated
and repurposed, as it is common practice with audio sam-
ples. The size and composition of the group this informa-
tion is sampled from can also be considered a factor that
can be deliberately manipulated by the composer. For ex-
ample, one might be interested in working with movement
data collected from a small group of individuals of specific
ethnicity, gender, age group, etc. as opposed to analysing
large databases that describe movements of a vast popula-
tion. This method aims at preserving and exploring vari-
ability, and is influenced by human-centred approaches to
machine learning [10]. The following sections describe how
to implement the method, which is informed by interdisci-
plinary scientific studies and designed to serve artistic and
interaction design purposes.

3. DESIGN OF SOUND STIMULI
The set of sound stimuli to present to the participants dur-
ing data collection is designed by the composer/performer
by recording and editing sequences of synthesis parameters.
Playing back these sequences allow the physical model to
generate the desired sound.

In this implementation, the sound stimuli were designed
and synthesised using a flute model algorithm based on
waveguide synthesis [24, 23]. It was originally designed
by Bessell [1] and used in his piece Ophidian. Parameter
sequences were deliberately designed to obtain some exam-
ples of various articulations that can be achieved using the
flute model. It should be noted that obtaining sounds that
closely resembled those produced by a real flute was not our
goal. Rather, we aimed at obtaining sounds that preserve
some timbral qualities of wind instruments but go beyond
what a conventional wind instrument can achieve in terms
of pitch, tone, and dynamics.

The sound stimuli were synthesised in Max. Nineteen
parameters of the physical model were exposed for control,
therefore each sound sequence is made up of nineteen pa-
rameter envelopes. The audio output of the physical model
and all the synthesis parameters were recorded in separate
tracks of a MuBu container [11] and then saved as SDIF
files. Doing so allows re-synthesis of the stimuli in real time
using the parameter data and storing recorded audio for
reference. Six stimuli of length between 10 and 28 seconds
were eventually selected.

It is worth mentioning that di↵erent strategies can be
adopted to record the synthesis parameters of the stimuli:
from manually designing each parameter envelope with a
graphical editor to using other controllers to perform and
record parameter modulations.

4. MULTIMODAL DATA COLLECTION:
MATERIAL AND METHODS
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Figure 2: Multimodal configuration: locations of the rigid
bodies and the Myo sensor armbands. The clarinet was
fitted with three single markers and then defined as a single
rigid body with the pivot point at the centre.

Once the parameter sequences for the synthesis of the stim-
uli are defined, individuals from a group are asked to mime
a performance of each sound using the musical instrument
of choice. Motion, IMU, and EMG data is recorded during
each trial. This produces a multimodal database contain-
ing data describing the performance movements each par-
ticipant associated to each stimulus aligned to the synthesis
parameters used to generate the sound.

4.1 Apparatus
The movement of the participants were recorded using a
multimodal set-up involving a six-camera optical motion
capture system (OptiTrack Flex 3) and two Myo sensor arm-
bands. The motion capture system was used to track seven
rigid bodies, each one constituted by three or four reflective
markers. The locations of the rigid bodies were as follows:
head, left upper arm, right upper arm, left hand, right hand,
sacral wand (hips), and clarinet (see Fig. 2).
The 6 Degrees of Freedom (6DoF) data (3D position coor-

dinates and orientation quaternions) was streamed to Max
via Open Sound Control (OSC) using a custom MATLAB
script. The participants also wore two Myo armbands, one
on each forearm. The devices streamed IMU/MARG 9DoF
data and EMG data over a dedicated OSC port. The IMU
data is constituted by 3D acceleration, 3D angular velocity,
and 3D orientation Euler angles, while the EMG data has
eight channels per armband. The sound stimuli were re-
synthesised in real time during the recording session using
the previously recorded parameters and were played back
via a pair of Genelec 8020C loudspeakers.

4.2 Task and Data Collection Procedure
Each participant was informed about the purpose of the
data collection and asked to wear the Myo armbands and
the rigid body markers as described in section 4.1.
The participant was then given a clarinet fitted with three

reflective markers and with the reed removed. The em-
bouchure of the clarinet was protected with a layer of food
grade cling film, which was replaced after every individual
session. This was done for hygiene purposes and in order to
allow each participant to comfortably use the embouchure.

For each of the six stimuli, each participant was first asked
to carefully listen to the sound and imagine the movements
they would do if they were to perform that sound using
the clarinet. This listening phase could be repeated how-
ever many times the participant wanted. The participants
were allowed to rehearse the movements while listening to
the sound in order to find the movements and actions that,
in their opinion, best matched the idea of performing that
sound using the clarinet. After having su�ciently famil-
iarised with the sound and decided the movements, the par-
ticipant was asked to mimic a performance along the sound
for three times. Participants were also instructed to per-
form each stimulus consistently (i.e. trying to perform the
same performance movements they devised during the lis-
tening phase the best way they can throughout the three
takes). In order to help the participant to start the perfor-
mance synchronised with the sound, each stimulus playback
was introduced by a four-beat count in at 120 bpm tempo.
During each take, all the data from the rigid bodies motion
tracking and the EMG and IMU data of the Myo armbands
were recorded in a single, multitrack MuBu container in
Max. The synthesis parameters and audio of each stimulus
were also recorded in the same container synchronously, and
so was the click track that produced the count in before the
stimulus. Sensor and control parameters were sampled at
50 Hz, while audio at 44.1 kHz. All the performances were
also filmed using a Canon DSLR.

4.3 Participants
Eight participants took part in the data collection phase of
this project (7 male, 1 female, aged 24-53, average age: 31,
SD of age: 9.0), which took place at the ICCMR Studio,
Plymouth University, in June 2016. All the participants
had some musical background.

It this important to point out that in this context whether
the sample is representative of a larger population is not of
major concern. In fact, as pointed out in section 2, select-
ing a biased sample could be done deliberately in order to
obtain datasets that yield peculiar mappings.

5. DATA PROCESSING AND
DISTANCE MEASURE

Following the data collection phase, the content of the mul-
timodal database is processed and analysed. This section
describes the steps necessary to represent the performance
movements for each sound stimulus as a point in a feature
space. This is done by selecting and extracting motion fea-
tures from the data and adopting a distance measure to
locate each trajectory on the feature space. The distance
relationships between all the movements the participants
performed in response to a single stimulus define a map: a
gestural topology of the movement reactions to that sound.
This representation is useful to understand di↵erences and
similarities between each performance in relation to the se-
lected features. Points clusters in regions of the feature
space would indicate that a group of participants have per-
formed similar movements, whereas outliers might suggest
a more idiosyncratic performance.

5.1 Feature Selection and Extraction
We then selected the locations of the body and the motion
features on which we wanted to focus on for creating the
mappings for real time performance. In this implementa-
tion, the features selected are the Quantity of Motion of
the clarinet rigid body and the envelope of the mean abso-
lute value of the right arm EMG data.

Quantity of Motion (QoM) is a motion feature widely
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used in the study of body movement in music [14] and it
is also employed for detecting a↵ective states and emotion
[20]. Fenza et al. [5] define Quantity of Motion (QoM) as
the sum of Euclidean distances between successive points in
a time window. Rotation angles can also be considered in
order to obtain a descriptor that takes advantage of 6DoF
information:

6DoFQoM(t) =
N�1X

k=0

�1 | kqt�kk � kqt�k�1k | +

+�2 | kpt�kk � kpt�k�1k |

(1)

where kqk is the norm of the orientation quaternion, and
�1 and �2 are weights to balance the contributions of trans-
lational and rotational motion data. The values for each
frame are summed over a time window of length N sam-
ples.
The EMG feature used in this implementation is the mean

of the absolute values of all the eight EMG channels of the
armband. This value can be considered an index of the
overall muscular activity in the forearm. It is calculated as
follows:

MAV = 1/N
NX

k=1

|Xk|. (2)

X is the vector with the EMG data and N is equals to
the size of X, which in this case is equal to 8 since the Myo
has eight EMG channels.

5.2 Distance Measure and Feature Space
A distance measure needs to be adopted in order to locate
each performance in a two-dimensional feature space defined
by the selected features. We used Dynamic Time Warping
(DTW) to measure the distance between the feature vectors
of each take. DTW returns the smallest distance between
trajectories if warped, therefore it accounts for the fact that
sequences might shift slightly forward or backward in time.
It is widely used for time series analysis and classification
tasks [22, 21] and for real-time gesture recognition [9].
As described in section 4.2 above, the participants per-

formed along each stimulus three times. Fig. 3a shows the
locations in the feature space of all the performances along
stimulus 5. The locations of the points were obtained by
placing the mean of all the performances at origin of the
axes and using DTW to calculate the distances of each point
from the mean. In Fig. 3a, the trials performed by the same
participant are displayed with the same colour. By connect-
ing the respective takes and filling the resulting triangular
area we obtain a visual representation of the consistency
of each participant across the three trials. The circle in-
side each triangle is the centroid obtained by averaging the
locations of the three performances. Areas of the feature
space with higher concentration of points suggest shorter
distances between participants and therefore more similar-
ity in the selected features.

6. TOPOLOGICAL REPRESENTATION
AND SYNTHESIS OF TRAINING DATA

Van Nort et al. [26] describe the topological perspectives
of adopting a holistic conceptual approach to mapping be-
tween control and sound parameters. In particular, they
focus on “functional properties related to a mapping’s geo-
metric and topological structure in the case of continuous,
many-to-many mappings”. Rather than focusing on the in-
terconnections between individual parameters, a functional
view of parameter mapping is concerned with the structural
properties of the set of input and output parameters. These

properties determine a mapping topology, which defines“the
nature of the continuity, connectedness, and boundary defi-
nition in the mapping association (or associations) between
control and sound sets.” [26, p. 7].

In this case, the topology defined using the distance mea-
sure described in the previous section is used to synthesise
the training data for the machine learning model that will
be used for real-time interaction. In order to represent each
participant as a single point in the feature space, the fea-
tures describing the three performances along the stimulus
were averaged. The resulting time series and corresponding
distances in the feature space are exported from MATLAB
and loaded in Max.

Using the radial basis function interpolation [8] Max tool
RBFI, each participant is represented as the centre of a
Gaussian kernel [18] in the feature space. The largest graph
on the top left corner of Fig. 3b shows the Gaussian ker-
nels obtained from the same data used to plot the triangles
shown in Fig. 3a. Each point in this feature space corre-
sponds to a temporal feature set obtained by continuously
interpolating between the features extracted from the per-
formances of the participants. This is done by using the
distances from the selected point to calculate the contri-
bution (weight) of the feature set of each participant at
that point of the feature space. The two graphs on the left
(blue and red) show the interpolated features corresponding
to the point in the feature space selected using the cursor
(white cross).

From a practical point of view, this interactive display
of the data allows to intuitively create a feature set that
can be used in conjunction with the synthesis parameters
of the stimulus to train a machine learning model for real-
time interaction. Displaying the data of each participant
as a location in a feature space has the purpose of com-
municating certain topological qualities of the data. The
distance relationships between the Gaussian kernels give
higher-level information about how the participants moved
to the sound that is useful for defining the interaction. For
example, placing the cursor close to a cluster with several
participants would result in training data that is closer to
how the participants in that cluster performed along the
stimulus. From this perspective, clusters can be consid-
ered as di↵erent ‘styles’ of performance movements along
the same sound stimulus. Positioning the cursor away from
clusters and closer to outliers would instead result in train-
ing data that is more idiosyncratic: representative of how a
single individual reacted to and performed along the sound
stimulus. Clusters – on the other hand – suggest that a
group of participants performed the sound stimulus with
a movement that has certain shared features. Ostensibly,
moving closer to a highly-populated cluster would result in
training data that would produce mappings that are more
transparent and intuitive for the population of that clus-
ter. Conversely, data closer to less populated areas and
outliers would instead lead to less predictable interactions.
However, the characteristics of the resulting mappings also
depends on the chosen features and the machine learning
algorithm used.

7. INTERACTION MODEL AND PERFOR-
MANCE

The data generated by selecting a point in the feature space
paired with the synthesis parameters of the corresponding
sound stimulus can then be used to train a machine learn-
ing model for real-time interaction. Various algorithms can
be adopted to do this. Some of the established supervised
learning methods that make use of multiple examples to
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Figure 3: (a) Two-dimensional topological representation of the performances along stimulus 5. The vertices of each triangle
correspond to the three performances of each participants. (b) Screenshot of the user interface in Max. Each Gaussian kernel
in the RBFI graph (left) corresponds to a participant. The location of the kernels corresponds to the location of the triangles
of the same colour in Fig. 3a. The white cross is the cursor used to select a point in the feature space. The two graphs on
the right side show the interpolated features corresponding to the selected point.

recognise gesture classes are based on Hidden Markov Mod-
els (HMM) [16] and Support Vector Machines (SVM) [19].
In particular, hybrid methods based on gesture templates
and statistical recognition are employed for real-time con-
tinuous control using a limited number of training sam-
ples [2].
Machine learning is also widely used for implementing in-

teractive approaches to gesture-sound mapping. Fiebrink
et al. [6] use supervised learning to build a training dataset
from the gestures users perform along a musical score. Carami-
aux et al. [3] use a perception-action loop as a design prin-
ciple for gesture-sound mapping in digital musical instru-
ments. Françoise et al. [7] employ HMM to conjointly model
control and synthesis parameters.
In this instance, we used the Max implementation of the

Gesture Variation Follower (GVF)1 [4]. The training data
obtained with the procedure described in the previous sec-
tion is used as a gesture template for GVF. In performance,
the two features used for analysing the movements of the
participants are calculated in real time and fed to GVF. The
synthesis parameters that produced the stimulus the partic-
ipants performed along to are loaded in the physical mod-
elling patch. During performance, the GVF continuously
outputs the temporal alignment with the gesture template.
This information is used to move through the temporal di-
mension of the synthesis parameters of the sound stimulus,
thus mapping the movements of the performer to sounds
generated by the physical model.
For this implementation, GVF was chosen over other al-

gorithms because – by modelling the temporal information
of the gesture template – it is able to detect when the move-
ment described in the template is performed backwards.
Moreover, it allows for continuous interaction with the phys-
ical model without needing to define the beginning and end
of a gesture. These characteristics allow us to obtain di↵er-
ent sounds and articulations by interacting with the synthe-
sis parameter space defined by the sound stimulus. Gesture-
sound mapping can be easily redefined by repositioning the
cursor on another region of the topological representation
and generate new training data. This allows to interac-
tively explore the di↵erent mappings that the feature space
defined by the movement of the participants a↵ords.

1
https://github.com/bcaramiaux/ofxGVF

The sound palette can be expanded beyond what can be
achieved using the parameters of a single sound stimulus.
This is done by repeating the procedure described in this
and the previous sections for the other stimuli, thus generat-
ing additional templates for GVF paired with the synthesis
parameters of the corresponding stimuli.

In performance, the amount of rigid bodies and sensor
armbands worn by the performer can be reduced to the
ones that are necessary for extracting the selected motion
features in real time. This results in a less cumbersome
performance setup. For performing with the two features
selected in this example, only the right Myo armband and
the clarinet’s rigid body markers would be necessary. How-
ever, the data from the other rigid bodies and sensors is not
superfluous, as it can be stored and used for other compo-
sitions based on the same instrument family and for gener-
ating other mappings based on other motion features and
locations of the body.

8. DISCUSSION
The motion features selected for the clarinet example are
relatively simple. Using more sophisticated features and
more complex synthesis engines could in principle lead to
more complex motion-sound interactions. The same proce-
dure can be applied using features that involve more body
locations or full-body motion descriptors. This implemen-
tation is limited to two features also for usability purposes.
This allows for a clear representation of the performances
in a two-dimensional feature space and a simple graphi-
cal user interface can be employed to select a point in the
topology and generate training data. Working with three or
more features is also possible, in which case a di↵erent way
of presenting the topology of the performance data should
be adopted. A 3D representation is certainly a straight-
forward solution but more complex, multidimensional rela-
tions could be represented using alternative methods such
as topological networks [17]. We have described an instance
were marker-based motion capture is used. However, the
method is hardware agnostic, and can be implemented also
using cheaper and more portable sensor technologies.

If movement a↵ects our experience of music and therefore
can be used as a musical feature, data describing music-
related movement contains information that can aid musical
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composition and performance. This method was designed to
harness multimodal data sets to generate sonic interactions
based on shared embodied knowledge.
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ABSTRACT
ChuckPad is a network-based platform for sharing code,
modules, patches, and even entire musical works written
on the ChucK programming language and other music pro-
gramming platforms. ChuckPad provides a single repos-
itory and record of musical code from supported musical
programming systems, an interface for organizing, brows-
ing, and searching this body of code, and a readily accessi-
ble means of evaluating the musical output of code in the
repository.

ChuckPad consists of an open-source modular backend
service to be run on a network server or cloud infrastructure
and a client library to facilitate integrating end-user applica-
tions with the platform. While ChuckPad has been initially
developed for sharing ChucK source code, its design can ac-
commodate any type of music programming system oriented
around small text- or binary-format documents. To this
end, ChuckPad has also been extended to the Auraglyph
handwriting-based graphical music programming system.

Author Keywords
ChucK, computer music programming, social coding
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1. INTRODUCTION
ChuckPad is a network-based platform for sharing code,
modules, patches, and even entire musical works written
on the ChucK programming language [17] and other music
programming platforms. Overall ChuckPad has been cre-
ated to solve a number of goals. The first of these is to
provide a single repository and record of musical code from
supported musical programming systems, bring together the
miscellany of code spread variety of disparate online forums,
email lists, version control systems, tweets, and other mech-
anisms. The second is to provide an interface for organizing,
browsing, and searching this body of code. The third is to
provide a simple means of evaluating the musical output of
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code in the repository, without necessitating the installation
of new software or executing foreign and untrusted code.

To this end, ChuckPad consists of a modular backend
service to be run on a network server or cloud infrastruc-
ture and a client library to facilitate integrating end-user
applications with the platform. The server component of
ChuckPad is further divided into a core data management
layer, a web frontend for browsing shared code and integrat-
ing into conventional social media services, and a rendering
framework for producing fixed-media previews of code in
standard audio formats. The initial version of the client li-
brary has been developed in conjunction with miniAudicle
for iPad [14], an iPad-based editor for ChucK.

While ChuckPad has been initially developed for sharing
ChucK source code, its design can accommodate any type
of music programming system oriented around small text-
or binary-format documents. For instance, ChuckPad has
been extended to the Auraglyph handwriting-based graph-
ical music programming system [13]. A single instance of
the ChuckPad server backend can support multiple distinct
client applications and programming code languages, thus
providing a single nexus for storage and presentation of mu-
sical code, allowing users to share identity and login in-
formation for sharing multiple code types, and enabling a
single client application to access and utilize multiple code
types. At the same time, ChuckPad, as open-source soft-
ware, is designed such that it can be hosted independently
of the authors’ central public ChuckPad instance either as
a private service or as an alternative public host.

2. BACKGROUND WORK
Until recently, wide area network-mediated systems for mu-
sic programming have had a limited history. A number of
music programming systems use network-aware techniques,
such as Open Sound Control [19] or bespoke networking
protocols, in their basic operation on a singular computer.
These include SuperCollider [9] and ChucK [17], which, de-
spite built-in networking capabilities, have been relatively
rarely used for mediating wide-area performance or code
sharing. Impromptu [15] and JITLib [2] include explicit
support for synchronization over the network, with docu-
mented instances of performances utilizing these features.
The CoAudicle [18] and miniAudicle for iPad [14] presented
two environments for real-time collaborative programming
of music using ChucK. Lee and Essl describe a variety of im-
plementations and conceptual taxonomies for networking in
live coding [8]. In particular they describe music program-
ming frameworks that allow for networked code sharing,
including Gibber [12] and Sketchpad [1], which all feature
a real-time shared code editor, and their own extensions
to UrMus, adding shared program state and shared text
editing [7]. LOLC is a collaborative music programming
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system that synchronizes chat messages and programming
commands from distributed digital performers into a unified
performance dashboard [4]. Lich.js is a collaborative frame-
work for music programming based onWeb Audio, Web GL,
and other web technologies [10]. Crowd in C[loud] mediated
a real-time performance inspired by Terry Riley’s In C be-
tween many audience members through an online website
loaded onto their phones; various musical parameters of the
software on each phone was controlled by on-stage perform-
ers using JavaScript code [6].

Most of the efforts described above have focused on real-
time sharing of code. In the realm of asynchronous creative
code sharing, archiving, and long-term collaborative devel-
opment, Shadertoy is an online tool for developing, sharing,
and viewing audiovisual software written in the OpenGL
Shading Language [5]. sc140 compiled into an album a
number of SuperCollider programs, originally distributed
via Twitter and adhering to that service’s 140 character
limit for individual messages [16].

A number researchers have explored the nature of social
coding in general purpose programming frameworks. Dab-
bish et al. explored the effects of the social coding site
GitHub on collaboration, awareness, community, and self-
education in software development [3]. Pham et al. docu-
mented social practices developed by software creators on
GitHub [11].

3. DESIGN
At its core, ChuckPad is a server backend system structured
around individual document resources and an external in-
terface based on Representational State Transfer (REST).
ChuckPad does not actually care about the content within
a document resource; it is completely agnostic to the under-
lying file format, so it can easily store, for instance, ChucK
scripts, PureData patches, PCM audio files, or any other
type of singular document resource. For instance, while
miniAudicle for iPad stores textual ChucK code documents,
Auraglyph stores textual JSON files corresponding to its
own serialization format.

A few terms that will be used in describing the system
merit brief description.

• The ChuckPad server is the generic server component
of ChuckPad.

• The ChuckPad client refers to a generic client, a ref-

Figure 1: Browsing a list of recent documents.

Figure 2: Uploading a new document.

erence client, or the application-agnostic client-side li-
brary (exactly which can be inferred from context but
is generally not significant in this discussion).

• A ChuckPad client application is a specific client
implementation of the ChuckPad, for instance, mini-
Audicle for iPad. A client application typically builds
on the generic client-side library, but will not usually
need to customize the ChuckPad server component.

• A ChuckPad document resource is an instance of the
thing being stored, e.g. a ChucK script, an Auraglyph
patch, etc. The exact nature of the document resource
will obviously vary depending on the client applica-
tion, but in general the generic ChuckPad client and
server components will not need to concern themselves
with these details.

Each document resource is ascribed to the user who up-
loaded it, and ChuckPad also tracks metadata such as a
title, description, time and date of creation, and time and
date of last modification. Arbitrary unstructured metadata
can also be stored with each document. This is intended
for client applications who need to store additional meta-
data with document resources that is specific to a partic-
ular client application. For instance, Auraglyph uses this
to store a visual description of Auraglyph programs that is
displayed to users while they are browsing a list of programs
available on the service. ChuckPad also tracks how many
times each document reosurce has been downloaded, which
is used as a rough popularity metric.

A ChuckPad user is able to browse the repository of
ChuckPad scripts through several filters. A “Popular” filter
lists documents in order of recent popularity and a“Recent”
filter lists in descending order of creation date (Figure 1).
The “Documentation” filter shows documentation and ex-
ample code and “My Scripts” shows the users own scripts
they have uploaded if they are logged in. A typical client
application will allow the user to select which filter they
would like to explore and then pull the list of documents
corresponding to that filter from the server. Management
of how each list is formed and what documents are in each
list is handled by the server and is not dependent on the
actual format of the document.

After the user selects a document, the client application
then downloads the full contents of the document and loads
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Figure 3: The ChuckPad technical architecture.

that for viewing and execution. Through the editing func-
tions of the client application, the user can also change the
downloaded script to experiment with different modifica-
tions. These modifications can’t be saved to the original
base document, but the user can duplicate the document
and upload the modified version under their own account.
If a user determines that a document is somehow abusive—
for instance, it intentionally attempts to crash the client
application or to access unauthorized local resources—they
can mark it as such, which will cause the server to flag the
document for review by the server administrators.

A user who has logged in through the client application
can upload documents that will be associated with their
account (Figure 2). Users who do not have an account or
are not logged in cannot upload documents. Before up-
loading, the client application can allow the user to change
the document title and add a text description. A client
application should typically also perform some degree of in-
tegrity checking on the document before uploading it; for
instance, miniAudicle for iPad ensures that ChucK scripts
compile without errors before uploading them. Newly up-
loaded scripts will automatically be added to the global doc-
ument repository, immediately showing up in the “Recent”
filter and the user’s “My Scripts” filter. When uploading,
the client application can also indicate if the document was
derived from another document in the service and, if so,
which document. This parent–child relationship between
uploaded documents is tracked by the server, although it is
not displayed in client applications or the web-based fron-
tend (we believe it may be useful in the future for analyzing
the relationships between code documents and displaying
these analyses to users). Users have the option to create a
new login username and password through the client appli-
cation, or to sign in with existing credentials.

A single ChuckPad server can host file types that are asso-
ciated with more than one client application. For instance
the ChuckPad server can currently host ChucK files and
documents for the Auraglyph programming environment.
A client application can choose which document types it
wishes to access, and can display and work with multiple
document types if it is capable of doing so. User iden-
tity extends to the entire server, so a single username and
password will work for any client application and document
type that uses the same backend host. Currently, Chuck-
Pad has been extended to support both ChucK documents
and documents for the Auraglyph handwriting-based audio
programming environment.

The web frontend of ChuckPad is designed to be a com-
pletely frictionless experience for a person looking to explore
the data that exists on the ChuckPad server. Users visit-
ing www.chuckpad.io can access the same library of data a
user using a ChuckPad client can, but can do so without
installing any additional software on their device. The only
requirements to fully take advantage of this medium is a
web browser capable of displaying HTML and playing AAC
files—assumed capabilities on any modern web browser.

To make this web experience truly complete for a user,
the web frontend coordinates taking a document resource,
rendering it to fixed media, and playing the output to the
user. User browsing ChucK patches on www.chuckpad.io
can see a list of patches uploaded by users and for each
patch, can play an audio preview of that patch. This allows
a user to listen to a ChucK patch on their computer without
ever compiling or running a single ChucK file. This site also
links to miniAudicle, which allows users to modify and run
patches locally. This lets curious would-be creative coders
experience ChucK easily.

4. IMPLEMENTATION
Figure 3 illustrates the backend architecture of ChuckPad.
The ChuckPad server is written in Ruby with the Sinatra
framework, which provides a very lightweight scaffold for
building web-based systems. Data is stored in a PostgreSQL
database. miniAudicle and Auraglyph allow patch data (i.e.
the main document resource and auxiliary metadata) to be
20 KB in size.

The primary roles of the ChuckPad server are user man-
agement, patch management, and the web frontend. The
user API allows for creating users, logging in, logging out,
and resetting passwords. The patch API allows for put op-
erations like creating patches, updating patches, and delet-
ing patches. It also support operations like getting recent
patches, documentation patches, a user’s own patches, and
a list of patches for any user. Patches can also be set to hid-
den which makes them invisible to all users except the user
who created the patch; this functionality can be leveraged
for users to upload a draft of a patch that they do not wish
to publish yet. Later on, a user can update a patch to be
visible to all users. Patches reported as abusive attach the
abuse report count to their metadata and this is returned
in all requests so client applications can proactively chose
to block showing those patches.

The ChuckPad server allows supporting multiple client

239

www.chuckpad.io
www.chuckpad.io


applications. A user can log into different client applications
using the same credentials with a given server. Resources
uploaded from different apps are stored with an identifier
in the patches table; any patch requests from a ChuckPad
client properly associate with the type of resource that the
requesting app can handle. The benefits of a single server
supporting multiple client applications include the sharing
of user credentials, simplifying operations administration by
allowing maintenance of a single server for multiple applica-
tions, and allows for cross-promotion of client applications
using the server.

The ChuckPad ChucK Renderer is a Docker image that
configures a Linux operating system to run a simple render-
ing server. This image includes both ChucK and general-
purpose audio encoders. The server can receive code, com-
pile it with ChucK, and output the audio result to a WAV
file. Using FFmpeg the WAV files are converted to AAC
files, reducing the file size while maintaining audio quality
losses within acceptable levels. The renderer also hashes
all source code and stores that information alongside the fi-
nal AAC output; when a request that has been synthesized
already hits the renderer, the server is able to simply and
quickly serve the AAC output.

5. CONCLUSIONS
ChuckPad is a tool to allow ChucK programmers to easily
archive and share their software written in ChucK, and to
browse shared programs written by others. Its goals are
to promote dissemination of interesting ChucK code, pro-
vide resources for learning about and experimenting with
ChucK, and build a community around the sharing of cre-
ative code. ChuckPad’s modular open-source architecture
facilitates the creation of similar services for other program-
ming languages and tools.

The source code for ChuckPad is available online at the
following URLs:

• Core ChuckPad server component: https://github.
com/markcerqueira/chuckpad-social

• ChuckPad renderer: https://github.com/markcerqueira/
chuck-renderer

• ChuckPad iOS Client Library: https://github.com/
markcerqueira/chuckpad-social-ios

5.1 Future Work
The authors have considered a number of features that
can be added to enhance the social experience of Chuck-
Pad. The ability to follow users, rate patches, comment
on patches, and personalize feeds of code could further en-
hance the sense of community around the content being
produced and curated. Future development on the back-
end infrastructure could add support for additional client
applications as well as multi-file support, allowing for more
elaborate (and modular) ChucK programs.
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ABSTRACT
Tabletop role-playing games are a collaborative narrative
experience. Throughout gaming sessions, Ambient music
and noises are frequently used to enrich and facilitate the
narration. With AmbiDice we introduce a tangible inter-
face and music generator specially devised for this applica-
tion scenario. We detail the technical implementation of the
device, the software architecture of the music system (Am-
bientMusicBox) and the scripting language to compose Am-
bient music and soundscapes. We presented AmbiDice to
experienced players and gained positive feedback and con-
structive suggestions for further development.

Author Keywords
Generative Ambient Music, Tangible Interaction

ACM Classification
H.5.5 [Methodologies and techniques] Sound and Music
Computing, H.5.2 [Human computer interaction (HCI)] In-
teraction devices.

1. INTRODUCTION
Tabletop role-playing games are a form of collaborative
games. Each participant represents a character within a
fictional story world. Their actions take place within the
boundaries of a formal rule system. This leaves room for
improvisation, constantly influencing the direction the game
takes. The story is narrated by the moderator (game mas-
ter) through speech. To enrich this experience, many game
masters compile a selection of musical pieces to be used as
background ambience during the game. Music serves a sim-
ilar purpose as it does in films and video games. It supports
storytelling, immersion, dramaturgy, and the emotional ex-
perience.
This music is mostly taken from film scores or free mu-

sic archives. In recent years, some role-playing systems and
adventures are accompanied by music that is specifically
composed for them, e.g., for the Dungeons & Dragons sys-
tem [8] and some Dark Eye adventures.1 In terms of mu-
sic interaction, the game masters simply navigate through
playlists. Some dedicated projects o↵er not just the music
for particular types of scenes but also ambient noises and

1https://dsa-soundtracks.bandcamp.com, last access:
Jan. 2017.
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mixing tools.2 All these tools require the presence of a CD
player, laptop computer, smartphone, or media player on
the table—tools that often do not fit to the scenario of the
role-playing game. They are, hence, detrimental to immer-
sion and are additional e↵ort for game masters. This lead us
to considering the dice, which is the primary tool in most (if
not all) role-playing games, as musical control mechanism.
Rolling the dice is often the trigger for narrative events, the
success or failure of player actions, and, hence, as closely
related to the storytelling as the music.

A considerable amount of research on computer games
can be found in the NIME context, such as [10, 17, 24].
However, traditional board or pen-and-paper games are
rarely addressed. Reunion2012 [21] and “Music for 32 chess
pieces” [18] generate music based on the game of chess in the
context of concerts, improvisations and interactive installa-
tions. In this paper, we explore how a musical interface can
support tabletop role-playing games. For this purpose, we
introduce AmbiDice, a 12-sided dice with integrated elec-
tronics. It controls a specially devised ambient music gen-
eration engine called AmbientMusicBox. This engine runs
on a regular computer that outputs the music and remains
hidden in the background.

2. RELATED WORK
Extended Board Gaming

Tangibles have been used in augmented reality and interac-
tive tabletop games. The survey by Thomas [20] provides
an overview of augmented gaming, covering both academic
and commercial developments. One of the first tangible
augmented reality games was PingPongPlus [13], that uses
multiple microphones beneath a ping pong table to localize
the impact of the ball. Games such as Jumanji Singapore
[25] or the game by Ulbricht and Schmalstieg [22] use aug-
mented reality technology but the interaction paradigm is
clearly influenced by traditional board and pen-and-paper
games: The players sit or stand around a common playing
area and use game pieces or dices. However, tangibles in
augmented reality gaming can also be used for less tradi-
tionally inspired gaming concepts. Ninja on a Plane [7],
for instance, lets the player guide a ninja downwards from
an initial high position by using boxes or other real-world
objects to build a sequence of planes that the ninja can
climb down. In interactive tabletop games, tangibles have
been used as (passive) game pieces that are tracked with
fiducial markers, e.g. Weathergods game [2]. More complex
tangibles are featured in the flipper game pOwerball [6] or
in Dragon’s Cave [16], a game based on the Dungeons &
Dragons role-playing game series.

2http://tabletopaudio.com, https://battlebards.com/
http://asoftmurmur.com, last access: Jan. 2017.
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Tangible Music Selection

Tangible music selection interfaces have been describe in
literature, e.g. the Tangible jukebox [9] or the Music Wall
[12]. The most similar system to that proposed in this paper
is the MusicCube [1] system, which lets the user play, change
playlists, pause, scroll, change volume and shu✏e with a
cube-shaped tangible that features a scroll wheel similar
to that which was used by the iPod. In contrast to these
related approaches, we concentrate on the application area
of tabletop role-playing games.

Ambient Music

One of the most frequently referred narrative functions of
game music is the mediation of a scene’s mood to the play-
ers. This links directly to the genre of Ambient music. Mu-
sic of this genre is capable of establishing and maintain-
ing “a single pervasive atmosphere” by “non-developmental
forms, regularly or irregularly repeating events or cycles of
events, modal pitch-sets, choice of a few limited parame-
ters for each piece, and a pulse that is sometimes uneven,
sometimes ‘breathing’, and sometimes nonexistent” as Eric
Tamm summarizes his analysis of Brian Eno’s Ambient mu-
sic [19]. Holmes characterizes the whole genre as follows “If
there is a unifying element in all ambient music it appears
to be a continuity of energy that enables a suspension of
tension. Like minimalism, contemporary ambient music of-
ten relies on a persistent rhythm and slowly evolving wash
of sound textures.” [11] Many Ambient compositions do
not even rely on repetition. They constantly vary, move
around, but never leave their character of expression. The
impression of timelessness in many Ambient compositions
is reinforced by sonic properties.

1. Sounds with bell-like amplitudes (piano, vibraphone,
harp, bells etc.), i.e. with a percussive attack and very
long release phase, seem to endlessly fade away. These
mostly arpeggiate more or less randomly over the un-
derlying pitch-set.

2. Pad sounds (choir, strings, synth pads etc.) with
smooth attack and release phases serve mostly as
chordal instruments.

3. Ambient noise (nature, urban, synthetic) occur less
frequent. In the gaming context this is the virtual
scene’s soundscape.

Nonlinear Game Music Technologies

A role-playing session is nonlinear. The progress of an in-
teractive scene isunpredictable. How long does a situation
last? Music has to wait that same period. Which direction
does the story take? Music has to follow. These opposing
claims are commonly accomplished by two types of music
arrangement, sequential and parallel.
The concept of sequential arrangement constantly reor-

ganizes a sequence of musical snippets according to the in-
teractive context. Its root lies in the classic musical dice
games [14]. A famous implementation is the iMuse engine
[15]. Parallel arrangement works with the dynamic mixing
of a multitrack recording. The audio tracks present di↵er-
ent musical material for di↵erent interactive situations and
are combined by fading. Parallel composing is a subspecies
of this concept. Here, playback jumps dynamically between
di↵erent parallel audio tracks [23]. Approaches that com-
bine both arrangement concepts are presented in [5].
Further approaches to dynamic music are variation of the

expressive performance (tempo, dynamics, articulation),
variation of music on a compositional level (melody vari-
ation, reharmonization) and algorithmic composition [3, 4].

Figure 1: AmbiDice is 3D printed and equipped

with electronics (diameter ⇠ 17 cm).

Regarding Ambient music, the latter approach is at hand.
Simply put, changing the parameters of a realtime music
generation will change the music created by it.

3. THE DICE
AmbiDice consists of two separate parts: the dice with its
built-in electronics (see figure 1) and a Java-based server.
Data acquisition is based on an ESP8266 microcontroller
that is Arduino/C++ compatible and has WiFi functional-
ity on board. In order to detect the upwards facing side of
the dice, an accelerometer connected via I2C is used.

The user can connect to a WiFi access point that the dice
provides. The raw sensor values are then transmitted to all
connected clients as broadcast UDP packets. These mes-
sages are received by the server software on the connected
computers which then compares the received 3d vector with
12 reference vectors (one for each face) and calculates the
correct orientation by maximizing the cosine similarity over
all faces. False calculations that might appear during the ac-
tual throw of the dice are e↵ectively minimized by averaging
the incoming 3D vector over multiple sensor values. Once
the upward pointing face is determined, the corresponding
method in the AmbientMusicBox is executed.

4. AMBIENT MUSIC GENERATION
Audio output is generated by AmbientMusicBox, a self-
contained software written in Java. It is responsible for
both, reatime music generation and ambient noise mixing.

4.1 AmbientMusicBox Architecture
The sound synthesis of AmbientMusicBox utilizes the JSyn
audio synthesis library. 3 The AmbientMusicBox API is
designed for simple integration into other software projects.
The system architecture and API is shown in figure 2.

Applications load music scripts (XML files), trigger play-
back and recording, and adapt multi-channel mixing. Three
types of channels are implemented: realitme synthesis chan-
nels, audio file channels (e.g. for playing back prerecorded
ambient noises), and a specialized wind synthesis channel (a
frequently used ambient noise; di↵erent types of wind/storm
can be achieved by its parameters howlStrength and howl-

Speed). Under the hood works a sequencer that reads and
performs the music scripts in realtime, controls the mix of

3https://github.com/philburk/jsyn, last access: Jan.
2017.
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Instrument Patches
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Instrument Patches

E↵ects Patches

E↵ects Patches

E↵ects Patches

Figure 2: The AmbientMusicBox architecture.

all channels and accesses the sound synthesis. Jsyn’s real-
time scheduling mechanism is utilized to ensure that each
musical event is performed on time. AmbientMusicBox of-
fers a number of ready-to-use synthesis and e↵ects patches
(Java/JSyn classes). Developers may add further patches.

4.2 The Scripting Language
The AmbientMusicBox scripting language is an XML-based
format that lets the composers specify instruments, e↵ects,
audio files, wind synthesis, and assign them to mixer chan-
nels. It further o↵ers the routines to define the procedural
music, particularly dedicated to the peculiarities of Am-
bient music. The root node <music/> holds one or more
<voice/> elements that represent individual instruments.
The structure of a voice element is as follows.

<voice channelLeft="" channelRight=""
name="" instrument="" polyphony=""
fadeSpeed="" relativeMix=""/>

Each instrument and e↵ects patch can be set mono or stereo.
In case of a mono output the attributes channelLeft and
channelRight are replaced by attribute channel. Attribute
name specifies an id that can be used to address the voices.
Attribute instrument indicates the synthesis patch to be
used for this voice, polyphony specifies its polyphony, i.e.
the number of copies to be instantiated. With fadeSpeed

volume changes (usually triggered by the application) can
be ramped, relativeMix sets an initial volume gain (typi-
cally between 0.0 and 1.0). Each voice can have an optional
child element <Fx/> whose child element refers to an e↵ects
patch to be loaded and its initial parameter settings.
If instrument="wav", the only child element is <wav

uri="" loop=""/>. Attribute uri denotes a wave file to
be loaded. If instrument="wind", the only child element is
<wind howlStrength="" howlSpeed=""/>.
All other voices are synthesis instruments. Their child

elements (apart from Fx) are of type <variant name=""

relativeMix=""/>. Each variant defines a musical instance.
If the application calls play("Adagio"), all voices that have
a variant named "Adagio" will start playing it. Attribute
relativeMix sets the volume level of the voice for this vari-
ant. Besides the possibilities to set instrument and e↵ects
parameters, variants specify the music to be played, typi-
cally by defining sequences, such as the following example.

<sequence loop="inf" maxStartDelay.seconds="10">
<note pitch.midi="70" velocity="0.4"/>
<rest dur.seconds="4"/>
<note pitch.midi="75" velocity="0.3"/>
<note pitch.midi="71" velocity="0.5"

dur.seconds="25"
dur.variation="0.025"/>

<rest dur.seconds="4"
dur.variation="0.025"/>

</sequence>

If a variant contains more than one sequence, they are
all performed simultaneously. Attribute loop is set to a
non-negative integer value or inf to specify how often the
sequence repeats. This accounts for the typical approach
of composing Ambient music from event cycles. With at-
tribute maxStartDelay.seconds the beginning of this se-
quence can be delayed by a random float value not greater
than the given value (10 seconds in the above example).

The basic building blocks of sequences are note and rest

elements. Notes are specified by pitch and velocity. Dura-
tion is optional. For rests, duration is mandatory. Dura-
tions are specified in seconds. This seems unintuitive in a
musical context, but a peculiarity of many Ambient compo-
sitions is the absence of musical meter in a traditional sense.
Here, it is easier to work with absolute timing. Durations
may also be subject to random variation which is specified
by attribute dur.variation that defines a maximum vari-
ation radius (positive and negative). Further important to
have in mind is the fact that rests specify inter-onset inter-
vals. This means, the second and third note element in the
above example are played at the same time (as chord).

Sequences may contain further sequences. These can
be played in succession (by using rests) or simultaneously.
The fourth possible type of child elements in a sequence is
<procedure/> in one of the following three variants.

<procedure mode="random choice"/>
<procedure mode="permutation"

numberOfPermutations=""/>
<procedure mode="permutation sequence"

numberOfPermutations=""/>

They may contain notes, rests, sequences, and procedures.

random choice: preforms one of the child elements.

permutation: When the procedure is processed the first
time, the first child element is performed, next time
the second, and so on. When all are performed, the
given numberOfPermutations is applied to the series
of children and playback starts anew with the first.

permutation sequence: The procedure should have only
one child of type sequence. The first time the se-
quence is played as is. From then on, the given
numberOfPermutations is applied to all non-rest chil-
dren of the sequence before it is performed again.

4.3 Discussion
The scripting language comprises only relatively few very
basic building blocks with an accordingly low learning
hump. Through combination and nesting (e.g., proce-
dures within procedures) more complex mechanisms can
be created and a huge bandwidth of possibilities unfolds.
Nonetheless, the procedure formalism is a potential candi-
date for future extensions.

So far, we have prioritized absolute timing (in seconds)
over symbolic timing, such as musical meter or MIDI ticks.
This accounts for a peculiarity in many Ambient styles.
However, in other situations a clear meter is more useful.
The rhythmic coupling of multiple voices would be easier.
Advanced coupling mechanisms are a further candidate for
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future extensions, e.g. voices waiting for each other at cer-
tain synchronization points.
Finally, synthesis parameter automation (other than mix-

ing, pitch and velocity) is not implemented so far. A more
complex work with timbre requires specialized formalisms.

5. EXPERIENCES & FUTURE WORK
To get feedback on the AmbiDice system, we visited a local
tabletop role-playing game group. The group meets in two-
weekly intervals. During the first hour, before they start
playing, we presented the AmbiDice system and animated
a group discussion about the usefulness of the system and
possible new directions. Six players were present. Two of
them regularly act as game master.
Assessment: The players welcomed AmbiDice with

enthusiasm. Both game masters use music regularly in
their games. They usually prepare playlists on their lap-
tops and switch tracks in the media player. They would,
however, prefer using AmbiDice for music selection. All
players agreed that the new interaction is less distracting
and more adequate for the gaming context. The group was
interested to obtain an AmbiDice for their regular gath-
erings and asked for eventual plans to commercialize the
system or to open source the design. A 12-sided dice was
deemed optimal, 10 sides would also be acceptable while six
sides were deemed to be too little and too conventional.
Ideas and future directions: The size of a fist was

deemed optimal for dice rolling (e.g. to announce the re-
sult of a random encounter by dramatic or happy music)
while it is still big enough to indicate its special role. We
also discussed the technical setup. Instead of relying on
a laptop computer, the AmbiDice should ideally be either
a self-contained device with internal speaker or provide an
easy-to-use interface, to connect to smartphones (to prepare
the playlist) and Bluetooth loudspeakers.
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ABSTRACT
This paper describes the sound design for Bloom, a light and sound
installation made up of 1000 distributed independent audio-visual
pixel devices, each with RGB LEDs, Wifi, Accelerometer, GPS
sensor, and sound hardware. These types of systems have been
explored previously, but only a few systems have exceeded 30-50
devices and very few have included sound capability, and therefore
the sound design possibilities for large systems of distributed audio
devices are not well understood. In this article we describe the
hardware and software implementation of sound synthesis for this
system, and the implications for design of media for this context.

Author Keywords
distributed, internet of things, embedded audio

1. INTRODUCTION
This paper examines the use of sound in display systems that are
made of a large number of independent distributed pixel devices.
Research interest in distributed pixel systems is increasing but
their implementation and use are still at an early stage, and much
of the capability that has been shown is both low resolution and
demonstrative in nature. Few, if any, systems have demonstrated
the ability to produce sound and so research into sound design in
this context has been limited.

The accelerating decline in cost of the devices that make up these
systems have meant that the feasibility of the systems is no longer
prohibitive, and this lower cost has also meant that hardware for
other modalities can be included. As the ‘Internet of Things’ be-
comes more dominant [11], opportunities for deploying systems of
this nature will become more frequent. Including other modalities,
apart from the visual modality, will be a critical part of the evolution
of these systems both for sensing capability and display purposes.

In this paper we report on the creation of a system made up of
nearly 1000 distributed pixels all of which included audio capability
and hardware, and which were connected together on a wireless

Licensed under a Creative Commons Attribution
4.0 International License (CC BY 4.0). Copyright
remains with the author(s).

NIME’17, May 15-19, 2017, Aalborg University Copenhagen, Denmark.

Figure 1: Bloom installed at Kew Gardens, London.

network. Additionally, each device used a GPS sensor to be able to
sense its physical location, and in accelerometer reported informa-
tion about the motion. The system was installed at Kew Gardens
in London for a period of six weeks, and was experienced by the
public as part of the Christmas at Kew exhibition (Figure 1). This
system is one of the first of its kind (that we know of) and therefore
we encountered many challenges in designing for such a platform,
especially as concerns sound design for the platform.

This system poses several opportunities, but also some new de-
sign problems of some significance for the NIME community. It
mimics several theoretical/virtual approaches to musical composi-
tion and performance in a physical artefact that necessitates pro-
gramming for a distributed mode of experience, rather than as a
musical interface that maps musical intent to sound output [14,
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31]. This paper will focus on developing the design principles and
approaches and will seek to contrast this design context to typical
sound design frameworks, focusing on opportunities for artistic and
musical expression.

1.1 Existing research
Many authors have reported on projects that developed distributed
pixel systems and we will discuss a few examples of systems of
independent devices which are coordinated to communicate me-
dia of some type. A system for integrating a set of independent
devices into a display system capable of displaying images was
described by Sato et al. [25, 26] – it used a camera to calibrate the
position of each device and some careful choice of how to represent
the figure. Similarly, but on a larger scale, Seitinger et al. [29]
developed a set of 50 ‘urban pixels’, which were distributed and
independent of both power and network cables and were designed
to be positioned on buildings. They were controlled by either and
infrared flashlights or individual SMS control messages, allowing
interaction with their audience. Barker et al. [1] and Hauesler et al.
[12] focused on the development process and capabilities of firstly
‘Janus’ (a face-shaped facade of addressable pixels used to present
facial expressions), and then ‘polymedia pixels’, a system of net-
worked pixels. The work of SquidSoup, using 3-dimensional arrays
of thousands of individually addressable LEDs, has shown the po-
tential for volumetric displays to transform the experience of spaces
[24, 23], but has also incorporated programmatic media design for
novel installations. The PushPins project [7] was made up of a
set of small layered computing devices that could be pushed into a
‘power substrate’ made up of two layers of conducting material – a
type of conducting corkboard. They then formed a decentralised
network to become a distributed display system, without a central
controller. Paradiso et al. [20] went on to discuss Tribble, a system
of tiled computers that formed a sensate sphere, and Z-Tiles which
made up a sensate flooring system. Similarly, Junkyard Jumbotron
[3] showed how everyday display systems (mobile phones, TVs,
tablets) could be co-ordinated ad-hoc to become a composite dis-
play capable of displaying images on a larger scale. While Junkyard
Jumbotron used fiducial markers to encode location, orientation and
size on each display, Phone as a Pixel [28] achieved similar using
colour transitions.

With independence and portability comes the possibility of in-
teraction, with physical game based pieces being a particular area
of motivation. Fischer et al. [10] designed independent devices
with unique shapes that altered the way participants could inter-
act with them, and in Urban Musical Game by Rasamimanana
et al. [21] a ball was instrumented with an accelerometer, which
drove sonification algorithms in Max/MSP. Similarly, Distributed
Interactive Audio Devices [6] – distributed systems for interaction
with audio synthesis capabilities based on Raspberry Pi devices –
were designed to be physically handled and passed between partici-
pants that are part of an audience, and were also used to develop
simple musical games employing physical interaction [4]. The mu-
sical potential of mobile phones has also been a focus of research,
with the creation of several mobile phone ensembles – for instance
Schiemer’s [27] pocket gamelan work, and the work of Wang et
al. [33, 19] in establishing the MoPho mobile phone orchestra.
These research areas have been associated with interaction [8] and
localisation research [15] to investigate better sensing capabilities
that can be employed in such compositions.

Motility of displays is another area of investigation that is rapidly
evolving. For instance Kuznetsov and co-authors developed Wall-
bots, a system of robots that could traverse metal walls and surfaces
with their magnetic wheels, but also acted as display elements
and have senses for interaction [16]. The Spaxels system of Ars
Electronica Future Lab [13] has expanded to 100 quadrotor drones
outfitted with RGB LEDs, which are able to co-ordinate movements
to produce visual images and choreography in a three-dimensional
public arena, with ‘light-painting’ being a particular capability they

are able to demonstrated. On a smaller scale, the Pixelbots sys-
tem of small coordinated mobile pixels that has been developed
by Digurmati et al. [9], is an impressive display of how animation
of pixel-based images could be implemented. Merrill’s Siftables
are computers within tiles that implemented interaction systems
employing physical rearrangement interaction procedures as input
to [17]. While not independently mobile, they used careful sensing
of their physical position as a prime source of interaction input in
their applications. Each of these examples show how distributed
pixel systems, when each device has more output controls apart
from simply a visual outputs, gain many more capabilities and
configuration possibilities.

Many artists, such as Zimoun, Rafael Lozano-Hemmer, Nils
Völker or Anthony Gormley have created artworks that employ the
multiple as a central concern. For instance, Zimoun’s sculptures,
made up of cardboard boxes, DC motors and usually wire beaters
that together produce an imposing ambient noise texture rely on the
large number of elements in each work, and indeed many of the
work’s titles reference the number of elements involved. Völker’s
works, made up of groups of inflatable elements (usually plastic
bags, but also Hoberman spheres) draw attention to the relation-
ship between each of the elements, as they often seem to breathe
together. Anonymous has proposed ‘media multiplicities’, as a
term to describe these artworks and systems, which rely on the
multiple acting in coordination [5]. Generally these systems seem
to vary structurally along three main dimensions: a) heterogene-
ity vs. homogeneity, b) object vs. substrate, and c) composed vs.
self-organised. Understanding how these systems have autonomy
to rapidly shift along these axes helps decompose the possibilities
that exist for design and analysis of works of this nature.

Ambient visualisation devices [18] are closely related to the rise
of distributed pixel systems, as the devices performing the visu-
alisation are extremely similar in nature to the pixels that make
up a distributed pixel system. There has been a longer history of
investigation of ambient visualisation, and Tomitsch et al. [30]
summarised a proportion of this history in a taxonomy of different
ways in which ambient devices communicated data. Tellingly, of
the 18 systems that they investigated, only one of them used sound
as a display output. This is symptomatic of the larger deficit in re-
search on audio modality in new interfaces, with the visual modality
dominating for the majority. However, where ambient computing
devices have a range of interface possibilities, a distributed system
of thousands of similar devices has many extra capabilities made
possible by the co-operation of each of these devices.

Similarly the Internet of Things [11], made up of devices inter-
acting with wireless sensor networks, is still rapidly developing,
and many of the research areas it is made up of are under detailed
investigation. The precipitous miniaturisation of power sources and
of computer hardware that it has both benefited from and propelled,
are a crucial contributor to the possibility for distributed pixel sys-
tems. However, in a typical Internet-of-Things-type scenario, where
household appliances and devices coordinate and communicate their
actions, it’s hard to see how a typical visual display made up of a
grid of visual pixels, might be configured and indeed, the visual
modality relies on a high degree of attention. By comparison, the
use of audio devices as part of a distributed audio display system
would be quite feasible, and so it seems useful to consider sound
design for these devices.

1.2 Computer Music & New Interfaces
Design considerations for distributed pixel systems echo a lot of the
ideas of computer music composition and new interfaces for musical
expression. Digital musical instruments and mapping techniques,
spatial sound systems, granular synthesis, and wave field synthesis
are some of the critical areas relevant to sound design for this
system.

Mapping is a central concern for designers of musical instru-
ments, and authors have discussed methods for conceptualising and

246



Figure 2: The devices and their cabling were required to be wa-
terproof and durable, given the installation location and condi-
tions and the 6-week installation period. The stands were man-
ufactured from flexible plastic, and carried the DC 12V power
supply that powers each device. Image Copyright 2016

designing mappings [32] as well as methods for assessing their
effectiveness [14].

Spatial sound – the ability to position sounds in space and to
move that sound’s location through perceived space has been an
artistic technique used by many sound designers and musicians,
and much audio research has focused on standards and technical
methods for doing so with realism and flexibility. Most of these
methods situate a small set of loudspeakers in a circular arrange-
ment around a seated listener, and imply a ‘sweet spot’. By contrast,
Wave Field Synthesis [2] is a technique whereby closely located
arrays of loudspeakers are temporally synchronized so as to be able
to physically recreate the acoustic waves that would be created by a
physical acoustic source. Using this approach to mimic travelling
sound waves emanating from particular virtual locations, the sys-
tem can move the apparent source location around the room both
behind the loudspeaker system, but also in front of the system in
the physical space of the audience, and audience members do not
need to sit in only one specific sweet spot. As we will discuss later,
the difference between sound elements placed on the periphery of
the space, and placed within the space is significant.

Granular synthesis is a process of developing sounds from thou-
sands of small fragments, or grains, of sound. Each of these frag-
ments is overlaid on top of each other in ways that can be paramet-
rically controlled to achieve particular textures [22]. The grains
themselves can be drawn from particular audio recordings, and the
characteristics determine a great proportion of the type of sound
that will be produced. In the example of this system, given the
huge number of elements, and their co-located visual and auditory
reproduction capability, the statistical characteristics and parameter-
isation shown in granular synthesis are invoked, in that tone pulses
(rather than fragments of audio recordings) would be produced
in such numbers that they could coalesce to produce a consistent
textural sound.

1.3 Aims and Overview
In this paper we aim to:

• describe the development of a system of 1000 distributed
pixels that includes the capability for audio output.

• investigate and describe the design considerations that come
into play with large numbers of audio elements fused to visual
pixels

• describe a systematic set of approaches to developing the
software and media architecture for designing audio content
in distributed pixel systems.

In the following section, we will carefully describe the distributed
pixel system hardware developed for this installation, alongside
the software and network design. We will also outline the sensor
capability of the devices, and the approach we used for the network
communication. Following this, we will focus on the Sound design
and specifically the design possibilities that are enabled by specially
distributed set of audio elements. Finally we’ll discuss the Implica-
tions of this research, and outline future research possibilities.

2. IMPLEMENTATION
The installation was commissioned for a space within Kew Gardens,
a garden in south east London. It was to be installed for 6 weeks
in November and December, meaning cold weather and rain were
environmental factors of importance (Figure 2). The devices were
placed approximately 1.2 m from the ground on flexible stands,
with 12V DC power cables run across the ground to each device.
The space used was approximately 80 m x 25 m, bisected by a path
along which the audience could pass through the space (and across
which no cables were run).

The device was designed to be lightweight, low-power, network
enabled and to create sound and light (Figure 3). It included several
important capabilities:

Onboard Processing: The device used an ESP3266 type module
(a Digistump Acorn) which included an over-the-air program-
mer and various other advanced capabilities.

Onboard WiFi Networking: One of the capabilities provided by
the Acorn module was onboard wireless networking.

GPS: a compact GPS aerial and chipset was soldered onto the
circuitboard and connected to the Acorn module directly.

Accelerometer: An ADXL345 accelerometer was included on
the device, and connected to the Acorn module by an I2C
interface.

Audio amplifier: a simple audio signal amplifier was included
whose gain was digitally controllable with high temporal
resolution, through an I2C interface.

Transducer: a contact-type transducer was glued to the device, so
that sound produced resonated through the device housing.

LEDs: Two NeoPixel type RGB LEDs were positioned on either
side of the device.

Open Sound Control was used to communicate with the devices,
with each mode of operation being a separate command with control
parameters specified as arguments. Global messages were sent to
the devices, and each device interpreted the messages based on their
local sensed information. The devices were connected by a WiFi
network, and 4 separate Xirrus Networks access points were used
to allow the 1000 devices to connect simultaneously, and to connect
to the central server. The outdoor park location made for low levels
of interference from other networks, and the space was not ob-
scured by any buildings either. Each of the devices had independent
computation capability, with a full WiFi networking stack and the
capability of being reprogrammed over the network. The ease by
which they could be programmed and reprogrammed meant that
the way they responded to the network messages could be rapidly
adjusted and redesigned in response to changing requirements. The
devices were provided with an Arduino module to allow them to
be programmed using the Arduino IDE, but with a server deploy-
ment scheme so as to allow a simple over-the-air update process.
Iteration was quick enough that an update could be deployed in
approximately 60-120 seconds.

The devices included sound capability, but it was of a rudimen-
tary basis. In fact, the main capability was the use of the tone()
command (a simple square-wave tone generator), alongside the
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Figure 3: Diagram, and photograph of components of dis-
tributed pixel system with spherical enclosure covers removed.
The GPS unit, the 2 NeoPixel LEDs and the audio transducer
are clearly shown, while the Digistump Acorn unit was sol-
dered to the underside of the circuitboard. Because of the size
of the elements, the circuitboards were able to be mounted on
the lower-most portion of the sphere, meaning that the rest of
the sphere was not in shadow.

addition of fine temporal control of the amplifier gain. The audio
transducer produced sound by transmitting vibrations to the circuit-
board and through to the spherical cover, which was a more space
efficient approach than trying to utilise a loudspeaker and associ-
ated mounting, and also neatly avoids shadowing. This is a highly
unorthodox combination of synthesis (a digital tone generator com-
bined with analogue amplifier with digital amplitude control), but
for this context the limitations it provided still allowed for many
design possibilities, which we discuss in section 3 below. Having
fine-grained control over the audio amplitude allowed simple am-
plitude envelopes as well as longer-term ramping effects, meaning
tones that are sometimes annoying when they are constant, could
be modulated both over the duration of a note (100-1000 ms) and
over the term of a crescendo or phrase (10-60 s).

The device included two types of sensors, an accelerometer (an
ADXL345) for sensing orientation, and a GPS chipset for sensing
location. Each sensor was set up to store data about the device
location and motion locally, rather than broadcasting it to a central
host. Each procedure, therefore, used this local information to alter
its display output in response.

2.1 Design for Bloom
For Bloom, the sound was designed with a tightly synchronised
approach – meaning that each visual pulse of brightness, was ac-

companied by an auditory pulse of the same temporal envelope.
This tight temporal synchronization meant that the only degree of
freedom between sound and visual mode was in the colours and
pitches chosen as these were not linked. In design terms, however,
this temporal synchronization meant that the visual design was
easily paired to appropriate sound design, and the design process
was greatly simplified.

The design used a sequenced series of global OSC network com-
mands to trigger particular behaviours, which each ran for between
10 and 120 seconds. Each of these commands was associated with a
set of parameters, which were then interpreted by the functions exe-
cuted on each of the devices. These functions altered the behaviour
based on either random selection, pre-assigned grouping values
(group 1, 2, ...), or by the GPS location of the device. In this way,
the tight temporal control required for audio processing and for
rapid visual content was controlled by each pixel, but the group’s
was both synchronised and programmed by a central control mech-
anism. While high level control was the central controller’s, much
of the finer temporal and dynamic behaviour was retained by the
pixels themselves.

3. SYNTHESIS AND SOUND DESIGN
For the purpose of sound design for 1000 or more elements, some
concepts and terms used in typical spatial sound design may need
to be rethought and reconsidered.

3.1 Spatial Sound Design
Spatial sound reproduction has focused on developing systems of
reproduction designed for sound fields made up of moving and
stationary sources at arbitrary locations. Sound formats (e.g. stereo,
surround, ambisonic, wave field synthesis) etc. are engineered to
record and encode a sound field that can be transmitted as audio
signals to a reproduction system for a listener to experience that
same sound field with as much fidelity as possible, as mediated by
the human perceptual system. A significant user of these spatial
sound formats have been designers of film sound, where the relation-
ship between the visual content and audio can be considered either
diegetic (fused to visual images on the screen) and non-diegetic
(sound not fused to any visual content - for instance background
music). In the context of multiplicitous independent distributed
visual pixels such spatial sound concepts may need adjustment to
take account of the changed nature of the context. Reproduction of
sound fields usually pre-assumes that a small number (for instance
2 to 16 at most) of loudspeakers are positioned at the periphery
of the space, facing inwards and implying a ‘sweet spot’ for a
small number of stationary listeners positioned within. The system
we have described positions the listener amongst a much larger
number of sound reproduction devices within the space, positioned
in a scatterable, dispersed fashion across the inhabited space of
the installation, and the listener is able to reposition themselves
arbitrarily.

3.2 Fusing Sound and Image in Space
Similarly, where a typical sound reproduction system may be part-
nered to a visual screen located close or far from the reproducing
elements, in this context the distributed pixel is both sound and
visual element, as the spherical physical shell performs both the
light and sound diffusion. Although the devices are figurative in
nature, and are not attempting to communicate an image in a typical
filmic way, sound can be temporally fused to their visual stimulus,
and listeners can focus on individual pixels, groups of pixels, or
change (eg. colour, brightness) within a pixel. Whether or not this
is diegetic sound in the traditional sense (‘diegetic’ as a term has
been defined within the context of film), the design possibilities are
analagous.

Furthermore, sound designers have rarely been able to employ
movable, but co-located visual and auditory images. Wave field
synthesis systems can move auditory images of sounds both behind
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or between loudspeakers (as can most systems) as well as in front
of the sound reproduction elements and within and around the
listener space. However, these systems cannot move the visual
image, except within the considerably narrow space of typical
visual display. They certainly cannot make a fused audio-visual
image exist in arbitrary spatial locations within the space of the
listener, even with overhead projection. But perceptually locating
and tracking auditory images, without a concomitant visual image,
is not easy and prone to breakdown of a subtle image. The system
we have described, with its 1000 source locations for both visual
and auditory stimuli, can show fused images given appropriate
sound design.

3.3 Location Sensing and GPS
Few loudspeaker, or spatial format systems have included the capa-
bility of location sensing for the reproduction elements (although it
is not completely novel). Access to this information for scatterable
systems of sound reproduction radically expands spatial sound de-
sign possibilities. While GPS is clearly limited to the outdoors, as
localization technologies of many more types become widespread,
sound design that exploits reproduction element location will be-
come easy tom implement in many spaces. Having pixel location
information means that sound can not only be fused to a particular
(but unknown) visual location, this source can be accurately located
in space in a large number of places. In practice, the accuracy
of location data is critical, as groupings and formations of pixels
are only perceptible when they can be specified within appropriate
limits.

3.4 Statistical Approaches to Sound
Given this system increases the number of sound reproducing ele-
ments by such a significant amount, one approach to sound design
for the system is to treat the devices in a statistical manner, in such
a way as granular synthesis does. Rather than sounding identical
tones at identical times, small variations in timing, pitch or duration,
when applied to 1000 devices simultaneously, produce a granular
texture whose characteristics are altered by parameters such as
fragment length, fragment frequency and tone pitch randomness.
While, of course, the grains in this conception are not extracted
from a source sound, as they are in typical granular synthesis, apart
from this much of the design process is similar to the procedure of
granular synthesis, except that the addition of tones takes place in
the physical sound field, rather than in the digital realm.

4. CONCLUSIONS & FUTURE RESEARCH
This paper has presented an implementation of a distributed pixel
system, which for the first time we are aware of, incorporated
both sound capability and individual localization hardware. This
system was deployed in a garden space and covered an area of
approximately 18 m by 25 m, which was bisected by a pedestrian
path. Given that there were 1000 devices across the space, and each
of them could reproduce sound, new approaches to spatial sound
design naturally followed.

After analysing the process of sound design for this system, it
is clear that several elements of typical sound design need to be
rethought: a) many of the fundamental assumptions of spatial sound
design do not hold when sound reproduction devices are scattered
across the space which the listener is expected to traverse rather
than being restricted to the borders or corners b) the fusion of
sound and image means that new approaches to designing sound,
that aren’t possible where auditory images and visual images are
separated, are now possible c) when the numbers of devices are
so high, a straightforward solution to a sound design is to take a
statistical view of sound reproduction, leading to a granular type
sound texture.
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ABSTRACT
An important part of electronic dance music (EDM) is the
so-called beat. It is defined by the drum track of the piece
and is a style defining element. While producing EDM, cre-
ating the drum track tends to be delicate, yet labor intensive
work. In this work we present a touch-interface-based pro-
totype with the goal to simplify this task. The prototype
aims at supporting musicians to create rhythmic patterns
in the context of EDM production and live performances.
Starting with a seed pattern which is provided by the user,
a list of variations with varying degree of deviation from
the seed pattern is generated. The interface provides sim-
ple ways to enter, edit, visualize and browse through the
patterns. Variations are generated by means of an artifi-
cial neural network which is trained on a database of drum
rhythm patterns extracted from a commercial drum loop
library. To evaluate the user interface as well as the quality
of the generated patterns a user study with experts in EDM
production was conducted. It was found that participants
responded positively to the user interface and the quality of
the generated patterns. Furthermore, the experts consider
the prototype helpful for both studio production situations
and live performances.

Author Keywords
Rhythm pattern generation; restricted Boltzmann machines;
machine learning; neural networks; generative stochastic
models.

Categories and Subject Descriptors
H.5.2 [User Interfaces]: Graphical user interfaces, Input
devices and strategies

1. INTRODUCTION
Electronic dance music (EDM) covers a wide range of gen-
res with common production techniques, heavily utilizing
synthesizers, sampling, digital e↵ects, and sequencer soft-
ware or digital audio workstations (DAWs). While these
tools are nowadays also used in rock, pop, and other music
production processes, they are more prominently featured
in and are the foundation of EDM.
An important stylistic property of most EDM genres is

the utilization of style-specific repetitive rhythmic patterns,
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the so-called beat. For shaping and defining the beat, the
drum track of the piece and its rhythmic interaction with
other instruments are essential. Creating the drum track
of an EDM arrangement is, therefore, of high importance
and can be time consuming. In this paper we present an
intelligent software prototype — implemented as touch in-
terface on a tablet computer — aiming at helping musicians
to accomplish this task. More precisely, the developed pro-
totype supports the musician or producer of an EDM track
in adding variation to a drum track by intelligently provid-
ing creative input for drum pattern creation.

In the prototype’s current implementation, we use a step
sequencer representation for drum patterns with four drum
instruments (kick, snare, hi-hat, open hi-hat) and 16 steps
at which these instruments can be either on or o↵. As arti-
ficial intelligence engine, a generative stochastic neural net-
work, concretely a restricted Boltzmann machine trained on
EDM drum patterns, is implemented. It is used to gener-
ate stylistically suited variations of a given drum pattern.
In this context, using loops from drum libraries is usually
undesired because it makes the results predictable, boring,
and available to everyone (regardless of skill), putting artis-
tic identity in jeopardy. Ultimately, the prototype aims
at supporting musicians to create original and interesting
rhythmic patterns in the context of EDM production and
live performances. To assess the suitability of the presented
approach in these tasks, we performed a qualitative user
study with expert users in electronic music production. We
discuss the outcomes of this study after reviewing related
work and detailing the algorithmic and technical implemen-
tation.

2. RELATED WORK
There are only a few commercial products for automated
rhythmic pattern variation and creation. With Groove Agent,1

Steinberg provides a drum plugin covering a wide variety of
drum kits and loops. It also features a mode which allows
variation of the complexity of patterns on the fly. Apple’s
DAW, Logic Pro,2 features an automatic drummer plugin
which allows the user to select a certain drum kit sound
and music style. The patterns played can be changed by
controlling complexity and loudness in a two-dimensional
system using an x/y pad. These tools aim at amateur and
semi-professional production and recording of alternative
and rock tracks, and find therefore little use in EDM pro-
ductions.

In the work of Kaliakatsos-Papakostas et al. [8], a method
for automatic drum rhythm generation based on genetic al-
gorithms is introduced. The method creates variations of a
rhythm pattern and allows the user to change parameters

1
http://www.steinberg.net/en/products/vst/groove_agent

2
http://www.apple.com/logic-pro
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such as level of variation between the original and the gener-
ated patterns. In the work of Ó Nuanáin et al. [9] a similar
method for rhythm pattern variation is presented using ge-
netic algorithms in combination with di↵erent, more simple,
fitness functions. This approach was one of the methods
evaluated in [19] where it has been shown that it is more
di�cult to generate patterns with consistent style using ge-
netic algorithms.
When working with lists of rhythm patterns and sorting

or ranking is required, similarity measures for such patterns
are needed. In the work of Toussaint [15] several similarity
measures for rhythmic patterns are discussed: The Ham-
ming distance, edit distance, Euclidean distance of inter-
onset-interval vectors, and the interval-ratio-distance are
compared by building phylogenetic trees based on the com-
puted distance matrices. Holzapfel and Stylianou [6] use
audio signals as input and present a tempo invariant rhyth-
mic similarity measure utilizing the scale transform. Other
methods which can be applied to audio signals are presented
by Jensen et al. [7] as well as Gruhne and Dittmar [4]. Both
works obtain tempo invariant rhythmic features by applying
logarithmic autocorrelation to di↵erent onset density func-
tions. Since this work focuses on the use of symbolic rep-
resentations of rhythm patterns, similarity measures based
on audio signals are unsuitable. Therefore, primarily the
methods compared in [15] were relevant.
A group of widely used generative models are restricted

Boltzmann machines (RBMs) [11, 5]. Battenberg et al. [1]
use a variation, the conditional RBM, to analyze drum pat-
terns and classify their meter. They mention the capabil-
ity of the learned model to generate drum patterns simi-
lar to the training data given a seed pattern. Boulanger-
Lewandowski et al. [2] use an extension of an RBM with re-
current connections to model and generate polyphonic mu-
sic. In the work of Vogl and Knees [18] a drum pattern
variation method based on an RBM is demonstrated. In
[19] di↵erent pattern variation methods for drum rhythm
generation are evaluated using two user studies. It shows
that RBMs are capable of reasonably generating drum pat-
terns.
In the current work, a system which is able to create

meaningful variations of a seed pattern is presented. Weak-
nesses identified in the interface in [19] are considered and a
touch-interface-based prototype is introduced. The RBM-
based variation method is further improved and the system
is evaluated using a qualitative user study involving ten ex-
perts in electronic music production.

3. INTELLIGENT PATTERN VARIATION
METHOD

The centerpiece of the prototype is the artificial intelligence
driven pattern variation engine. Its task is to create rhythm
patterns as variations of a seed pattern utilizing sampling
of an RBM. For the training of the RBM a data set of EDM
and urban music drum rhythm patterns had to be created.
RBMs are two layered neural networks which can be used to
generate patters. Fig. 1 shows the basic structure and com-
ponents of a simple RBM. This pattern generation method
was chosen for several reasons. Training and sampling of
RBMs is well researched and RBMs have been shown to
be applicable for pattern generation in general. Further-
more, sampling of RBMs is computationally e�cient and
can be performed su�ciently fast also on low-end portable
devices to ensure reasonable response times for user inter-
action. When sampling from RBMs, a seed pattern, which
determines the characteristics of the generated patterns, can
be provided.

v1 v2 v3 v4

h1 h2 h3

Figure 1: Simplified visualization of the structure of
RBMs. The lower layer in white represents the vis-
ible nodes (vn) while the upper layer in gray repre-
sents the hidden nodes (hm). Every connection be-
tween two nodes has an assigned weight (wmn) and
every node has its own bias value (bvn and bhm for
visible and hidden nodes respectively – not shown
in the diagram).

3.1 Training Data Set
For training, a data set of 2,752 unique one-bar drum pat-
terns containing bass drum, snare drum, and hi-hat onsets
was used. The patterns were taken from the sample drum
loop library of Native Instrument’s Maschine3. The ex-
ported patterns were split into one bar segments, quantized
to 16th notes, and converted into a 64 bit (for the 4 by 16
rhythm patterns) binary vector format. Finally, duplicate
patterns, as well as patterns which did not meet musical
constraints were removed. Only patterns with two to six
bass drum notes per bar, one to five snare drum notes, and
at least two hi-hat notes were kept. This was done to ex-
clude very sparse breaks as well as too dense fills from the
data set. The Maschine library contains drum patterns for
EDM and other urban music like Hip Hop and RnB. Since
the main focus of this work is EDM, this library was well
suited.

3.2 Network Training
The used RBM consists of 64 visible nodes, which repre-
sent the 16 by 4 drum patterns (16 steps per bar for four
instruments), and 500 nodes in the hidden layer. The train-
ing for the RBM was performed using the lrn2 framework
of the lrn2cre8 project4. As training algorithm, persistent
contrastive divergence (PCD) introduced by Tieleman et
al. [14] was used. This method represents an improved ver-
sion of the well-known contrastive divergence (CD) method
introduced by Hinton et al. [5] in 2006. Additionally, latent
selectivity and sparsity as described in the work of Goh et
al. [3] as well as Drop-out [13] was used to reduce overfitting.

The output of a training run are the weights and biases
of the neural network. These are used by the variation
algorithm to create the rhythm patterns in the context of
the provided seed pattern.

3.3 Pattern Generation
While training of the RBM is similar to [19], the pattern
generation was adapted to overcome shortcomings of the
method identified in the evaluation of [19].

To use the trained RBM for pattern generation, the seed
pattern is first converted to the 64 bit vector format by
concatenating the 16 steps of the sequencer grid of each
instrument (cf. fig. 2). This vector is then used as input for
the visible layer of the RBM. In contrast to [19] no clamping
is used and variations are generated for all instruments at

3
http://www.native-instruments.com/en/products/maschine/

production-systems/maschine-studio/

4
http://lrn2cre8.eu/
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Figure 2: Values of visible layer nodes of the RBM
while creating pattern variations. The x-axis repre-
sents the index of the visible node. On the y-axis,
the number of Gibbs step is indicated starting at the
top with the original input pattern and progressing
downwards. Black pixels represent 1 and white 0.
Only the first 64 iterations of Gibbs sampling are
shown.

once using Gibbs sampling.
A Gibbs sampling step consists of: i. Calculating the val-

ues of the hidden layer (hm) by multiplying the input layer’s
values (in) with the corresponding weights (wnm) plus bias
of the hidden layer (bhm):

hm = bhm +
NX

n=0

in · wnm (1)

where N is the total number of nodes in the visible layer.
ii. Applying the logistic sigmoid function to map the val-
ues of the hidden layer into the interval [0, 1] (hsm) and
subsequent binarization with random threshold (sampling):

hsm =
1 + tanh(hm

2 )

2
(2)

hbm =

(
1, for hsm � t

0, else
(3)

where t is a random threshold in the interval [0, 1] and hbm
is the binarized value of hm. iii. Calculating the updated
values for the visible layer by multiplying the values of the
hidden layer with the corresponding weights (wnm) plus bias
of the visible layer (bvn):

in = bvn +
MX

m=0

hbm · wnm (4)

where M is the total number of nodes in the hidden layer.
To visualize this, fig. 2 shows the values of the nodes in the
visible layer during several steps of Gibbs sampling.
In contrast to the pattern variation method used in [19],

in this work for every seed pattern 64 variations are gener-
ated and only the most suitable (i.e., similar) 32 patterns
are presented to the user. This is done to achieve a greater
possibility of obtaining an equal number of more dense and
more sparse variations. Furthermore, patterns which are
very dissimilar to the seed pattern can be discarded.
To arrange the generated patterns in a meaningful way,

the patterns are sorted in two steps. First, the patterns
are divided into two lists according to the number of active
notes in them. One list contains patterns with fewer active

notes than the seed pattern (sparse list), while the other one
contains only pattern with more or equal number of active
notes (dense list). Second, these lists are sorted according
to their similarity to the seed pattern. To build the final
list used for the variation dial, the 16 most similar patterns
from the sparse list are arranged ascending, followed by the
seed pattern, followed by the 16 most similar patterns from
the dense list arranged descending. It should be noted that
in rare cases, given a very sparse or dense seed pattern, it
may occur that the 64 generated variations do not contain
16 more dense or more sparse patterns. In that case more
patterns from the other sub list are used to obtain a final
list size of 32 patterns.

3.4 Distance Measure
To sort the pattern lists, a similarity measure for rhythm
patterns is required. Although Toussaint [15] observes that
the Hamming distance is only moderately suited as a dis-
tance measure for rhythmic patterns, it is widely used in
the literature (see [9, 10, 19]). Since the requirements in
this work are similar to the ones in [19], likewise a modified
Hamming distance is implemented. To calculate the stan-
dard Hamming distance, simply the di↵erences between the
binary vectors of the two rhythm patterns are counted. I.e.
for every note in the 16-by-4 grid a check is performed if
its state is the same (on/o↵) in both patterns. If it is not,
the distance is increased by one. The modified Hamming
distance used in this work weights the individual instru-
ments di↵erently: Di↵erences in the bass drum track con-
tribute with four to the distance, snare drum notes with
eight, closed hi-hat notes with one, and open hi-hat notes
with four. This is done to take the importance of the
drum instruments regarding the perceived di↵erences be-
tween rhythm patterns into account. While additional or
missing closed hi-hat notes only change the overall rhyth-
mic feel of a pattern very little, additional snare drum or
bass drum notes often change the style of the pattern com-
pletely. The values for the weighting were determined ex-
perimentally and using the results of the web survey in [19].

4. USER INTERFACE
In fig. 3, a screenshot of the prototype’s UI is shown. For
input and visualization of drum patterns in the UI, the well
established step sequencer concept is employed. A drum
step sequencer, as for example the famous hardware se-
quencer Roland TR-808, allows the user to activate certain
notes for di↵erent drum instruments by pressing push but-
tons in a fixed grid. These patterns are then played back
in an endless loop. This concept was used since it is one
of the prevalent drum machine interfaces for EDM produc-
tion. Drum patterns used in this work consist of one bar
with notes for bass drum, snare drum, open and closed hi-
hat. The time grid resolution is quantized to 16th notes,
which is simplification commonly used in step sequencers.
The controls for pattern variation are implemented as two
buttons (set/reset) and a central dial on which the vari-
ations are placed ordered by sparsity and distance to the
seed pattern. Variations are generated by pressing the set
button. The seed pattern is expected not to be highly com-
plex, nor too simple, to give the variation algorithm enough
freedom to find variations in both directions. During ex-
ploration of the patterns, the seed pattern can always be
quickly accessed by pressing the “reset” button.

Next to the pattern variation controls a start/pause play-
back button and knobs to control the tempo in beats per
minute (BPM) and the ratio of swing for 8th notes can be
found. The selected tempo and swing-ratio do not a↵ect
the pattern variation but rather provide the possibility to
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Figure 3: Screenshot of the UI. It consists of a 4 by
16 button array which poses as the visualization and
input of the step sequencer. Beneath it are pattern
storage, controls for playback, the pattern variation
controls, and controls for tempo and swing. The
blue blocks in the lower half of a step sequencer
block visualize the pattern under preview. It can
be activated by pressing the blue commit button in
the pattern variation control section of the UI.

tune the rendering of the entered beat to match the musical
style desired by the user.
The utilization of a touch-base interface allows the user to

enter and change patterns in the step sequencer grid more
easily and without the use of a mouse or track pad. This
is expected to improve the acceptance of such a tool in live
environments where simplicity and robustness of the input
methods are obligatory. On the other hand this means that
a widespread and accepted input method, namely physi-
cal knobs of MIDI controllers are not necessary, since all
knobs can be controlled via the touch surface. While it
is possible to map the input knobs and buttons to exter-
nal MIDI controllers, in this work, another input method,
namely knobs which can be used on the touch surface were
evaluated. Fig. 4 shows the usage of such knobs on an iPad
running the software prototype. The concept of physical
knobs which can be used on a touch interface is not new
(see e.g. ROTOR5 or Tuna Knobs6). Using such knobs al-
lows the combination of two powerful input methods with
individual strengths. While the multi-touch interface pro-
vides an easy way of manipulating rhythm patterns, phys-
ical knobs might provide a greater degree of precision than
fingers on a touch interface.
Improvements proposed in [19] cover: i. a pattern stor-

age, ii. an optional pattern preview system, and iii. the
possibility to activate new patterns only at the start of a
new bar.
The pattern storage which is located beneath the step

sequencer grid can be used to store patterns by tapping the
plus sign. Stored patterns are displayed as a list of small
thumbnails of the sequencer grid and can be brought back
to the step sequencer by tapping the patterns. The store
can be cleared using the “clear store” button beneath the
store grid.
The pattern preview function is integrated into the step

sequencer. When the preview is switched on, the active
pattern is depicted using white blocks in the sequencer. If
the variation dial is used to browse through the variations,

5
http://reactable.com/rotor/

6
http://www.tunadjgear.com/

Figure 4: A physical knob used to control the varia-
tion dial on the touch surface. While the used knob
is an improvised prototype, commercial products
already exist for this purpose.

they are not immediately used for playback but rather visu-
alized as blue blocks in the lower half of the step sequencer
grid. See fig. 3 which shows a screenshot of a pattern being
visualized in preview mode while another pattern is active.
To use the currently previewed pattern, the commit button
(“cmt”) has to be pressed.

The prototype can be synchronized with other instru-
ments using Ableton’s Link technology.7 The output of the
prototype is sent via MIDI to be further processed in a DAW
or synthesized using an external MIDI instrument. Alter-
natively, an internal drum synthesizer can be used to render
audio playback of the patterns.

5. EVALUATION
To evaluate the interaction with the prototype as well as the
quality of the generated patterns compared to the prototype
presented in [18], a qualitative user study was conducted.
To this end, experts were interviewed using a questionnaire
as guideline. The experts were required to have experi-
ence in i. using DAWs or similar music production soft-
ware, ii. producing or performing electronic music live, and
iii. using drum step sequencers and/or drum roll editors.
The software prototype used in [19] was made available by
the authors as accompanying materials of the article8.

During a session, participants were introduced to the two
prototypes and the aim and functionality was explained.
They were asked to input rhythm patterns they usually
work with and let the prototype generate a list of varia-
tions for these patterns. After browsing through the pat-
terns and exploring the features of the systems, users were
interviewed about their experience with the prototypes and
their preferences. Specifically, they were asked to rate the
following properties on five point Likert scales: i. The us-
ability of the prototypes, ii. the application of such a tool
in a live performance or iii. in a studio production envi-
ronment, iv. preferred input method (MIDI controller and
mouse, touch interface, or touch interface combined with
physical knobs), and v. usefulness of the additional features
in the touch-interface-based prototype.

Additionally to the UI evaluation, the di↵erences between
the pattern variation algorithms were also tested. To this

7
https://www.ableton.com/en/link/

8
https://github.com/GiantSteps/rhythm-pattern-variation-study
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Vogl et al. [19] Present work
Consistency 3.7 3.9
Musicality 4.2 4.4
Di↵erence 3.2 2.9
Di↵erence RMSE 0.6 0.3
Interestingness 3.8 4.0
Substitute 3.8 4.4
Fill 4.0 3.6

Table 1: Mean values of participant rating for the
two algorithms. For di↵erence additionally the
RMSE to the neutral value (3) is provided.

end, both algorithms were implemented in the touch-interface-
based prototype. Participants were asked to browse through
variation lists generated by both algorithms for seed pat-
terns of their choice. After that, they were asked to rate
both algorithms in the following categories on five point Lik-
ert scales: i. Consistency of the variations with the seed pat-
tern, ii. musicality and meaningfulness of created patterns,
iii. di↵erence of created patterns to the seed pattern, iv. cre-
ativity and interestingness of created patterns, v. suitability
of created patterns for a continuous beat, and vi. suitability
of patterns for fills or breaks. These categories correspond
roughly to the ones used in the web survey in [19]. The
order in which the algorithms were tested was randomized
to avoid experimenter bias. The Likert scale for the dif-
ference rating ranged from “too similar” to “too di↵erent”,
therefore the optimal answer “just right” was placed in the
middle. This is also reflected in the evaluation section: For
the di↵erence ratings additionally root mean square errors
(RMSE) towards the optimal value (3) are provided.
A more general discussion including topics like the proto-

type’s concept and applicability, positive and negative ex-
periences during the experiment, UI details, missing fea-
tures, and the participant’s usual workflow and preferred
tools concluded the sessions.

6. RESULTS AND DISCUSSION
The interviews were conducted during the period between
June and October of 2016. In total ten experts participated
in the survey. Their mean age is 31.1, the gender distri-
bution is 9 male and one self-identified neither as male nor
female. Seven participants had formal musical education
whereas three are autodidacts. Eight participants actively
play an instrument and all use DAWs on a regular basis,
are familiar with step sequencers and have several years of
experience in electronic music production.
Tab. 1 shows the mean values for the participants’ rat-

ings of the comparison between the variation algorithm used
in [19] (top) and the one presented in this work (bottom).
Since the number of participants of ten is too low for mean-
ingful statistical significance analysis the numbers merely
indicate tendencies. Nevertheless, a Wilcoxon signed ranks
test was used to test for significance in the rating di↵erences
in aspects of the two UIs, and the two variation algorithms.
As expected, the observed improvements are not significant
(alpha=.05) due to small sample size, except for assessment
of usability, where the touch based UI was considered better
usable. The ratings in combination with in depth discus-
sions with the participants show a clear preference towards
the UI and variation generation algorithm presented in this
work. The only exception being the suitability of the gen-
erated patterns for fills. This can be explained by the fact
that outlier patterns are discarded by the variation algo-
rithm and therefore it produces patterns more similar to
the seed pattern, which may be less suitable for fills. The

exact definition of fills depends on the music style, e.g. the
“amen-break” is originally a fill but forms the basis of the
continuous rhythms in drum-and-bass and breakbeat mu-
sic. Generally, patterns which greatly di↵er from the basic
rhythms, but somehow fit the given style can be considered
as fills and breaks. For the tasks at hand, we relied on the
individual understanding and definition of the expert users.

Tendencies regarding the ratings for the UI are similarly
consistent. Ratings for usability are significantly higher for
the touch interface (mean: 4.7/4.3). The di↵erence is even
greater for the suitability in live scenarios (mean: 4.0/3.5).
While 50% of the participants uttered concerns about the
practicality of using a mouse to enter rhythm patterns on
stage, only two participants were concerned that the touch
device is not suitable for a live performance. One partic-
ipant’s reservations regarding the touch interface did not
concern the way of interaction but rather if the hardware
(iPad) would survive the harsh conditions on stage and on
the road (heat, mechanical strain, spilled drinks, etc.). The
second one raised concerns regarding the touch interface’s
precision and reliability in a live environment. Regarding
the applicability of the prototypes in a studio or production
setting, the di↵erence was smaller, but still in favor of the
touch based prototype (mean: 4.7/4.6). The comment of
one participant nicely summarizes the tenor of the users:

“Using the touch interface is definitely faster and
easier [...] compared to entering patterns with a
mouse.” Participant03

Regarding the preferences of the input method, a clear
tendency towards the touch interface was observable: Six
participants preferred the touch interface, three were un-
decided, and only one voted in favor of the physical con-
troller and mouse system. Regarding the touch-compatible
physical knob prototypes, seven participants preferred the
touch-only approach, one was undecided, and two preferred
using the physical knobs.

The additional features were generally received very pos-
itively. Only two participants were unsure if the feature to
start new patterns only with a new bar was useful. All other
participants were in favor for all three additional features.

In the discussions with the participants several key mes-
sages were identified. Three participants considered the ar-
rangement of the patterns in the one-dimensional list of the
variation wheel as being unclear or ambiguous:

“It seems a bit random to me. I can browse
through the list [...] but I cannot look for some-
thing specific.” Participant04

While the idea of a simple one-dimensional variation dial
introduced in [18] was well suited to conduct experiments
regarding the quality of variation algorithms, it might be
an over-simplification for user interaction. After all two
di↵erent properties (sparseness and similarity) are projected
into one dimension. Participants suggested to solve this by
adding the option to change the sorting of the list or by
using an x/y variation pad similar to the one used for the
Drummer plugin of the Logic Pro DAW.

While the visual preview was a well received feature,
two participants missed an acoustic preview or “pre-listen”
mode. Finding suitable audio material for remixing by lis-
tening to it on separate headphones is a common technique
used by DJs in live situations.

Almost all participants (8/10) mentioned that they use a
drum roll editor within their DAW to produce drum rhythm
patterns. One explicitly stated that he tries to avoid it:

“I use the piano roll editor in Cubase if I have
to, but it is a real pain.” Participant04
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7. CONCLUSION
In this work we presented a touch-interface-based proto-
type to assist musicians and producers in the context of
EDM production with creating the drum track. This is
accomplished by providing variations of a basic rhythmic
pattern entered by the user. The variations are created
utilizing Gibbs sampling of an RBM trained on appropri-
ate rhythm patterns. The implemented method builds on
established algorithms and improves them. Accessing and
browsing through the patterns is accomplished using a sim-
ple interface built around a central dial.
A user study was conducted to evaluated both the pat-

tern variation algorithm as well as the user interface of the
prototype. The results of the study show that musicians
and producers consider the interface intuitive. It is also
shown that acceptance of the system in a live scenario is
higher than for the compared prototype while acceptance
in a production setting is still given. The pattern variation
algorithm was considered to produce patterns more consis-
tent with the seed pattern than the compared system, but
only at the expense of the capability to create patterns suit-
able for fills and breaks.
The UI incorporates additional features requested by par-

ticipants of a similar study. These features cover a preview
for generated patterns, a pattern storage, and the ability
to start patterns only at bar changes. These features were
received positively by the participants. While the idea of
using physical knobs on a touch interface was interesting
for many participants, most participants preferred using a
simple touch interface without additional knobs, especially
in live settings.
Considering the feedback of the expert users, it can be

concluded that such a system could find acceptance in the
area of EDM production and performance. To achieve this,
the prototype will still have to be improved in regard of the
UI’s visual design as well as the arrangement and browsing
metaphor of the drum patterns.
To support more drum instruments prevalent in EDM

production a larger and more diverse training data set for
the variation method will be necessary. To obtain such a
data set, automatic drum transcription methods (e.g., [17,
12, 16, 20]) could be utilized. Using such an approach would
also allow to expand this method to be applicable on other
music genres outside of EDM. However, to gain acceptance
in the community of producers and musicians of other music
genres an entirely di↵erent approach for pattern visualiza-
tion and input might be required, since the used step se-
quencer representation is, at the moment, prominently tied
to the field of EDM production. Nonetheless, from the re-
sults obtained in this study, we are confident that the use of
generative models provides a valuable addition to the cur-
rent paradigms of music production practice and helps in
building intelligent and therefore more intuitive and e↵ec-
tive interfaces.
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[9] C. Ó Nuanáin, P. Herrera, and S. Jordà. Target-based
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ABSTRACT 
Neuroimaging is a powerful tool to explore how and why 
humans engage in music. Magnetic resonance imaging (MRI) 
has allowed us to identify brain networks and regions implicated 
in a range of cognitive tasks including music perception and 
performance. However, MRI-scanners are noisy and cramped, 
presenting a challenging environment for playing an instrument. 
Here, we present an MRI-compatible polyphonic keyboard with 
a materials cost of 850 $, designed and tested for safe use in 3T 
(three Tesla) MRI-scanners. We describe design considerations, 
and prior work in the field. In addition, we provide 
recommendations for future designs and comment on the 
possibility of using the keyboard in magnetoencephalography 
(MEG) systems. Preliminary results indicate a comfortable 
playing experience with no disturbance of the imaging process. 

Author Keywords 
Neuroimaging, input device, MRI-compatible, fMRI, MEG, keyboard, 
optical sensing. 

ACM Classification 
Human-centered computing~Interface design prototyping 
Hardware~Sensor devices and platforms 

 

1. INTRODUCTION 
Functional Magnetic resonance imaging (fMRI) is a common 
methodology for studying music performance. Active neurons require 
glucose to return to their original state, a process which causes blood 
to release oxygen at a higher rate compared to inactive neurons. In 
blood-oxygen-level dependant (BOLD) fMRI this is recorded as an 
increased signal [10]. Coupled with the high spatial resolution of MRI 
this allows identification of which brain regions are active in a given 
cognitive task compared to another task with an accuracy of 1-2 mm. 
In contrast to other human brain research techniques such as 
electroencephalography, fMRI allows for better identification of both 
cortical and subcortical activity.  

                                                 
1 Shared first authorship 

 The study of how music perception and performance affect 
brain function and structure has recently established itself as an 
important and burgeoning topic within cognitive neuroscience 
[12]. A challenge for fMRI investigations into music making is to 
create MR-compatible instrument-like interfaces. In order to analyse 
and judge a musical performance, and provide an ecologically valid 
setting, researchers need to be able to accurately capture behavioural 
data. The MRI-scanner presents a challenging environment for user 
interfaces, due to the strong magnetic fields, the limited space, and the 
need for participants to keep their head as still as possible to avoid 
motion artefacts. Previous studies have limited themselves to for 
instance imaginary playing or non-functioning instruments [3, 7, 9]. 
Imagined playing paradigms, however, are not optimal since they do 
not supply feedback for objectively verifying that participants are, in 
fact, imagining playing. Using non-functioning instruments is a step 
forward, but does not provide participants with the full experience of 
music performance due to lacking auditory feedback. Because of these 
constraints, drawing conclusions on brain activity without a solid 
behavioural fundament might lead to suboptimal results, which 
highlights the need for MRI-compatible instrument-like interfaces. 
 In this paper, we first present an overview of the challenges and the 
recent development in designing fMRI-compatible musical interfaces, 
followed by a description of the design and prototyping process of our 
MRI-compatible polyphonic keyboard. The device presented is a fully 
functioning keyboard, currently in use in our 3T MRI-scanners. Due 
to its design, it is with minimal alterations compatible with MEG 
systems. We discuss knowledge gained in the process, preliminary 
user experience findings from an ongoing MRI-study into musical 
improvisation and conclude with providing recommendations for 
future designs. 

2. DESIGN CONCERNS 
The MRI scanner presents an environment that is challenging for 
conventional digital music instrument (DMI) design. Without going 
into the specific physics, an MRI scanner uses a powerful static 
magnetic field, radio waves and field gradients to record signals that 
are used to generate brain images. This reduces the possible choice of 
materials, since the static magnetic field is sufficiently powerful to be 
able to pull ferromagnetic objects from meters away into the bore of 
the scanner, often with immense acceleration. As this is where the head 
of a subject is placed in cognitive fMRI studies, such materials are 
strictly prohibited within the scanner room. Even non-ferrous metallic 
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objects might prove challenging to use, due to induction of electrical 
currents from the time-varying magnetic fields resulting in distorted 
images [11]. 
 While MRI-safety is a matter of choosing the correct materials, 
MRI-compliance demands that the designs do not cause any image 
artefacts and retains normal function during the operation of the 
scanner. A commercially available MRI-compatible MIDI keyboard 
(Hybridmojo LLC) containing non-ferrous electronics were tested 
before embarking on this project. However, while the keyboard turned 
out to be safe for MRI-use, the 3T MRI-scanner used interfered with 
its circuits - making the keyboard play itself during scanning. This 
highlights the challenges in using electronics within the MRI 
environment. We therefore designed our keyboard using only plastic 
and fiber-optics materials. 
 In addition to these concerns, it should be kept in mind that an MRI-
scanner is for many participants an uncomfortable experience. The 
most common wide-bore MRI systems generally have a bore with a 
diameter of 60-70 cm, with our system measuring in at 60 cm 
(Siemens MAGNETOM Trio 3T). The participants head is fixated 
within a head coil, providing little leeway for movement. During fMRI 
sequences, acoustic noise from the scanner will easily reach 120 dB 
SPL [4], and common experiment paradigms often necessitates 30-40 
minutes of scanning time. It is thus important to take the participants 
comfort into account when designing DMIs for use in MR-scanners. 

2.1 Recent development in MRI-
compatible musical interfaces 
Various MRI-compatible sensors exist, which are suitable for 
designing musical instruments and interfaces. However, the use of 
electronic circuits demands extensive testing to ensure the imaging 
processing is not disturbed, and what might work in a 1.5T scanner 
does not necessarily work in a 3T or 7T scanner.  For this reason, 
optical sensing is preferable, as it does not affect image acquisition. 
There exists various fiber-optic click-button interfaces, which can be 
used to trigger sounds. These devices generally use the USB protocol 
to emulate keypresses on a connected computer, resulting in too high 
latency for musical performance. 
 Recently, there has been an increasing interest in designing and 
using MRI-compatible musical interfaces, exemplified for instance in 
the optoacoustic cello presented by Hollinger and Wanderley in [6]. 
Concerning MRI-compatible keyboards, we are aware of a few other 
attempts: Hollinger et. al. as described in [5], a specially designed 
keyboard by Mag Design and Engineering (Sunnyvale, CA) as 
described in [2, 8], and a commercially available keyboard from 
Hybridmojo2. However, the commercially available keyboard did not 
function properly in our 3T MRI-scanner, and the others are one-off 
designs. Our device is a natural continuation of the piano described in 
Hollinger et. al. with the goal of presenting a functional, low-cost 
polyphonic MR-compatible device offering a naturalistic setting for 
the participants. 

3. DESIGN 
3.1 Physical design 
Apart from fulfilling the criteria for an MRI-safe and compatible 
device, we decided on making a slim design for low weight and a size 
that would be comfortable for prolonged use while resting on the 
participants lap. We used 25 full size keys, covering two full octaves. 
This size allowed an average sized participant with the keyboard 
resting on their legs to reach all keys by moving the forearm only, with 
their elbow resting on a pillow. As motion artefacts are a challenge in 
MR-studies, this was an important part of the design. The keys were 
taken from an Edirol MIDI keyboard, and stripped for all metal parts. 

                                                 
2 Hybridmojo LLC, http://www.hybridmojo.com/ 
3 KERN HSE100, http://www.kernlasers.com/ 

In order to house the keys a minimalistic laser cut layered design in 
acryl was produced on a KERN HSE100 laser system3. A total of 12 
layers were then assembled, with 3D printed holders for the fiber-optic 
cables. This design allows for easy dis-/reassembly of the devices in 
case of repairs or alterations. The completed keyboard can be seen in 
figure 1. 

 
Figure 1. The MRI-compatible keyboard, with fiber-optic 

cables exiting at the back of the laser cut case. 

3.2 Sensing 
We used 660nm LEDs with the Versatile Link fiber-optic system from 
Avago technologies4 , with each key having its own transmitter and 
receiver circuit placed outside the scanner room. The light is guided 
through fiber-optic wires from the transmitter and back to the receiver. 
Inside the keyboard there is a gap between the fibers where the key can 
break light transmission, allowing us to detect changes in key status. 
This way, only the plastic optical cables and the keyboard itself are 
inside the MR-room, ensuring no interference between the scanner and 
the keyboard.  
 In order to keep a simple design, we decided to only capture key 
press and release, omitting velocity. It would be possible to implement 
velocity by measuring the continuous change of light transmission 
prior to the key being fully depressed. However, this would complicate 
the microcontroller code and require extensive calibration. Another 
solution, which we are considering for an updated design, is a double-
tap design wherein the key breaks light transmission twice in rapid 
succession. Such an implementation would alleviate the calibration 
issues of measuring continuous change, and present a solid 
measurement of key acceleration. While the lack of velocity impacts 
the sensation of playing a real instrument, it should be remembered 
that the dynamic range available for the player in the noisy MR-
environment is severely limited. 

3.3 Hardware and firmware 
implementation 
For each of the 25 keys there is an output from the receiver circuit that 
needs to be monitored, and interpreted into a MIDI signal. In order to 
reduce the amount of input pins needed on the microcontroller we used 
4 daisy-chained Texas Instrument SN74HC165 8-bit parallel-load 
shift-registers. This configuration allows for reducing a total of 32 
inputs to only 4 serial outputs. Our current keyboard uses only 25 
inputs, but this design would allow for augmenting the keyboard with 
further controls, such as pitch-bend, modulation, or a sustain pedal. 
The 4 serial outputs are then connected to an Arduino Nano, running 
an ATmega328 microcontroller at 16 MHz with a serial data 
transmission rate of 31250 bps. The setup is shown in figure 2. 

4 Now known as Broadcom Limited, http://www.broadcom.com/  
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 The Arduino firmware was written using the Arduino IDE 1.8.15. It 
functions as a simple state machine, where each key is either in a ON 
or OFF state. It constantly polls the input pins, and if any change is 
detected it sends out either a note-ON or note-OFF message depending 
on the previous state of the specific key, thus ensuring full polyphony.  
MIDI messages are handled using the Arduino MIDI Library v4.3.1.6, 
transmitting these through a serial output port using a MIDI-
specification 5-pin DIN connector [1].   

 
Figure 2. The fiber-optic connectors, with the Arduino 

microcontroller and MIDI connector shown to the right. 

4. TESTING AND RESULTS 
We have tested the keyboard on 22 participants, for a total of 8 hours 
and 48 minutes of actual playing. The participants played an average 
of 24 minutes each. They were instructed to perform the melody of a 
well-known jazz standard, to sight-read a new melody, improvise 
melodically, and to improvise freely. In figure 3 an example of how 
participants and the keyboard were positioned inside the scanner is 
shown. Figure 4 shows a sagittal, coronal and axial view of raw data 
from one participant. The topmost images show the average of the 
BOLD-sequence, taken when the participant is playing, while the 
bottommost shows the result of a diffusion tensor imaging sequence, 
taken with the keyboard placed in the vicinity of the scanner. No 
adverse effects on imaging were found, nor have we received any 
complaints of discomfort with the physical placement of the keyboard. 
An occasional challenge is self-triggering and multi-triggering of some 
keys. This self-triggering happens due to the fiber-optic cables being 
moved around, and is usually solved by refastening the cables. We 
intend to fix this problem by better cable management in an updated 
version of the keyboard. Multi-triggering happens when the user 
continuously holds the key at a specific point, causing the optic signal 
to hover around threshold range. This problem could be fixed with 
implementing a gate on incoming triggers, set at a rate which is just 
below the fastest retriggering time. However, in the currently running 
study we found that instructing participants to fully depress keys 
solved the issue. 

                                                 
5 Arduino Foundation, http://www.arduino.org/ 
6 Arduino MIDI library, http:/www.fortyseveneffects.com/ 

 
Figure 3. Example positioning of a participant and the 

keyboard inside the scanner.  

 

 
Figure 4. Sagittal, coronal and axial view of BOLD and DTI 

raw data. 

For the currently running study the keyboard is attached by a MIDI-
cable to a Roland JV-1010 hardware synthesizer for generating audio. 
From the synthesizer, we use the MIDI-thru functionality to record the 
MIDI data using an external sound card on a Windows computer 
running PsychoPy [10]. This way we avoid any extra latency from 
using a software synthesizer. The piano sound from the synthesizer is 
mixed with a backing track, delivered through OptoACTIVE active 
noise cancelling headphones from Optoacoustics 7 . This solution 
ensures that latency is minimal, while providing the participants with 
an adequate signal-to-noise ratio. 

4.1 Challenges and recommendations 
In our currently running study, the keyboard is placed on the 
participants lap, with their legs on a pillow. This puts the keyboard at a 
small angle, making it easier to reach with only their right hand. 
However, this position could be a challenge for persons with a larger 
girth. A possible solution here would be to fasten the keyboard on a 
tilted stand, and adjusting the playing height for each participant. This 
might pose a challenge due to the bore size of the MRI-scanner, but 
would allow for more controlled positioning of the keyboard. 
 It is worth noting that the key action of our keyboard is more similar 
to that found on a Hammond organ, than on a piano, with the keys 

7 Optoacoustics Ltd., http://www.optoacoustics.com 
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resting on the base of the laser cut case in their fully depressed state. 
Since participants in our study were used to playing on synthesizers 
and MIDI-controllers, this did not pose a problem. It should however, 
be kept in mind when recruiting participants that solely play on 
acoustic pianos such as is usually the case for most classically trained 
pianists. 
 While the laser cut base provided an elegant solution to creating a 
low-weight frame for the keyboard, the 3D printed cable holders 
exhibited a size mismatch due to a lacklustre printer calibration and 
material shrink. We were able to work around this issue by manually 
adjusting the parts post-print. For future designs, it is worth 
considering allowing for manual adjustment of both the laser cut and 
3D printed parts, by having excess material and sanding it afterwards. 

4.2 MEG compatibility 
It should also be possible to use our keyboard with MEG. MEG is a 
functional neuroimaging technique, which records the magnetic fields 
created by the naturally occurring electrical currents in the brain using 
highly sensitive magnetometers. As these fields are smaller than the 
ambient magnetic noise MEG systems are placed in magnetically 
shielded rooms. Participants position their head in a headrest, either in 
a supine position, or sitting in a chair. The system is quiet, and does not 
have the same physical restrictions as the MRI environment. However, 
in order to avoid any noise in the recordings a complete plastic and 
fiber-optic design is preferred for MEG-compatible devices. Our 
keyboard fulfils this criterion, and should be suitable for use in the 
MEG. We intend to test this in upcoming studies. As motion artifacts 
can be a concern in MEG studies, we would recommend creating a 
keyboard stand in order to better control arm motion in participants. 

5. CONCLUSION 
In this paper, we have presented a viable MEG and MRI compatible 
keyboard. The keyboard costs around 850 $ in materials, factoring in 
an estimated 70 $ for the 25 keys, which is relatively low-cost for most 
labs with neuroimaging facilities. While it is not of comparable quality 
to the keyboards one will find in homes, studios and on the stage, it 
serves its purpose well. The approach of using only fiber-optics and 
plastic is in our opinion the best strategy to future-proof any MRI 
compatible instrument, with both 7T scanners and MEG becoming 
increasingly common in neuroscience. 
 We would encourage the design of novel MRI-compatible DMIs. 
For instance, in order to investigate how learning to play a musical 
instrument changes networks in the brain, an instrument that is 
playable both inside and outside of an MRI-scanner would provide a 
more ecological valid study. Another aspect is the neural correlates of 
error-correction, for example in non-linear instruments. We hope that 
further studies into how the brain behaves when playing an instrument 
will synergistically benefit both the design of interfaces for musical 
expression and the neuroscience of music. 
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ABSTRACT
Music listening has changed greatly with the emergence of
music streaming services, such as Spotify and YouTube. In
this paper, we discuss an artistic practice that organizes
streaming videos to perform a real-time improvisation via
live coding. A live coder uses any available video from
YouTube, a video streaming service, as source material to
perform an improvised audiovisual piece. The challenge is
to manipulate the emerging media that are streamed from a
cloud server. The musical gesture can be limited due to the
constrained functionalities of the YouTube API. However,
the potential sonic and visual space that a musician can ex-
plore is practically infinite. The practice embraces the jux-
taposition of manipulating emerging media in old-fashioned
ways similar to experimental musicians in the 60’s physi-
cally manipulating tape loops or scratching vinyl records on
a phonograph while exploring the expressiveness enabled by
the gigantic repository of all kinds of videos. In this paper,
we discuss the challenges of using streaming videos from the
platform as musical materials in live music performance and
introduce a live coding environment that we developed for
real-time improvisation.

Author Keywords
live coding, YouTube, streaming video, bricolage H.5.5 [In-
formation Interfaces and Presentation] Sound and Music
Computing

1. INTRODUCTION
How we listen to music has changed over a long period,
with the development of recording technology and its play-
back media. Before the time of recording technology, lis-
teners could enjoy music only by going to a musical perfor-
mance. Since we were able to record music performances,
new types of recording media have been invented, from vinyl
records to compact discs and mp3. Nowadays, most peo-
ple do not carry “physical” recording media for music lis-
tening. Instead, a piece of music can be streamed from a
cloud server on demand, which changes the ways in which
musicians are compensated. Whether we like it or not,
the streaming services now dominates the current music in-
dustry. For example, the U.S. music industry made more
money with streaming than physical media or digital down-
loads in 2015 [2]. Even a NIME music submission does
not accept non-streaming media (not even electronic files
like mp3) anymore. Instead, it asks participants to post
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NIME’17, May 15-19, 2017, Aalborg University Copenhagen, Denmark.

documentation links from “streaming-only services such as
SoundCloud, Vimeo, and YouTube”.

The music recording media inspired pioneers to compose
music in di↵erent ways, such as by cutting and pasting mag-
netic tapes, scratching vinyl records, making dents in com-
pact discs and chopping a piece of music into audio sample
files for DJing. In this paper, we begin questioning what
kinds of new opportunities and challenges we have with the
today’s streaming media for new musical expression. We
choose YouTube, a commodity video streaming service, to
implement a real-time performance system. This idea is in
principle not limited to YouTube. Through their applica-
tion program interface (API), other streaming services could
be utilized in a comparable fashion. However, YouTube is
a useful example case as it allows to demonstrate the scale
and e↵ect of this kind of performance. YouTube is a grand
repository of videos, including a large number of music and
non-music videos. The use of YouTube videos o↵ers mu-
sicians the ability to retrieve any audiovisual samples on
the fly by searching keywords and by providing time o↵sets
to play them from. The participatory nature of YouTube
as a platform where anybody can easily generate content
cultivates the potential of an artistic practice that can be
accessible to both listeners and other musicians.

The idea of improvising on YouTube videos poses the
question of exploring methods and challenges in musically
“organizing” the vast amount of streaming media live. In
this paper, we developed a performance system for a mu-
sician to live-code YouTube videos in a web browser. We
review related works, discuss the challenges and opportuni-
ties of using streaming media, relate this work to previous
works in live coding, and address the technical challenges
and musical gestures in developing and performing a piece.

2. RELATED WORKS
2.1 Musical Experiments with Recording
The history of electronic music parallels artists’ experiments
using recording media in composition. John Cage’s assem-
bly of the Williams Mix exemplifies the use of recording
media in composition, cutting segments of magnetic tapes
on a piece of paper and splicing them into eight tapes that
are played simultaneously as a piece [7]. In, Studie I and
II, using additive synthesis, Stockhausen accumulates tapes
on top of each other or plays tapes of di↵erent tones in
rapid succession to create polyphonic structures [32, 33].
Recording non-musical sound (natural or industrial) led to
a new compositional practice that uses fixed media, such as
musique concrète [29] and SoundScape [30].

The use of recording media has been expanded to the live
performance practice. In Riley’s live performances of The
Gift, Baker and his quartet played live to the tapes to create
a tape delay sequence over which the live performers also
improvised [16]. Turntablism, whose precursor is early ex-
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perimental music, is a well-known performance practice in
which a musician performs by physically manipulating vinyl
records, turntables (typically two), stylus, and mixer [14].
Yasunao Tone took a destructive approach in using record-
ing media where he damaged audio CDs and hacked the CD
player to create noise music [36]. Granular synthesis is a
modern compositional technique in computer music, which
manipulates sound samples temporally [40]. It has fre-
quently been used in live performance [37], leading to ded-
icated interfaces for real-time granular synthesis in NIME
contexts [8, 25, 26]. The use of video samples in composition
enables unique audiovisual performances that often result in
video mash-up not only in VJing cultures [12] but also in
context of NIME. For example, ‘sCrAmBlEd?HaCkZ!’ takes
audiovisual samples from popluar videos and remix them
based on the similarity to live input [18]. MadPad realizes
the grid of video samples that mimics an MPC controller
on a tablet [19].
With the emergence of streamed forms of audiovisual

samples, we started to witness interactive music systems
that utilize streamed audiovisual samples. MusicMapper re-
alizes a 2D representation of chopped audio samples streamed
from SoundCloud for remixing music [6]. TextAlive Online
generates a music video using kinetic typography by ana-
lyzing audio from music streaming services [17]. Gibber,
a web-based live coding environment, implements a func-
tion called “freesound” that lets a musician search an au-
dio sample from the freesound website and play a sequence
of the sample [27]. This paper was directly inspired by a
web-based live coding performance, The Last Cloud, which
manipulates various media on the web (audio, video, and
multiple web pages) and the grid of videos [35]. It is appar-
ent that recording media in its various manifestations have
inspired musicians to create new forms of composition and
performance practices. Hence it is important to note that
while the list of creative works in this category is vast, our
review here can by no means be complete.
While music streaming services dominate how people lis-

ten to music, it is not clear if it helped us create a new
art practice. This paper is an instance in response to the
anticipation of novel performance practices using streaming
media.

2.2 Why Live Code?
How do we perform with streaming media? While audiovi-
sual performances can be performed live with various kinds
of interfaces, from a MIDI controller to gesture recognitions,
we choose live coding to organize YouTube videos musically.
The reason is simple– it is the most basic way to control the
large scale video streaming. Live coding is a highly inter-
active programming practice where a programmer writes a
program that is currently running and the outcome of which
is typically electronic music [10]. Typically, live coding has
been known as a practice that generated sounds through al-
gorithmic means that were developed by interactively writ-
ing the code on stage. Hence the product of live coding is
typically sound synthesis and temporal algorithms that con-
trols the generated sound. However, the product of live cod-
ing in music performance can be expanded in various ways.
For example, the outcome can be real-time notation [23],
musical instruments [5, 22], audience participation [21] and
visualization [11]. Furthermore, live coding has been ex-
panded to non-musical domain: choreography [31], textile
patterns [9], scientific simulation [34], and programming
education [28]. Live coding allows a musician to control
audio-visual-temporal dimensions of YouTube videos with
a degree of automation. In addition, the canonical rule of
live coding to reveal the screen and show the code to the

audience will help them understand the algorithms of mu-
sical gesture by comprehensible naming convention, such as
loop, jump, and speed.

3. OPPORTUNITIES AND CHALLENGES
Before we introduce the performance system, we would like
to review the opportunities and challenges that this media
poses to musicians.

3.1 Infinite Audiovisual Samples
One of the biggest benefits of including streaming media in
interactive applications is that it provides a grand reposi-
tory of audiovisual files. The repository will not only have
music, but also, various kind of contents depending on the
characteristics of the service. For example, YouTube videos
can be music, live concerts, tutorials, commercials, movies
or possibly any video that users create. Therefore, the
process of exploring and selecting video samples that will
be used in a piece is a significant part of the composi-
tion. Musicians can also create materials by themselves and
make them readily available in certain cases asynchronously
(posting a video) or synchronously (e.g., YouTube Live).
Potentially, audience members can contribute to provide au-
diovisual samples during (or prior to) the concert; a similar
approach has been attempted under the context of mobile
phone orchestra [24]. Musicians do not need to “own” sonic
materials on their local machine but only has to draw on
samples from the services. Not only this will reduce the size
of the application but vastly expands the material a musi-
cian can improvise with on the fly. Similarly, the advantages
and challenges in streaming computer music applications
from a cloud server have been examined in [15].

3.2 Platform Dependent Practice
Many of the challenges in using streaming recording origi-
nate from the fact that the application depends on a specific
platform. Typically, commercial services, such as Spotify,
SoundCloud, Vimeo, or YouTube, are available options for
musicians. The challenges of using such services are left to
the musicians and are listed in the following subsections.

3.2.1 Limited Control of Streaming Services

The limited functionality in manipulating streaming media
musically is a technical challenge for musicians to perform
with those snippets. Typically, such streaming services pro-
vide an application program interface (API) to allow access
to the media via code. The API is, however, not designed
for artistic practices. The musicians’ challenge is then to
re-purpose the API, to develop the range of musical expres-
sion, and to compose (or improvise) music. In the later
section of this paper, we take YouTube as an instance and
explore what kinds of features are available for musicians.

3.2.2 Terms and Conditions

There are legal issues that arise from the fact that a musi-
cian does not “own” the content. As they do not own audio-
visual snippets and the platform, musicians need to agree
to terms and conditions of the platform. While copyright
infringement can be the aesthetic of the piece as in [18],
these terms may prohibit certain artistically desirable uses
of the media. We use YouTube as an example to describe
the challenge. Based on its terms [4], we cannot distribute
any part of the service or the content without authorization,
except the means that they provide (embeddable player) -
(4A). For example, downloading selected videos automat-
ically and manipulating them in non-YouTube players is
clearly a violation of the terms if it were for the public per-
formance. Another term indicates that we cannot “modify”
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any part of the service (contents, the API functions of the
player) - (4B). Fortunately, the use of streaming media in
the performance practice that this paper suggests seems to
be within the range of the “fair use” , such as remixing as
a part of new expression [1]. We find performing the piece
in public is fine according to 4E of their terms (“showing
YouTube videos through the Embeddable Player on an ad-
enabled blog or website”) [4]. Many of these problems are
uncertain and vague and it is interesting for us that our per-
formance can create gray areas they may tighten or loosen
their terms or pose philosophical questions to the commu-
nities. For example, performing a piece on a web browser
in public is legal but distributing the performance video via
YouTube seems problematic (4A). Another interesting term
that we can potentially violate is that 4H. - “You agree not
to use or launch any automated system,(...) that accesses
the Service in a manner that sends more request messages
(...) than a human can reasonably produce...”. Is the use
of Is live coding an automated system or a human perfor-
mance? Is a live coder (or a musician with a musical in-
strument) human or an automated system? How many re-
quests can a human reasonably produce via live coding their
API functions? Another interesting fact is that not all the
countries allows streaming services. For example, according
to [38], YouTube is blocked in China, Iran and North Ko-
rea. We currently submitted a performance proposal to a
conference in one of these countries and will document the
whole process if the proposal gets accepted.
While these challenges may hinder artists who musically

manipulate streaming media, such constraints challenge them
to find ways to be expressive, given the technical and legal
boundaries. However, this is not di↵erent from any other
kind of computer music practices, which re-purpose exist-
ing objects physically or electronically for music making. In
fact, musicians have used a number of commodity hardware
and software (e.g., turntables, tape recorders, programming
languages, laptops, microcontroller kits, and mobile phones)
in the musical context, which later leads to artworks, schol-
arly research, and commercial products. It has been studied
that such constraints can yield a creative use of technology
and the development of new musical styles [13]. Therefore,
we rather see this as a di↵erent set of challenges in expand-
ing musical expression with this new media.

4. DESIGN AND IMPLEMENTATION
To explore the musical aesthetic enabled with the idea of
live coding YouTube videos, we present a performance sys-
tem in which a live coding musician can retrieve YouTube
videos and organize them musically. The performance sys-
tem has been used by the authors to perform a structured
improvisation piece that demonstrates the motivation of the
performance practice. This is built in a web browser and is
publicly available online through the following URL:https:
//livecodingyoutube.github.io

1.

4.1 YouTube iframe API
YouTube provides a Javascript API for the third party de-
velopers to embed and control a YouTube player in a web
page 2. A YouTube player is embedded as an independent
web page, using <iframe> tag. The provided API o↵ers
various functions for programmers to control the embed-
ded player. However, the API functions are primitive and
limited to simple manipulation of the videos.

1the code is available at https://github.com/
livecodingyoutube/livecodingyoutube.github.io
2For more detail, refer https://developers.google.com/
youtube/iframe_api_reference

Figure 1: Live Coding YouTube videos. 3X4 grid,
a live coding editor (translucent) and the search re-
sult (right)

Largely, there are three types of API functions that we
use: playback controls (playVideo, pauseVideo, cueVideoById),
temporal controls (seekTo, setPlaybackRate), and volume
controls (mute, unMute, setVolume). Not only the number of
functions available is limited, but also their capabilities are
restricted. For example, setPlaybackRate method takes a
parameter to change the playback speed, and the parameter
can only be predefined numbers (0.25, 0.5, 1, 1.25, 1.5, and
2); otherwise, it will round down to the nearest supported
value.

4.2 Grid System and Live Coding Editor
The output of the performance system is audiovisual arti-
facts generated by a set of YouTube videos being played by
a live coder, and the input to the system is a performer’s
code written live. The visual outcome and the live coding
environment needs to be projected in a concert space to
make the idea of using YouTube videos explicit to the au-
dience. Therefore, a musician is in need of quickly loading
videos as well as revealing the music-making process (live
coding). To that end, we implemented a grid system that
can automatically load videos, maintain the layout (HTM-
L/CSS) accordingly, and simplify accessing the videos by
indexing them (See Fig. 1). Without the grid system, a
musician would have needed to deal with low-level code,
adding, replacing, and deleting YouTube videos. Instead,
musicians can use a set of helper functions that can add
videos in a line and they can focus on the high-level control
of videos to algorithmically organize them. The grid system
provides a set of helper functions to modify the grid layout
on the fly and to load multiple videos quickly and to create
mash-up. Allowing multiple videos in the grid is analogous
to a digital audio workstation that supports multi-tracks.

As mentioned before, the live coding editor needs to be
shown to the audience, and doing so is particularly chal-
lenging, given that the grid system is the primary visual
outcome, which is directly linked to the music produced by
the mash-up of the YouTube videos. We designed the sys-
tem to have a translucent code editor laid on top of the
grid system. For the readability of the live coder, the line
on which the cursor is placed is highlighted. To execute
code, the live coder needs to select a block of code and
press Shift+Enter.

In order to support e�cient video search, the system pro-
vides search function to get the list of video thumbnails
returned by the service for keywords, and the result of the
query is displayed on the right side of the editor (Fig. 1). A
live coder can click a thumbnail of a video and the unique
identifier of the video will be pasted where the cursor is for
further use in coding. This ensures the performer to retrieve
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any video on the fly by keywords and possibly improvise on
the selection of videos.

4.3 Latency and Buffering
Per each YouTube video, there are two dimensions the mu-
sician can control via YouTube APIs: time and dynamics
(volume). The most significant di↵erence from playing a
sample audio (or video) file and a YouTube video, or stream-
ing media in general, is that it takes time to play a video
from the time that playVideo is called due to the network
transmission. The major source of the latency is the time
between making a request to a cloud server and receiving
streamed data in a local machine. The latency is dependent
on numerous factors: bandwidth, connection speed, and the
number of connections that share resources at the moment.
Fortunately, to improve the user experience of streaming,
all kinds of streaming services use bu↵ering. Video bu↵er-
ing temporarily stores data in the local memory so that a
momentary insu�ciency of data will not stop the playback
as long as the video is bu↵ered enough.
When playVideo is called for a YouTube player, the YouTube

video does not start the video immediately but spends some
time to secure the bu↵ered data enough to safeguard the
video from starving. While this is desirable for casual use
of YouTube to have a smooth playback at the price of wait-
ing for a few seconds in the beginning; this is problematic
when a musician wants to play videos instantly or sched-
ule one or more videos to begin playback at a specific mo-
ment due to the latency and its jitters. This latency from
the bu↵ering step can be avoided by loading and bu↵ering
a video prior to it being actually played. To initiate the
bu↵ering step of a YouTube video, when a video is added
to the grid, the system automatically “plays” the video so
that it immediately moves from the unstarted state to the
buffering state (Fig. 2). Immediately, the video is paused,
so that it will not have any audio output. Now, the video
can be cached locally and can be immediately played with-
out bu↵ering delay (Fig. 2-c).
As the commands such as playVideo, pauseVideo, seekTo,

and setVolume run in the main execution thread, the execu-
tions of such commands can be deferred if the main thread
is temporarily stalled for other tasks, such as changing the
layout or receiving data from a socket. This creates a de-
lay between the buffering state and the paused state and
can have unwanted audiovisual outcomes. To avoid arti-
facts, the system mutes the video and unMutes the video
later (Fig. 2-a,b).
Lastly, even when the video is bu↵ered locally and paused

(at the state of 2-b), there can be a short delay between
the time a user executes playVideo and the time when the
video actually begins. We depicted this delay as “PLAY
DELAY” in the Fig. 2-2. This delay adds to an error if
a musician wants to execute a fine temporal control, like
looping, synchronizing, or phasing.We find that this delay
is dependent on the performance of the main thread, as well
as the video quality of the player (resolution of the video). It
is recommended to sacrifice the video quality (‘tiny’ - 144px
in YouTube setting) for precise temporal controls especially
when there are many videos on one page.

4.4 Helper Functions
The live coding environment provides helper functions that
allow the musician to quickly build the grid and execute
interesting musical gestures. All the helper functions are
listed in the Table 1. The capability of helper functions is
defined by the limited functionalities of the YouTube API.
However, the advantages of using helper function are as
follows: 1) It takes care of the style and appearance of the

Figure 2: Video preparation routine and its state
transition: To have all the videos loaded in the state
that can be immediately played, each video is ini-
tially played automatically and paused in order to
skip the bu↵ering delay when played by a musician.

Table 1: Helper Functions

Category Function Description

Search search
search string and retrieve search
results from YouTube.

Grid
create create a YouTube grid

add
add row(s) or col(s) to the
existing grid.

Playback
play play the video(s)
pause pause the video(s)

cue
replaces the video(s) with new
video (id)

Temporal

seek
seeks to a specified time in the
video(s)

jump jump n seconds in the video(s)
loop loop the video(s) with interval t

loopAt
loop the video(s) at specified time
with interval t

sync
synchronize videos to the specified
time or to the specified video

delay
add specified delay between the
video(s)

speed
change the playback speed of the
video(s)

Dynamics

volume
set volume to a specified level of
the video(s)

turnup
increase volume of the video(s) by
the specified level

mute
mute/unmute the volume of the
video(s)

fadeIn/Out fade in (or out) of the video(s)

grid when adding/replacing videos in a few lines of code. 2)
A live coder can select videos by index and control them in
batch. These helper functions serve as the basic building
blocks of the live coding environment and the rest of the
functionalities are left to a live coder’s performance with
the expressivity of the programming language (javascript).

The first argument of most helper functions is the index of
YouTube videos in the grid. The system provides multiple
ways to quickly select videos and control in a batch The
following example shows how a live coder can select videos
in various ways, given a 2 by 2 grid (indexed from 0 to 3).

c r e a t e ( 2 , 2 , ‘ ‘ xyz ’ ’ ) // c r e a t e a 2�by�2 g r id
play ( a l l ) // play a l l v ideos ( 0 , 1 , 2 , 3 )
seek (1 ,30 ) // seek to 30 seconds in v ideo 1
fadeOut ( [ 1 , 3 ] ) // fade out v ideo 1 and 3
speed ( not ( 1 ) , 2 ) // play in 2X speed f o r 0 ,2 ,3
jump ( ‘ i %2==1’,5) //jump 5 seconds f o r 1 and 3

5. MUSICAL EXPRESSION WITH YOUTUBE
The basic musical gesture supported by live coding YouTube
video finds parallels in early experimental music that ma-
nipulates magnetic tape and vinyl records. In particular, we
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borrow musical gestures from minimalist composers includ-
ing Terry Riley, Steve Reich, and Alvin Lucier, all of whom
wrote important pieces in computer music with tape loops.
In our premiere performance, we demonstrated these ideas.
The piece embraces the juxtaposition of the compositional
ideas from the 60s and the emerging media live coded pro-
grammatically. The screen recording of the performance is
available at the following URL: https://livecodingyoutube.
github.io/pat2017.html and the video is archived in [20].We
discuss two important aspects in performing a Live Coding
YouTube piece: 1) selecting audiovisual materials and 2)
developing algorithms that can execute musical gestures.

5.1 Selecting Videos
For a particular performance, a significant portion of sonic
outcome depends on the selection process of videos that will
be used. As the API functions can only control dynamics,
the playback o↵set, and its speed, whether the selection pro-
cess is improvised or composed, the style of music can vary
drastically based on not only how they are played simulta-
neously, but also the selected videos. The virtuosity of the
performance systems remains in this space of choosing a set
of YouTube videos. Here, we illustrate some ideas that we
have presented in the performance and relate them with the
existing experimental compositions.

• One can select non-musical videos and manipulate them
temporally to create musical gestures, for example phasing
as in Steve Reich’s Come Out.

• A musician improvises by searching keywords on the fly
or playing live-streaming channels, and leave the musical
outcome to chance, like John Cage’s Imaginary Landscape
No. 4.

• Amusician can perform the piece, videotape, and live-stream
the performance to YouTube Live, search the live stream
video, and play the video in the grid. The audiovisual arti-
facts captured in the video recorder is then fed back videos
being played on the projection and creates the feedback
loop with the delay created arbitrarily by YouTube, which
is analogous to Alvin Lucier’s I Am Sitting in a Room.

5.2 Live Coding Musical Gestures
As mentioned before, musicians are given a limited set of vo-
cabulary by the API. However, live coding enables algorith-
mic and conversational interaction between the YouTube
grid and the live coder. In this section, we introduce a set
of musical gestures that a live coder accomplishes in the
proposed performance.

5.2.1 Multitrack Mashup

As multiple YouTube videos can be played simultaneously
within a few seconds, an audiovisual mashup becomes a
powerful musical gesture for a musician. This is not neces-
sarily new and there exist web applications wherein a user
can mashup multiple YouTube videos by filling a form with
video IDs and the starting time of each one [3]. However, the
live coding system is di↵erent in a way that a musician can
replace videos and control the playback on the fly. Theoret-
ically, the grid system is designed to support any number
of YouTube videos. However, we find that the grid greater
than and equal to 6X6 makes the machine slow down and
makes typing not responsive. Using the fadeIn/Out and
replace the videos (using cue), one can smoothly make a
transition from one video to another.

5.2.2 Loop

Using the loop and loopAt function, one can loop the whole
(or a part of) a YouTube video and specify the interval and

a starting point of the loop. The stacks of audiovisual loops
can be accumulated gradually to create repetitive rhythms
and to build up the piece. The visual outcome of looped
music video creates an interesting visual collage of YouTube
videos. Maintaining a precise metronome for synchronized
looping of multiple videos requires the combined use of Web
Audio API and the javascript timeout systems [39]. As all
helper functions allow a performer to control videos indi-
vidually or in batch, the video loops of di↵erent YouTube
videos can be concatenated and played in an alternating
fashion. Setting the interval to relatively short time-frames
(< 1s) produces rapid rhythmic patterns. A loop interval
cannot be small enough to accomplish granular synthesis
but it can support close to the tens of milliseconds when
there is only one video with the lowest resolution (144 pixel).
However, this is still far from the granular synthesis given
the PLAY DELAY in Fig. 2-2. The lower bound increases
as the grid has more videos and/or the video quality gets
better. Therefore, the performer needs to understand the
relationship between the micro-loops, video quality, and po-
tential silence when the loop is too short to be covered in
the main thread.

5.2.3 Delay, Reverb and Phasing

When the grid has multiple instances of one video in sync, a
musician can create a delay e↵ect by adding delays between
instances. The delay function can be used to add this de-
lay in the series of videos. If the delay is small enough (e.g.
1ms), it has the same e↵ect of adding reverb to the sound.
Lastly, combining delay and loop, one can create phasing
e↵ects. Technically, this is not phasing as we do not have
precise control over the playback speed. However, when the
two (or more) videos have a small di↵erence in the loop in-
tervals, it creates the phase e↵ects where one of the samples
slowly plays out of phase.

5.3 Performance Setup
The sound setup of this performance is relatively simple
(stereo out from a laptop). More importantly, reliable on-
line connection is necessary for this performance. The con-
nection may not necessarily be high-speed, thanks to the
bu↵ering mechanism and we were able to successfully re-
hearse the piece 10 Mbps (download). The wireless connec-
tivity can vary potentially with the audience’s smartphones,
which are not present at the rehearsals. Hence it is recom-
mended to use a wired connection to secure online connec-
tivity. Live streaming the performance to create feedback
also requires reliable connection with minimum 2 Mbps up-
loading speed for 360p. As playing multiple YouTube videos
simultaneously involves heavy computation and significant
bandwidth usage, using a secondary projector (with screen
recording for the archival purpose) will increase the compu-
tational load of the computer. As the screen projecting is
essential to the performance idea, using a projector needs
to be tested throughout the composition and the rehearsal
process to run the piece in realistic settings Lastly, playing
YouTube videos may involve random commercial banners
within videos, which can be turned o↵ with the third-party
plug-in.

6. CONCLUSION
In this paper, we discussed the opportunities of using stream-
ing media in computer music performance and introduced
one instance of such opportunities to demonstrate the po-
tential of musical aesthetics that are available to us. In
this paper, we focused on the preliminary expressivity that
streaming media a↵ord by the realization of musical ges-
tures inspired from the ‘60s experimental music. However,
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we do believe that this basic concept can be expanded fur-
ther. In particular, we are interested in liberating videos
from the grid, which will allow more free placements of
YouTube videos and realizing advanced visual e↵ects, such
as cross-fading, cut-out, dissolving, which may enable ‘live-
coded films’. In addition, we are interested in diversifying
the system by implementing a custom interface to control
YouTube videos and integrate them into existing perfor-
mance practice such as DJing, audience participation, and
collaborative improvisation with instrumental musicians. Fi-
nally, content identification on the video could allow ad-
ditional levels of control and manipulation, such as auto-
mated beat synchronization, onset synchronization, or color
matching.
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ABSTRACT
In this paper we present HIVE (2016), a parametrically
designed interactive sound sculpture with embedded multi-
channel digital audio which explores the intersection of sculp-
tural form and musical instrument design. We examine
sculpture as an integral part of music composition and per-
formance, expanding the definition of musical instrument
to include the gestalt of loudspeakers, architectural spaces,
and material form. After examining some related works, we
frame HIVE as an interactive sculpture for musical expres-
sion. We then describe our design and production process,
which hinges on the relationship between sound, space, and
sculptural form. Finally, we discuss the installation and its
implications.
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1. INTRODUCTION
1.1 Background
Sound is intrinsically tied to the spaces it is disseminated
in, unfolding in a constant interaction with the physical en-
vironment, colored and shaped by the material properties
and physical geometry of architectural space. Along with di-
mensions such as pitch, rhythm, and timbre, spatialization
is a crucial aesthetic consideration for musical composition
[16].
Many composers have explored the aesthetics of spatial

sound in their composition and mixing techniques [12][18][16].
Building on the ideas explored in these works, we developed
a framework for spatial music composition based on the in-
teraction of loudspeakers, architectural space, and physical
form. This process led to the design of a custom sound ob-
ject for spatialization which enables the exploration of the
roles of space and form in sonic creations.
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1.2 Related Work
While loudspeakers are often designed to remain invisible
and sonically transparent, they can be regarded as musi-
cal instruments in their own right [20]. This notion is re-
flected in the works of several composers, such as David
Tudor’s Rainforest IV (1973) [19], and researchers, such
as Franz Zotter’s Icosahedral Loudspeaker (ICO). ICO is a
loudspeaker array designed as an instrument for electronic
chamber music which inverts the common ’surround sound’
paradigm by having speakers project divergently from a
point. [17]

In ICO, architectural space is also treated as an element
of musical expression; the work uses space as an instrument
equally important in shaping the musical performance and
composition as the loudspeakers. Other artworks which in-
tegrate architecture into the compositional process include
Bill Fontana’s architectural sound installation, Spiralling
Echoes (2009), which uses highly directional speakers to
”inscribe space” [8] and Maryanne Amacher’s Maastunnel
Sound Characters (1995) [2] which integrates structure-born
sounds into the artwork, rendering architecture as an instru-
mental body [10].

Composers and artists have also played with material
means to shape the timbre and spatialization of sound. In-
spirations to us are the sculptural musical instruments of
Bernard and Francois Baschet [5] and Bernhard Leitner’s
Parabolic Dishes Beaming (2002) [11].

1.3 HIVE
Drawing from these threads we present HIVE, a parametri-
cally designed interactive sound sculpture featuring an em-
bedded multi-channel speaker array. Our approach fuses
aspects of sculpture, sound reproduction, interactivity, and
architecture. In HIVE, we explore the notion of spatial-
ity in musical expression through a sculptural artifact that
projects a field of sound outwardly, sonically articulating
the surrounding environment. The timbre is influenced by
the geometry of the sculptural form, as the speakers are
mounted at the tapered ends of the horn-like inner struc-
tures which act as waveguides. The speakers and material
geometry constitute both an instrument for timbral trans-
formation and spatialization and an artifact for embodied
interaction. The temporal nature of sound brings the other-
wise inanimate sculpture to life, facilitating interaction and
enactive engagement.

The remainder of this document describes the design strate-
gies and methods used to realize this work, including consid-
erations of the piece’s design, fabrication, and audio system.
This is followed by observations and documentation of an
installation of this piece at a local venue. We conclude with
a summary of the work and directions for further explo-
ration.
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Figure 1: An illustration of the four stage process used to design the form. The resulting topology from the

design procedure is an n-fold toroid, visually and structurally retaining the qualities of a honeycomb pattern

while packing horn-like inner cells.

2. DESIGN STRATEGIES AND METHODS
In our design and production process, we followed a systems
approach of taking sound and sculptural form -which causes
spatial and timbral transformation- as a unified notion with
unique a↵ordances in composition, performance, and inter-
action. The physical composition of the sculptural form
that produces the sound became a part of the musical com-
position process. In turn, design of the object is exclusively
driven by this purpose and algorithmically generated.
The following three sections describe the design strategies

and methods used. The first discusses the design of the
sculptural form, the second the fabrication and the third
discusses the challenges presented by the audio system.

Figure 2: This figure shows a cross-sectional top

view of the horn-like inner structure within the

sculptural object.

2.1 Design
The sculptural form was designed with the intention of
housing a dense array of speakers. With this design prob-
lem, we focused on creating a procedure that would be ap-
plicable to various base geometries, rather than a single
object. We have two main inspirations for the physical de-
sign of the artifact. First is the horn loudspeaker design, in
which the physical shape acts as an acoustical waveguide.
This shape has been shown to have an impact on the spec-
trum, creating a presence e↵ect [9]. The second is the use
of honeycomb patterns as a means to achieve tight packing

of these tubular inner cavities inside the sculpture. Honey-
comb geometries, as often seen in nature, have been shown
to present spatial advantages in this regard.

The design procedure followed a parametric approach and
can be summarized in four essential steps, as depicted by
Figure 1. The design was executed using several interre-
lated software tools [13][1], in the computer aided design
software Rhinoceros [3]. The first step was to hexagonally
tile an arbitrary curvilinear surface. The second step in-
volved the exclusion of all peripheral cells that weren’t com-
plete hexagons. We also seeded random cells in order to
create variations in density. In the third step, we used a
mesh thickening algorithm [15] to create a non-linear ex-
trusion 1 of this surface that uses the hypotenuse average
based trigonometrical o↵set for computing a new mesh that
is a closed solid. The final step employed Catmull-Clarke
subdivision algorithm [15] to smoothen the mesh, resulting
in a curvilinear cross section approximating an exponen-
tial horn-like inner structure. The resulting topology from
the design procedure is an n-fold toroid, visually and struc-
turally retaining the qualities of a honeycomb pattern while
packing horn-like inner cells. This procedure can be applied
to a variety of base geometries.

2.2 Fabrication
For the fabrication, we chose a truncated cone as a base
geometry in order to allow for a centripetal projection of
sound, creating a divergent soundscape around it. Given
the complexity of the shape, we decided that additive manu-
facturing was the most appropriate method. However, since
the overall size of the object was larger than the maximum
printing area of most commercially available 3D printers,
the model had to be printed in multiple segments. (Figure
3) The geometry processing software Netfabb [4] was used
for segmentation of the model. After printing the pieces us-
ing ABS plastic, the interlocking parts were attached using
two-part epoxy glue. Automotive body filler was used to
cover the seams, which were then sanded down in order to
prepare the structure for painting. The speaker caps which
house the speaker drivers were fabricated using the same
material. These were designed such that they inhibit the
projection of sound from the driver in the backward direc-
tion and allow for coupling the driver to the horn throat.

2.3 Audio Design
This unique multichannel system presented several chal-
lenges from the perspective of spatial sound composition,
or orchestration [12]. The speaker layout was fairly uncon-
ventional, pointing outward from the center creating a di-
vergent projection (the opposite of most ‘surround’ layouts)
emitted from multiple elevations. Furthermore, despite us-

1The documentation for the exact function used can be
found at this URL: http://rhino.github.io/components/
weaverbird/meshThicken.html
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Figure 3: Since the overall size of the object was

larger than the maximum printing area of most

commercially available 3D printers, the model had

to be printed in multiple interlocking segments.

ing identical speaker drivers each speaker is filtered with
di↵erent responses due to the di↵erences in horn size.
We empirically explored the aesthetics of this divergent

sound projection configuration in several ways. Elemen-
tary tests involved circularly panning a wide-band source
like white noise around the sculpture at a constant veloc-
ity. This gave rise to ‘melodies’ because the horn structures
filtered each speaker’s sound di↵erently. There was also a
rhythmic element due to the regular circular motion. Other
experiments involved using generative up-mixing techniques:
a small set of sound samples morphed using e↵ects to cre-
ate multiple copies that were played back simultaneously.
E↵ects considered were simple tape-based e↵ects like pitch-
shifting, playback speed modulation, delays, reversal, and
splicing. Another experiment used a cascaded delay line
network such that each echo of a sound appeared from a
di↵erent speaker. These echo channels were connected to-
gether in a network to create implied trajectories of move-
ment.
These tests suggested the use of a zonal approach where

di↵erent areas along the sculpture all had di↵erent e↵ects
processing (like reverberation), to create a heterogeneity in
the timbral qualities of the soundscape in di↵erent direc-
tions. These tests also suggested the need for a manifold-
based control and panning method like SpaceMaps [6] or
Immlib [14] since it lends itself well to irregular physical
geometries and speaker arrangements.
The C++ library Lithe [7], developed partly for this project,

was used for sound synthesis and spatialization. Lithe is a
library for object based audio-graphs as well as a generic
workflow for trajectory processing via the use of manifolds.
The framework’s agnosticism toward underlying panning
methods allowed for testing with di↵erent algorithms. This
was used to create a modular synthesizer-like sound gener-
ation system where sound synthesis graphs of both sounds
and their trajectories could be synthesized using a proce-
dural workflow. Further, it also allowed for external input
like microphones or sensors to trigger both sonic and spa-
tial events like motions along a trajectory or modulation
of velocity or position of sound objects. A more detailed
description of the library can be found in [7].

3. INSTALLATION
HIVE was installed and exhibited to the public for several
days at the Santa Barbara Center for Art, Science and Tech-
nology (SBCAST), Santa Barbara, CA. Figure 4 shows the
top view of the installation. An additional quadraphonic
speaker system was placed, external to the sculpture, in
the four corners of the room with the intent of providing a
foreground-background dichotomy in conjunction with the
soundscape emitted by the sculpture. Additionally, piezo-

electric sensors were placed under the carpets in the space
around the sculpture whose output was fed into the audio
system.

Figure 4: The top-view of the installation at SB-

CAST. An external quadraphonic system was used

to create a foreground-background dichotomy with

the sculpture. Piezoelectric sensors placed under

the carpet on the floor around the sculpture picked

up the movement of audience and used the input to

react sonically.

HIVE used sixteen speaker drivers (model NE65W-04 2”,
Tymphany Inc., Sausalito, CA), driven by eight class-D
stereo amplifiers (model DTA3116S, Dayton Audio, Spring-
boro, OH) yielding 16 channels of audio. The audio sig-
nal was produced by a multichannel digital audio interface
(model Ao24, MOTU, Cambridge, UK) connected to a com-
puter running the custom synthesis software.

All the sounds used were taken from two field record-
ings. Play-rates were manipulated to conceal the source
sound using a network of inter-modulated LFOs and AD
envelopes; these sounds panned in circular paths around
the sculpture at di↵erent rates and by experiment we found
that this yielded the perception of rhythms. These pan-
ning rates were further modulated using another network
of LFOs and AD envelopes, with some connected to those
that modulated the play-rate. This patch2 e↵ectively cre-
ated a swirling texture of sounds around the object with
an irregular ebb and flow. In a similar manner, sounds
were modulated to move back and forth from the sculpture
to the external quadraphonic system. Since the external
quadraphonic system was full range, and not a↵ected by
the speaker horns, it e↵ectively distinguished the sculpture
from the other sounds in its environment while bearing a re-
semblance in terms of continuity of rhythm and movement.

In addition, audio input was taken from piezoelectric sen-
sors placed under the carpets in the room and processed by
the audio-graph to trigger sonic and spatial events. Sonic
events involved sharp or subtle rises and falls in the play
rate, or the triggering of echoes. Spatial events involved
modulations on the velocity of movement of the sound sources.
Care was taken to make the e↵ect of the piezoelectric input
less obvious; the intention was to implore the audience to be
more spatially and acoustically aware of the environment.
This was achieved by means of introducing several seconds
of delay, or obscuring the e↵ect of the piezoelectric behind
other sonic-spatial textures.
2A term commonly known to represent a set of intercon-
nected modules in hardware modular synthesizers.
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Figure 5: The installation at SBCAST, Santa Bar-

bara. Photography by J. Armario.

3.1 Observations
Having a divergent speaker setup opened up new strategies
for approaching sound design and interaction. Instead of
looking at spatial orchestration alone, the object’s geom-
etry and filtering e↵ects had to be strongly considered in
the sound design. This led to the experimentation with
strategies like circular panning, and zonal approaches. Due
to these e↵ects, the installation both articulated and was
articulated by the acoustics of the room.
The primary means of interaction were through the foot-

steps of the audience around that sculpture that was picked
up by sensors in the floor. However, during the exhibition
of the installation, we observed that the audience had a
strong and intuitive tendency to attempt to interact with
the object gesturally: by moving their hands and bodies
around the sculpture. The system however, only responded
to the footsteps of the audience in indirect and subtle ways
by triggering both sonic as well as spatial events like sudden
changes in the velocity of moving sounds within the sculp-
ture. This, therefore suggests considering a more gesture
based means of input for interacting with the sculpture, for
our future e↵orts.

4. CONCLUSION
In her book, Between Air and Electricity, Cathy Van Eck
observes: ”Whereas the musician is able to communicate vi-
sually with the audience, the microphone and loudspeaker
on stage are just seemingly immovable devices, often painted
black to remain as unnoticeable as possible” [20]. We ex-
pect performers and instruments to be expressive as a part
of the musical performance. If loudspeakers and architec-
tural space are considered instruments, what is the range of
their expressive qualities and performative aspects?
The question for us then is: can sculptural form be consid-

ered as an instrument, an integral part of the composition
process as well as musical performance? What would be
the contribution of material artifacts to the expressiveness
of musical pieces, both in musical means (timbre, spatializa-
tion, etc) and by means of performance? Although, many
composers and sound artists[10] have addressed this notion
through their work, a more formal study on the contribution
of material and physical geometry to musical expression is
yet to be made.
Through our installation work, we observed that the ma-

terial geometry coupled with the speakers constituted not
only an instrument for timbral transformation and spatial
di↵usion, but also an artifact for enactive engagement. The
sculpture provokes a visceral experience —engaging by walk-
ing around, moving one’s body and hands, impacting the

sound field at times. If ”the movement of sound reconnects
us to the realm of kinesthetic experience” [16], the existence
of sculptural form reconnects us to our bodies and space.
Here, action and performance are guided by a material ar-
tifact, calling for unique a↵ordances to be studied.

As we have mentioned, a more formal evaluation of the
impact of performative aspects of sculptural objects on mu-
sical expression is yet to be made. Through the parametric
workflow we introduced to the production process, we hope
to do further studies with di↵erent artifacts and composi-
tions.
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ABSTRACT
The JoyStyx Quartet is a series of four embedded acoustic
instruments. Each of these instruments is a five-voice gran-
ular synthesizer which processes a di↵erent sound source
to give each a unique timbre and range. The performer
interacts with these voices individually with five joysticks
positioned to lay under the performer’s fingertips.
The JoyStyx uses a custom-designed printed circuit board.

This board provides the joystick layout and connects them
to an Arduino Micro, which serializes the ten analog X/Y
position values and the five digital button presses. This
data controls the granular and spatial parameters of a Pure
Data patch running on a Raspberry Pi 2.
The nature of the JoyStyx construction causes the fre-

quency response to be coloured by the materials and their
geometry, leading to a unique timbre. This endows the in-
strument with a more “analog” or “natural” sound, despite
relying on computer-based algorithms. In concert, the quar-
tet performance with the JoyStyx may potentially be the
first performance ever with a quartet of Embedded Acous-
tic Instruments.

Author Keywords
Embedded acoustic instrument, raspberry pi, acoustic res-
onance, pcb design, granular, timbre, Satellite CCRMA

ACM Classification
H.5.5 [Information Interfaces and Presentation] Sound and
Music Computing, C.3 [Special-Purpose and Application-
based Systems] Real-time and embedded systems, and H.5.2
[Information Interfaces and Presentation] User Interfaces

1. INTRODUCTION
The JoyStyx is an embedded acoustic instrument. These
instruments are designed to allow custom hardware inter-
faces to be connected to software instruments running on
embedded Linux boards [11]. The sounds generated are
then amplified and sent to speaker drivers connected to a
digitally fabricated body. This houses the instrument’s elec-
tronics and provides for a unique sound-filtering and radia-
tion pattern, depending on the particulars of the materials
and geometry. Figure 1 illustrates this concept [1].
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.

Related prior work includes the D-Box (a hackable em-
bedded acoustic instrument) [11] as well as earlier works
such as Tristan Perich’s 1-Bit Symphony (in some sense an
embedded instrument) [6] and instruments that Je↵ Snyder
made for his DMA project [9].

Embedded DSP

Sound Synthesis

Amp
Audio

Sensor Circuits

Sensor Interface

Figure 1: The concept of an embedded acoustic in-
strument.

2. DESIGN OF THE JOYSTYX
Performers interact with the JoyStyx by placing the fingers
of their right hand on the five joystick pads.1 A custom-
designed circuit board was created in Fritzing [4] which ar-
ranges the joysticks so they fit comfortably under the per-
former’s fingertips, see Figure 2. This circuit board also
connects joysticks to an Arduino Micro, where the X and Y
positions of these joysticks are sampled and serialized and
then sent to a Pure Data patch running on the Raspberry
Pi.

Figure 2: Custom-designed printed circuit board.

Each joystick controls a granular synthesis module [7] pro-

1At McGill University, Ivan Franco is refining an embedded
instrument design that incorporates hand-wired joysticks.
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cessing a unique soundfile spaced a perfect fourth apart.2

Moving the joystick forward or backward gradually pitch-
shifts the resulting sound up or down a whole-step respec-
tively. Moving the joystick left or right scrubs the playback
window through the soundfile. These movements also spa-
tialize the resulting sound, moving it in the direction of the
joystick by controlling the gain of three separate speaker
drivers attached to the front and side faces. The joystick
in neutral position gives a gain of zero to all drivers and
increases the gain as it is moved away from center. Press-
ing down on the joystick splits the signal into a series of
delay lines, allowing for additional timbral and delay e↵ect
options.
For optimum acoustics the JoyStyx body was designed to

resemble a studio monitor. It is a simple cuboid shape with
the inner volume optimized for the 3.5-inch driver used for
the instrument’s lower frequencies. These inner dimensions
follow a 1 : 1.14 : 1.39 ratio to minimize any overlapping
resonance frequencies. Simple bracings were attached to
the face joints to add durability and rigidity [10]. Advancing
from some of our previous instruments [2], the JoyStyx uses
solid spruce rather than plywood. This change made the
instrument much lighter and allowed the faces to vibrate
more freely, giving the instrument a more individual timbre.
The JoyStyx also has the speaker drivers mounted on the
inside of the faces and takes advantage of grill covers to
extend the instrument’s lifespan.
Directionality is achieved with three 2.5-inch speaker drivers

attached to the front and side faces of the instrument. The
sounds generated by the granular modules are sent through
a high-pass filter and directed to the speakers with the joy-
sticks. Pushing a joystick forward increases the signal to
the front channel, to the side increases the signal to the
respective side speaker, and pulling back on the joystick
distributes the sound evenly between the two side speakers.
All of the remaining bass frequencies are low-pass filtered
to the bottom 3.5-inch driver.
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Figure 3: On-axis magnitude response of the four
loudspeaker drivers, each of which is installed in a
di↵erent side. (Note: These magnitude responses
have been smoothed slightly in the frequency do-
main to make it easier to compare their properties.)

Bass ports were 3D-printed to boost the bottom end of
the 3.5-inch driver. These ports were designed to a tar-
get resonance frequency of 60Hz, which is the bottom of
the driver’s range. The initial test dimensions for the ports
were obtained using an online resonator calculator [5]. This
tool accepts input values for the quantity, shape, and ra-
dius of the desired ports; as well as the volume of the body

2The DIRTI musical instruments, with their granular ap-
proach, are a particular inspiration for the authors [8].

and target frequency of the resonator; and calculates the
resonator length required. The desired e↵ect is to boost
the bottom end of the instrument’s range and according to
initial measurements, see Section 3, the tool appears to be
accurate and e↵ective.

3. MEASUREMENTS
To get an idea of the instrument’s tone colour, we took
measurements of its acoustic resonance. Using a long sine
sweep as the input signal, we took measurements of each
driver individually with the reference microphone on-axis
32-inches away from the instrument. Figure 3 shows the
four responses plotted together. The magnitude response
is plotted logarithmically with respect to frequency. Pre-
dictably, the smaller 2.5-inch driver gives a smoother re-
sponse in the mid and high-end range, while the 3.5-inch
driver shows more power in the low-end of the range.

We also took this opportunity to assess the e↵ectiveness
of the bass ports. By plugging the ports, we were able to get
an idea of how the instrument would respond without the
bass ports. Figure 4 shows a comparison of the front speaker
driver’s response with an open port vs with it plugged. We
see an overall boost to the low-end frequency response, with
a noticeable jump of nearly 3dB in the 60-80Hz range, as
we had aimed for.
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Figure 4: Unsmoothed magnitude response of the
front without and with bass ports.
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Figure 5: Unsmoothed magnitude response of the
bottom.

Figure 5 shows the comparison of the 3.5-inch bottom
driver in the same fashion. Again, we observe an overall in-
crease in amplitude in the low frequencies and, again, we see
a significant increase in the 60-80Hz range, as anticipated.
This demonstrates that the bass ports have a predictable,
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Figure 6: This key explains how to interpret the notation used for Granular Quartet. The written notes
represent performance instructions rather than pitch content. Five sta↵ lines each represent a joystick, notes
written on the bottom line indicate actions performed on the thumb’s joystick and those on the top line
performed on the pinky’s joystick. All actions should be slow and smooth.

controllable, and beneficial e↵ect on the final sound of the
instrument.
The magnitude response plots (see Figures 3, 4 and 5

– 102 indicates 100Hz, 103 indicates 1000Hz, and 104 in-
dicates 10kHz) are plotted logarithmically with respect to
frequency.

4. GRANULAR QUARTET
Granular Quartet is the first piece composed for an ensem-
ble of the JoyStyx concept. Each of the four instruments
has a separate sound source. Each instrument uses samples
from either flute, oboe, bassoon, or bass clarinet. The use of
di↵erent instruments gives the ensemble a wider range, from
around 65Hz in the lowest bassoon note to around 1.5kHz
in the highest flute note. The ability to gradually glissando
between these notes, combined with the variety of smooth
and buzzy timbres in the selected instruments, allows for
a wonderfully complex spectrum of possible textures. The
JoyStyx quartet can be seen in Figure 7
The piece is structured as a slow moving fugue. The

subject and counter-subject ideas move gradually, allowing
the subtle granular changes in each instrument to overlap in
a slowly evolving, ambient cloud. It follows an ABA’ form
with the A-section demonstrating the instrument’s ability to
smoothly and subtly manipulate the soundfile while the B-
section timbrally develops the subject by sending it through
the delay lines with the button presses.

Figure 7: Four di↵erent editions of the JoyStyx in-
strument.

Granular Quartet was written specifically for the JoyStyx
instrument and revealed some interesting challenges, specif-
ically in notation. Whereas the Textural Crossfader [2]
was able to use a simple grand sta↵, notating five separate
controls–each able to move smoothly in two-dimensions and
capable of two di↵erent button states–is a lot of information

to mark down using traditional musical notation. This piece
used a system of note-heads that used directional arrows to
show the direction of movement for the joystick, see Figure
6. Each joystick was mapped to its own line on a standard
five-line sta↵ with traditional rhythmic durations informing
the performer how long each movement should take.

Performers initially interpreted the instructions to be com-
plex; however, compared to other music notation systems
(for example, for extended techniques), it was actually quite
simple. Merely, the challenge for performers was that it was
an entirely new experience. Nonetheless, Granular Quartet

was successfully performed at the LaTex 2016 Conference
at the University of Texas at Austin on November 5, 2016,
as well as the Laptop Orchestra of Louisiana Concert on
November 14, 2016, in what may have been the first perfor-
mances ever of a quartet of embedded acoustic instruments,
see Figure 8. Future developments on the instrument will
explore further notation options, see Section 5.

5. ADDITIONAL FUTURE DESIGN CON-
SIDERATIONS

The JoyStyx interface is currently being used to explore
more complex mappings for future compositions using ma-
chine learning. It has been updated to run on the Raspberry
Pi 3 board and uses the Wekinator platform [3], created by
Rebecca Fiebrink, to train and store the learned models.
The Pure Data patch sends the serialized Arduino data to
Wekinator to be interpreted. The user trains a number of
grips and hand-shapes that Wekinator then models. While
Wekinator is running, the current joystick data is compared
to these models and a weight for each model is sent back to
Pure Data.

In Pure Data, a custom preset handler was designed to
work with Wekinator. The user can find an ideal sound for
each of the trained models and store those presets in Pd.
The parameters of these presets are then interpolated based
on the received weights of each model.

Currently, we are working on a system for interpolating
between these presets in a less linear way. We hope to
allocate positions for each of the presets in an n-dimensional
space to allow for customized vectors between them.

This machine learning platform would open up a new
compositional strategy for the interface. Rather than no-
tating each action for each joystick individually, the com-
poser could define a finite series of shapes or gestures and
create a simple notation system for moving between them
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Figure 8: Granular Quartet being performed live in concert.

over time.
Other considerations include material comparisons. We

will be fabricating a few di↵erent versions of the JoyStyx
that will be identical to the current model except for the
use of other types of wood or acrylic for the instrument’s
body. We will then measure the acoustic resonance of each
instrument to compare the characteristics of each material.
In addition to this, we will be taking inspiration from tradi-
tional instrument luthiers and exploring more complex in-
ternal bracings to improve upon the simple edge reinforce-
ments being used currently.

6. CONCLUSIONS
In designing the JoyStyx, we experimented with expand-
ing the Embedded Acoustic Instrument platform beyond
the standard stereo format by exploring 3.1 format of three
directional channels and a low-frequency channel. We ex-
plored polyphonic and spatial interaction using a new custom-
designed interface. We also discovered that, with a little
fine-tuning, bass ports can have a desirable e↵ect on the
final acoustic character of the embedded instrument.
Historically seen, the concept of Embedded Acoustic In-

struments has some novelty. In this light, the advancements
made with the JoyStyx instruments are intriguing to dis-
cover. The nature of their construction causes the frequency
response to be colored by the materials and their geometry,
leading to a unique timbre, endowing the instruments with a
more analog or natural sound, despite relying on computer-
based algorithms. In concert, the quartet performance with
the JoyStyx may potentially be the first performance ever
of a quartet of Embedded Acoustic Instruments.
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ABSTRACT
The growth of the live-coding community has been coupled
with a rich development of experimentation in new domain-
specific languages, sometimes idiosyncratic to the interests
of their performers. Nevertheless, programming language
design may seem foreboding to many, steeped in computer
science that is distant from the expertise of music perfor-
mance. To broaden access to designing unique languages-as-
instruments we developed an online programming environ-
ment that o↵ers liveness in the process of language design as
well as performance. The editor utilizes the Parsing Expres-
sion Grammar formalism for language design, and a virtual
machine featuring collaborative multitasking for execution,
in order to support a diversity of language concepts and
a↵ordances. The editor is coupled with online tutorial doc-
umentation aimed at the computer music community, with
live examples embedded. This paper documents the design
and use of the editor and its underlying virtual machine.
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1. INTRODUCTION
The past decade has seen a broad variety of programming
languages used as instruments for live musical performance.
The notion of the programming language itself being a mu-
sical instrument is particularly well established within live
coding research [19, 2]; the community-authored TOPLAP
manifesto for example asserts that “programs are instru-
ments that can change themselves” [17]. Many such in-
struments use languages with musical features or domain-

specific languages (DSLs) that are oriented to computer
music. A DSL is valued according to how it reframes the
terms of work into a language of abstractions and special-
izations through which the characteristic a↵ordances and
constraints of its application domain become more readily
available and discoverable.[14] Thus some performers and
live coders have explored designing new “mini-languages”
to embed within existing systems, frequently with live per-
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formance as a driving motivation. For example, McLean’s
“TidalCycles” is a domain-specific specialization of Haskell
that embeds a further mini-language for polyrhythmic cy-
cles. Magnusson’s “ixi lang” sits atop the SuperCollider
domain-specific specialization of SmallTalk, and further em-
beds a mini-language for agent scores. As an instrument,
the language specialization serves as a“sca↵old for external-
ising musical thinking”[9], through which “we are more able
to engage the right kind of cognitive load”[11] or “engage
directly with music through a high-level representation of
musical patterns”[7]. Some of these language specializations
are so idiosyncratic and model-constrained to be considered
initiating a miniature genre[3] or compositional form[9].

In this paper we document our work supporting the explo-
ration of notational specificity in languages-as-instruments,
while retaining flexibility, by bringing “liveness” to the pro-
cess of language design itself. We created a responsive gram-
mar editor along with a simple yet flexible target virtual
machine, embedded in a browser along with tutorial mate-
rials, for ease of access.1 Central to our goal is helping mu-
sicians create highly divergent or idiosyncratic instrument-
languages in a variety of paradigms. However, although
live coding languages often incorporate graphical syntax,
for now we have limited our scope to textual input.

2. DESIGNING LANGUAGES LIVE
The study of languages is often divided into syntax, seman-

tics, and pragmatics. Syntax specifies what are permissible
utterances of a language in terms of structure and com-
position; i.e. what can be parsed, regardless of meaning.
Semantics provides a function or mapping of the syntax to
a representation of its meaning, i.e. rules for transforming
terms into other terms; in computing this may be embedded
in the logical design of a compiler or interpreter. Pragmat-
ics refers to how the semantic meaning of a fragment, or of
a language, can be used; what it is useful for. As a mu-
sical instrument, the syntax provides its outer appearance
and possible arrangements, the semantics identify what each
surface feature does, and the pragmatics relate to what id-
ioms, compositional forms, or mini-genres it lends itself to.
A fourth concept of metalanguage gives the terms of how
each of these is defined.

2.1 Parsing
We chose the Parsing Expression Grammar (PEG) [6, 10]
metalanguage for parsing, which like many grammar for-
malisms describes a language in terms of a top-down set
of rules. These rules gain expressive power by being com-
posed through a variety of operators to succinctly capture
a greater variety of syntactic patterns. PEGs are easy to

1This system can be accessed from https://worldmaking.
github.io/workshop_nime_2017/index.html
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grasp, with barely more than a handful of operators, little
syntax, and a handful of common ’recipes’ to cover most
situations.
A grammar consists of a set of rules, the first of which

is the start rule. Each rule has a name, a syntactic pattern

of strings, rule names, and operators that define the kinds
of input the rule can recognize and return, plus an optional
semantic action which can transform what is returned. In
our editor the action is simply the body of a JavaScript
function. For example, the following rule, named “start”,
recognizes the text “hello”, but returns the text “hej”:

start = "hello" { return "hej"; }

This trivial example highlights how parsing is akin to
translation of the syntax of a source language into the se-
mantics of a target language. Rules become more interesting
through the use of the small set of combinators, including
concepts of sequence, ordered-choice, zero-or-more, one-or-
more, etc., and a few other short-hand conveniences.
We determined that actions of parser rules should gen-

erate flat data structures representing a target language
rather than directly triggering sonic events. One reason
is that a readable output language can help clarify parser
behavior. Another reason is that the specific order in which
the parser traverses input code may not match desired se-
mantics; structural changes may need to wait for a higher
rule to be activated to arbitrarily re-organize the data of
sub-rules, before submitting to playback. This for example
allows the durations of a loop’s elements to be calculated
according to the number of elements it contains; more gener-
ally, it allows input languages to vary quite flexibly between
imperative and declarative styles.

Figure 1: The browser-based interface. In the
Grammar panel users can define a language’s syntax
and semantic actions. The Input panel lets users
experiment with the resulting language, with the
Output section below displaying live the semantic
results as instructions for the playback engine.

2.2 The editor
The editor (Figure 1) is designed to be responsive in de-
sign and interaction. Both the grammar and the source in-
put editor panes grow to fit the content, and can be edited
live with continuous evaluation. If desired, any input that
parses correctly will be executed automatically by the play-
back engine. Alternatively, smaller fragments of the input
window can be selected and executed at any time using the
Ctrl-Enter or Cmd-Enter keyboard shortcuts. For inputs
that fail to parse, an error is shown but no sonic changes
ensue. Such liveness of input text evaluation is normal for a
live coding language instrument. However the system also

applies this liveness to the grammar editor. Each modifica-
tion to the language’s grammar, and its semantic actions,
also triggers a re-evaluation of the input text against the
new grammar, and sonic events if the parse is successful.

2.3 The target language
The grammar editor allows a very wide range of idiosyn-
cratic languages to be designed, which through translation
to the target language must create sonic structure through
the set of features available in the playback engine. In the
choice of these available features we aimed for a concise
expression of a common set of concepts frequently found
in music programming and live coding languages, such as
strong timing for events, collaborative multitasking (or agents
and scores as found throughout Magnusson’s work), local
and global communication, the loops and layers typical to
dance music [5], communication with other software, etc.
We formalized these concepts through a target language
guided by several sometimes conflicting priorities:

• Human-readable: to rapidly understand how the parser
is working (correctly or incorrectly). This implies min-
imizing hidden state, and avoiding verbosity.

• Easy to learn, predictable to generate. Where reason-
able, keep abstractions in user-written grammars.

• Simple to generate: to keep grammar actions legible.
Terseness of the target language is less important than
the ease and flexibility of generating it.

• E�cient to interpret: keeping the playback engine ef-
ficient while supporting di↵erent structural patterns.

The design we settled on bears resemblance to a stack-based
language, in which a program fragment is a sequence of to-
kens interpreted item by item, possibly modifying the se-
quence as a result. This is highly conducive to interpreta-
tion, and indeed stack-based languages are frequently used
as the internal representations of interpreted languages. The
language is not a string of text tokens, but a sequence of
terms (as a JavaScript array) in which terms can be regular
numbers, strings, or nested sequences. We distinguish ex-
ecutable instructions (or “operators”) from data strings by
prefixing with the @ character, which facilitates readability
and simplifies the implementation of the interpreter.

Some instructions are relatively simple, like the binary
operator @add, whereas others are more complex. Some
instructions were chosen based on observations of similar
operations widely used in performance practice over vari-
ous languages. In particular, several instructions exist to
introduce variation, including @iter, which rotates the ar-
gument used on each pass through a loop, @chance, which
picks between two arguments according to a probability,
@pick, which chooses an argument at random, etc.

Stack-based languages are naturally expressed by reverse
Polish notation, in which operands are interpreted and sub-
mitted to the stack first, then consumed by subsequent op-
erators. For example, the following nested sequence will
wait for 12 beats before completing:

[[4, 8, "@add"], "@wait"]

The above is a valid JavaScript expression to declare a
nested list (array), and this is how it could be expressed in
the parser. More likely however it would be constructed
through a combination of parser actions. And although
nesting in this example is not actually necessary, it can aid
the reader in understanding the instructions, and permits
some useful flexibility in how the parser actions are applied.
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Sometimes it is necessary to defer evaluation of an ex-
pression until it is needed; for example, a pattern may need
to play only conditionally, and should not be evaluated oth-
erwise; or a pattern may need to repeat a number of times.
In LISP-family languages the quote operator can be used to
pass an expression unevaluated (which is to say, to bypass
the normal mode of evaluation of the sequence of terms).
Instead, to simplify our engine, we present unevaluated ar-
guments after the operator, rather than before. For exam-
ple, when enountering a @loop instruction, the interpreter
knows to expect the next item to be a pattern to loop (and
will throw an error if this is not found).

["@loop", ["@snare", [1, "@wait"] ] ]

If we didn’t do this, then we would have to either ex-
plicitly quote patterns, or alternatively explicitly mark lists
to be evaluated. We avoid the need for widespread use of
quote or eval operators by argument placement. This also
simplifies the implementation of the language’s interpreter.

2.4 The playback engine
The playback engine implements an interpreter of the target
language with flexible and sample accurate scheduling. This
engine can run entirely in the browser, using a timing clock
and a small selection of default instruments from the Gib-
berish library [12] using instructions such as @pluck-note

or @snare. Alternatively it can synchronize and commu-
nicate with external applications via MIDI or WebSockets
using @midi- and @ws- instructions. The temporal seman-
tics implement collaborative multitasking to support paral-
lel musical threads, scheduled according to subdivisions of
an overall musical pulse. A simple a list of events will be se-
quenced at the same musical time, playing simultaneously:

[220, 1, "@pluck -note",
330, 1, "@pluck -note",
550, 1, "@pluck -note"]

To separate events in time, a sequence must incorporate
the @wait instruction, which consumes an argument for the
duration (in terms of the pulse) to insert. The @wait in-
struction e↵ectively yields the current instruction queue to
its parent scheduler, to be resumed at a precisely computed
time in the future. So while the example above plays a
chord, the example below plays an arpeggio:

[220, 1, "@pluck -note", 1/4, "@wait",
330, 1, "@pluck -note", 1/4, "@wait",
550, 1, "@pluck -note", 1/4, "@wait"]

New parallel instruction queues can be created within a
sequence, either as one-time only sequences using @fork, as
infinitely looping sequences using @loop, or as named infi-
nite looping sequences using @spawn. The following example
plays a simple triplet over duplet hemiola:

["a", "@spawn", [ "@kick", 3/4, "@wait" ],
"b", "@spawn", [ "@hat" , 2/4, "@wait" ]]

While @wait, @fork, and @loop turn instruction queues
into resumable continuations with tightly timed scheduling,
naming a loop via @spawn allows its pattern to be re-defined
on the fly—an essential idiom of live coding [15]—by spawn-
ing the same name with a new pattern.
Parallel sequences can also carry local state, assigned via

@let and retrieved via @get; or global state can be addressed
via @set. Let-bound state is visible in any sub-queues forked
or looped, but not visible to any parent queues. Thus a
queue can share state with the patterns it creates without
clashing with names in sibling patterns.

2.5 Examples
It can be interesting to utilize the spatial organization of the
text to coordinate the temporal organization of the result.
In the grammar below, while both loop1 and loop2 have the
same syntax, the semantic action is slightly di↵erent. With
an input of "x-o-.-" loop1 produces a pattern of 16th notes
repeating every one and half beats, whereas loop2 produces
a pattern spanning one beat that contains six events.

perc = "x" { return "@kick"; }
/ "o" { return "@snare"; }
/ "-" { return "@hat"; }
/ "." // rest

loop1 = events:perc+ {
return ["@loop", events.map(

e => [e, [1/4, "@wait"]]
)];

}

loop2 = events:perc+ {
var step = 1/ events.length;
return ["@loop", events.map(

e => [e, [step , "@wait"]]
)];

}

A strategy we have found useful for some mini-language
experiments is to automatically assign spawn-names to each
new line of the input text. In this way, the input fragment
supports a flexible and stutter-free notion of each line cor-
responding to a looping layer in the musical performance:

start = lines:line* {
return lines.map(

(e, i) => [i, "@spawn", e]
);

}

line = events:perc+ "\n"? {
return events.map(

e => [e, [1/4, "@wait"]]
);

}

With the above grammar, a three-part polyrhthmic pattern
amenable to direct live manipulation can be as simple as:

x...
.o...o.x...x
.-.

3. IN USE
The system was shared with two dozen participants in a
workshop held at the 2016 International Conference on Live
Coding.2 A tutorial introduced parsing by building a lan-
guage by incrementally adding each of fifteen grammar op-
erators. We worked through a handful of common needs,
discussed common errors, and explored examples creating
musical structure with the target language and engine.

After this presentation workshop attendees had around
forty-five minutes to develop a prototype language. Three
attendees volunteered to give brief performances, none of
whom had prior experience with parsing or programming
language design. One participant presented a prototype of
system for creating serial compositions that he continued to
develop this after the workshop; it is now a MIDI sequencer
that runs in the browser, available online [18].

A simpler example by another participant converted ASCII
values of characters entered into pitch information read back
in sequence to form musical phrases, with the duration of
each note in the phrase derived from the phrase’s length,
2http://iclc.livecodenetwork.org/2016
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generating parallel sequences of polyrhythmic percussion.
The participant was able to pull of a rousing two-minute
performance with it, a surprising feat considering that the
language was less than one hour old!3 Other participants
did not have their languages in a state they felt comfort-
able presenting as their goals were more ambitious than the
workshop duration enabled; nevertheless the feedback we
received was overwhelmingly positive.

4. DISCUSSION
Although the editor was designed primarily to support the
process of language design, there is a tantalizing invitation
to build and use a language-instrument on the fly, during a
performance. Live coding musicians perform with program-
ming languages, but hardly ever by programming languages.
This could be driven by a goal to pursue a more profound
live coding act through a “more significant intervention in
the works” [4], or it may instead play into an oft-mentioned
motivation for ‘showing your screens’ during performance to
further democratize the realm of computing (and process in
the wider society)–for example, that anyone else could start
from the same place [1]. It may also play into legibility, as
an audience member might better understand what is being
written if the grammar is grown from zero before their eyes.
Toward legibility, we are interested letting the parser au-

tomatically colourize or otherwise highlight input language
according to grammar rules. We would also like to extend
the editing interface with annotation capacities driven by
the playback engine; for example, momentarily highlighting
fragments of the input that correspond to sonic events cur-
rently triggered within sequences. Such annotations may be
generally useful sources of feedback for language designers
as well as performers and audience members.
A current weakness of the target language is the di�-

culty of scheduling algorithmic transformations of struc-
tured data. Pattern transformation concepts such as inver-
sion and transposition are powerful means to create variety
when applied over time[16], but are not easy to define in
our target language without adding more complex opera-
tors. Related, control flow is addressed in our target lan-
guage through finite and infinite backward jumps (loops),
simple conditional branches, and the parallelism of contin-
uations, but there is no support yet for label/goto or sub-
routines. Goto may be considered harmful, but it is easy to
see how subroutine jumps could empower richer languages–
and might not be di�cult to add. A more challenging but
interesting problem would be the support for instructions
in the playback engine to reach back and modify the in-
put text, performing source code manipulations as found in
ixi lang [8] and Gibber[13]. Though it is not clear whether
this would be of any use, a language might even be able to
transform its own grammar.

5. ACKNOWLEDGMENTS
Supported by the Canada Research Chairs program and
York University, Canada. Also supported by Rochester
Institute of Technology, with funding from Sponsored Re-
search Services and the Golisano College of Computing and
Information Sciences. Additionally, we would like to thank
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ABSTRACT 
There have been many NIME papers over the years on 
augmented or actuated instruments [2][10][19][22].  Many of 
these papers have focused on the technical description of how 
these instruments have been produced, or as in the case of 
Machover’s ‘Hyperinstruments’ [19], on producing instruments 
over which performers have ‘absolute control’ and emphasise 
‘learnability. perfectibility and repeatability’ [19]. In contrast to 
this approach, this paper outlines a philosophical position 
concerning the relationship between instruments and 
performers in improvisational contexts that recognises the 
agency of the instrument within the performance process. It 
builds on a post-phenomenological understanding of the  
human/instrument relationship in which the human and the 
instrument are understood as co-defining entities without fixed 
boundaries; an approach that actively challenges notions of 
instrumental mastery and ‘absolute control’. This paper then 
takes a practice-based approach to outline how such 
philosophical concerns have fed into the design of an 
augmented actuated cello system, The Feral Cello, that has 
been designed to explicitly explore these concerns through 
practice.  
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1. INTRODUCTION 
As a practice-based researcher my improvisational practice 
involves the use of technologies for the creation of performance 
environments within which I partake in technologically 
mediated-performance. I am particularly interested in the 
relationship with technology in this setting and the ways in 
which we can understand and problematise the performer–
technology relationship. I position myself as part of the 
growing body of instrument-builder/ improvisers (such as 
[3][9][12][26]) that are exploring techno-centric approaches to 
musical improvisation that implicitly examine these human-
technology relationships through their creative practice. My 
practice is informed by my understanding of a prominent 
discourse within the field of the Philosophy of Technology that 
addresses the conceptualisation of humans’ relationship with 
technology. In particular, there has been a growing acceptance 

of a rejection of technological determinism. This rejection has 
led theorists to explore human-technology interactions from a 
variety of social, political and philosophical perspectives. 
Attempts to characterise interactions and relationships between 
technologies and humans have been made by academics such as 
Ihde [16] Feenberg [8], Haraway [14], Hayles [15], and 
Verbeek [27] to different extents. There has also been 
discussion of various levels of integration between 
technologies, the body and the mind as exemplified by recent 
developments in philosophies of mind and the cognitive 
sciences. Some of these propose not only an embodied, situated 
theory of mind but also an extended theory of mind in which 
technologies can be conceived as part of an extended cognitive 
system [3][4]. Finally, there has been growing discussion 
regarding the agency of technology in the processes of 
creation/interaction, and in the co-evolution of human-machine 
interactions. Post-phenomenological and post-human 
understandings of our relationships with technology in 
particular, have been put forward as an interesting avenue to 
conceptualise and explore the inter-agency or intra-agency of 
humans and technology within a performance context [3]. This 
paper outlines these philosophical concepts in as much as they 
have fed into the design of a recent creative output The Feral 
Cello produced in collaboration with cellist Laura Reid [24]. 
Following Green [13] I feel that a practice-led approach where 
the first concerns are of a musical nature can highlight how the 
technological and philosophical concerns have affected the 
instrumental design and musical activity.  
 

2. PHILOSOPHICAL CONTEXT 
Implicit and in some cases explicit, in the body of techno-
centric improvisational context outlined in the introduction is a 
rejection of the notion of technological determinism [8]. 
Technological determinism, still arguably the tacitly accepted 
view of technology by society, suggests that ‘technology 
operates in a decontextualized autonomous domain’ [7], such 
that technology is held to follow a fixed path of progression, 
which is pre-determined and unavoidable, and over which 
humans have no influence [8]. Di Scipio [7] states that a 
deterministic conception of technology suggests that 
technology operates at ‘an autonomous extra social level’ that 
implies for the artist that the technical environment within 
which they work ‘is not her/his affair at all’ [7].  
Feenberg [8] describes an alternative to technological 
determinism that he terms ‘Critical Theory’. This situates 
technology, not as a neutral tool, but rather as something that 
shapes and is shaped by societal functions and use. In this 
conception the progression of technology is also open to being 
influenced and changed by users who in turn are also shaped 
through its use. Taking such a non-detereministic stance 
suggests that for a musician, dealing with the technology as part 
of their performance practice is ‘an opportunity to challenge 
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established and uncritically accepted practices and theories, the 
known modalities of personal or shared modalities of music 
making’ [7].  

3. INSTRUMENTAL AGENCY 
3.1 Agency in Practice 
As part of an active decision to explore such issues as part of 
my performance practice I have become increasingly interested 
in ways of foregrounding & problematising the notion of 
technological agency as part of the creative process. As I see 
my work as part of the critical context of instrument 
builders/improvisers I would first like to explore some other 
projects that have explicitly informed my creative approach.   
 
James Ferguson in Imagined agency: Technology, 
Unpredictability and Ambiguity [9] discusses his practice as a 
performer of technologically mediated music. In this article 
Ferguson is in particular writing about a hybrid electric guitar 
setup called Machine-Assembled Dislocation (MAD). Ferguson 
categories the human/machine interaction as performing with 
‘feral technologies’ [9, p.143], in which the music is ‘an 
emergent form, radiating from pre-composed situations and 
instrumental ecologies, the performance of and in which it is 
improvised’ [9, p.145]. For Ferguson, the instrumental agencies 
are imagined, yet they are no less important as they provide 
‘fruitful creative stimulus’ [9, pg 143] to the performers and 
help articulate his practice in which he ‘seeks out resistance and 
agency in a variety of forms, and attempts to interact with it’ [9, 
p.143]. 
 
David Borgo’s work and writing has been a large inspiration to 
this project. Borgo proposes that he devises hybrid instruments 
that both ‘extend and complicate our sense of control’ [3, p.2]. 
He has strived to avoid divisions between artists and 
technologists specifically looking to avoid the ‘division … 
between acoustic and electronic performers’.  Borgo presents 
perhaps the most radical conception of agency in practice 
drawing on Actor Network Theory [17] to provide ‘insight 
concerning “distributed agency” or “interagency” between 
humans and technology’ as a way on conceptualising his 
interactions with technology in his musical improvisations.   
 
Such discussions provide a conception of instrumental agency 
on a continuum from the purely imagined agency of Ferguson, 
where the agency is ascribed by the performer, to a more post-
phenomenological understanding of agency in which the 
agency of the humans and technology are mutually co-
productive of each other.  

3.2 Agency in Theory 
This continuum of degrees of agency is also represented in the 
literature. An imagined agency can be likened to Dennett’s 
Intentional Stance. In Intentional System Theory Dennett sets 
out an intentional stance one can take to technology in adopting 
a stance where we can interpret, explain or predict the behavior 
of something by attributing minds to them [6, p.1]. ‘The 
intentional stance is the strategy of interpreting the behavior of 
an entity (person, animal, artifact, whatever) by treating it as if 
it were a rational agent who governed its ‘choice’ of ‘action’ by 
a ‘consideration’ of its ‘beliefs’ and ‘desires’ [6, p.1]. For 
Dennett the intentional stance is the natural way of trying to 
understand something if it too complicated to break it down 
into an understanding of its internal logics, leading to humans 
to anthropomorphise common encounters with technologies 
such as their cars. This I see as very similar to Ferguson’s 
conceptualisation of his performance system. 
 

Idhe [16] takes a different approach in examining technologies 
in use. In particular, in how they might mediate our interaction 
with the world. Building on a phenomenological understanding 
of intentionality, the property of mental phenomenon as being 
directed onto an object Idhe presents four different ways in 
which technology can mediate this intentionality. The four 
categories are: Embodied; the technology becomes part of the 
body schema: Hermeneutic; they become representations of 
reality with which we react: Alterity; ‘technology-as-other’ [16, 
p.98] the technology becomes something with which we 
interact: Background; technologies create a context for our 
perceptions. Idhe describes a relationship with a musical 
instrument as an embodied relation, one in which ‘The player 
picks up the instrument (having learned to embody it) and 
expressively produces the desired music’ [16, p.95]. However, 
for computer based music, particularly where the computer is 
involved in ‘random’ decision making, he likens the 
interactions to those described by the alterity relation.  In this 
relation, the technology ceases to be a transparent tool but 
rather becomes something that is present to our consciousness.  
Technology in this instance possess agency through the fact 
that it modifies or mediates human intentionality. 
 
Pickering [23] takes this post-phenomenological understanding 
further. For Pickering, human and material agency are both 
‘temporally emergent’, such that they simply emerge ‘in the 
real time of practice’ [23, p.566].  He states that his analysis of 
scientific practice ‘is posthumanist not simply in its twinning of 
human with material agency but, more profoundly, in its 
insistence that material and human agencies are mutually and 
emergently productive of one another’ [23, p.566]. Pickering is 
thus not just recognizing that material entities and humans can 
posses agency or that technologies can exhibit agency through 
their use but rather that human and technology agency are 
mutually co-defining and co-constructive.  
 
Barad does not attribute agency to human intentionality or 
subjectivity, she does not believe that agency is an intrinsic 
attribute of an object. Rather she defines it as ‘ the enactment of 
iterative changes to particular practices through the dynamics 
of intra-activity’ [1, p.826]. Agency is thus defined in the mode 
of activity, it is enacted.  Barad recognises “’human’, ‘non 
human’ and ‘cyborgian’ forms of agency” [1, p.826]  Seeing 
the human not as a fixed form, but one whose boundaries are 
fluid and changeable because ‘agency is a matter of changes in 
the apparatuses of bodily production’ [1, p.826]. 
 
We have reached a place where agency is not an attribute that is 
possessed by an object, be that human or machine. Rather 
agency is something that arises in activity in the moment. It 
cannot be attached to fixed forms as these forms are fluid in 
their construction dependent on context of use and activity.  

4. THE FERAL CELLO  
What follows is a description of a system generated in response 
to this philosophical context. In an attempt to embody the idea 
that the musical instrument has agency as part of the creative 
process, the system has been designed such that the acoustics of 
the instrument can be altered in real time by the instrument 
itself.  
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Figure 1 Augmented Cello in use. 

4.1  Technical Description 
With a physical construction inspired by the growing body of 
actuated instruments [22] and IRCAM’s Smart Instruments [25] 
this system features an actuated cello whose feedback through 
the body of the instrument is controlled by machine listening to 
its own output.  
 
An acoustic pickup under the bridge sends the cello sound to a 
laptop running Max [5] for processing. The Zsa.Descriptors 
[20] package is used to analyse the incoming sound in terms of 
Spectral Centroid, Spectral Flux, Spectral Brightness and 
Spectral Rolloff. This time dependent information is then fed 
into an implementation of IRCAM’s Gesture Follower [11] 
software. Before the performance a number of predetermined 
performance gestures are recorded.  These gestures are such 
things as pizzicato on a D string, sul ponticello on an A string 
or open strings. As you would expect, gestures with distinctly 
different spectral or timing qualities work best for recognition 
purposes. In the performance, the algorithm attempts to match 
the cello sound to the recorded gestures. Once it has found a 
match it switches the order and type of digital signal processing 
applied to the sound through choosing from a set of presets 
predefined by the composer and inspired by Leafcutter John’s 
Mr Matrix [18], which is a real graphical Matrix controller for 
Max that allows real time swapping of DSP in performance. 
The DSP available is: short delay; long delay; spectral freezing; 
granular synthesis; distortion; enveloping; waveshaping or 
spectrally managed feedback. This processed audio is then 
played back through the body of the cello through actuators 
placed upon its body. This processed audio can also be 
separated from the cello and played back through additional 
loudspeakers to address issues of balance between the acoustic 
and electronic material. The cello the Max patch and the 
processed sound through the instrument can be conceived as 
one augmented hybrid acoustic/electronic instrument.  
 

4.2 Compositional Concerns 
The system has been developed with cellist and composer 
Laura Reid who has written the piece Gemmeleg to be 
performed at Noisefloor 2017 [21] and NIME 2017. Gemmeleg 
features a semi-structured improvisation in which the performer 
 

 
Figure 2 Screen shot of Max patch showing analysis utilizing 

Zsa.Descriptors and IRCAMs Gesture Follower. 
 

 
Figure 3 System outline 

 
intends to explore five compositional ideas. Each of these five 
compositional ideas are linked to gestures stored in the system 
such that when the performer starts a new section of the 
improvisation it should trigger a change in the signal processing 
of the system. Responses from the system are consistent within 
each performance, i.e. the algorithm should choose the same 
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DSP setup depending on the recognised gesture; however, 
errors in the algorithmic matching process which are 
exacerbated by the fact that the signal processed cello sound is 
also feeding back through the body of the cello are actively 
exploited to highlight the agency of the cello as part of the 
improvisational process. As such, the system can switch sounds 
in an unpredictable way, which in turn prompts the improviser 
to respond. This switching not only highlights the agency of the 
cello within the performance but also acts as a springboard for 
improvisational creativity within the piece. As the DSP changes 
the cello’s response to the performer the performer has to 
actively readjust their relationship to the cello both in terms of 
the instrument and in terms of their intention for the 
improvisation. I argue that this system is best understood not as 
a cello with separate audio processing or even as a cello with a 
separate performer but as a single performer/cello/machine 
system with mutable boundaries, both in terms of agency and 
subjectification.  
 
5. CONCLUSION 
This paper has presented a philosophical context for the 
creation of a performer–actuated cello system that seeks to 
explore conceptions of machinic agency through creative 
practice. It outlines a system that has been explicitly designed 
to highlight the mutable boundaries between performer, 
musical instrument and music within the act of performance, 
challenging the notion that instruments are objects to be 
mastered.  
 
6. REFERENCES 
[1] Barad, K. Posthumanist Performativity: Toward and 

Understanding of How Matter Comes to Matter. Signs: 
Journal of Women in Culture and Society 28:3, 801-831, 
2003. 

[2] Bevilacqua, F, Rasamimanana,N, Flety, E. Lemouton, S. 
& Baschet,F. The augmented violin project: research, 
composition and performance report. Proceedings of the 
2006 International Conference on New Interfaces for 
Musical Expression. 2006. 

[3] Borgo, D. 2014. The Ghost in the Music, or the 
Perspective of an Improvising Ant. Oxford Handbooks 
online. 2014 

[4] Clark, A. Natural-Born Cyborgs: Minds, Technologies, 
and the Future of Human Intelligence. New York: Oxford 
University Press, 2003. 

[5] Cycling’74 Max. http://cycling74.com  accessed 31/01/17 
[6] Dennett, D.C.. Intentional Systems Theory, in Oxford 

Handbook of the Philosophy of Mind. Mclaughlin, A. 
Beckerman, S. Walter (eds.), New York : Oxford 
University Press Starts pg 339. 2009 

[7] Di Scipio, A.  Towards a critical theory of (music) 
technology: Computer music and subversive 
rationalization, Proceeding of International Computer 
Music Conference 1997.   

[8] Feenberg, A. Critical Theory of Technology, New York: 
Oxford University Press, 1991. 

[9] Ferguson, J.R. Imagined Agency: Technology, 
Unpredictability, and Ambiguity, Contemporary Music 
Review, 32:2-3, 135-149, 2013. 

[10] Freed,A. Wessel,D, Zbyszynski, M. & Uitti, F,M. 
Augmenting the Cello. Proceedings of the 2006 
International Conference on New Interfaces for Musical 
Expression 2006.  

[11] Gesture Follower, 
http://imtr.ircam.fr/imtr/Gesture_Follower accessed 
31/01/17 

[12] Green, O., User Serviceable Parts: Practice, Technology, 
Sociality and Method in Live Electronic Musicking. Ph.D 
Thesis, City University London 2013 

[13] Green ,O. NIME Musicality and Practice-Led Methods. 
Proceedings of the International Conference on New 
Interfaces for Musical Expression, 2014. 

[14] Haraway, D. A cyborg manifesto: science, technology, and 
socialist-feminism in the late twentieth century. In D. 
Haraway (Ed.), Simians, cyborgs and women: the 
reinvention of nature (pp. 149–181). New York: 
Routledge. 1991. 

[15] Hayles, N. K.  How We Became Posthuman: Virtual 
Bodies in Cybernetics, Literature, and Informatics. 
Chicago: University of Chicago Press, 1999. 

[16] Ihde, D. Technology and the lifeworld. 
Bloomington/Minneapolis: Indiana University Press. 1990 

[17] Latour, B.  Reassembling the Social: An Introduction to 
Actor-Network Theory. New York: Oxford University 
Press, 2005. Kindle edition. 

[18] Leafcutter, J.  Mr Matrix http://leafcutterjohn.com/?p=1778 
accessed 16/4/2017 

[19] Machover, T. and Chung, J. Hyperinstruments: Musically 
intelligent and interactive performance and creativity 
systems. In Proceedings of the International  Computer 
Music Conference, 1989.  

[20] Mikhail M & Emmauel, J. Zsa.Descriptors http://www.e--
j.com accessed 31/01/17 

[21] Noisefloor  http://www.noisefloor.org.uk accessed 16/4/2017 
[22] Overholt, D. The Overtone Fiddle: An Actuated Acoustic 

Instrument. Proceedings of the International Conference 
on New Interfaces for Expression, 2011.  

[23] Pickering, A. The Mangle of Practice: Agency and 
Emergence in the Sociology of Science . American Journal 
of Sociology  99:3, 559-589, 1993. 

[24] Reid,L. www.laurareid.co.uk accessed 16/4/17 
[25] SMART instruments made in IRCAM 

http://medias.ircam.fr/x2d1bf5 accessed 30/1/2017 
[26] Stapleton, P. Dialogic Instruments: Virtuosity (Re)Located 

in Improvised Performance "My Favorite Supplement: 
The Joy of the Gizmo": LEA Special Issue, Supplement to 
LMJ17 2008. 

[27] Verbeek, P. Cyborg intentionality: Rethinking the 
phenomenology of human–technology relations. Phenom 
Cogn Sci 7:387-395. 2008 
 

 

282



O Soli Mio: Exploring Millimeter Wave Radar for Musical
Interaction

Francisco Bernardo

Goldsmiths University of

London

Department of Computing

f.bernardo@gold.ac.uk

Nicholas Arner

Embodied Media Systems

nicholas.arner@

embodiedmediasystems.com

Paul Batchelor

Stanford University

Center for Computer

Research in Music and

Acoustics

pbatch@ccrma.stanford.edu

ABSTRACT
This paper describes an exploratory study of the poten-
tial for musical interaction of Soli, a new radar-based sens-
ing technology developed by Google’s Advanced Technology
and Projects Group (ATAP). We report on our hands-on
experience and outcomes within the Soli Alpha Developers
program. We present early experiments demonstrating the
use of Soli for creativity in musical contexts. We discuss
the tools, workflow, the a↵ordances of the prototypes for
music making, and the potential for design of future NIME
projects that may integrate Soli.

Author Keywords
Millimeter wave radar, Rapid prototyping, Gestural inter-
action, New Musical Interfaces

ACM Classification
H.5.2 [Information Interfaces and Presentation, HCI] User
Interfaces — Input devices and strategies, Interaction styles,
Prototyping, Graphical user interfaces (GUI), H.5.5 [Infor-
mation Interfaces and Presentation] Sound and Music Com-
puting.

1. INTRODUCTION
Google ATAP’s Project Soli [6] is a new radar-based ges-
ture sensing technology that presents an unique potential
for the development of new musical interfaces (NMI), dig-
ital musical instruments or musical controllers. Soli seems
to provide a good solution space for creating musical in-
terfaces controlled by fine-grained micro gestures at high
speeds, combining very good portability, small form factor,
high temporal resolution and data throughput, and several
control dimensions based on digital signal processing (DSP)
features and gesture recognition capabilities that are ex-
posed by the Soli SDK.
To the best of our knowledge, no previous work exists

that uses radar-based sensing for developing new musical
interfaces. In this paper we first provide a brief overview
of the technology, highlighting some features of interest for
gestural control of music. We also review prior work that
addresses fundamental aspects of sensing technology for mu-
sical interaction. We depict some initial experiments and
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early advances in building prototypes for musical interac-
tion in the context of the Soli Alpha developers program
and at an early stage of Soli development. We discuss the
potential of Soli for musical interaction, based on the rapid
prototyping workflow that we adopted and on our hands-
on experience. We argue that Soli may be very well aligned
with new use cases of wearable NMIs and that it provides in-
teresting possibilities for creative exploration by the NIME
community.

1.1 The Soli Alpha Developers program
The authors are participating on the Project Soli Alpha De-
vKit Early Access Program, which began in October 2015.
They have been selected to be members of the Soli Al-
pha Developers, a closed community established by Google
ATAP, and have received a Soli development board and
software development kit (SDK). Soli Alpha developers con-
tributed to the development of Soli by providing initial test-
ing, bug reports, fixes, tips and tricks, and by using the Soli
Alpha DevKit to build new concepts and applications with
real-world use cases that leveraged on the characteristics of
millimeter wave radar.

With the progressive maturation of the Soli SDK, Google
ATAP challenged the Alpha Developers community to sub-
mit their applications for participation in the Soli Devel-
opers Workshop. Ten submissions, including the authors’
work, were selected based on their novelty, technical level,
polish and “wow“ factor. They were invited to present their
demos and attend a workshop in early March 2016, held by
Google ATAP in Mountain View, California, where they de-
livered hands-on project demos of their work and received
feedback from members of the Project Soli team and other
alpha developers. The authors’ projects were also selected
to feature in a video that was showcased at the Google I/O
developers’ conference in May, 2016.

2. BACKGROUND
Research around gestural control and expressivity in musi-
cal contexts is broad, interdisciplinary and has a long his-
tory [8]. As new sensing technologies emerge, they can ex-
tend the possibilities for acquiring new aspects and nuances
of human gesture for musical interaction. However, ges-
tural interfaces, which are usually characterized as more
’natural’ due their to richer and more direct use of the hu-
man sensorimotor skills, have fundamental problems that
may undermine their use [14]. Some NMI and musical con-
trollers adapt gestural vocabularies from pre-existing instru-
ments, which leverage on previously developed motor con-
trol abilities [10]. For alternate controllers (i.e., not based
on acoustic instruments or the keyboard paradigm), design-
ers usually define idiosyncratic gestures, which poses strong
limitations to their general adoption.
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Besides these fundamental problems, gestural interfaces
can be limited by their constituent sensing technologies.
Some of the previous design approaches in NIME incor-
porate RGB cameras [13] or more recent RGB+D cam-
eras, such as Kinect [2] or Leap Motion [7], which leverage
computer-vision techniques for real-time pose estimation.
While these technologies provide reasonable accuracy, reso-
lution and latency for supporting musical interaction, they
also impose design constraints, such as a stationary interac-
tion space, occlusion e↵ects, specific environmental lighting
conditions and direct line-of-sight with the sensors. Other
approaches make use of wearable technologies, providing the
performer with more freedom of action. They may assume
di↵erent forms, such as data gloves [17], armbands [15] or
personal area networks [5], which are worn or positioned in
the performer’s body, and combine di↵erent types of sensors
[11] and data fusion techniques [12]. However, there have
been reports of issues concerning maintainability and reli-
ability [4], obtrusiveness, and strong co-occurrence of the
same types of sensors and same simple instrumentation so-
lutions [11].

2.1 Google ATAP, Project Soli
Soli’s technology stack and design principles, covering radar
fundamentals, system architecture, hardware abstraction
layer, software processing pipeline for gesture recognition
and interaction design principles are thoroughly reviewed
in [9]. We build upon this work and provide a brief tech-
nical overview of Soli to highlight features that motivated
us as Soli Alpha developers and that we consider of interest
to NMI designers. Soli is a millimeter-wave radar sensor
that has been miniaturized into a single solid-state chip.
This form factor gives Soli several advantages in terms of
design considerations, such as low-power consumption, ease
of integration with additional hardware, and a potential low
cost that may result from large scale manufacturing. Soli
uses a single antenna that emits a radar beam of 150 de-
grees, which illuminates the whole hand with modulated
pulses emitted at very high frequency, between 1-10 kHz.
The nature of the signal o↵ers high temporal resolution and
throughput, the ability to work through certain materials
(e.g., cloth, plastic, etc.) and to perform independently of
environmental lighting conditions.
Soli’s radar architecture has been designed and optimized

for mobile gesture recognition and for tracking patterns of
motion, range and velocity components of complex, dy-
namic, deforming hand shapes and fine motions at close
range and high speeds. By leveraging on the characteris-
tics of Soli’s signal and processing pipeline, which priori-
tizes motion over spatial or static pose signatures, Soli’s
gesture space encompasses free-air, touch-less and micro
gestures—subtle, fast, precise, unobtrusive and low-e↵ort
gestures, which mainly involve small muscle groups of the
hand, wrist and fingers. Soli o↵ers a gesture language that
applies a metaphor of virtual tools to gestures (e.g., button,
slider, dial, etc.), aiming for common enactment qualities
such as familiarity to users, higher comfort, lesser fatigue,
haptic feedback (by means of the hand acting on itself when
making a virtual tool gesture) and sense of proprioception,
(i.e. “...the sense of one’s own body’s relative position in
space and parts of the body relative to one another“ [9].
Radar a↵ords spatial positioning within the range of the
sensor to provide di↵erent zones of interaction, which can
act as action multipliers for di↵erent mappings with the
same gesture.

Figure 1: SoliDSPFeatures2OSC GUI

3. EXPLORING SOLI FOR MUSICAL IN-
TERACTION

Our experiments explore how Soli can be used in creative
audio-visual and musical contexts and include building a
tool for rapid prototyping of creative applications, real-
time parametric control of audio synthesis, interactive ma-
chine learning, and a mobile music application. The video
documenting these explorations can be found in https:

//youtu.be/WGlVzIlJvno

3.1 SoliDSPFeatures2OSC wrapper
SoliDSPFeatures2OSC is an Open Sound Control (OSC)
[21] wrapper with a graphical user interface (GUI), imple-
mented as a standalone application using the Soli SDK li-
brary for C++ and the OpenFrameworks addon that ac-
companies it. This application can be used as a stream-
lined data source component of a modular, application-
based pipeline for rapid prototyping and exploration of Soli
DSP transforms and high level features. The features are
sent via OSC messages to other processes for processing
and rendering. This pipeline can be easily customizable
and may include other components such as Wekinator for
machine learning, Max/Msp, or any other applications that
support OSC.

The GUI of SoliDSPFeatures2OSC (Fig. 1) enables the
individual selection and activation of Soli DSP transforms
and core features, plotting real-time features graphs, and
logging of the overall amount of selected features that are
pushed through the pipeline. All the available data trans-
forms and core features in Soli C++ API have been exposed
in the GUI. We made the code available on private Github
repo for the Alpha Developers community for convenience
in experimenting and rapid prototyping with Soli and other
creative tools. For the time being and because of nondis-
closure constraints, it is unavailable to the general public.

3.2 Soli for Real-time Parametric Control of
Audio Synthesis

We have conducted experiments focused on the use of Soli
for real-time parametric control of audio synthesizers. Us-
ing the classification modules of the Gesture Recognition
Toolkit (GRT) [3], we implemented a machine learning pipeline
to detect swipe gestures and map them as generic triggers
that activate musical events. We built a set of interactive
musical patches written in Sporth [1], a stack-based domain-
specific language for audio synthesis, that use Soli’s range
parameter and the swipe-gesture detection events to explore
how gestural control and di↵erent kinds of mappings can be
used to create a compelling instrument in combination with
physical modeling synthesis. They are described as follows:
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Figure 2: a) spatial UI view for mobile augmented
reality and b) skeumorphic UI view for mixed multi-
touch and micro-gestural control

• Wub - Soli’s range parameter is used for enabling the
user’s varying hand height to control the speed of a
low-frequency oscillator (LFO) and cuto↵ frequency
of a band-limited sawtooth oscillator, to produce the
wub-bass sound, popular in dubstep.

• Warmth -Hand presence triggers three frequency mod-
ulation voices to randomly play one of six notes for a
finite duration, and the range parameter is used to
control the amount of applied reverberation.

• Flurry - an arpeggiated, band-limited square wave os-
cillator, where the speed of the oscillator’s arpeggia-
tion is controlled by the range parameter. When a
swipe is detected, an envelope filter is applied to the
oscillator output, altering the timbre.

• FeedPluck - patch where swipe gestures act as excita-
tion signals for injecting energy in a Karplus-Strong
physical model of a plucked string; the changing height
of the hand above the sensor controls the synthetic
reverberation and feedback delay line applied to the
model’s output.

3.3 Soli for Mobile Musical Interaction
We have developed a prototype to explore musical interac-
tion using the Soli sensor in mobile scenarios. This proto-
type consists of an iOS application that receives a network
stream of real-time OSC messages from a computer host-
ing Soli and running SoliDSPFeatures2OSC. The applica-
tion loads five audio samples into memory and two di↵erent
application views that use the Maximilian library [18] to
render a real-time abstract visual representation of the Fast
Fourier transform (FFT) analysis of the playback and time
stretching parameterization of each sample. Each view sup-
ports the task of changing the current sample in playback
and the control of a time-stretching e↵ect for prototyping
interaction in two mobile scenarios; a) Soli was attached
to an iPad, where the user can interact using both air ges-
tures via Soli and/or the multi-touch screen; b) a mobile
augmented reality experience, where Soli is decoupled from
the iPad to support situated interaction with an object or
surface or, used as a wearable (e.g., kept inside the pocket)
as part of a body-area-network.
In both scenarios, we used the same set of Soli features

(acceleration, fine displacement and energy total) as param-
eter in a direct mapping strategy with configurable thresh-
olds so that sudden air gestures within the range and in the
direction towards Soli would trigger sample change, while
more fluid and continuous gestures would control the time
stretching of the current selected sample.

4. DISCUSSION
Our study consists of a preliminary assessment where we
explored the following set of musical tasks with Soli for mu-
sical interaction as suggested by [19]:

1. Continuous feature modulation (amplitude, pitch, tim-
bre and frequency of LFO).

2. Musical phrases (articulation, speed of arpeggiator).

3. Combining pre-recorded material (triggering samples).

4. Combining elementary tasks (modulation of and play-
back of samples, setting audio-visual modes).

5. Composing a simple audiovisual narrative.

We find that this set of musical tasks based on elemen-
tary gestures and mappings, confirms the potential of Soli
to enable di↵erent kinds of musical interaction. Our per-
spective builds upon a workflow and set of tools that con-
verge with community practices around appropriation of
sensing technologies for rapid prototyping of NMIs. By
providing an OSC wrapper for the processing pipeline ex-
posed by the Soli SDK, our intention was to support a more
flexible, easy-to-use applicational pipeline for rapid proto-
typing. Notwithstanding, Soli SDK supports a straightfor-
ward and developer-friendly approach; we were able to eas-
ily access configuration parameters, DSP transforms and
features, and to expose them for rapid prototyping of musi-
cal interaction and expressive control. It was easy to get the
“low hanging fruit“ by designing explicit mappings for our
exploratory musical tasks that leveraged on Soli features
such as range, fine displacement, velocity, acceleration, and
discreet recognition of swipe gestures. The set of di↵erent
musical tasks that we have explored with Soli demonstrates
its multifunctional and configurability capabilities for dif-
ferent applications. Designers will have the option to make
use of the unique a↵ordances that the sensor o↵ers either
in isolation, in redundancy, or in combination with other
kinds of sensors traditionally used in NMI design practice.
Soli’s characteristics conform with many of the attributes
identified for successful wearables, placed in di↵erent loca-
tions of the body as constituents of personal or body area
networks. It’s compact design can be used to adapt to,
or even to disappear into, lightweight, aesthetically pleas-
ing, variably shaped NMIs, designed to suit wearers, with-
out being obtrusive or by minimizing the impact on their
playability. Furthermore, single solid-state chips have less
maintainability and reliability issues than composite solu-
tions, which added to the ease of integration with embedded
hardware platforms such as Raspberry Pi3, constitute clear
advantages for the NIME community.

As far as discrete recognition of other gestures beyond
swipe, it was di�cult to obtain good results in a straight-
forward manner. To take advantage of the fine temporal
resolution and high-throughput of Soli, conventional ma-
chine learning techniques that use light training and fast
workflows appear to be insu�cient. In the course of de-
velopment the need for more sophisticated techniques such
as deep learning (DL) became evident. This is corrobo-
rated by the di↵erence in the number of gestures recognized
and success rates between using standard machine learning
techniques that use SVM or decision trees [9] and DL [20].
On one hand, DL seems to provide great potential for new
discoveries in terms of gesture recognition. On the other
hand, it may restrict the scope of deploying Soli to compu-
tationally more powerful devices. Hence, there is a great
margin for exploration of how micro-gestures and the vir-
tual tool language could be useful in musical contexts. We
envision them as particularly useful for speeding up the acti-
vation times of triggering musical events, mode-setting, and
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for fine-grained audio parameter manipulation and perfor-
mance with micro-tonal music systems. We believe that,
just as with NMI designs that adapt gestural vocabular-
ies from pre-existing instruments and that leverage on pre-
viously developed motor control abilities, the virtual tool
gesture language can be appropriated and used to foster
general adoption.
While Soli is still in its early stages of development, it

o↵ers great potential to fulfill an interesting set of use cases
for musical expression, particularly for the category of alter-
nate controllers and for wearable instruments; it may allow
more freedom of action, and more intimate, nuanced control
over a musical composition, performance or digital instru-
ment than other existing sensors. By providing the user
with haptic feedback and proprioception through their own
hand motion when enacting micro and virtual-tool gestures,
it may improve a musician’s ability to control a digital mu-
sical instrument, as well as helping the user to learn the feel
of the instrument more quickly, as argued by [16].

5. CONCLUSION AND FUTURE WORK
In this paper, we discuss the potential of Soli for musical in-
teraction particularly for building alternate controllers and
wearable interfaces for musical expression. We also reviewed
prior work with sensing technologies in NMI that addresses
fundamental aspects of sensing technology for musical inter-
action in order to contextualize our approach. We provided
a brief overview of Soli’s technology stack, contextualized
our initial e↵orts at an early stage of Soli development and
within the Soli Alpha developers program. We presented
our explorations based on musical tasks as means for a pre-
liminary assessment of the potential of Soli for musical in-
teraction and building NMIs.

5.1 Future work
We look forward to apply learning transfer techniques for
pre-trained models resulting from DL techniques such as
explored in [20]. This will enable the exploration of how
the virtual tools language and micro-gestures can be useful
in di↵erent musical tasks and contexts. We hope to fur-
ther this work by creating wearable instruments using Soli
in combination with embedded hardware and apply user-
centric methodologies for their evaluation.
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ABSTRACT
Brain computer interfaces are being widely adopted for music cre-
ation and interpretation, and they are becoming a truly new cate-
gory of musical instruments. Indeed, Miranda has coined the term
Brain-computer Musical Interface (BCMI) to refer to this category.
There are no "plug-n-play" solutions for a BCMI, these kinds of
tools usually require the setup and implementation of particular
software configurations, customized for each EEG device. The
Emotiv Insight is a low-cost EEG apparatus that outputs several
kinds of data, such as EEG rhythms or facial expressions, from the
user’s brain activity. We have developed a BCMI, in the form of
a freely available middle-ware, using the Emotiv Insight for EEG
input and signal processing. The obtained data, via blue-tooth is
broad-casted over the network formatted for the OSC protocol. Us-
ing this software, we tested the device’s adequacy as a BCMI by
using the provided data in order to control different sound synthe-
sis algorithms in MaxMSP. We conclude that the Emotiv Insight is
an interesting choice for a BCMI due to its low-cost and ease of
use, but we also question its reliability and robustness.
—
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BCI, BCMI, EEG, Emotiv Insight
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1. INTRODUCTION
A brain-computer interface (BCI) is a physiological computing
system, specialized and designed to operate based on brain activ-
ity [7]. Hans Berger was the first person who measured waves from
the brain in 1924, using a EEG device [11]. Neural activity often
possesses a repetitive rhythmic quality, and these rhythms are clas-
sified according to their fundamental frequencies and are denoted
as alpha, beta, theta or delta waves [15].
The fact that a machine can read signals from the brain has boosted
the imaginations of musicians, engineers, scientists, artists and
other enthusiasts, and EEG has made its way into applications
in several realms, including music [11]. Many musicians and re-
searchers dream with a day when musical ideas could be trans-
mitted by simply making musical thought audible, an ideal perfor-
mance without any physical limitations, where the performer plays

Licensed under a Creative Commons Attribution
4.0 International License (CC BY 4.0). Copyright
remains with the author(s).

NIME’17, May 15-19, 2017, Aalborg University Copenhagen, Denmark.

with the expressiveness imagined in his mind [8]. In other words,
musicians want to transform a BCI system into a musical instru-
ment. In 1949, Raymond Scott wrote: “Perhaps within the next
hundred years, science will perfect a process of thought transfer-
ence from composer to listener. The composer will sit alone on the
concert stage and merely think his idealized conception of his mu-
sic. Instead of recordings of actual music sound, recordings will
carry the brainwaves of the composer directly to the mind of the
listener” [6]. Now, nearly a century after Berger’s discovery, these
dreams are becoming a reality [16].

1.1 BCMI

Figure 1: The schematics of a BCMI system. Adapted from
[12, p.225].

A BCMI system is a BCI which returns a musical output. Figure
1 represents the steps of a BCMI system as described by Miranda
[12, p. 227]. This systems contains the following stages:

1. EEG Input: EEG data recordings from the scalp.
2. Signal processing: amplification, analysis and classification

of the data.
3. Transformation Algorithm: transforms the non-musical in-

formation into musical parameters.
4. Musical Engine: the system where musical parameters are

turn into music.
5. Audio/Visual Stimuli (optional): it provides neuro-feedback

to the user.
Miranda clearly identifies three separate ways in which such sys-
tems can be used for musical purposes: “When looking back on
research into music and brainwaves, we can separate systems into
three categories: ones for EEG sonification, ones for EEG musifi-
cation and ones for BCI control. EEG sonification is the transla-
tion of EEG information into sound, for non-musical and predomi-
nantly medical purposes. EEG musification is the mapping of EEG
information to musical parameters; however, the EEG data are ar-
bitrary and when possible can offer only loose forms of control.
BCI control is inherent in systems where direct cognitive real-time
control of music is achievable.” [12, p. 227]
Most of the attempts to use BCI for musical purposes reported by
the literature sonify EEG signals directly [15] [17] [4] [10], but
others have developed other approaches, such as the rendering of
musical chords with organic nuances [8], real-time notation [3] [2],
networked musical performances [1], and the study of the differ-
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ences between music imagery an music perception [13].

2. EMOTIV INSIGHT
The Emotiv Insight is a portable EEG which provides a wireless
connectivity with computers and smartphones. It has a free soft-
ware tool called Emotiv Xavier Control Panel compatible with
Windows, OSC, Linux, Android and iOS. This program offers
a brain-computer interface which detects emotional and mental
states and also facial expressions in real-time. However, there is
no access to the raw data collected by the device through this tool.
Nonetheless, Emotiv provides a SDK with several examples that
can be used to obtain information from the equipment for different
purposes.
The headset has seven electrodes: two electrodes for the ground
and noise reduction and five for scalp data measuring. According
to the 10-20 International system, the names of the electrodes that
the Insight has are: AF3, AF4, T7, T8 and Pz, as they are placed in
the frontal lobe (frontal cortex), temporal lobe (parietal-temporal
lobe) and parietal lobe (parietal-occipital cortex).

Figure 2: Emotiv Insight: stealth black model. (Image ob-
tained from http://www.emotiv.com) One of the most notable
features if this headset is the usage of dry electrodes.

The Emotiv Insight has several features which make it an interest-
ing candidate for a BCMI. Among them, we can list the following:

1. It has five channels of EEG data, more than others comme-
cial devices.

2. It include two reference’s electrodes for noise cancellation.
3. Each channel has a data transmission rate of 128 Hz.
4. It has dry electrodes that do not need further preparation of

be wet with saline solutions.
5. It has a blue-tooth connection which allows receiving of the

data directly on a computer free of cables
6. It uses an internal lithium battery with minimum 4 hours of

duration.
7. It includes three inertial sensors: accelerometer, gyroscope

and magnetometer.
8. It costs around USD 300 and it is relatively easy to acquire,

directly from Emotiv’s website 1.
9. Emotiv provides a free SDK on github with several exam-

ples for developers.
10. The SDK allows access for EEG rhythms, facial expressions

and inertial sensors.
Despite these nice features, we have found that the device has some
problems that can impair a BCMI system and cause a degraded
performance when compared to other similar tools. These disad-
vantages are:

1. The channel connections are unstable and every time that a
disconnection happens the device sends wrong data from the
electrodes.

2. The headset has a standard size and it does not work well
with all people. Every user has a different head size and
the apparatus did not fit correctly for all the members of our
team.

3. The appliance presents "pop-up" artifacts. These are errors
that occur when the electrode misses the contact with the
scalp and suddenly sends incorrect measurements [14].

All these problems manifested in all of the three headsets we own.
1
www.emotiv.com

3. INSIGHT2OSC
We developed Insight2OSC, a free middle-ware 2 that receives data
from the Emotiv Insight device in real-time using his blue-tooth
connection and sends it through the network using the OSC proto-
col. Insight2OSC is based on some of the examples that are pro-
vided by Emotiv’s SDK. Not all of these examples are written in
the same programming language, and they send just one type of
data (as discussed in section 3.1) in a sequential way. Besides the
examples that we discuss in section 4, our software includes sev-
eral advantages:

1. Modularity: all routines are contained in the same file, but
they called separately.

2. Parallelism and speed: one of the main features of our tool is
the efficiency and speed of data streaming. We used threads,
with a high level of parallelism, allowing us to send all the
data available in the Emotive Insight device concurrently.

3. Usability: our software runs on Windows or MacOS in stan-
dalone mode.

4. User experience: our middle-ware is user-friendly and very
simple to use. Additionally, the software displays the con-
nection’s status of all electrodes using the color scheme de-
tailed in table 1.

5. Anti "pop-up": in order to prevent considerable disconti-
nuities in the data due to "pop-up" artifacts, the average
band power of the electrodes is taken into consideration only
when they have a good quality of connection with the skin.

When the software starts, it searches for an Emotiv Insight via
blue-tooth or waits for a device to connect. Once connected, it
will automatically start sending data to the IP and Port that it has
by default, as figure 3 displays. The IP and port can be changed
directly from the main window as shown in figures 4 and 5.

Figure 3: The flow of data in Insight2OSC. Data obtained via
blue-tooth is sent through the network using the OSC protocol,
to an audio software such as MaxMSP.

The Insight2OSC has two versions: Windows (shown in figure 4)
and OSX (shown in figure 5).

Color Quality of connection

None

Bad

Poor

Good

Table 1: Color scheme for the connection quality of the device
electrodes.

2Available from https://github.com/rcadiz/Insight2OSC.git
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Figure 4: Insight2OSC main window for Windows. IP address
and port can be changed and electrode status are displayed
using a color scheme.

Figure 5: Insight2OSC main window for OSX. IP address and
port can be changed and electrode status are displayed using a
color scheme.

3.1 Data
Insight2OSC sends all available data from the Emotiv Insight, as
follows:

1. Inertial sensors: the Emotiv Insight includes three inertial
3D sensors: gyroscope, accelerometer and magnetometer,
therefore, it sends a list of 3 decimal numbers for each sensor
(X, Y, Z)

2. Headset Status: a whole number for each headset measure-
ment, including the percentage of battery (1-100), the signal
level of the wireless connection (1-4), the time of connection
(>1), the connection’s status of all electrodes (1-5).

3. Average band power: a decimal number corresponding to
the power of frequency bands: alpha, beta low, beta high
and gamma, for each electrode.

4. Mental states: a decimal number that represents the percent-
age of stress, relaxation, engagement, interest and focus of
the person.

5. Facial expressions: a 0 or 1 if the person had recently blinked
or winked, a decimal number representing the percentage of
surprise, furrow, smile and clench of the face expressions.

Figure 6 shows the labeling scheme we use for all the data that
is obtained from the Insight2OSC device according to the OSC
protocol syntax.

Figure 6: Emotiv Insight data and its OSC syntax.

4. APPLICATIONS
We also developed four musical applications using the widely used
sound processing environment MaxMSP3. All the described appli-
cations create sound based on the data described in section 3.1.
These applications can be seen in the accompanying video abstract.

4.1 Direct mapping of EEG rhythms
The electrical signals of the brain present several spontaneous os-
cillatory signals [9]. For this reason, brain activity could be classi-
fied depending on different frequency bands called EEG rhythms
or brainwaves. Delta rhythm (0-4 Hz) is not present in normal and
waking adult, theta rhythm (4-7 Hz) is low in waking adults [14].
The most used rhythms on BCI system are alpha (8-13 Hz) and
beta (14-20 Hz) [9]. Alpha is higher in a relaxed situation [14]. In
particular, the alpha rhythm is higher when a person is in a waking,
relaxed or eye-closed state [14] [5] and it is lower when the subject
is in an alert state or receiving visual stimuli [5]. beta rhythm is
present when a person moves because is part of the sensorimotor
rhythms as well as the gamma rhythm (30 and more Hz) [16] [9].
It is very hard to visualize the raw signal due to the oscillations
between 0 Hz and 100 Hz that it contains. One of the ways to
study the signal is with a frequency domain analysis. Therefore, in
any BCI it is crucial to have all the frequency bands power.
The sonification of EEG rhythms is a useful method to analyze the
electrodes raw signal due to the fact that it can create very easily
distinguishable sounds from each other.
Additionally, it appears that the musification of EEG rhythms is an
interesting approach for live performances. Perhaps the most fa-
mous one is the 1976 performance by Alvin Lucier, who mapped
directly the power of his alpha rhythm in a live performance called
Music for Solo Performer [12]. After that, several artists have
mapped their EEG activity in real-time on their performances.
In the attached video abstract, we show the usage of the power of
the alpha rhythm when mapped to control the overall dynamic of a
sound. It is possible to appreciate a decreasing of the total volume
when going into a more alerted state.

4.2 Body sensors
The Emotiv Insight provides the measurements of three inertial
sensors: gyroscope, accelerometer and magnetometer. These sen-

3http://www.cycling74.com
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sors give information about all types of head movements. The in-
teresting part is that sensor measurements gives really accurate val-
ues, with a very small margin of error. It allow us to notice the dif-
ference between fast or slow movements, or even detect a turning
head movement or an straight one. These values are completely
manipulable by the user and have many musical applications.
In the video abstract, we propose a musification of the 3-axis gyro-
scope, used to control the pitch, timbre and dynamics of a sound.
As gyroscope were used, there is no sound when the user is stand-
ing still.

4.3 Neuroscience-based input
A user-orientated BCMIs is an interface created to deduce the user’s
intentions [12]. They are based on advanced neuroscience knowl-
edge and digital signal processing. In this case, we propose a user-
orientated BCMI system using the power of its beta rhythm.
Sensorimotor rhythms (SVMs) are oscillations of the electric field
which could be recorded by the EEG, and include mu (8-12 Hz),
beta (18-20 Hz) and gamma (30-200 Hz) [16] [9]. The SVM are
related to real and imaginary movements [16]. When a person
moves some SVMs increase and others decrease. The first pro-
cess is called event-related synchronization (ERS) and the second
is called event-related desynchronization (ERD) [16].
For example, when the user moves there is an increase in the power
of the beta rhythm as a result of ERS. In consequence, a peak
occurs one second after the onset of the movement. In the video
abstract, we identify the peak of a beta rhythm in order to control
the pitch and timbre of different sounds.

4.4 Facial expressions
Facial expressions produce artifacts in the EEG signals [14]. In
consequence, BCI systems should be implemented with complex
digital signal processing algorithms in order to eliminate them.
Nevertheless, it is not always necessary to eliminate them. We
think that using these artifacts might be something interesting for
musical reasons. The Emotiv Insight provides facial expressions,
which are estimated using internal signal processing algorithms.
The provided facial expressions are: blink, wink left, wink right,
surprise, furrow, smile and clench.
In the video abstract, we propose the musification of facial expres-
sion in order to alter some aspects of the sound. In particular, we
use smiles to increase the tempo of a steady rhythm.

5. CONCLUSIONS
We have developed a simple tool that allows accessing all available
data provided by the Emotiv Insight device, and routing it to any
OSC-enabled audio software such as MaxMSP. This data includes
power of EEG rhythms, facial expressions, mental states and iner-
tial sensors. Our software has two versions: Windows and OSX.
We want to conceive the Emotiv Insight appliance as a musical
instrument. Our motivation is to allow musicians to transform this
data into musical parameters in order to use it for musification and
build their BCMI. In addition, our BCMI allows for any user to
close the neuro-feedback loop (figure 1) by training himself using
our musification.
As the Emotiv Insight provides a considerable amount of data with
a great sample-rate, this middle-ware provides a great number of
possibilities for audio-visual performances in real-time. We be-
lieve that Emotiv Insight device is an interesting choice for BCMI
but we also question its reliability and robustness.
To strengthen our appreciation, we present four musical applica-
tions based on several types of data: the information from the in-
ertial sensors, facial expressions, direct mapping of EEG rhythms
and the detection of the user’s body movement via peaks in the
power of the beta rhythm.
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ABSTRACT 
Interactive real-time spatialization of audio over large 
immersive speaker arrays poses significant interface and 
control challenges for live performers. Fluidly moving and 
mixing numerous sound objects over unique speaker 
configurations requires specifically designed software 
interfaces and systems. Currently available software solutions 
either impose configuration limitations, require extreme 
degrees of expertise, or extensive configuration time to use. A 
new system design, focusing on simplicity, ease of use, and live 
interactive spatialization is described. Automation of array 
calibration and tuning is included to facilitate rapid deployment 
and configuration. Comparisons with other solutions show 
favorability in terms of complexity, depth of control, and 
required features. 
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Interactive Spatialization, Interface, Panning, Surround Sound, 
Immersive Audio. 
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1.INTRODUCTION 
Surrounding an audience with sound and video presents many 
exciting potentials for music performance and live intermedia 
art. The creation of such immersive environments for aesthetic 
exploration becomes ever more possible as the cost of 
computational power is continually reduced. However, the 
complexities of dynamically spatializing audio, moving sounds 
around a space fluidly and interactively, present significant 
control and interface issues to the performers, creators, and 
technicians. Technical solutions for working creatively in large-
scale surround environments have been proposed and exist, 
however the learning curve, cognitive load, and sensitivity of 
these systems presents serious problems and limitations in live 
stage use. Based on extensive observation and experience in a 
surround environment designed for interactive, intermedia 
performance specific problems have been identified, primarily 
centering on rapid speaker array calibration, flexible and 

dynamic configuration, and interactive spatialization of live 
multichannel audio. 
 In the world of Acousmatics practices of real-time sound 
spatialization performance are rapidly evolving beyond 
conventional analog mixers as new interfaces are designed and 
developed. The potentials of touch and gestural control devices 
combined with advanced panning algorithms and acoustical 
modeling indicates a leap forward in real-time spatialization. 
However, current solutions present issues with learning curve 
and interface complexity when artists require a number of 
channels greater than 2 (stereo). After discussing the 
background of 360° surround environments, below, the leading 
live multi-channel mixing systems are examined. An original 
system design is presented and compared, with the objectives 
of expediting array setup and calibration [3], capturing and 
compensating for individual speaker characteristics, and 
providing intuitive yet extensive interaction with multichannel 
audio arrays in live performance settings.  

2.BACKGROUND 
Creating increasingly immersive performances in music and 
intermedia events is a common trend in the field, apparently 
seeking to deepen audience engagement and present new 
aesthetic experiences. Conferences and concerts see pieces and 
performances that mix video and sonic media with increasing 
frequency and depth. Given the continually growing 
computational power of readily accessible personal and mobile 
computing hardware this trend is likely to continue. 
 Large-scale institutional installations have led these 
explorations in recent decades, with the creation of fully 
surround video rooms and display environments. Primary cases 
include the Allosphere at U.C. Santa Barbara [5], the CAVE 
and CUBE environments at many academic institutions around 
the world, NASA’s HIVE environment [3], and Big Tent at 
Indiana University [9]. While these environments have made 
progress in exploring the possibilities of 360-degree video and 
audio, access and expense stand as significant barriers. Working 
and creating in these spaces requires access only granted to a 
select few investigators resident at the appropriate institution, 
and audience sizes are frequently limited in these 
environments. The construction of these spaces requires 
extensive investment in technology, and continuing costs for 
technician maintenance and operation.  
 Further issues, limiting artistic use and exploration, center on 
the rigidity of the space and the aura and stigma of the 
surrounding institution. Many artistic expressions are not 
feasible in the brick-and-mortar surround environments, such as 
audience participation interactive performances, or contact 
improv dance events. Due to the space and audience size 
limitations even staging an instrument with live electronics 
performance is often infeasible. The typically elitist aura of the 
host institutions has a selective effect on audiences, preventing 
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many segments of the populous from accessing the space and 
artistic works therein. 
 Alternatively, new interfaces in the form of flexible portable 
environments are now technologically more feasible and work 
is actively pursuing their aesthetic possibilities in performance 
and interaction. Big Tent [9] provides one such solution, with 
the goals of providing an aesthetically neutral canvas of 
surround video and audio, capable of holding audiences of up 
to 60 people. The highly portable nature of the construct allows 
it to be set it up in non-traditional environments, bringing what 
is commonly exclusive artistic content to non-typical 
audiences. 
 The challenges for a portable environment, such as Big Tent, 
center on rapid configuration and calibration. With every 
deployment the video projection and audio speaker array have 
to be calibrated uniquely. Expediting this process is a critical 
step to enable the use of these systems and facilitate creation 
and performance. Successfully setting up a multichannel audio 
system can be a meticulous process, as the location, orientation, 
and spectral characteristics of each speaker must be known in 
order to support accurate spatialization. 
 Surround sound setups in the realm of research and art music 
often seek to extend and explore extreme configurations. The 
number of speakers, such as in the BEAST array [10], often far 
exceeds that of commercial standards, such as 5.1 (6 channel) 
and 7.1 (8 channel) surround configurations. Along with 
maximizing the number of channels, artists in this world 
require methods of control over the sonic environment that feel 
natural and are inspiring to use. When dealing with multiple 
tracks of audio streaming through a large number of speakers a 
standard mixing board becomes impractical.  

3.SPATIALIZATION INTERFACES 
Currently available multichannel spatialization interfaces have 
many usability tradeoffs. More intuitive solutions for 
controlling multichannel sound typically have a number of 
limitations. On the other hand, solutions that are robust enough 
to handle professional level use cases present a significant 
barrier of entry requiring extreme expertise, and operation in 
live performance.  
 In Big Tent [9], performance audio is run through Ableton 
Live, due to its flexibility and robustness for real-time and 
fixed-media work. A promising solution for multichannel audio 
control exists in a MaxForLive (M4L) device, “ak.SendsPan.”  1

One instance of the M4L device is placed on each audio track, 
routing to output send tracks, where each send is assigned to a 
different speaker. This setup is functional for up to 12 speakers 
but has a few drawbacks, and prevents use with larger arrays. 
The speakers are assumed to be in a ring, and irregular 
configurations cannot be supported. The control is limited to a 
simple dial control over the Azimuth, determining the location 
of the sound as a point on the periphery of the speaker ring. 
While an adjustable “spread amount” is provided, changing the 
span of the directed sound across speaker points, it does not 
allow audio to be spatialized inside the ring. 
 A typical research oriented solution exists in IRCAM’s 
Spatialisateur (Spat), originally developed in the early 1990s 
[2]. This is a robust, modular system that provides myriad 
features for simulating acoustic spaces, multi-channel 
convolution reverberation, and spatialization algorithms 
(Ambisonics, VBAP, etc.). While the functionality is extensive, 
operation requires a high level of expertise to configure and 
setup for a new array, environment, or particular composition 
assumes the user has proficiency in Max programming. Spat 
boasts support for up to 512 inputs and outputs, however 

methods for organizing and controlling sound object movement 
in real-time is not a primary focus of development. Related 
work focuses on providing trajectory creation and editing 
interfaces for composers, but again requires a high degree of 
software knowledge [4] and does not support live manipulation 
of sound object location. 

 
 Zirkonium [7] presents another solution, intended to support 
complex arrays of up to 64 speakers in 3D configurations, 
providing myriad automation and customization options. 
However, customizing speaker layouts is a tedious process, 
comprising use of a seperate “SpeakerSetup” application, 
saving an XML file, and loading it into the main editor. The 
developers also created an iPad application, “ZirkPad” to 
mirror control of the primary “Zirkonium Trajectory Editor” 
application. The editor has rich automation capabilities to move 
sounds in different ways, which can then be played back during 
a performance. While Zirkonium is a well-featured 
multichannel audio editor, the learning curve is steep, requiring 
extensive expertise in spatialization and knowledge of the 
specific speaker array. Many composers and performers may 
find the 88-page manual intimidating, and the number of steps 
involved to move sounds across the array a prohibiting factor. 

Figure 1a. Zirkonium - Desktop Spatialization Software 

Figure 1b. Zirkpad(Zirkonium’s 
iPad control interace)

 http//www.maxforlive.com.1

Figure 2b. SpanControl (Spanner’s 
iPad control interface)

Figure 2a. Spanner(Pro Tools 
Plugin)
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 Similar to Zirkonium, Spanner  provides a multichannel 2

spatialization iPad interface. The editor has intuitive feedback 
of audio levels, displayed as bars pulsating from a central point 
corresponding to the sound nodes’ position. It also has 
grouping, hot key modifiers, and rotation features making the 
visual control elements significantly more engaging. One 
downside of Spanner is that it is currently only offered as a 
plugin for ProTools, preventing its use in live performance 
settings. Additionally, the plugin is optimized for use with 5.1 
and 7.1 surround sound, making use with uniform or complex 
speaker arrays difficult. The plugin supports a maximum of 8 
channels per instance. While film sound editors may find this 
solution satisfactory, it does not function for art music 
performance. 
 Finally, a new system, MIAM Spat, has been proposed [6] to 
solve problems closely related to those detailed herein. MIAM 
Spat primarily focuses on spatialization of Acousmatic music 
over acousmoniums, proposing a model of interpolation 
between “mixer states” through a simple touch interface. The 
states can be arbitrarily mapped to any area of the touch 
surface, allowing the user to spatialize sound by dragging a 
point between and across overlapping areas. However, 
currently MIAM Spat appears to support only a single sound 
input track and is a Windows OS software (limiting application 
in many setups). While promising an interesting solution, little 
evidence of applied success is available. 

4.“ArraYnger" 
Given the significant limitations of the current existing live 
spatialization interfaces a new interface design is proposed and 
described herein. The primary design goals of this new system, 
ArraYnger, are providing robust, fluid spatialization of any 
number of sound sources over any number of speakers, and 
simple, strong calibration and configuration of the speaker 
array. Before sound can be accurately spread over the array, the 
locations and sonic characteristics of each speaker must be 
understood (i.e. the array, as an instrument, must be ‘tuned’). 
This is accomplished in ArraYnger with a polar grid of 
microphones set up in the middle of the array and acoustically 
“pinging” each speaker to detect its angle and distance [1]. In 
this way a virtual map of the locations of all the speakers is 
created, eliminating the tedious process of physically 
measuring and checking each speaker location.  
 A secondary step involves capturing the impulse response 
(IR) of each speaker in order to understand the spectral 
characteristics of the array and the physical environment. 
Typically this is accomplished with a sine-wave sweep across 
the audible spectrum through each speaker individually. Both 
the location and the frequency response can be recalculated at 
any time automatically, based on user need. 
 These steps provide ArraYnger with an estimated virtual map 
(Fig. 4) and the ability to tune each speaker variably between 

their natural sound and a de-convolved state (using the captured 
IR signature) (Fig. 3). It is also possible to bypass the 
calibration process and manually configure the positions of the 
speakers through a simple click-and-drag interface. 

4.1.Graphical User Interface 
In ArraYnger, sound inputs (playback, synthesized, or live 
audio) are represented as circular nodes indicating the position 
and spread of each sound object. Mixing and spatializing is 
possible after assigning any number of nodes to an audio input 
stream routed through ArraYnger (see sec. 4.2). Manipulating 
the position of each node moves the associated sound source 
around the array, employing a distance based amplitude-
panning algorithm. The size of a sound node controls the spread 
of the sound across the array. Node color and other appearance 
parameters can be customized in the settings panel, which is 
opened via the cogwheel icon (fig. 5, top right). The interface 
guides the user to move sound nodes primarily as the method of 
‘play.’ Speaker positions can be displayed as a background 
layer as black circles, and if required, speaker relocation can be 
accessed from the estimation menu identified by the 
magnifying glass icon (fig. 5, bottom right). The help menu (the 
question mark icon) walks a user through the process of getting 
up and running with their surround sound setup, in addition to 
providing specific information about mapping and routing.  

4.1.1.Move 
Sound object nodes are the primary focus of control in the 
interface and provide immediate access to spatialization. After 
the speakers positions are estimated (fig. 4), and one or more 
sounds are routed through ArraYnger (sec. 4.2), a player can 
drag the sound objects around on the screen. Multitouch drag 
gestures move the sound nodes around within the array arena. 

Multiple instances of the same sound node can exist and are 
treated as independent nodes. Multi-touch allows the performer 

 http://www.thecargocult.nz/spanner.shtml2

Figure 3. ArraYnger's IR state changer

Figure 4. ArraYnger’s Speaker mapping procedure
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to move many nodes simultaneously. The result of dragging a 
sound over a speaker node results in a falloff in volume as it 
moves further from the center. The very edge of the speaker 
node circle will have the lowest volume, and the center of the 
speaker will have the highest. 

4.1.2.Scale 
Resizing sound nodes is achieved with the conventional multi-
touch ‘pinch’ gesture (i.e. two fingers moving together or 
apart). Only one node can be resized at a time in this way, 
however an option to resize all nodes simultaneously is 
available through sub menu options.  

4.2.Routing 
An audio input channel into ArraYnger becomes a sound object 
that can be turned on, turned off, doubled, mixed, and 
spatialized. Routing audio through ArraYnger is modeled on 
common audio software conventions, attempting to leverage 
user familiarity with commercial digital audio workstations. 
For those who are unfamiliar with digital audio routing the 
global help menu provides a walkthrough. In the settings panel 
(accessible through the cogwheel icon; see fig. 5), the user first 
selects the audio input device from their hardware audio 
interface or virtual audio interfaces (such as soundflower, 
loopback, jacktrip, rewire, etc.).  
 Once a device with the desired channels is selected, tracks 
may be added or removed in the mixing/routing panels (from 
the “faders” icon; see fig. 5). Since mixing in ArraYnger 
happens via node movement rather than traditional linear 
faders, the main purpose of the mixing/routing panel is to make 
adjustments fitting the player’s personal preferences in this 
non-traditional environment. This allows for local and global 
configurations of preferred interactions with the nodes, and lets 
the player assemble simple or complex routings.  
 An example of one routing scenario might be 2 instances of a 
node, which would stream the same audio input channel and 
carry the same color & label. Another possibility would be the 
ability to remove an instance of a node or add a copy of an 
input channel. Or, perhaps there are 16 channels coming in 
from the audio interface, but the user only wants to use 
channels 1, 5, and 6 for one piece and channels 2, 6, 7, 7 
(second instance) and 11 for another piece. These 

configurations can be saved in the routing panel through the 
presets object, provided by the Max environment. The 
maximum number of inputs is only limited by the hardware or 
virtual audio device employed (the maximum of most systems 
appears to be 64 channels).  

5.COMPARISON 
The complexity, depth, and required features of spatialization 
software inform this comparison of current solutions. A 
performer, spatializing sound in a live context, can benefit from 
a balance of complexity and ease of use, as well as the depth of 
control over the available features. Complexity is evaluated in 
terms of what minimum level of experience/expertise is 
required for use. Depth is categorized by the level of control 
one may have over the software. Ideally, the software should 
allow easy entry, but still allow the user to dive into an 
expansive and powerful set of features. The final component is 
simply to evaluate if the spatialization software offers features 
necessary for live performance. 
 Touch surfaces provide an ideal interface for multi-source 
spatialization, as moving many objects with conventional 
computer interface devices (keyboards, mouse, etc.) is highly 
constrained. Zirkonium, through ZirkPad, and Spanner, with 
the iPad app SpanControl, take advantage of this control 
paradigm with their dedicated touch control applications. 
ArraYnger primarily focuses on conventional multi-touch 
gestures to enable real-time spatialization and mixing. 

 Economy of design, and minimal design, in interfaces can 
reduce cognitive load, allowing the user to focus on specific 
tasks. Simplicity in the interface is seen as supporting the goal 
of easy use, especially under the pressures of live performance 
settings. The ArraYnger interface is minimal by design, 
especially in comparison to the cluttered screens of Zirkonium 
and Spanner. A novice user can begin spatializing and 
manipulating sound very quickly in ArraYnger, without 
needing to learn all the intricacies of the more complex systems 
seen in Zirkonium and Spanner. 
 Not all surround sound systems offer the ability to configure 
the speaker location. The program, Zirkonium [7] allows very 
complex, dense speaker configurations in 3D space. However 
the trade-off here is the level of expertise/experience required 
to get up and running, actively spatializing sound and 
exploiting the capabilities of the software. The nature of 
needing to manage and pass files between 2 separate 
applications each time the user needs a new speaker 
configuration is a detractor for improvisatory set-ups. A feature 
similar to ArraYnger automatic speaker calibration and IR 
deconvolver (fig 3.) has not been seen in any of the compared 
systems. 
 Spanner, does not let the user configure individual speaker 
positions. This software, designed for a certain niche of the 
audio community, is optimized towards traditional 7.1, 5.1, 
stereo, or mono speaker set-ups. With custom locations not 

Figure 7. Public gallery installation with ArraYnger

Figure 5. ArraYnger U.I. Panel Icons

Figure 6. Routing in ArraYnger
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available the features of this program extend more into 
spatialization techniques like pairing, rotation, and other special 
features native to ProTools.  
 Perhaps, the least deep example would be the MaxForLive 
device, ak.SendsPan, which requires speakers to be in a ring, 
and provides no additional features or ways of synchronizing 
and grouping sound objects. 

6.FUTURE DIRECTIONS 
Beyond the scope of the current design, more features in 
ArraYnger’s interface are planned to streamline and motivate 
the immersive spatialization experience. As briefly discussed in 
the design considerations of Perez-Lopez [8], an interactive 
experience might call for variances dependent upon number of 
performers, intended users, and whether the interface 
implements shared control or not. These concepts match the 
intended direction of ArraYnger’s interface, being easy to 
connect and configure according to the number of participants. 
Towards this end a web-based version is planned to allow many 
performers to interact with the spatialization concurrently 
through any mobile computing device. This could provide the 
opportunity to integrate an easy-to-connect shared sonification 
experience.   
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ABSTRACT 
This paper describes a series of fashionable sounding shoe and foot 
based appendages made between 2007-2017. The research attempts 
to demake the physical high-heeled shoe through the iterative design 
and fabrication of new foot based musical instruments. This process 
of demaking also changes the usual purpose of shoes and associated 
stereotypes of high heeled shoe wear. Through turning high heeled 
shoes into wearable musical instruments for theatrical audio visual 
expressivity we question why so many musical instruments are made 
for the hands and not the feet? With this creative work we explore 
ways to redress the imbalance and consider what a genuinely “foot 
based” expressivity could be. 
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1. Introduction 
We can use our feet for more than just walking around and 
some people actually develop “extraordinary dexterity with 
their feet, not only using them to do everyday tasks, but even 
activities like painting or playing an instrument” [1]. Through 
training, it is possible for the feet to carry out complex creative 
tasks, beyond their normal everyday job as ‘stepping machines’ 
[2]. Ingold suggests that a more grounded approach to the way 
we move as humans can open up new terrain in the area of 
embodied foot-based skills. We explore the development of 
these skills in the area of audio-visual performance and the 
related creation of audio-visual instruments created specifically 
for the feet. 
The subject of bias against the feet was adopted by surrealists 
in their work, such as French philosopher Georges Bataille, 
who explored the conflicted relationship humans have with 
their feet in “The big Toe” [3]: 
 

“The play of fantasies and fears, of human 
necessities and aberrations, is in fact such that 
fingers have come to signify useful action and firm 
character, the toes stupor and base idiocy” [3]. 

 
Such attitudes towards the feet, explain perhaps why so little 
care has been taken to create shoes that are good for the feet 
and do not restrict, deform or torture them. 
If shoes are able to deform and pain our feet, then this un-free 

experience will affect a performer’s sensory perception and 
influence their actions on stage. With more sensorial 
experience, the feet will be in a more expressive state. 
Shusterman’s proposal of somaesthetics [4] describes the 
beauty of experiencing one’s own body and to aesthetically pay 
attention to it, which will lead to a greater level of well-being 
and overall ability. We suggest, the “aesthetic experience” [4] 
of the body can also be focused on the feet, a possibility we 
have explored through the creation and use of a series of 
computer enhanced shoes and foot appendages, in different 
modes of performance. The aim is to find out which foot-
wearables and context will best provide radical novelty in 
footwear design coupled with sound and movement. 
The feet have also been neglected in the field of new interfaces 
for musical expression, with most musical instruments being 
designed for the hands. NIME tends to focus on practicalities 
for musical instruments, but we argue that fashion is another 
area which brings a rich history and range of techniques to 
bear. The appearance of a wearable instrument along with the 
social resonances of fashion objects such as high-heeled shoes 
brings another dimension to instrument design that we believe 
has been neglected. Performers feet and shoes are rarely seen 
on stage, often obscured by fold back monitors and other 
equipment. In order to address this imbalance and find new 
avenues for creative expression we seek to bring attention to 
the audio-visual expressivity of the feet with fashionable self 
made musical instrument shoes and temporary appendages. 

2. Background 
The literature shows that shoes have important cultural, religious and 
social significance [5]. The creative practice presented in this paper, 
undertaken over the last 10 years, draws on aspects of this 
understanding of shoes in our society. This project explores the 
creation of bespoke, footwear-based musical instruments for use in 
live-art performance, opening up new cultural and creative 
dimensions of footwear. We liken the process to “demaking” the 
high heeled shoe in order to give it a new purpose and create new 
experiences for the wearer.  This builds on the traditional uses of 
footwear as a means of protection, status, fetish object or one with 
religious overtones (such as the pope historically wearing red shoes). 
Deleuze discusses the notion of changing the purpose of the hands to 
the feet. The below quote summarises how this can result in the 
‘composition’ or rearrangement of, “the overall assemblage” [6], 
which we term “Demaking” the original artifact. Deleuze’s character 
Slepian gets the idea of using shoes to change his identity to a dog 
using the artifice of shoes.  
 

“If I wear shoes on my hands, then their elements will enter 
into a new relation, resulting in the affect or becoming I seek. 
But how will I be able to tie the shoe on my second hand, once 
the first is already occupied? With my mouth, which in turn 
receives an investment in the assemblage, becoming a dog 
muzzle, insofar as a dog muzzle is now used to tie shoes. At 
each stage of the problem, what needs to be done is not to 
compare two organs but to place elements or materials in a 
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relation that uproots the organ from its specificity, making it 
become "with" the other organ” [6]. 

Macfarlane suggests “we don’t intuitively imagine the foot to be an 
expressive or perceptive body part, it feels more of a prosthesis, there 
to carry us about, rather than to interpret and organize the world for 
us. The hand always out skills the foot: We speak of manipulation 
but not pedipulation” [7]. T.Hashimoto et al. [8] indicate that early 
hominids developed finger dexterity and tool use ability before the 
development of bipedal locomotion, further supporting ideas that the 
hand developed finger control for tool use, vs the big toe evolved for 
balance and bipedal locomotion. This could explain the lack of focus 
on feet and their tools, and the comparative lack of recognition of the 
foot being able to carry out complex tasks like playing a musical 
instrument. We could also say that the deeply enculturated bias 
towards the hands has, perhaps, led us to prioritise manual 
(hand based) dexterity and control in creative and expressive 
practices such as music and art.  

2.1 Shoes and Sound 
Tap shoes, also known as character shoes, are perhaps the best-
known popular example of using shoes to make sound. Tap 
dancing emerged from the dances of African-American slaves 
in the seventeenth and eighteenth centuries, blending dance 
with percussive sound to make a distinct art-form with its own 
rich and complex range of practice. 

2.1.1 Computational Footwear 
Technology enhanced examples include the sound producing 
dancing shoes by J.H. Smith, (1930) or the world’s first 
wearable computer on a belt attached to a shoe by Edward 
Thorp in 1961 [9]. The foot and its modified shoe were also an 
input device for a system to beat Roulette. The invention 
comprised of Twelve transistors, and a cigarette-pack sized 
computer which was fed data by switches operated by the big 
toes. One switch initialized the computer and the other was for 
timing the rotation of the ball and rotor. The computer 
predictions were heard by the computer wearer as one of eight 
tones via an earpiece. 
Joe Paradiso and Eric Hu made Expressive Footwear in 1997 
[10] using a commercially manufactured Capezio 
‘Dansneaker’. Later they created the “Cyber Shoes” [11] with 
circuits mounted on the side of the  ‘Nike Air Terra Kimbia’- 
chosen because they matched the costumes they had chosen for 
choreographers. Expressive Footwear functioned primarily as 
music controllers to drive synthesizers during computer-
augmented dance performances [10]. The shoes themselves 
were store bought and then modified - the focus being on the 
use of the shoes as controllers rather than on the aesthetics of 
the footwear as a fashion object. 
More recently, mappings for gestures for foot-input systems 
used in augmented reality, mixed reality and virtual reality are 
many and varied. For example, ShoeSoleSense [12] is a 
wearable foot interface for real and virtual environments which 
uses pressure sensors mounted in an insole to enhance regular 
shoes. 
Contemporary uses of shoes as sounding devices include 
Nike’s music shoes from 2010, which were featured in a 
promotional video for the launch of their flexible free run+ 
running shoes. The models featured were Nike sneakers which 
had flex sensors and accelerometers embedded in the inner 
soles.  The shoes were played with the hands.  
Ricardo  O’Nacsimento from POPKALAB, together with 
Phonotonic and Stephane Gontard created Sound Steps1, a pair 
                                                                    
1 Sound Steps: https://vimeo.com/148461186  

 

of multi-tech shoes in 2015-16 that allow the wearer to create 
sounds and music through their own movements, such as heel 
strikes triggering one-shot samples.  The device enabled the 
wearer to create sounds that were broadcast through an inbuilt 
speaker, synchronised with foot movements, changing the 
sound of footsteps through a bank of preset sound loops. The 
technology was hidden inside a large added “tongue” above the 
shoe laces on a design that resembles Adidas “originals”. The 
shoes are activated by the wearer’s movements in contact to the 
ground, like modern tap shoes in a sense. The shoes were made 
as prototypes and featured in the fashion film Sound Steps in 
2016. 
Converse’s Chuck Taylor All Stars and music have always had 
a connection, with music groups like the Ramones in the 70’s 
and 80’s or Nirvana’s Kurt Cobain in the 90’s making the shoe 
part of their signature style. Converse created the All Wah first 
in 2013 with Critical Mass and later with Cute Circuit in 2016.  
The All Wah uses a gyro sensor to measure the toe of the shoe 
going up and down in the air. The motion data is sent via 
Bluetooth to a Wah Box effect applied to a guitar. Again the 
design of the shoe was not altered much from the original 
Chuck Taylor sneaker, a new type of sneaker wasn’t developed 
around the technology – the electronics were simply hidden in 
the sole of an existing design. These sneaker-based instruments 
are not really capable of being musical instruments in the 
traditional sense, but rather act as acoustic accessories or sound 
effects added to the movements of the wearer. 

2.1.2 Shoes for Performance 
A key example of shoes being modified to affect the movement 
and height of a performer are the shoes conceived by May West 
(see figure 1).  
 

 
Figure 1. Mae West’s “Double Decker” heels, 1950’s, image 

courtesy of FIDM archive, Los Angeles, 2016. 
These 9.5-inch, “Double Decker” customized shoes feature a 
top-set platform designed to be hidden by a skirt hemline. They 
changed the meaning of the original high heeled shoe and its 
functionalities. 

3. MUSICAL SHOE INTERFACES TO 
LIBERATE THE FEET IN PERFORMANCE 
2007-2017 
The ‘liberation of the feet’ we are pursuing in this work is about 
turning stereotypes associated with high heeled shoe wear upside 
down by developing new playing styles and designing new physical 
types of computer enhanced shoes and temporary appendages. 
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3.1 We Don’t Play Guitars: Song, 
Instruments and Playing Styles (2007) 
The song, We Don’t Play Guitars, written and performed by Chicks 
on Speed2, parodies (male) ‘guitar hero’ oriented rock bands and 
performances. The first musical shoe interface, the High Heeled Shoe 
Guitar (see Figure 2), was created to use on stage during 
performances of this song3.  This deliberately lo-fi instrument was 
based on a ready-made shoe purchased from fast fashion store Zara 
which was retrofitted with a pickup, mono jack output and guitar 
strings. 
 

 
Figure 2 . High Heeled Shoe Guitar by Alex Murray-Leslie 

(Chicks on Speed) commissioned by Contemporary Art 
Centre, Vilnius, Lithuania. Photo Gilmar Ribero, 

© Chicks on Speed, 2007. 
 

Carrie Smith-Prei and Maria Stehle argue that the Chicks on Speed 
use the High Heeled Shoe Guitar to provoke and upset established 
socio-political structures. In this case, the intended use of the high 
heeled shoe is hijacked, and is given a new purpose and meaning as a 
musical instrument for the feet [13]. 
 

“Their High Heeled Shoe Guitar offers an example of their 
mixed media approach to fashion, art and music. A lady 
Gagaesque shoe that appears in some of their performances 
& exhibits is musical instrument, fashion and fetish object 
& art and sculpture in one….the shoe guitar wilfully 
combines (high) fashion and design in a different function, 
here to become an instrument that is closely associated with 
a history of rebellious self-expression…” [13]. 
 

In performances the high heeled shoe guitar is played using 
readymade Fender or Marshall amplifiers, so as to create a direct 
visual link to a certain rock/metal pose (guitar solo) associated with 
some types of ‘authentic’ guitar playing. Alexandra Murray-Leslie 
wanted to disturb this image by creating an alternate one (using a 
high heeled shoe as a guitar) and support this notion of questioning 
the male guitar solo pose, by also developing an upside down playing 
style called “Head over Heels” (see Figure 3). 
Charles Darwin in The Descent of Man,  “drew particular attention to 
what he called the ‘physiological division of labour’ by which the 
feet and hands came to be perfected for different but complementary 
functions, of support and locomotion on the one hand, and of 
                                                                    
2 We Don’t Play Guitars Music 
video: https://www.youtube.com/watch?v=sK9XQLSpFBA 
3 We Don’t Play Guitars performed by Chicks on Speed live, 
Dundee Contemporary Arts, 2010 https://vimeo.com/43260701 

 

grasping and manipulation on the other” [2]. By performing with the 
shoes and feet inverted, we question this notion by playfully 
‘empowering’ the feet with their own musical tool for creative 
expression. 
It is interesting to note the order in which each element  of the We 
Don’t Play Guitars scene was created. First came the song, then the 
high heeled shoe guitar as purpose-built instrument, followed by the 
playing style “head over heels”. All the elements - song, instrument 
and choreography - support the overall creative concept. The 
instrument becomes more than just a conduit for pure sonic 
expression, and becomes part of a larger overarching oeuvre or 
gesamtkunstwerk (all encompassing art work). 
 

 

 
Figure 3. Performing “Head over Heels” with the High 
Heeled Shoe Guitar and Computer Enhanced Footwear, 

Chicks on Speed live. Top left: The Fashion World of  Jean 
Paul Gaultier, National Gallery of Victoria, 6th Feb, 2015. 
Image top right: Volksbuhne, Berlin, 31st January, 2016. 
Image bottom: Pohoda festival, Slovenia, 7th July, 2016. 

 
The high heeled shoe guitar provided a surprise spectacle on stage, 
and was certainly a novel musical instrument but it was, of course, 
limited as an instrument as it only had three short strings, which 
meant the range of pitches available wasn’t widespread and it ended 
up being used with a chain of guitar effects pedals to enable it to 
create more diverse sounds. With seven analogue guitar pedals 
attached (pitch, reverb, delay, looper, ring modulation, distortion and 
modulation) it is useful in an improvisational session with other 
instruments, adding an unpredictable and surprising element when 
played alongside more traditional instruments such as analogue 
drums, trombone and saxophone. When played upside down, 
plucking the strings, with the shoe being hit and dragged across the 
front of the guitar amp (see Figure 3), it made powerful and distorted 
sounds and delivered solos with the energy of a real electric guitar 
solo on stage. 

3.2 Digital E-Shoe (2010) 
In order to extend the High Heeled Shoe Guitar, and address some of 
its limitations, the E-Shoe was developed.  
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Figure 4. E-Shoe by Chicks on Speed (Alexandra Murray-

Leslie, Melissa Logan) & Max Kibardin, photo Gilmar 
Ribero © Chicks on Speed 2012. 

 
The aim was to create a more complex musical instrument that 
would provide a wider range of sounds, be more flexible on stage, 
have more polished design and construction and influence 
choreography on stage3. The shoe itself was designed by Alexandra 
Murray-Leslie and Max Kibardin [14] and, as footwear, was striking 
and beautifully constructed – to the extent that it was worn by model 
Kate Moss in a photo-shoot to celebrate Vogue Brazil’s 36th 
anniversary (see Figure 5). 
 

 
Figure 5. Kate Moss wearing E-Shoe, Vogue Brazil, 

photo Mario Testino, 2012. 
 
While in many ways the E-Shoe was a significant advance on the 
High Heeled Shoe Guitar, it also had several limitations. Sonically, 
the guitar strings were used to trigger one-shot samples, meaning it 
could produce any number of pre-recorded sounds and therefore be 
used in a wider range of musical contexts.  However, this also meant 
that the instrument was reduced to a trigger and some of the more 
nuanced expressive possibilities were lost. 
As a fashion item, the shoe was impressive and was very effective as 
an on-stage critical costume item.  It was also shown as an artwork in 
an institutional context at the Victorian and Albert Museum where 
the shoe was exhibited in a vitrine as part of the exhibition “Power of 
Making” curated by Daniel Charny in 2011. While this is a testament 
to the level of interest in the themes explored, it did mean that the 
hands-on practical element of the shoe as an instrument was lost. 
Finally, the shoe was extremely delicate and easily scratched, 
meaning it was expensive to maintain, It wasn’t robust enough to 
hold up to the wear and tear of live performance on stage, and so it 

became more an exhibition artefact or remnant souvenir of the 
Chicks on Speed live performances - ironically a ‘dead’ instrument 
rather than the ‘living’ one it was intended to be. 

3.3 Shoe Tuning (2013) 
The next phase of this project began with a workshop between an 
artist, technologist and group of five dancers. The workshop group 
experimented with a shoe, designed by Bruno Magli specifically for 
the performances, with a heel made from mylar coated hollow wood, 
which conducted the sound effectively of the dancers’ movements 
when they came into contact with the wooden floor and other stage 
props, or shoes hitting each other in the air [15] [16]. 
A contact microphone was mounted inside the shoe heel and 
connected to a wireless microphone transmitter. The five pairs of 
shoes all transmitted to a single sound card connected to a laptop 
running Max/MSP. The dancers’ data was mapped to various FM 
synthesis parameters in order to produce a range of sounds which 
were continuously linked to the performers’ gestures. 
As with the High Heeled Shoe Guitar, the shoes were made for a 
particular song, We Are Data, by Chicks on Speed and again acted as 
something other than an ‘expressive musical instrument’ in the 
traditional sense. While they had the potential to be used as musical 
instruments, equal emphasis was placed on the appearance and 
theatrical use of the shoes. The theme of the song was amplified as 
the performers’ movement data was sonified and incorporated into 
the work. 

3.4 Computer Enhanced Footwear (2013) 
The Computer Enhanced Footwear (CEF) was a further 
iteration of the high-heeled shoe instruments. A circuit board 
featuring accelerometer, gyroscope and force sensitive resistor 
and compass was selected and mounted in a 3D printed heel 
which was attached to a pair of ready-made high-heeled shoes 
(see Figure 6). The heel was printed with standard white PLA 
filament, which was strong enough to bear the weight of the 
wearer. The upper of the shoe was covered with white duct 
tape. Duct tape is a material commonly used on stage to tape 
down electronic instruments in windy outdoor situations or 
bouncy stages or to guide performers around dimly lit stages, 
also holding a meaning of musical stage performance for those 
who are familiar with these contexts. This gives the shoes the 
meaning of being covered with something practical, a tool of 
the trade, inexpensive, rather than a decorative, expensive 
coating of some sort. Duct tape is also (usually) temporary, 
giving the CEF a more DIY aesthetic like the original High 
Heeled Shoe Guitar. 
Working with sports scientists, a basic taxonomy of foot gestures was 
identified including: eversion, inversion, dorsiflexion, plantar flexion, 
abduction, adduction, supination and pronation [17]. As with the 
Shoe Tuning instrument, the range of each gesture was mapped to 
FM synthesis parameters in a Max/MSP patch. This more nuanced 
approach to data capture and mapping resulted in a foot-based 
instrument which provided a wider range of controllable sounds. The 
movement data was also able to be used in visualisations projected 
on stage. 
A downside of the CEF, as with many purely electronic instruments, 
was that the sounds it produced were heard through an on-stage PA 
system, which meant that the physical gestures seemed dislocated 
from the sounds they were triggering. 
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Figure 6. Computer Enhanced Footwear,  

photo Wolf Dieter-Grabner © first Author, 2015. 

To combat this feeling, in performance the computer enhanced 
footwear was sometimes used in combination with the high heeled 
shoe guitar in the “head over heels” style (see Figure 3), using both 
hands and feet to perform the 2 instruments simultaneously. This 
provided a balance between digital musical instrument and analogue 
instrument, compensating for this feeling of the CEF not being live 
and at the source. 

3.5 Open Source Strides (2015-17) 
Open Source Strides (OSS) prototype 1 (see Figure 7) and 
prototype 2, Holografic Wedges (see Figure 8) 3d rendered and 
printed by Alexandra Murray-Leslie, were created using the 
same circuits from the Computer Enhanced Footwear but 
significant changes were made both to the shoes themselves 
(temporary appendages attached to the feet with kinesiology 
tape and straps) and the associated gesture-sound mappings4.  
The Wekinator mapping system [18] was used in connection 
with Reactor. In addition a timeline system was created in 
Max/MSP which allowed the bank of sounds to be changed at 
certain intervals – meaning the system was predictable up to a 
point, but also displayed variation during extended 
performances. 
The notion of control in performance is an interesting one when 
attempting to ‘liberate’ the feet as we are doing here. We 
believe that ‘control’ with the feet might be conceived of 
differently to ‘control’ with the hands, which is about particular 
kinds of precision and dexterity. Through this project we are 
exploring what an ‘expressive’ foot-based instrument might be. 
In our work to date this has led us to realise that the appearance 
and fashion/social context of footwear can, at least at times, 
trump control and traditional notions of expressivity as they are 
applied to instruments controlled primarily by the hands. 

                                                                    

4 Choreographer Kroot Juurak performing Open Source Strides 

prototype 1 at finnisage of “Karl Lagerfeld Modemethode”, 

Bundeskunsthalle, Bonn, September 12th, 2015. 

http://www.vogue.it/vogue-talents/video- 

lab/2016/03/04/artstravaganza-by-chicks-speed/ 

 

 
Figure 7. Open Source Strides, Prototype 1, 2015. 

 
Figure 8. Open Source Strides, Prototype 2 

(Holographic Wedges), Octolab, Autodesk, Pier 9,  
San Francisco. Photo Alexandra Murray-Leslie. 

4. Conclusion 
In this paper we have described an approach to new instrument 
design that gives prominence to the feet instead of the hands 
when interacting with digital self made musical instruments. 
We contend that the physical (fashion) design of new footwear 
as musical instruments is as important as the sound and playing 
style.  We continue to explore how this perspective explores 
and provokes the ‘meaning’ of high heeled shoes by 
introducing circuits, sensors and audio mappings. The 
development of these fashionable, digital musical instruments 
involved numerous stages of designing, fabricating, testing and 
iteration over a period of 10 years. 
We argue that elevating the importance of the physical 
appearance of a new musical instrument can open up new 
avenues for broader notions of expression in live performance, 
beyond traditional, instrumental approaches which prioritise 
sound and purely ‘musical’ expression.  Making instruments 
which look fashionable and have political resonances, can add 
to the complexity of dramaturgy in a performance and become 
part of a greater “gesamtkunstwerk” around the digital musical 
instrument - incorporating the sounds the instrument makes, the 
design of the physical artefact, the way it is played and the 
costumes made to wear with it. 
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ABSTRACT 

Wearable sensor technology and aerial dance movement can be 
integrated to provide a new performance practice and 
perspective on interactive kinesonic composition. SALTO 
(Sonic Aerialist eLecTrOacoustic system), is a system which 
allows for the creation of collaborative works between 
electroacoustic composer and aerial choreographer. The system 
incorporates aerial dance trapeze movement, sensors, digital 
synthesis, and electroacoustic composition. In SALTO, the Max 
software programming environment employs parameters and 
mapping techniques for translating the performer’s movement 
and internal experience into sound. Splinter (2016), a work for 
aerial choreographer/performer and the SALTO system, 
highlights the expressive qualities of the system in a 
performance setting. 

Author Keywords 
interactive systems, aerial dance, myo armband (sensors), 
synthesis, mapping 

ACM Classification 
H.5.5. Information Interfaces and Presentation: Sound and 
Music Computing —Systems. J.5. Arts & Humanities: 
Performing Arts (e.g. dance, music). 

1.INTRODUCTION 
Interactive systems for dance and electronic music have long 
been developed alongside research in musical gesture, 
choreological approaches, and Human-Computer Interaction 
(HCI). These have included the use of consumer and custom-
built motion-based technologies like Wii controllers1 , Kinect 
sensors2 and the Leap Motion3 controller. Historically works and 
research in this field have focused on more traditional and 
contemporary forms of dance [5, 11, 12, 13]. They have yet to 
include the unique experience and range of motion possibilities 
found within the aerial dance art forms. This paper presents 
SALTO (Sensory Aerialist eLecTrOacoustic system), a new 
musical system designed in MaxMSP 4  that utilizes the Myo 
Armband5 (a wearable gesture and motion control device made 
by Thalmic Labs) for collaborative works in aerial dance. 

                                                
1 http://wii.com/ 
2 www.xbox.com/en-US/xbox-one/accessories/kinect 
3 www.leapmotion.com 

SALTO was developed to encourage further exploration into 
interactive musical systems and aerial dance performance 
practice. The system uses sensor data from aerial movement to 
control and generate sonic material that translates the kinesonic 
experience of the aerialist [13]. Movement drives both 
choreographic and compositional choices. Splinter 6  (2016), a 
composition for aerial choreographer/performer and SALTO, 
provided the initial and conceptual framework for experiments 
in mapping and performance technique (Figure 1). The paper 
begins with a technical description of the system and then 
describes the expressive capabilities of the system in 
performance. 

Figure 1. Still from Splinter (2016) with Myo Armband 
highlighted. Performer: Katharine Geber 

2.MYO ARMBAND 

The Myo Armband is a wearable, gesture capture and motion 
control based device designed to interface with 
computers/laptops, smartphones, and other controllable 
electronics. In recent years composers and technologists have 
been expanding its capabilities and developing software to use 
the Myo as a controller for digital/software and analog 
instruments [14, 19]. So far, it has proven to be a robust and 
reliable device with great potential for creativity and 
experimentation within the NIME community.  

4 cycling74.com 
5 www.myo.com, www.thalmic.com  
6 video of Splinter, https://vimeo.com/199972423 
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 The Myo Armband contains eight electromyographic (emg) 
sensors, and a nine-axis inertial measurement unit (IMU) 
consisting of an accelerometer, a gyroscope and magnetometer. 
It is worn on the upper part of the forearm, beneath the elbow 
and communicates via Bluetooth. Using a C++ language binding 
wrapper, the Open Sound Control (OSC) protocol is easily 
accessible, allowing the raw sensor data to be sent and used in 
any application.    
 

3.THE SALTO SYSTEM 

SALTO is a musical software system designed in Max software 
that receives and filters sensor data from the Myo Armband. The 
system maps the sensor data collected from aerial dance 
movement to parameters within three sound processing modules. 
The name “Salto” is derived from the movement term used in 
gymnastics and aerials to define a frontwards or backwards flip 
(full inversion and rotation of the body). 
 Aerial dance provides a set of movements which utilize the full 
range of motion and muscle tension measurable by the Myo. 
Further, the sleek design of the armband provides little 
interference with the performer’s movement further maximizing 
choreographic and expressive potential. Figure 2 demonstrates 
the system architecture for SALTO. 

Figure 2. System architecture for SALTO.  
 
 The current design of the system creates an interactive 
soundscape where the choreographer can articulate smaller 
musical gestures as well as alter overarching textures within the 
soundscape. The system allows flexibility for the performer to 
emphasize gestural movements, dynamic whole body inversions 
and rotations, or any combination of these types of movements. 
A composer can work with a choreographer to further define the 
character and timbre of the soundscape depending on the source 
musical samples used in each synthesis module.  

3.1.Mapping 

SALTO is comprised of three sound processing modules. The 
data streams from the emg sensors, the accelerometer and the 
gyroscope are mapped to each of the sound modules 
respectively.  
 The emg sensors are linked to a digital synthesis module which 
uses the click~ object (an impulse generator), a resonant filter, 
and spectral delay. When a muscle in the forearm contracts, an 
electrical(neural) impulse is sensed through the skin. If the 
electrical impulse reaches the threshold set at 0.33 in the Max 
software, then it triggers an impulse from the click~ object. This 
is then run through a resonant filter where each individual emg 
sensor is assigned a different center frequency. This creates short 
percussive ‘plink’ sounds similar to a vibraphone with no motor 

                                                
7 http://www.timorozendal.nl/?p=456 

or pedal. The eight emg center frequencies are tuned to a pitch 
cluster focused around 900Hz. These are best heard when the 
performer is climbing or when gripping the ropes or trapeze bar.  

 The accelerometer is mapped to a granular synthesis module. 
This module relies on Timo Rozendal’s grainstretch~7 object to 
drive the granular processing. The changes in velocity within the 
x, y, and z planes correspond to grain size, playback speed of the 
grains, and pitch modulation. Depending on the source sound 
material used this module can create a gestural voice within the 
resulting composition. For this module, we used a fixed sample 
of a marble rolling around in a temple bowl. This allowed the 
performer to use smaller movements to almost “draw” sonic 
gestures. 

 The gyroscope is mapped to a filtering module with an 
automated delay. This module uses the iosc~ and cascade~ 
objects. Recorded sound material is loaded into the bank of 
oscillators to create the shape of the amplitude envelope and then 
the iosc output was further processed with notch filters and a 
delay of 300ms. The pitch and yaw of the gyroscope control the 
center frequency of the filters and the roll controls the gain of 
each filter. This module creates a sweeping sensation that 
reflects and echoes micro and macro cyclical movement 
(singular rotation of the arm versus full rotation of the entire 
body), see Figure 3. This musical gesture follows the performer, 
tracing the movement sonically.  

Figure 3. Example of full body rotation. 

3.2.Technical and Physical Limitations of the 
Myo Armband & Bluetooth Communication 
in Aerial Dance Environments 

While aerial dance movement allows a composer access to 
utilize the full range of motion detectable from the sensors, 
gesture recognition and accuracy becomes difficult to isolate and 
maintain consistency. This initial mapping structure aimed to 
explore the responsiveness of the sensors under force and 
physical stress. This would determine the system's ability to 
match movement gesture with musical idea for a variety of 
movements within similar movement categories making 
repetition and reiteration possible sonically. An initial challenge 
was determining the physical range of the Bluetooth signal. For 
aerials and the safety of the performer and equipment, we needed 
the ability to be a significant distance from the rigging point and 
performance area. Fortunately, no noticeable limitations were 
found when the Myo was within 10-25 meters (30-90ft) of the 
receiving computer. Other challenges included determining the 
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maximum intensity of force, pressure, and speed that could be 
exerted on the device without interrupting or causing a jump in 
the data feed. No issues were found with spinning but certain 
drops with a harder impact landing caused a momentarily freeze 
in the data stream. Findings from these early tests pushed the 
system design to focus less on specific gesture recognition, and 
instead on the mapping of the sound modules to broader 
movement categories. These ideas essentially categorized large 
and smaller movements of similar kinds to one representative 
sonic idea. The idea then varied slightly in timbre and shape 
depending on the how the pressure and force impacted the raw 
sensor data (Table 1). 

 
4.INTEGRATING AERIAL 
CHOREOGRAPHY AND COMPOSITION  

During the conceptual, testing and development stages of 
SALTO, Katharine Geber, a dance trapeze artist and 
choreographer, and I, technologist and electroacoustic 
composer, worked intensively together. We collaborated on a 
work titled Splinter, for dance trapeze and the SALTO system. 
We worked through several iterations of the Max patch using 
aerial movement from static and dynamic categories to 
understand and learn the physical and technical limitations of the 
system. We also researched and discussed concepts from Rudolf 
Laban’s choreological and movement theories as well as Trevor 
Wishart’s gestural structure and spatial motion theories to 
develop our own kinesonic theories [4, 16, 20].  

 Conceptually Geber, and I were interested in the unique 
sensations of pressure (felt by the performer), as well as stillness 
and physical effort that accompany aerial movements. We aimed 
for mappings that could translate these sensations into sound and 

give the viewer a sense of the performer’s relationship to sound 
and sonic choices when performing.  

 At any given moment in a routine, the performer experiences 
pressure. If the dancer is inverted, especially for an extended 
duration of time, they will feel pressure from the blood rushing 
to their head. In both static and dynamic movements pressure is 
produced wherever the metal bar and thick ropes of the trapeze 
are wrapped around the body. Effort is also a constant in aerial 
performance (Figure 4). While static poses may be places of 
‘rest’ for the performer, often they can be just as physically 
demanding as dynamic movements too. 

Table 1. Movement & SALTO system design.  

Figure 4. Depiction of inverted static pose where effort is 
exerted. 
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 Transitions are a challenge for both composer and 
choreographer. A unique component of working on aerial 
choreography is that about 50-60% of any given piece is 
transitional material. Transitional aerial material includes 
climbing, setting up the wrap for a drop properly, and weaving 
between skills in nuanced ways (Figure 5). A choreographer 
often spends much of their time developing interesting and 
compelling ways of introducing variations on climbs as well as 
planning in gestural work with the arms and facial expressions 
to develop character. The aerial choreographer aims to distract 
the viewer from these necessary movements by presenting them 
often as part of the gestural material. In addition, there isn’t much 
repetition in aerial choreography. However, musical repetition 
and reiteration can be key developmental tools in a piece. Geber 
and I blended temporal development techniques from aerial 
choreography and fixed electroacoustic composition in the 
transitional material. 

Figure 5. Depiction of transitional material, wrapping for a 
drop. 

 
We used physical sensations to guide our compositional and 
choreographic choices. An aerialist’s perception of sound during 
performance is unique in the way it is filtered by the body. This 
nuanced listening experience is one major element that helps the 
aerialist to achieve the maximum artistic expression of their 
movement. Often viewers have limited, if any, embodied idea of 
this kinesonic experience. Geber and I aimed to blend movement 
and music using the internal kinesonic experience of the 
performer to sonify those elements. The emg sensors provided a 
source of data for translating effort. The percussive plinks and 
trailing spectral delay provided a continuous texture sonifying 
the performer’s internal state. By mapping the data from the 
accelerometer and gyroscope to a dynamic filtering module, the 
performer could make musical choices based on the pressure and 
speed felt during revolution and inversion. The sweeping motion 
of the filter traced and echoed the movement. 

 

5.FURTHER DIRECTIONS 

The first iteration of SALTO has been successful as Splinter was 
received well, but has also inspired plans for further 
development. This version of the system and performance style 
only touched the surface of compositional and choreographic 
possibilities. The short six-minute duration of the piece felt 
appropriate or the system’s current state but would not sustain 
interest for a viewer, composer, and choreographer during a 
lengthier performance. In future iterations, I hope to expand 
SALTO to include more nuanced mappings and additional 
synthesis modules to create more dynamic sonic results which 
enhance the musical composition. Other future directions 
include incorporating multi-channel spatialization into the 
mapping. This will be valuable in further translating the 
performer’s internal sensation to sound. 
 In conclusion, further detailed movement analysis, machine 
learning, and synthesis processing needs to be conducted to 
maximize the specificity of the data being collected from the 
Myo during aerial movements and to allow for longer 
compositional forms and nuance within a work. There is 
potential for SALTO to become a truly expressive virtuosic 
system where the performer is simultaneously musician and 
aerialist. 
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ABSTRACT
Academic research projects focusing on wireless sensor net-
works rarely live on after the funded research project has
ended. In contrast, the Sense/Stage project has evolved
over the past 6 years outside of an academic context and
has been used in a multitude of artistic projects. This pa-
per presents how the project has developed, the diversity
of the projects that have been made with the technology,
feedback from users on the system and an outline for the
design of a successor to the current system.
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1. INTRODUCTION
Wireless sensor network platforms and their use in artis-
tic contexts have been a topic for research for many years
in academic research projects. Very few of these academic
research projects have resulted in wireless technology be-
coming available for artists (other than those involved in
the project). Since the survey presented in our paper in
2010 [1] new platforms have become available. In partic-
ular within the context of the Internet of Things

1 ecology
many new wireless platforms are emerging. An overview is
given in section 5.
The Sense/Stage wireless module[1] was originally devel-

oped during a research-creation project at Concordia Uni-
versity between 2007 and 2010. Since then the module
was taken into a small scale production and made avail-
able through a webshop. More than 500 modules have been
sold and used in various projects around the world by artists
in professional contexts. This paper reflects on the usage

1
http://www.itu.int/en/ITU-T/gsi/iot/Pages/default.aspx
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and developments that the module and its system have seen
outside of the academic context and in professional artistic
contexts.

In the following section the project is introduced; then
the usage of the system out in the field is described and the
feedback from users. Next the development of the project
since its release in 2010 is discussed. The paper concludes
with an overview of other wireless systems and the design
considerations for a successor to the Sense/Stage MiniBee.

2. THE SENSE/STAGE PROJECT
The Sense/Stage research-creation project [1] was motivated
by:

Economic & technical constraints of live performance
— technology needs to be integrated and explored ar-
tistically in a relatively short time frame during re-
hearsals, because of the limited access to rehearsal
spaces and getting artistic teams together. While tour-
ing, such systems need to be set up in a short amount
of time, and have to be reliable in performance.

Lack of tools for artistic use — the need for a wireless
system that integrates well with many common pro-
gramming languages and environments used by musi-
cians, sound and media artists.

Real world testing scenarios — the need for a system
that works and is tested in the context of professional
artistic work and presentation venues.

The project set out to develop a platform for wireless
sensing that is accessible for artists to use, in terms of avail-
ability and a↵ordability (cost) as well as usability. Not all
artists have in-depth technical skills, or the money to hire
these skills, which means that for a wireless sensing plat-
form to be succesful in the artistic context, it has to be
easy to set up and integrate well with the tools that artists
are using already. On the other hand, it has to be flexible:
di↵erent artistic projects need di↵erent sensors and/or actu-
ators, even those you did not anticipate for while designing
the hardware and firmware or those that are not available at
the time of creating the platform (i.e. ‘future-compatibility’
is important).

The platform addresses these issues by providing stan-
dard firmware and accompanying software that allows for
easy configuration for common sensing situations and inte-
gration with other software via the Open Sound Control2

(OSC) protocol. At the same time, the firmware and soft-
ware provides an interface to extend the modules with cus-
tom functionality.

2
http://opensoundcontrol.org
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Figure 1: The Sense/Stage eco-system.

2.1 The wireless module and its eco-system
The wireless module consists of an Atmel328 microcontroller3,
an XBee4 and an accelerometer (the ADXL3455) as its core
components. Furthermore a pin header gives access to 6
analog inputs, 8 digital IO pins and the two wire interface,
so that users can connect additional sensors and actuators
for their project. The module has a small footprint, which
allows it to be worn on the body or embedded in small ob-
jects.
Along with the hardware module, firmware has been de-

veloped that handles the wireless communication via the
XBee modules and allows for configuration of the module
through the wireless connection. This ensures that for most
use cases, the user does not need to write firmware her-
self, but can instead interface with the sensors and actua-
tors through software. The configuration of the modules is
made in an XML file and data is received and sent via OSC.
This shortens the development time for projects consider-
ably: rather than struggling for many hours with technol-
ogy, artists can start using their sensors within minutes of
installing the software. Once the software is installed and
a configuration file is made, the user can send and receive
wireless data within seconds of turning the module on.
The software is crossplatform and written in Python, and

acts as a bridge between the user’s software and the wireless
network of modules. For each module a configuration can
be made through an XML file; the software then ensures
that as wireless modules are turned on, a negotiation is
made for addressing and configuration of the module and
the user gets notifications about the configuration process
via OSC. Once the configuration is done, the user receives
the OSC data from the module, or can send data to the
module via OSC, e.g. to control LEDs or motors.
The hardware and firmware are based on the popular Ar-

duino6 platform. This means that artists and developers
familiar with that platform can leverage their experience to
connect sensors and actuators to the module, or to create
customised firmware for the module.

2.2 Dissemination of the project
After the finalisation of the academic research-creation
project, the issue of availability to artists was addressed.
Small series of the board were manufactured (100 to 200
modules per batch) and sold as individual units or kits
through an online webshop. While small scale, this ap-
proach ensured that the module was available for artists for
a reasonable price (comparable to regular Arduino boards).
By hosting workshops in various artist-run spaces or in
schools, a user base was slowly built up. Further adver-
tisement was done by word-of-mouth, or via online means.

3
http://www.atmel.com/devices/ATMEGA328.aspx

4
https://www.digi.com/lp/xbee

5
http://www.analog.com/en/products/mems/accelerometers/

adxl345.html
6
http://arduino.cc

3. USAGE OF THE SYSTEM
In this section the target audience, usage scenarios, vari-
ous projects made with Sense/Stage and user feedback are
discussed.

3.1 Target audience and usage scenarios
The target audience for the Sense/Stage MiniBee consists
of artists and students. In general people who want to make
interactive works, but do not have a lot of experience with
electronics or (low-level) firmware programming.

The typical usage scenarios are:

prototyping : see how a sensor works, get a quick sense of
what data a sensor produces by feeding the data into
a familiar environment for making sound, light, video,
or di↵erent media. Being able to try out di↵erent
sensors before deciding which ones will actually be
part of the final project.

making an instrument : once decisions are made on what
sensors or actuators to use in a project, the wire-
less board needs to be embedded into an instrument:
mounted on an acoustic musical instrument, inside an
object, or embedded in clothing or other wearables.

on stage and on tour : once the instrument is made, it
needs to go on stage (or in an exhibition) and tour.
It needs to be reliable, quick to setup, and last over
time.

Examples of what people have been using the Sense/Stage
MiniBee for:

• interactive dance with body-worn sensors, where the
sensors control sound, light and/or video;

• digital musical instruments: embedded in some sort
of object that becomes the instrument;

• augmented musical instruments: mounted on an acous-
tical instrument, so that the sensors can be used to
process the sound of the acoustic instrument;

• light instruments: wireless control of lights, customis-
ing firmware to enable di↵erent kinds of light behaviours;

• outdoor projects: mounted on kites, or bmx bikes;

• in installations: to control robots, embedded in cock-
tail shakers, mounted on steel cables, in models of
plants;

• in workshops with students learning about physical
computing and digital media;

• in workshops with students learning about e-textiles
and embedding sensors in costumes.

3.2 Artistic projects
To give an idea of the diversity of the projects made with
Sense/Stage, a few projects are highlighted here with a short
description:

• Hayes’ vibrotactile feedback device, which is used as a
means of coupling the instrument and performer, for
networked improvisation and as a cueing system for
acoustic ensembles.

• Roosna & Flak’s“Blood Music”7, a dance performance
where the body becomes an instrument (see figure 2).

• Salter, Baalman and Spier’s “N-Polytope”8, a large-
scale spectacular light and sound performance com-
bining lighting, sound, sensing and machine learning,
where over 40 modules are used.

7
http://www.roosnaflak.com/#!performances/c14o2

8
http://chrissalter.com/projects/

n-polytope-behaviors-in-light-and-sound-after-iannis-xenakis/
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Figure 2: The Sense/Stage MiniBee worn on ankles
and wrists in Roosna & Flak’s Blood Music.

• Vandoren’s“Integration04”9, a live performance where
the performer manipulates ephemeral audiovisual shapes
as if they were tangible materials. Here, a combina-
tion is used of the wireless MiniBees with bend sensors
connected to them, and tracking using Kinect camera
systems.

• Rayzhekov and Köller’s “10VE”10, a participatory bio-
feedback and movement composition for two actuators
and an audience.

• Marangoni’s “Echo Moiré”11, a robotic opera-ballet in
which a pair of loudspeaker vehicles is employed to
play a room as a musical instrument.

• Baalman’s “Wind Instrument”12, where sensors are
mounted on a two-line kite. The data is used to ma-
nipulate the sound of the kitelines in realtime.

• Nuages Gris’ fashion show“Immaterialicious”13, which
was a collaboration between fashion designers and au-
diovisual artists exploring the concept of a digital fash-
ion identity.

• Otto’s “Fello”14, which connects his cello and com-
puter as one instrument, using the bow as a special
interface (see figure 3).

3.3 Users’ experiences
In 2016 an extensive questionnaire15 was created to gather
users’ experiences with the current system and their sugges-
tions for improvements. The feedback on this questionnaire
was combined with the feedback gathered over the years
from users via email and in workshops. The main purpose
of the questionnaire was to inventorise the experiences and
desires of users to inform our design of a successor to the
MiniBee.
In general users were happy with the size of the module,

allowing easy integration in their projects (for example to
wear it on the body). The standard battery connector (a
JST connector) was found di�cult to use: it is hard to
remove the battery from its socket, with a possible risk of

9
http://www.dietervandoren.net/index.php?/project/

integration04/
10
http://raijekov.cc/10ve

11
http://instrumentinventors.org/work/echo-moire/

12
https://marijebaalman.eu/wind_instruments/2016/08/20/

wind-instruments.html
13
https://dezwijger.nl/programma/immaterialicious

14
http://andiotto.com/fello

15
http://docs.sensestage.eu/old/questionnaire

Figure 3: The Sense/Stage MiniBee on a cello’s bow
in Otto’s Fello.

breaking the cables to the battery. An on-board battery
charger was considered a desirable feature on the board by
some respondents, while other users remarked that it was
useful to be able to exchange the battery (i.e. not having
to wait for a module to charge).

On the software side, the installation process of the soft-
ware was challenging for a lot of users, as it involves using
a command line. This was an issue for the first install and
when the software needed to be reinstalled or installed on
another computer. Many users required guidance through
this process. Once they made their notes on how to start the
software and configure it, the usage was quite straightfor-
ward and reliable. Users asked for more concrete examples
of configurations and more extensive documentation about
the features of the software. The firmware customisation
options turned out to be a feature that is only used by
users with a more technical background.

In the workshops around the Sense/Stage MiniBee we
were able to get participants to use wireless sensor data
within their software environments within the time frame
of a few hours, and focus on creative use of the data and
exploring the artistic possibilities. The most issues peo-
ple found were with the documentation of the project and
they have made suggestions on improving it with a clearer
structure like a user’s manual, tutorials on how to achieve
particular tasks, and possibly video tutorials. The feedback
from the users showed that they have been able to realise
their projects with the Sense/Stage MiniBees and found it
reliable enough to use on tour.

The ease with which artists have been able to realise their
projects and tour with them shows that the Sense/Stage
MiniBee reaches its goal of being a valuable tool for artistic
use and addresses the issue of economic and technical con-
straints of the artistic practice. In particular, artists/users
with no prior experience in interactive or wireless technolo-
gies were able to start exploring the artistic possibilities
within a very short amount of time.

At the same time the feedback from the users indicated
that a continued availability of such a platform is very im-
portant to support current and future artistic projects.

4. ONGOING DEVELOPMENT
The wireless module and its associated software have been
in continuous development over the past 6 years. The im-
provements made were driven by the developer’s own artis-
tic needs and experiences with the system, as well as by the
exchange with various users and collaboration with them to
address issues that they ran into.
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Figure 4: The di↵erent hardware revisions of the
MiniBee; from left to right revision A, B, D and F.

4.1 Improvements to the hardware
Since its initial design the board has had four revisions. The
first revision (from version A to B) involved a considerable
change in the layout of the board with a di↵erent break-
out header: instead of two headers on opposite sides of the
board, a doublerow header at the edge of the board was cho-
sen. This allowed for an easier embedding in other projects:
a ribbon cable or a header could be used to connect the
wireless microcontroller to user made extension boards.
In the revision from B to D an additional status LED

was added, which could be used in the module’s firmware.
The pins needed for programming the module were broken
out, so that it became easier to prepare the module with a
pogo-pin board before shipping the modules out.
Revisions A and B were manufactured within the scope

of the Sense/Stage research project in North America. The
modules that were sold to customers through the webshop
were all manufactured in the Netherlands and of revision D,
up to 2016 and of revision F since 2017.
In the revision from D to F feedback from the users was

addressed, while trying to keep the module compatible with
revision D. The changes include a more sturdy on/o↵ switch
and a voltage regulator with higher current supply. Solder
pads have been added on the bottom that break out power
supply, the switch and the interrupt pins of the accelerome-
ter. Also pin D2 which is used to control the sleep mode of
the XBee was exchanged with pin D7, as pin D2 on the mi-
crocontroller has an interrupt capability, which was found
useful to be user accessible (e.g. for connecting encoders).

4.2 Improvements to the firmware
The most important update to the firmware code was to use
the API mode (instead of the transparent (AT) mode) of the
XBee chip. This made wireless communication between the
modules and the coordinator node much more robust.
The API of the library has been expanded to allow for

further custom behaviours and extensions of the library. In
particular when sending data to the module, it was found
that an additional confirmation of reception of the data
greatly improves the reliability of the communication. Also,
it was found that for smooth dimming and pulsing outputs
on the pulse width modulation (PWM) outputs, it was use-
ful to implement possible curves in the firmware and send
customised messages with parameters for these curves and
triggers to start them, rather than sending continuous up-
dates of the desired PWM value.

4.3 Improvements to the software
In the initial version of the software, we relied on the data
sharing network that was also developed during the Sense/Stage
research project [2]. Over time, it became clear that the
data sharing network was not a necessary feature for most
projects using the Sense/Stage MiniBee, so the default mode
was set to the plain OSC mode.

Other software improvements include the switch to the
API mode of the XBees and numerous updates to enhance
the user interface and improve the reliability of communi-
cation with the modules.

For one particular project, the software needed to run
on an embedded computer. It turned out that the Python
software was too CPU-intensive for this application and the
software was rewritten in C++. This greatly improved ef-
ficiency and allowed the software to run smoothly on the
embedded platform. On the other hand, the cross platform
distribution of this version is harder, given the available
work power to compile the program for di↵erent operating
systems.

4.4 Maintenance issues
Since the end of the research-creation project, the develop-
ment of the project has been done by only one person, al-
though a lot of work was leveraged from other open source
projects by using existing libraries, looking at other open
source hardware designs and example firmware for di↵erent
projects. While a lot of new features and bug fixes were
made while working with users, only few users were able
to directly contribute to the technology by submitting bug
fixes or adding new features themselves. This may be due
to the small user base and due to a lack of an online com-
munity to exchange knowledge between users. The platform
has drawn those users who are not tech-savvy to get started
with wireless sensing quickly; perhaps potential users who
have technical experience are more likely to build their own
systems.

Examples of how to interface with di↵erent environments
have been supplied by the community, e.g. for Max/MSP,
Isadora and vvvv.

In the maintenance of the software the main di�culty has
been to support three di↵erent operating systems, and their
changing versions.

Finally, keeping documentation up to date with the latest
versions of the hardware, firmware and software has been a
challenge due to time constraints.

5. AVAILABLE WIRELESS SYSTEMS
Since our initial investigation of available wireless sensing
platforms [1], a number of new projects have emerged and
become available. They are discussed here in the context of
the design considerations for the succesor of the Sense/Stage
MiniBee.

• The X-OSC16 module is a Wifi-module that can be
configured via a web interface. Data is received and
sent via the OSC-protocol. The module is larger than
the Sense/Stage MiniBee and needs a slightly larger
battery. The project is not open source, which limits
its extensibility. The cost of the module is around 160
GBP.

• The ESP826617 is a small and cheap Wifi module
(prices ranging from 5 to 20 euro). The module can
be used standalone with very limited sensing capabil-
ity or in conjunction with other microcontrollers. The
documentation is aimed at engineers, which makes the
module not directly usable by most artists. There are
examples available for using the module with Arduino.

• The Simblee module18 by RFDigital is intended to
make embedded devices using Bluetooth Low Energy
connections easier for everyone: hardware hackers,

16
http://x-io.co.uk/x-osc

17
http://esp8266.com/

18
https://learn.sparkfun.com/tutorials/simblee-concepts
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app developers, students, makers, engineers, and any-
one else who wants to leverage their smartphone via
BLE.

• The Nordic nRF24L01+19 is a wireless module that
operates in the 2.4 GHz range. Examples are avail-
able for using the unit with Arduino. The firmware
of the module itself is not open source and cannot be
changed. The onboard firmware supports receiving
data from up to 6 modules.

• The Pinoccio20 is a wireless module based on the At-
mega2564RFR221 chip, which uses an 802.15.4 proto-
col in the 2.4 GHz band (like XBee does).

This overview is not exhaustive, but reflects a number of
di↵erent categories of devices available. The X-OSC is ac-
cessible for artists through its easy configuration and clear
documentation. The ESP8266, the nRF24L01+ and the
Simblee module are interesting as devices, but the accessi-
bility for artists is low: users still need to write firmware
and software to interface with the modules.
In our original design requirements [1] we wanted to be

able to use many nodes at the same time. That makes
the nRF24L01+ and the Bluetooth solution not attractive,
given the limit to connect or listen to 6 or 7 modules at the
same time. Wifi as a solution for wireless communication
seems attractive, but has a number of drawbacks in practice:

• a Wifi connection can take time to set up, and

• there is the danger that the presence of many other
Wifi-enabled devices in the same space (e.g. mobile
phones of audience) can influence the setup time neg-
atively, or cause the connection to be lost.

• Power consumption for Wifi is relatively higher than
for other wireless units.

• A practical issue with using Wifi is that while working
on a project, you cannot look at online resources for
documentation and tutorials; especially with modern
computers that do not have an ethernet port anymore,
this is a problem.

The Pinoccio project stands out, given that it is com-
pletely open source and the Atmega2564RFR2 supports the
use of many nodes at the same time in the same space.
The target market of the Pinoccio was aimed at the Inter-

net of Things, which generally deals with much slower data
rates than the realtime sensor communication needed by
the artistic projects that Sense/Stage is trying to enable.
The project is unfortunately no longer maintained and the
forum and support pages are no longer available. On the
positive side, the Pinoccio project is open source, so it is
possible to build upon the work done on this module for a
successor of the MiniBee.
The Sense/Stage MiniBee consists of an Atmega328 mi-

crocontroller in combination with an (o↵-the-shelf) XBee
module22. The disadvantage of using the XBee module is
the additional cost of the XBee module, as well as the fact
that the firmware of the XBee itself is not open source.
With the Atmega2564RFR2 chip a solution is possible that
will remove the dependency on the XBee, which will both
reduce the cost of the module and the size (the overall mod-
ule will be flatter), and allow the firmware to be completely
open source. On the downside, the module will need to be
certified for use in various countries.

19
http://www.nordicsemi.com/eng/Products/2.4GHz-RF/nRF24L01P

20
http://pinocc.io/

21
http://www.atmel.com/devices/ATMEGA2564RFR2.aspx

22The XBee itself has limited sensing and actuation capabil-
ities and is therefor not considered as a standalone module.

Figure 5: The setup for the new Sense/Stage system

6. DESIGN OUTLINE FOR THE NEXT STAGE
The design outline for the new version was made in a brain-
storm session with the author, two experienced users of the
Sense/Stage MiniBees and an electronics designer. In the
new design we wanted to address the various issues that
users mentioned in their feedback, keep the strengths of the
MiniBee and address the issues of maintainability of such
an eco-system by a small amount of developers.

The basic setup for the system (illustrated in figure 5)
consists of a base station with a receiver node to which
the other wireless nodes can connect. The base station is
connected to a user’s laptop and is interfaced via a web
interface. The other wireless nodes communicate with this
base station, but can also be configured to communicate
with each other directly.

6.1 Wireless node
The core design goals for the wireless node are to be small,
low cost, enable reliable bidirectional wireless communica-
tion, enable the use of multiple nodes in the same space,
and use standardised headers for connectivity. The user
can hook up sensors and actuators to the wireless module
and send and receive the data wireless. Also the module
can be used as a serial USB module.

The wireless node and the receiver node are the same
hardware — so there is just one board design and the mod-
ules are interchangeable.

Figure 6: First prototype of the new wireless node.

The main features of the board are an onboard 9 degrees
of freedom sensor and a high resolution (16bit) 4 channel
ADC, that can also be used in a di↵erential mode, with a
programmable gain factor. For powering the device a Li-Ion
battery, a user supplied power source or a USB battery can
be used. The board also features an onboard charger for
the Li-Ion battery.

For the antenna, there are two options: either to use the
chip antenna that is onboard, or to connect an external
antenna with a U.FL connector (see top left on the board
in figure 6). This is particularly important when it is ex-
pected that the wireless signal to the chip antenna will be
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obstructed by either the object that the board is embed-
ded in, or by the body. Furthermore, the pin header has
a connection to replace the onboard power button with an
external button, so that the module can easily be embedded
inside a larger object.
While designing the PCB, it was decided to put the USB

interface on a small daughter board to prevent the module
from becoming too large. In figure 6 the first prototype of
the wireless node is shown.

6.2 Base station
The concept for the base station is inspired by the Bela
project23[3, 4], where the embedded platform can be pro-
grammed and configured via a web interface; also the doc-
umentation will be available through this interface. One
wireless node is connected via USB-serial to an embedded
computer which runs the software needed to act as a bridge
between the user’s own software and the wireless modules.
The embedded computer is hooked up to the user’s com-
puter via USB and shows up as a networking device. The
user can configure the wireless modules through a web in-
terface and select a configuration to use at startup; the data
from the wireless modules is then received in the user’s soft-
ware via OSC. As all the software is running on the embed-
ded system, the user does not need to install any special
software on his own computer; this means that only one
platform needs to be maintained by the developers, and this
platform is a controlled environment. For users it means
that the use of the system is not dependent on upgrades on
their own computer, or they can easily switch to another
computer. To summarise, the base station:

• consists of an embedded computer (e.g. BeagleBone,
Raspberri Pi, PiZero);

• includes a wireless node to talk to the other nodes;

• runs the software that talks to the firmware on the
wireless node;

• connects to user’s computer via USB and shows up as
an IP interface;

• has a web interface for configuring the functionality of
the wireless nodes in the network;

• has a web interface to make custom firmware for wire-
less nodes;

• has browsable documentation that corresponds to the
version of software that is installed on it.

6.3 Firmware and software
For the firmware we identified three di↵erent usage levels:
the basic level to support the most common use cases, an in-
termediate level where firmware can be customised through
templates that support special sensors or actuators, and the
expert level that provides an API to the firmware library to
make completely custom firmware.
The software bridge will talk via a serial interface with

a wireless node (that acts as coordinator in the network),
manage the configuration of the nodes (config file load/save;
osc update) and provide the communication interface to
other programs via OSC. Optionally, also MIDI and HID
protocols can be enabled.

6.4 Documentation and community
The documentation structure will be completely revised and
consist of both reference documentation as well as tutorials
to accomplish particular tasks. The documentation will be
available both online (for the latest version) and on the
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base station (matching the version of the software that is
running). In addition a PDF will be available as a basic
manual to get started.

An online forum will provide a platform for discussion,
where users are able to ask questions. This ensures that
the answers to particular questions will also be available to
other users, and users can help each other.

7. CONCLUSION
The continued interest of artists in the Sense/Stage MiniBee
makes clear that there is a demand amongst artists for an
a↵ordable and accessible wireless platform. The module
and its associated firmware and software have shown that
the Sense/Stage platform has a number of advantages over
other systems that are on the market. The core advantage
is that the system is open enough for artists to customise
it to their needs, while at the same time being easy to use:
to set up and get started because of the preprogrammed
firmware and the associated software.

The design for the successor of the MiniBee takes into
consideration the various issues that came up over a period
of 6 years being used out in the field by various artists for
a wide range of projects, while at the same time addresses
the issues of sustainability by a small crew of developers.
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ABSTRACT 
The following paper explores the Inconspicuous Head-Mounted 
Display within the context of a live technology-mediated music 
performance. For this purpose in 2014 the authors have developed 
Glasstra, an Android/Google Glass networked display designed to 
project real-time orchestra status to the conductor, with the primary 
goal of minimizing the on-stage technology footprint and with it 
audience’s potential distraction with technology. In preparation for its 
deployment in a real-world performance setting the team conducted a 
user study aimed to define relevant constraints of the Google Glass 
display. Based on the observed data, a conductor part from an 
existing laptop orchestra piece was retrofitted, thereby replacing the 
laptop with a Google Glass running Glasstra and a similarly 
inconspicuous forearm-mounted Wiimote controller. Below we 
present findings from the user study that have informed the design of 
the visual display, as well as multi-perspective observations from a 
series of real-world performances, including the designer, user, and 
the audience. We use findings to offer a new hypothesis, an inverse 
uncanny valley or what we refer to as uncanny mountain pertaining 
to audience’s potential distraction with the technology within the 
context of a live technology-mediated music performance as a 
function of minimizing on-stage technological footprint. 
 
Author Keywords 
Wearable Technology, Inconspicuous Head-Mounted Display, 
IHMD, Uncanny Mountain, Google Glass, Glasstra, Laptop 
Orchestra, Android, User study, Performance 
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x Human-centered computing~Displays and imagers 
x Human-centered computing~Visualization design and evaluation 

methods 
x Applied computing~Sound and music computing 

1. INTRODUCTION 
One of the challenges of the innovative technology-mediated music 
performances commonly nurtured in the NIME community is the 
inevitable demo syndrome [1]. In addition to the one-off 
implementations that may be difficult, if not impossible to reproduce 
by a third party, such performances have a tendency to distract from 
the content (e.g. music, physical presence and choreography, and/or 
audio-visual material) with their technological “wow” factor. It is not 
uncommon for an audience member to be thoroughly impressed by 

the innovative use of the technology. Yet, when asked to comment 
on the experience, their feedback almost exclusively focuses on the 
technology itself with little recollection of the actual content that is 
arguably the primary reason for the design of a NIME. 
 While such a technology will over time lose its “wow” luster and 
with it the ability to distract the audience from the content it is 
designed to deliver, waiting for such a time to pursue the profound 
artistic depth is cumbersome. On the one hand, those who persist at 
pursuing greater depth by sticking to the same technology, may over 
time end up being perceived as not being on the cutting edge, making 
it potentially difficult to publish on the newly uncovered nuances of 
the well-established technology. On the other hand, there will always 
be newer technologies and scholars who will be eager to pursue them 
within the context of NIME, as well as other transdisciplinary 
domains. This realization promotes a seemingly endless demo 
syndrome cycle in which scholars are doomed to jump onto whatever 
the latest technology may bring without having the opportunity to 
stop, reflect, and build the necessary depth. It is also worth noting, 
this challenge is not unique to the NIME community. Rather, it is 
inherent to all domains focusing on the exploration and integration of 
the new technologies. 

1.1 Motivation 
One of the primary motivations of this paper is exploring ways to 
minimize the on-stage technological footprint within the context of 
live technology-mediated music performance. By removing such 
observable on-stage technological presence with a potential “wow” 
factor, we envision audience members being in a better position to 
redirect their attention away from technology and towards the 
content. In addition, such a technological solution could allow for 
performer’s improved mobility and freedom of motion. 
 The aforesaid aspirational goal undoubtedly requires a holistic 
approach to supplanting a whole array of the existing technologies 
with their more inconspicuous and flexible contemporary 
alternatives, and as such goes well beyond what we can tackle in a 
single paper. For this reason, here we focus on a subset of such 
potential alternatives, namely the head-mounted display (HMD) [2] 
as an alternative to a laptop display. When used in conjunction with 
an inconspicuous wireless controller an HMD has a potential to 
supplant a laptop and supporting controller infrastructure, arguably 
some of the most visible technologies commonly found on-stage. 
Given HMDs by default tend to be bulky and conspicuous, thereby 
potentially exacerbating the very problem this paper aims to address, 
hereby we propose a name Inconspicuous Head-Mounted Display 
(IHMD). IHMD describes a subset of HMDs that offer minimal 
technological footprint and are ideally imperceptible to the audience. 

1.2 Context 
Since its introduction in 2009, Linux Laptop Orchestra 
(L2Ork)’s mission has been exploring innovative ways to 
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compose and perform technology-mediated live ensemble 
music [10]. With its focus on gesture and integration of Tai Chi 
choreography [11], L2Ork in particular seeks integration of 
wearable technologies that have a potential to minimize on-
stage technological footprint and by doing so promote performers’ 
freedom of motion, as well as ideally divert audience’s attention 
away from technology and towards the content. 
 In technology-mediated music performance, particularly 
situations where NIMEs are incapable of independently 
providing adequate secondary (e.g. haptic) feedback, 
performers’ eyes are all too often fixated onto the laptop screen. 
Despite extensive exploration of the haptic feedback using the 
built-in Nintendo Wiimote’s [3] rumble functionality, L2Ork 
performers continue to exhibit overreliance on the visual 
feedback found on the laptop screens. This limits not only the 
scope of their gestures and consequently choreography, but also 
their ability to establish an eye contact with the conductor, each 
other, and the audience. 
 An IHMD has a potential to further L2Ork’s mission, as well as 
address the aforesaid challenges by: 
1) Decoupling visual data from a static laptop screen and 

allowing users greater freedom of motion whereby the 
information is readily available regardless of their location, 
head orientation, or body posture, and 

2) Lowering technology footprint where entire laptop and the 
supporting music stand can be ostensibly replaced by a 
wearable device and thereby promoting eye contact 
between the ensemble members, as well as performers and 
the audience. 

2. DESIGN AND IMPLEMENTATION 
Google Glass (Glass) [4] is an Android-based wearable device with a 
monocular see-through optical head-mounted display (HMD) with a 
screen resolution of 640x360. Since its introduction in 2013, its 
usability was explored in various areas such as education [5], 
physiology [6], medicine [7], music [8], etc. Although today it is a 
defunct project in part because it was a costly prototype introduced 
ahead of its time, it inspired the HMD industry and numerous 
companies seeking to further explore it, including HoloLens [9], 
SmartEyeGlass [10], and Meta pro [11]. More importantly, its 
innovative push towards the inconspicuous form factor makes it 
arguably one of the first examples of a publicly available IHMD. 
Consequently, in order to assess the potential impact of an 
IHMD within the context of a live technology-mediated music 
performance we chose Glass as our research platform. The 
project implementation was split into multiple stages: 
1) Implementing Glasstra, a lightweight network-enabled 

Android/Glass client; 
2) A user study to identify Glass display limits within the 

context of a live music performance, and 
3) Real-world testing. 

3. GLASSTRA 
To evaluate Google Glass as an IHMD in the context of a live 
ensemble music performance, there is a need for a lightweight 
networked Android/Glass client that could be driven remotely 
and reconfigured at runtime. Such an implementation would 
provide a universal solution satisfying needs for both stages 
two and three, including iterative improvements based on the 
study findings. Given L2Ork’s primary software infrastructure 
is Pd-L2Ork [12], the client would need to be capable of 
communicating with Pd-L2Ork using the Pure-Data’s FUDI 
protocol [13]. 
 The client’s primary purpose would be to dynamically 
display and update a collection of customizable widgets akin to 
iemgui objects onto the small Glass display. In this respect the 
proposed client is not unlike Pure-Data-centric PdDroidParty 

[14] and MobMuPlat [15], Mira [16], or the platform-agnostic 
TouchOSC [17], with one critical difference: it needs to be 
designed specifically for Glass IHMD and its constraints, 
including limited computing power and display size. In 
addition, akin to Max’s Mira it would be need to be dependent 
on the remote server’s networked FUDI packets responsible for 
dynamically displaying, updating, and erasing widgets. 
Another, more nuanced difference, in part inspired by the 
aspirational lightweight implementation and low CPU 
overhead, is its focus on displaying content, rather than directly 
interacting with it via built-in display sensors. In other words, 
at least in its initial iteration the proposed client would serve 
solely as a display of information, thereby offering a minimally 
intrusive wearable counterpart to a conventional laptop display. 
 To address the aforesaid whitespace, we created Glasstra free 
open source Android/Glass application using Glass 
Development Kit (GDK). Glasstra offers FUDI-compatible 
networked communication using either TCP or UDP packets. It 
constructs a blank canvas that can be populated with iemgui-
like collection of widgets, including a bang, toggle, vertical and 
horizontal sliders, a graph, and a text box. Each object offers 
dynamic script-based customization, including alpha blending 
and color assignment. As a result, widgets can be easily used in 
ways that defy their original intent (e.g. using a toggle as a 
colored canvas, or creating a floating text with a transparent 
text box). 
 

Widget Attributes Description (default) 

All 

x y (float) On-screen position 
w h (float) Width and height 

destroy Destroy an object 
visible (0/1) Toggle object visibility (1) 

fc1 (char ARGB) Inner shape edge color (gray) 

fc2 (char ARGB) 
Inner shape background color (dark 

gray) 
bc1 (char ARGB) Outer shape edge color (light gray) 

bc2 (char ARGB) 
Outer shape background color (light 

gray) 
hc (char ARGB) Highlight color (red) 

bang Cooldown (int) Bang cooldown in milliseconds (50) 
toggle on (0/1) Toggle off/on (0) 
vslider 
hslider 

range (int int) Set slider min and max range (0, 127) 

graph 
xpoints (int) Set graph horizontal size (10) 

yrange (float) Set graph’s Y range (-1, 1) 
Set (float array) Set graph values y1 y2 y3 etc. 

Table 1. Glasstra commands and attributes. 

3.1  Glasstra Script 
In order for a laptop to communicate with Glasstra the data is 
sent using Pd-L2Ork’s built-in disis_netsend and/or Pure-
Data’s native netsend, both of which utilize the FUDI 
protocol and offer TCP and UDP connectivity. To connect, the 
Glass needs to be on the same wireless network as the laptop. 
Upon starting Glasstra, the screen will display Glass’ IP 
address and Glasstra’s hardwired port of 55555 and will remain 
displayed until it receives a successful connection from a 
FUDI-compliant client (e.g. a laptop running Pd-L2Ork, Pure-
Data, Max, etc.). Glasstra port is intentionally hardwired to 
minimize runtime configuration, which in the case of Glass 
tends to be limited to swipes and taps on the touch strip found 
on the right side of the Glass. The connection remains active 
until the application is closed. 
 The current list of commands Glasstra understands is shown 
in Table 1. All parameters are space delimited. Each widget is 
assigned name at creation, so that it can be referenced later. 
When being created, widgets also require creation parameters 
that have no defaults, including position, width, and height. 
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Special name “all” is reserved to address all existing widgets 
regardless of their state. For instance: 

toggle tog1 100 60 50 50 
tog1 fc1 255 0 0 255 
tog1 on 1 
... 
tog1 destroy 
... 
all destroy 

 The example above creates a toggle named tog1 at a location 
100 60 with the width and height of 50 pixels. It is assigned a 
new inner shape edge color (the area that is displayed when the 
toggle is on), and is then set to on state. Later, the object is 
destroyed and removed from canvas, and eventually all 
remaining objects are removed from the canvas. All commands 
have an implicit semicolon at the end of each line that is 
appended by the FUDI-protocol-compliant Pd-L2Ork and Pure-
Data objects and interpreted accordingly by the Glasstra. 

3.2 Initial Testing and Optimization 
 During the design phase Glasstra was tested for performance, 
CPU overhead, and battery usage. Performance was assessed 
by rapidly populating the canvas with hundreds of widgets and 
observing any potential slowdown. Glasstra tends to perform 
well with up to 50 concurrent objects after which its 
responsiveness precipitously drops. This was well above the 
typical Glass design guidelines [18] and as such we did not 
anticipate it as being an issue. The client was also designed to 
utilize a minimal amount of CPU. At idle time the CPU usage 
was negligible, regardless whether there was already an active 
connection and/or widgets populating the canvas. As expected, 
the CPU usage rose with an increase in the network packets and 
consequently dynamic updates (e.g. creating, updating, and 
erasing widgets). Yet, this increase remained manageable until 
updates exceeded the Glass refresh rate and client’s ability to 
display them. 
 Battery usage was the unanticipated limitation. Even when 
running idle, due to limited battery size Glass’ display and 
active wireless connection tended to drain battery quite rapidly, 
leaving no more than an hour before the battery is completely 
drained and Glass shut off. While an increase in the network 
traffic and the CPU usage had an observable impact on the 
overall battery life, it proved minimal when compared to the 
wireless chipset and display’s power needs. For this reason, 
during the user study, the Glass was connected to a portable 
battery pack. 

4. USER STUDY 
Following Glasstra’s design, implementation, and technical 
testing, we conducted a user study leveraging Glasstra to 
evaluate Glass as an IHMD. In particular, our focus was to 
identify critical factors to Glass’ usability and their thresholds 
pertaining to the live on-stage gesture-based music 
performance, thereby matching L2Ork’s specific needs. 

4.1 Participant Overview 
24 participants (11 women and 13 men) took part in the user 
study. One of them had past L2Ork performance experience. 
100% of them owned and used at least one smart mobile 
device, and used their device(s) frequently. 21% (5) of them 
have used a Glass before. 75% (18) of them wore glasses or 
contact lenses. 
4.1.1 Outliers 
There was one outlier among the 24 participants. The 
participant could not see the Glass’s display at all. We found 
out that Glass’s display is not visible if it is not located at the 
center of, and also perpendicular to, user right eye’s optical 
axis. The Glass’s display was lifted upward due to the 

participant (outlier)’s lower position of ears. The outlier was 
identified during the pre-experiment training, and excluded 
from the data collection. 

4.2 Design 
The user study was designed to evaluate users’ ability to detect 
the onset of a visual event and/or a widget state/value change 
by answering the following questions: 
1) What are the thresholds of widget visibility as a function of 

size and position; 
2) How users’ performance (object recognition) is affected 

according to the environmental (lighting) conditions, 
including: 
a. Bright (737-5 Lux), mimicking on-stage lighting; 
b. Darker (14-5 Lux), mimicking a more intimate indirect 

lighting conditions, and 
c. Completely dark with Glass display completely covered 

with a 3D printed cover (0 Lux), or control. 
3) How big widgets should be when user’s attention is not on 

the Glass (widgets are positioned in users’ peripheral 
vision), thus once again mimicking typical music 
performance conditions. 

Figure 1. Glasstra widgets employed in the study. 

 The first objective was to determine the minimum sizes of 
objects to be displayed using Glasstra. As depicted in Figure 1, 
we used five basic iemgui-like objects: circle or a bang object 
without a frame, square or a toggle, bang or a combination of a 
circle and a square, vertical slider, and text. The bang object 
was also used to measure the minimum perceptible frequency 
of its flashing effect. The second objective was to ascertain any 
significant difference in perceptibility of Glasstra’s widgets 
displayed on the Glass under varying lighting conditions. The 
third objective focused on identifying proper notification 
strategies when user’s primary attention is not on the Glass, 
something that is particularly common in gesture- and 
choreography-driven music performance. 

 
Figure 2. User study procedure. 

4.3 Procedure 
The user study was conducted in four phases, each with seven 
tasks as seen in Figure 2. In each phase, each task was in 
random order until all tasks were completed. For circle, square, 
bang, and text tasks, each respective widget was displayed 
starting with a size of 0 pixels (thereby being essentially 
invisible). The size was then increased over time by 1 pixel 
until the participant could clearly see and identify the object on 
the Glass display at which point they were instructed to say 
‘stop’ which denoted the completion of the said test. For bang 
flash, vertical slider thickness and width tasks, initially each 
object was displayed populating most of the available screen, 

User randomly selects a task one 
by one until all tasks are finished 
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excluding the padding area, as per Google Glass design 
guidelines [18], while keeping default proportions. Each 
participant was asked to say ‘stop’ when they noticed any 
change to the widget at which point they were asked to describe 
the said change. All tasks were measured in pixel sizes except 
for the bang flash task that was measured in milliseconds. For 
the last, peripheral vision phase, each participant was asked to 
keep their eyes focused on the unrelated content on laptop’s 
display positioned directly in front of them, and was instructed 
to say ‘stop’ when they noticed or felt any changes to the object 
shown on the Glass display without looking directly at it. 

4.4 Results 
Table 2 shows the minimum values of each task reflected either 
in pixel sizes or milliseconds. 

Circle Square Bang
Bang 
flash
(ms)

Vslider
thickness

Vslider
Width
change

Text

Bright 28 20 29 1 12 17 25
Dark 30 24 23 2 13 12 27

Cover 22 22 28 2 10 14 28
Peripheral 132 158 113 66 127 98 116  

Table 2. The minimum values (in pixels or milliseconds) of 
each user study phase (vertical) and task (horizontal). 

4.4.1 Analysis 
We performed ANOVA analysis after normalizing the data as 
follows: 
1) Convert data to proportions (divide by 360, or the vertical 

resolution of the Glass display); 
2) Average them by group (circle, square, bang, text as one 

group), and 
3) Perform logit transformation (Yi = log (Pi/(1-Pi)) in order 

to covert bounded data to unbounded data. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Tables 3a (left) and 3b (right). ANOVA results by JMP. 
 
Tables 3a and 3b show the results of the statistical analysis performed 
by the JMP statistical discovery software [13] after consultation with 
Virginia Tech’s Laboratory for Interdisciplinary Statistical Analysis 
(LISA). 
 Table 3a indicates that there’s significant difference (red 
color) in peripheral vision phase, thus affirming a well-known 
human factor that “the peripheral vision is less acute than the 
foveal vision” [14]. Given Glass’ display position is by design 
located within user’s peripheral vision and that its use as an IHMD in 
a live motion- and gesture-centric music performance is likely to rely 
at least in part on the same, the peripheral test data set was chosen as 
the minimal size threshold for widget representation. This ensured 
the widgets employed in the real-world testing would be ideally 
perceptible both in direct attention and peripheral vision conditions. 
The same also negated any potential performance concern as 

observed in 3.1, as there simply was not enough screen area to 
display more than dozen concurrent widgets and ensuring state 
changes would remain perceptible to the user. 
 The analysis results also show there’s no statistically 
significant difference in users’ widget recognition performance. 
Table 3b further affirms there is no statistically significant difference 
in object recognition according to the different lighting conditions 
(Bright, Dark, and with Cover). 
 According to the answers of the post-study questionnaire, 
71% (17 participants) of them experienced discomfort such as 
eye strain or headache while wearing the Google Glass, and 
67% (16 participants) of them disagreed that Google Glass was 
comfortable to wear, while 71% of them agreed that the current 
setup was easy to use. At least a part of the observed fatigue 
can be attributed to the study’s mundane nature and 
consequently duration. 

 
Figure 3. Pd-L2Ork musical notation displayed on the 

Google Glass using Glasstra (mobile phone on this photo 
mirrors what is on the Google Glass display). 

5. REAL-WORLD TESTING 
Based on the study findings we retrofitted a conductor part of 
an existing L2Ork composition titled Between by moving 
conductor’s laptop off-stage and replacing the laptop display 
with the Glass IHMD running Glasstra that was wirelessly 
connected to conductor’s laptop (Fig.3). Given the piece called 
for conductor to control sections using a limited set of 
traditional conducting techniques and system cues via a laptop 
keyboard, the IHMD was coupled with a Nintendo Wiimote 
that was strapped onto conductor’s right forearm, therefore 
enabling the use of a subtle haptic feedback. The Nunchuk was 
connected to the Wiimote and inconspicuously placed in 
conductor’s right hand, allowing them to cycle between 
sections using the Nunchuk’s joystick and activate them using 
Nunchuk’s Z button. 
 This piece was chosen because it offers a steady pulse, tight 
sync between the parts—each with its own tempo and meter, 
and accessible aesthetics, making possible errors clear to an 
untrained ear. In addition, the conductor is assigned a critical 
role in ensuring the piece is performed correctly and in sync, 
while concurrently being in charge of varying the final 
structure, thus minimizing the chance of performers learning 
the piece by heart and ignoring the conductor cues. While any 
part could be ostensibly retrofitted to use the Glass IHMD 
instead of a laptop screen, given the limited access to Glass 
hardware, we opted to retrofit only the conductor’s part. 
 Conductor’s ensuing setup required no adjacent hardware, 
allowing for the conductor to stand and move freely anywhere 
inside the performance space, including the audience. 
Similarly, this implementation allowed the ensemble members 
to be spread around the performance space without preventing 
the conductor from maintaining a peripheral view of the 
projected information regardless of their position or orientation. 
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The premiere that took place in Virginia Tech Cube’s as part of 
the SEAMUS 2015 conference called for performers to be 
spread all around the audience and on different elevations using 
Cube’s catwalks, so as to enhance the ensemble’s spatial 
potential. 

5.1 Interface 
 The resulting conductor’s Glasstra interface is shown in 
Figure 4. In addition to default uses of various widgets, it 
reflects the extended use of their properties to achieve 
functionality beyond their original design intent. For instance, 
in a screen populated by a number of widgets, it has proven 
necessary to provide a screen-wide rectangle (e.g. a toggle or a 
slider) as a color-changing background whenever a section 
change was invoked to maximize its impact on conductor’s 
peripheral vision. This was particularly important considering 
the conductor had to also maintain eye contact with the 
performers to instill confidence and optimize ensemble’s 
synchronization. Glasstra’s stacking order was further explored 
by juxtaposing alphanumerical information on top of visual 
sliders designed to reflect location of each of the work’s three 
choirs within their respective pattern and tempos. The large 
number on the right reflected the current section. Finally, the 
two boxes at the bottom served as cheat sheets, helping 
conductor remember what section they were in and what 
section they needed to transition to, as well as what 
supplemental information was distributed to various choirs. 

 

5.2 Feedback 
Below we provide observations from three different 
perspectives: designer, user/conductor and the ensemble, and 
audience. Within the context of this study, Bukvic served both 
as the user and the conductor. 

5.2.1 Designer 
A live performance that thrives on a tight sync between parts 
requires changes to the visual display and its widgets to be near 
instantaneous. While in technical tests conducted during the 
Glasstra’s initial implementation there was no observable 
delay, this was likely in good part due to a relatively simple 
setup—no test required more than one widget to be 
concurrently displayed or updated. What we learned through a 
series of tests during the real-world design phase using a 
combination of different Glass hardware and wireless routers is 
that, in addition to the inherently unpredictable time jitter of 
wireless data packets, certain routers and Glass variants were 
much better at timely handling of anything from simple pings 
to Glasstra’s FUDI-formatted network packets. The consistent 
behavior between the pings and Glass hardware confirmed that 
the problem was not associated with Glasstra. This meant that 
not all Glass hardware was made equal. Indeed, different 
iterations used different wireless chipsets, often resulting in 
unworkable latencies. When used in conjunction with TCP 
packets, they could easily exceed two seconds, while the UDP 
packets could at times arrive out of place, resulting in ignored 
and/or mangled instructions. These observations are essentially 
limitations of wireless communication that were further 
amplified by Glass’ low power hardware design. Upon 
identifying optimal Glass hardware iteration and a high-end 
multi-antenna wireless router with a beamforming capacity the 

problem was minimized consistently to sub-25ms latencies and 
no observable dropped packets. This meant the conductor still 
had to rely primarily on the internal sense of pulse when it 
came to accurately timing individual sections, using the IHMD 
to monitor sync between the parts and anticipate triggering 
different sections, as well as to keep track of the overall 
progress through the work’s structure. 
 Apart from the aforesaid unforeseen technical challenges, the 
design was a straightforward iterative process. Perhaps the most 
notable limitation was having to rely on the scripted language, 
rather than a graphical editor that would’ve helped streamline 
the overall design process. 

5.2.2 User/Conductor and the Ensemble 
With the design complete, the Glasstra interface was used 
through a series of rehearsals and eventually in three real-world 
performances. A relatively short battery life at times proved 
cumbersome and during extended rehearsals, it was necessary 
to rely on a portable battery pack. In performances, the Glass 
was left to charge until needed, which proved more than 
adequate for an approximately 10-minute long piece that with 
70+% of battery life remaining. 
 Setup, although streamlined, still required a transition time to 
adjust and properly align the display, particularly in situations 
where the user wore conventional prescription glasses. It is 
worth noting the Glass can be coupled with prescription lenses, 
thereby making this problem largely a non-issue. From a 
conductor’s perspective, despite the low CPU footprint Glass 
tended to get noticeably warm over time, making it less 
comfortable to wear. 
 Perhaps one of the greatest concerns was the wandering or 
rolling eye effect that was necessary to read finer details (e.g. a 
section number, or the section cheat sheet) by focusing eyes 
onto the display located in the top-right corner. This eye motion 
from performers’ perspective was at times misinterpreted as a 
momentary gaze in a different direction, potentially sending a 
mixed message, such as a rolling eye as a sign of annoyance or 
dissatisfaction. This was, however, alleviated through repeat 
exposure and practice and performers quickly adjusted to the 
anomaly, while the conductor refined their head orientation 
during momentary gazes onto the Glass’ display to minimize 
potential confusion. 

5.2.3 Audience 
Perhaps one of the most compelling findings of this project was 
its impact on the audience. Even though all of the performances 
required the conductor to be positioned in the center of the 
performance space surrounded by the audience members, 
sometimes seated as close as only a few feet away from the 
conductor, most of the audience members failed to notice the 
Wiimote and the Nunchuk, many failed to notice Glass, and a 
few failed to notice both. This may be in part because the piece 
called for performer distribution around the audience, leaving 
ample visual cues for the audience members to direct their 
attention towards. Following the performance the ensemble 
received a number of questions pertaining to how the piece was 
conducted and how was the sync ensured between different 
sections. Similarly, those who only noticed the Glass inquired 
afterwards as to what was its purpose, being unaware of 
conductor’s ability to issue commands through the hidden 
Nunchuk. No audience member reported noticing wandering or 
rolling eye effect. 

5.3 Discussion and Conclusions 
 Based on the audience feedback, the project managed to 
significantly minimize the overall technological footprint for 
the conductor’s part, effectively rendering the entire 

Figure 4. Glasstra’s conductor interface for the L2Ork’s 
Between composition depicting a 3-step transition cue. 
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performance space traversable and thereby achieving a 
significant progress on the first aspirational goal. Yet ironically, 
it has also further exacerbated audience’s curiosity about the 
increasingly inconspicuous use of the technology. Although 
rendering the technology near invisible is deemed a success, 
and a number of audience members favorably commented on 
the music experience, it is unclear whether the project has made 
any progress towards minimizing the technological distraction. 
It appears the effect of pursuing the ever-smaller technological 
footprint towards as of yet unattainable goal of making 
technology completely invisible exhibits a pattern inverse to 
that of uncanny valley [19] or what we hereby refer to as the 
uncanny mountain: as we approach the ultimate goal of 
removing all visible traces of the supporting technology, we are 
facing a seemingly insurmountable surge in audience’s interest 
in and infatuation with technology over that of the content the 
technology is designed to deliver. In other words, as we 
approach the invisible, the audience interest is increasingly 
fixated on how rather than what. If the way we approach 
creative work that lacks the technological “wow” factor is any 
indicator, then perhaps attaining the absolute technological 
transparency and by doing so traversing the aforesaid uncanny 
mountain will finally bring about the undivided and permanent 
attention to the content, rather than technology. 

6. FUTURE WORK 
While we envision utilizing Glasstra both as a performer and a 
conductor interface, to date its utilization has been restricted to 
the conductor role only. This has been in part due to restrictive 
cost and the lack of access to a necessary quantity of the Glass 
hardware, as well as a desire to study its potential as an IHMD 
in a technology-mediated live music ensemble performance in a 
controlled and manageable capacity. 
 As part of this study we consciously avoided the use of 
Glass’ built-in sensors, thereby focusing solely on the study of 
its IHMD potential. This is something that needs to be explored 
in future iterations. However, given the Google Glass is now 
effectively obsolete, the follow-up studies will require 
alternative hardware, ideally also minimizing the overall cost. 
Possible solutions include minimal displays powered by a 
wearable Raspberry Pi or a similar low power microcomputer. 
Current findings also warrant further studies towards seeking 
solutions with longer lasting battery life. 
 The three performances to date featuring Glasstra have 
proven a success with no observable technical difficulties and 
were received with overwhelmingly positive audience and user 
feedback. The current feedback, however, does not clarify 
whether positive impressions are technology- or content-centric 
and further studies are warranted to explore the effects of the 
ongoing effort to minimize the technological footprint and the 
newly hypothesized uncanny mountain. 
 Lastly, given Glasstra’s ability to render a dynamic visual 
display broadcast over network, it has a potential to prove its 
usefulness in rapid prototyping, and consequently a much 
broader array of potential use scenarios that go well beyond the 
laptop ensemble paradigm. We have already seen early 
examples of such extended uses in the research in HMD-based 
interfaces conducted by the Industrial and Systems Engineering 
Department at Virginia Tech. 
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ABSTRACT 
Human-robot musical interaction typically consists of 
independent, physically-separated agents. We developed Cyther 
- a human-playable, self-tuning robotic zither – to allow a 
human and a robot to interact cooperatively through the same 
physical medium to generate music.  The resultant co-
dependence creates new responsibilities, roles, and expressive 
possibilities for human musicians. We describe some of these 
possibilities in the context of both technical features and artistic 
implementations of the system. 
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1. INTRODUCTION 
We often think of an instrument and a performer as separated 
by an inflexible boundary that defines means and ends. What if 
this boundary is made porous, allowing a human to play the 
role of pseudo-static sound shaper while an instrument voices 
rhythms and pitch sequences? By integrating robotic actuation 
into a human-playable instrument, a cooperative, multi-agent 
system is created where performer and machine interact with 
each other through a shared medium. The robot inspires the 
performer with machine expressions and the performer 
transforms these gestures by physically manipulating the 
instrument. Reciprocally, the performer can affect how the 
robotic system both interprets and generates statements. The 
results illuminate the expressive spaces that are human, that are 
mechanical, and that emerge as these worlds synthesize.  

2. PRIOR WORK 
In order to properly contextualize cooperative robotic 
instruments, we identify a number of categories of prior art. 
Mechanical and mechatronic instruments are capable of some 
degree of autonomous musical functionality. Robotic 
instruments incorporate feedback that allows a machine to 
interact with its environment. These categories lead us to 
cooperative instruments, actuated by both human and machine, 
which offer inspiring possibilities for creativity and 
performance.  

2.1 Autonomous Mechanical and 
Mechatronic Instruments 
Mechanical instruments are typically controlled by 
predetermined sequences stored on physical media, such as a  
pinned barrel or a perforated roll.  These instructions are 
performed by actuators powered by pneumatic, hydraulic, or  

 
Figure 1. Cyther v2. 

spring-based sources, which exert forces upon a system in order 
to create movement.  
 Mechatronics is a word that is generally understood to 
describe systems that have mechanical, electronic, and control 
elements [1]. Here, we adapt the term to denote mechanical 
instruments that incorporate electronic elements that allow for 
computer control. A survey of these instruments can be found 
in [2] and [3]. 
 There are many examples of mechatronic string instruments 
(our focus here) that can be distinguished according to how 
they change pitch. One may effectively change the length of the 
string either via a sliding bridge (e.g. LEMUR’s GuitarBot [4]) 
or a bar positioned perpendicular to the string that can rotate 
(e.g. Swivel [5]). These designs can produce any pitch along a 
given continuum and thus can perform portamenti. A 
disadvantage is that they create a proportional relationship 
between pitch interval size and production time, thus rapid 
large sequential pitch intervals are difficult to realize. In 
addition, unless there is a system that either damps the string or 
releases the stopper, movement between pitches is audible, 
which at times might not be desired.  
 Another method is to fix tangents at specific locations along 
the string that correspond to desired pitches (e.g. EMMI’s PAM 
[6]). Such configurations can produce rapid sequences of notes 
regardless of pitch interval size, and thus allow a composer to 
explore patterns that are not idiomatic to human performers. 
Disadvantages are that tuning is discrete and difficult to 
change, portamenti are not possible, and the visual experience 
may be underwhelming in performance because of the small 
distances between the actuators and the strings.  
 Other instruments combine elements of the previous two 
categories. MechBass [7] uses linear solenoids that are housed 
in carriages that can be moved along the length of a string. The 
linear solenoids can articulate discrete notes, and the traveling 
carriages allow for continuous pitch production. EMMI’s AMI 
is designed with both fixed tangents and a moving bridge so 
that both rapid sequential pitch intervals and portamenti can be 
achieved [8].  

2.2 Robotic Instruments and Self-Tuning 
While there is some ambiguity in the definitions of the terms 
mechatronic and robotic, here we understand the latter to 
indicate systems that have mechatronic components as well as 
sensors that provide feedback, which allows them to interact 
with their environment. We can further distinguish between 
low-level and high-level feedback. Low-level feedback gives 
information about the state of a mechanical or electrical 
component. An example would be GuitarBot’s bridge 
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positioning system, which compares actual and specified 
location using a rotary potentiometer. If there is a difference 
between these values, the bridge is moved appropriately [4].  
 Low-level feedback has enabled the development of 
autonomous tuning systems. Some of these are intended to tune 
human-playable instruments prior to a performance [9 - 12]. 
Autonomous tuning has also been implemented in mechatronic 
instruments [5, 10, 11]. Typically, the frequency of the 
vibrating string is analyzed as input to the tuning system. This 
approach is problematic for an instrument that purports to tune 
dynamically (while it is being played) as it 1) requires that the 
string is vibrating and 2) may produce errors if a human 
performer stops the string during tuning. Lookup tables that 
store correspondences between pitches and motor positions, 
such as used by the AxCent Tuning System [12], address these 
issues, but alone can’t ensure proper intonation in performance 
without some other form of feedback. 
  High-level feedback is the kind that allows a machine to 
perceive its musical environment, which subsequently affects 
the expressions it generates. Georgia Tech’s Shimon, a robotic 
marimbist, is an example. Shimon analyzes input MIDI data, 
which it uses in a number of interaction modules that generate 
musical responses [13]. High-level feedback allows machines 
to improvise with humans in conventional ways, but it also 
allows for new kinds of musical interactions. These interactions 
typically occur between independent agents (either human or 
machine) but they can also occur in a context where human and 
machine cooperate via same physical medium.  

2.3 Cooperative Musical Machines 
A cooperative musical machine, an idea we introduce here, 
requires both human and machine input as parts of a symbiotic 
whole. Such a system embraces what machines do well, such as 
complex polyphony and temporal precision. Simultaneously, it 
alters the affordances available to a human performer, who may 
subsequently direct her attention towards timbral, articulatory 
and gestural nuance. Together, cooperative instruments enable 
new kinds of musical interaction and expression. 

2.3.1 Cooperative (Electro)Mechanical 
Instruments 
Cooperative musical machines have been with us for centuries, 
although examples of them are relatively few. The pianola, 
which came into prominence at the turn of the 20th century, 
automatically plays the keys of a piano according to a 
predetermined score, thus the machine assumes the significant 
responsibility of producing pitches and rhythms. The human 
must continually pedal the bellows, which creates the suction 
required for the machine to operate and affects dynamics, but is 
also free to control a number of other parameters (depending on 
the instrument) such as tempo (via the Metrostyle), 
foregrounding / backgrounding (via the Themodist), and sustain 
[14]. More recently, Wintergatan’s Marble Machine plays 
vibraphone bars, drums and an electric bass via a combination 
of human and mechanical efforts [15]. Gurevich’s 
STRINGTREES allows a human performer to move rotating 
strings in and out of the path of an automatic picking 
mechanism to create rhythmic and harmonic sequences [16].  
 While a human can be inspired by the products of a 
cooperative (electro)mechanical instrument, the latter has no 
knowledge of a human performer’s actions. If we accept 
Winkler’s proposition of interaction as a “two-way street” [17], 
then the kind of interaction that cooperative mechanical 
instruments provide is of a modest quantity. 

2.3.2 Cooperative Robotic Instruments 
Cooperative robotic instruments have the same basic qualities 
as cooperative mechanical instruments, but they also 

incorporate sensing capabilities and artificial intelligence (AI). 
The latter creates potential for more significant interactions 
between humans and machines. These instruments can perceive 
the musical content of a phrase and respond with a 
complementary idea voiced on the same acoustic instrument.  
 Examples of cooperative robotic instruments are rare. A 
number of software-based systems have been developed in the 
last 30 years that provide automatic accompaniment in some 
form [18], [19], but these typically create a multi-voice 
situation where an autonomous human and an autonomous 
machine interact, as opposed to a collaborative scenario where 
human and machine cooperate to generate a single musical 
voice. Sheffield and Gurevich [20] developed a percussion 
system  that allows a human performer to enable mechatronic 
actuation through a capacitive touch sensor, but the machine 
primarily reacts in a one-to-one way to human input: it doesn’t 
interpret or generate new ideas. (This is not a shortcoming of 
the system, rather, it is a purposeful design choice.) François 
Pachet’s Continuator is a software-based automatic 
collaborator, which, when matched with a Yamaha Disklavier, 
allows a human pianist to trade ideas with a computer-based 
system on the same acoustic piano [21]. Georgia Tech’s Haile 
can improvise with a human performer on the same drum [22]. 
Neither of these truly satisfy the definition of cooperative 
instrument though, for while the human and the machine voice 
ideas through the same medium, their actions are not parts that 
require the other to form a unified whole. 
  The creative potential of cooperative robotic instruments is 
promising, and was the motivation for the development of 
Cyther. 

3. DESIGN 
3.1 Specifications and Requirements 
Cyther was imagined as a board zither that could be played by 
both a human and a machine. For it to be human-playable, there 
should be few physical obstacles in the way of the performer. 
Strings should be able to be struck by a percussionist but also 
plucked, damped, and stopped as consistent with string 
instrument technique. The machine should be able to strike and 
damp any combination of strings autonomously. It should be 
able to dynamically change the pitch of any string to create 
portamenti and new tunings. It should be able to change pitches 
quickly, at least as fast as 100 msec, given this interval is cited 
as the smallest found in human rhythm production [23]. It 
should be portable in regard to weight and size: less than 50 
pounds and able to fit in a medium-sized keyboard or guitar 
case. The instrument and its electromechanical systems should 
be self-contained, so that using it is a matter of plugging it in. 
Communication should occur via serial commands over USB, 
and input power should be from a standard 120 VAC outlet.  

3.2 Cyther v1 and v2 
Two versions of Cyther have been created. Cyther v1 was a 
hand-made, wooden prototype that was designed and 
constructed in the summer and fall of 2015. In order to make 
the components visible, better fit the tuning machines, increase 
manufacturing precision, and realize visual aesthetic 
preferences, Cyther v2 was V-shaped on one end and made out 
of aluminum and laser-cut acrylic. The other electromechanical 
components were largely the same between the two versions.   

3.2.1 Structure 
To make Cyther human-playable, all of the components are 
mounted underneath the strings. This allows a performer to 
pluck, bow, strike, stop, damp, or otherwise access any part of 
any string. Strings are spaced ~21mm apart, which allows a 
percussionist to strike the strings with a variety of mallets, but 
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at the same time allows a performer to play multi-string 
monophonic lines and chords comfortably with each hand. The 
frame is 12” wide X 36” long X 4” high. This allows the 
instrument to fit snugly inside a standard mid-sized keyboard 
case for easy transport. Given the string spacing, the width of 
the instrument allows for 10 strings. Cyther v1 was made out of 
wood while Cyther v2 is made out of t-slotted aluminum 
(frame) and sheets of ¼” acrylic, which provides a translucent 
resonating top that also houses the electromechanical systems 
and the pickups. The ball-ends of the strings pass through holes 
on one side of the instrument, pass over two custom 3D-printed 
bridges (one on each side of the frame) and then to guitar 
tuning machines on the other side of the instrument, which are 
configured in a V-shape (see Figure 1). 

3.2.2 Electromechanical Systems 
Because the components need to be mounted under the top 
layer of the instrument, push solenoids were chosen to strike 
and damp each string for a total of 20 actuators. The actuator 
chosen has a coil voltage of 12 VDC, a holding force of 12.7 N 
(2.85 lbs.) and a continuous (100%) duty cycle. The latter is 
necessary to apply the dampers (and even the strikers) for long 
periods of time. The holding force enables a reasonable striking 
dynamic range and ensures that the dampers reduce vibrations 
quickly and adequately. The actuators are controlled by the 
Multi Solenoid Driver Module v1.1 (MSDM), a custom PCB 
designed at the Music, Perception, and Robotics Lab at WPI. 
The board is based around the ATmega2560 microcontroller 
and can drive 25 solenoids (each can draw up to 1 amp) and 
contains FTDI-USB, I2C and RS485 connectors for 
communication. Currently, serial data is sent to the 
microcontroller via a USB to TTL cable, though this is a 
temporary solution pending further development of a 
proprietary networking protocol. 

3.2.3 Software 
The firmware on the boards is composed entirely of non-
blocking functions. The non-blocking code helps ensure that a 
command to play multiple solenoids simultaneously results in 
individual actuations that are temporally proximal enough to be 
perceived as a chord. The MSDM works as a slave to a master 
controller, which allows multiple instruments to be 
synchronized. Currently, the master sends a packet composed 
of a start byte, a length, a body and a checksum. The body is 
composed of a variable number of header-message pairs that 
contain information about what the robot should do. For 
example, the header 0x20 (hexadecimal representation for 32), 
is followed by 32 bits that correspond to the state of the 25 
solenoids and 5 reserved bits. The checksum ensures data 
integrity and reduces the chances of a corrupted package 
producing messages. 

3.3 Cyther v3: Robotic Tuning 
Pitch changes on a particular string of Cyther v1 and v2 are 
only achievable by a human performer who either stops the 
string with his fingers or an object (such as a slide), or 
manually turns the tuning mechanism. Practically, using one’s 
fingers only allows harmonics. A slide can produce any pitch 
within a continuum, but intonation is difficult without 
significant practice. Turning the tuning machines manually is 
awkward, and presents similar intonation difficulties.  
 In order to create a more expressive instrument, our goal was 
to make a system that could autonomously, dynamically and 
accurately produce 1) a range of pitches not limited to easily-
produced harmonics or even a particular scale, and 2) 
portamenti. It should also allow for cooperative interaction and 
thus should not provide physical encumbrances to a human 
performer. 

 To change a string’s pitch, there are a limited number of 
variables that one can affect. The frequency (f) that a string will 
vibrate at is a function of its length (L), tension (T), and linear 
density (m): 
 

! =
#
$/&
2& . 

 

 
(1) 

Changing the mass of a string dynamically is difficult. 
Changing the length of a string by stopping it is a common 
approach, but this isn’t an ideal solution here. A sliding bridge 
can produce pitches along a continuum, but it may damp 
partials of harmonics produced by a human performer as it 
moves. Fixed tangents provide a more limited set of pitches 
than a sliding bridge, they might potentially interfere with the 
performer physically, and also are unable to produce the 
desired portamenti. Fixed tangents also involve numerous 
actuators that require more in regard to space, wiring, power, 
cost, and control schemes. 
 We thus chose to vary tension in order to achieve our musical 
goals. A variable tension system is able to produce any pitch 
along a continuum. It is also able to produce portamenti starting 
from any pitch, including from harmonics and stopped notes 
produced by human performers. It can function with or without 
human involvement and it doesn’t present physical 
encumbrances to human musicians. 
 With that said, as Bart Hopkin notes, it is difficult to use 
tension to control string pitch. Because of this, there are 
relatively few instruments that have utilized this technique to 
achieve dynamic pitch changes, including the pedal steel guitar, 
the American washtub bass, the whamola, Indian ektars and the 
Vietnamese dan bau [24]. Part of the difficulty lies in the 
various points of friction that are typically present on string 
instruments, such as the bridges, which can grip and release 
strings in undesired ways. A system must have minimal friction 
in order to achieve accurate pitch variation via tension changes. 

3.3.1 Structural Design 
The structural design of Cyther v3, shown in Figure 2, is based 
on Cyther v2 in regard to its size and materials. The pitch 
detection hardware is mounted to one acrylic sheet, and the 
pitch changing hardware is mounted to the other sheet. 

 
Figure 2. Complete Cyther v3 CAD model. 

 The bridges of Cyther v3 are designed to allow the strings to 
move as freely as possible. Friction between the strings and the 
bridge can create non-uniform tension throughout the 
individual strings [25] and add inefficiency to the tuning system 
resulting in slower, less precise pitch changes. To reduce 
friction, the bridge, shown in Figure 3, is made from radial 
bearings mounted around a shaft. The bearings rotate around 
the shaft as the string is adjusted, which allows for the tension 
throughout the string to be constant. 
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Figure 3: Cyther V3 bridge made from a shaft and radial 

bearings. 
 Strings were selected so that the highest pitch of one 
corresponded to the middle of the range of the next highest 
string. The range of each string was determined by the pitch it 
produced at seven pounds of tension to the pitch it produced at 
fifteen pounds of tension. Together, the ten strings cover three 
octaves: G2 – G5. Two electromagnetic pickups are mounted 
under the strings, which allows the sonic output of the 
instrument to be amplified via standard 1/4” jacks. 

3.3.2 Tuning System Actuation 
The pitches of Cyther v3’s strings are changed via a motor-
driven tuning machine, shown in Figure 4. Each string is 
wound around a guitar tuning key that was modified so that it 
could be rotated by a motor. Each key contains a worm drive 
with a ratio of 16:1, which increases the torque used to wind the 
string and prevents any forces from being applied to the motor.  
The motor thus does not have to be constantly powered, which 
stabilizes the frequency of the string and increases the lifespan 
of the instrument. 

 
Figure 4: Motor and worm drive used to change string 

tension. 
Each motor requires a stall torque equal to four times the 
maximum tension, 17 lbs. in this case, to stay at optimal power 
levels. The Pololu 100:1 Micro Metal Gearmotor was chosen 
for its size and 30 oz. in. stall torque. The extra torque helps 
offset friction, gear train inefficiencies, and unpredictable 
misalignment of parts due to manufacturing inconsistencies, 
which reduce the amount of force the motor can transfer to the 
string. 

3.3.3 Tension Sensing 
As previously mentioned, frequency sensing creates issues 
when trying to produce dynamic pitch changes. Therefore, 
Cyther V3 can estimate the pitch of a string without needing to 
sense its frequency. Per equation 1, when a string’s length and 
weight are known constants, its vibrating frequency can be 
determined by sensing its tension. The tension sensor shown in 
Figure 5 contains a linear potentiometer coupled to a spring. 
The ball end of the string is pressed against the spring cap. As 
the tuning machine rotates to tighten the string, the ball end of 
the string applies force on the spring cap, which compresses the 
spring. As the spring compresses, the wiper on the 
potentiometer moves, which, with the appropriate circuitry, 
produces a varying and measurable voltage. The system is 
designed to create as little contact as possible between moving 
parts in order to provide accurate information. 

 
Figure 5: Tension sensor used for pitch estimation. 

 The tuning system keeps each string at a desired frequency by 
comparing the current potentiometer value of each tension 
sensor to a goal value determined by the tuning algorithm. If 
there is a difference between these values, the motor tightens or 
loosens accordingly until they are equivalent. 

3.3.4 Frequency Sensing 
While frequency sensing alone is potentially problematic for a 
dynamic pitch-changing instrument, it is useful as a 
complementary system in order to achieve more accurate 
tuning. Each string on Cyther v3 thus has an optical pickup that 
positions a 650nm laser diode across from a photoresistor. The 
microcontroller polls the optical pickups and estimates 
frequency by timing, filtering and averaging the intervals 
between rising edges. The frequency measurement is then 
passed to a function that updates the curve relating 
potentiometer value (tension) to string frequency.  

3.3.5 Tension-Frequency Relationship 
The potentiometer to frequency relationship curve (PFRC) is 
determined by combining Equation 1 and Hooke’s Law, which 
states that the force required to deform a spring is proportional 
to the distance of that deformation. The unit weight and length 
of each string is constant, and each potentiometer will output 
values that change linearly with respect to distance traveled. 
This information can be used to derive the PFRC, which states 
a that there is a linear relationship between the potentiometer 
value and the square of the frequency measurement: 
 

)*+,-+.*$,+,/	1234, = 5	×	7/,84,-9:; + = (2) 
 

The constants of the PFRC are determined experimentally for 
each string by measuring the frequency and potentiometer 
value at three different frequencies that span the range of the 
string. Linear regression is used to find a best fit curve, and 
then A and B are set as constants. 
 When a new frequency measurement is generated, a curve-
adjusting algorithm (CAA) is used to adjust the PFRC. The 
CAA begins by creating a set of points along the current PFRC 
that are evenly distributed within the playable range of the 
single string. A new point is created with the coordinates 
(frequency2, potentiometer value). A new best fit curve is 
generated using linear regression, and the constants from that 
curve replace those of the PFRC. The number of points created 
in step one of the CAA will change how aggressively the PFRC 
will accommodate new data. With fewer points, the PFRC will 
quickly move towards new data; with more points the PFRC 
will make smaller adjustments. 
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4. RESULTS 
4.1 Electro-Mechanical Systems 
Speed: a striking solenoid was able to produce a uniform 
tremolo on the same string at an IOI (inter-onset interval) as 
low as 43 msec (~23 Hz). Polyphony: any combination of 
strikers and dampers may be used simultaneously. Dynamics: 
the striker on the highest string produced a 10 dB range 
(corresponding to ontimes, the time that the solenoid is 
activated, of 8-14 msec). The striker on the lowest string 
produced a 20 dB range (corresponding to ontimes of 8-22 
msec). For both strings, the ramp from quietest to loudest was 
generally linear, with the amplitude plateauing at longer 
subsequent ontimes. Dampers: to measure damping 
effectiveness, the string was actuated with an ontime of 22 
msec, allowed to vibrate for 500 msec and then the damper was 
activated. The RMS amplitude for the freely vibrating string 
was compared to the RMS amplitude of the string 500 msec 
after the damper was applied. The lowest string damper 
achieved 14.1 dB of attenuation; the third lowest string 
achieved 15.5 dB; and the highest string achieved 30 dB.  

4.2 Self-tuning Systems 
4.2.1 Hardware 
The motors were able to tune the strings from minimum to 
maximum tension without stalling. They used more current 
when tuning the strings up (384 mA) than when tuning them 
down (253 mA). Stall current was measured at 843 mA. 
 We tested the speed of the tuning mechanisms using a 
number of different pitch intervals (see Figure 6).  

 
Figure 6. Speed of tuning mechanism performing different 

pitch intervals. 
Durations were longer than the goal speed of 100 msec, which 
could be improved through more powerful motors, or by 
reducing friction. 
 We also tested the accuracy of the tuning mechanisms using 
the same pitch intervals (see Figure 7). 

 
Figure 7. Accuracy of tuning mechanism performing 

different pitch intervals. 

Humans are able to perceive a difference as small as 3 cents 
between two frequencies (though this number varies over the 
frequency range) and the JND (just-noticeable difference) for 

musical intervals ranges from 13 to 26 cents [26]. About half 
the intonation errors produced in our experiment were within or 
below this range. The fact that results that vacillated around 
zero suggests that errors were not compounding sequentially. 
This supports the notion that the CAA was successfully 
adjusting the PFRC for intonation discrepancies 
 The motors generate acoustic noise when they are both 
holding and rotating that can interfere with the sound produced 
by the string. We measured SPL from a distance of 2 ft.: the 
turning motor was measured at 58 dBA, the holding motor at 
51.5 dBA and a moderate string pluck at 56.1 dBA. With that 
said, this isn’t a significant problem because the strings are 
amplified with electromagnetic pickups. 
 The laser diodes used in the pickups were not uniform and as 
a result, photoresistors output non-uniform resistances. This 
problem was solved by measuring each photoresistor’s 
resistance when the laser was on and picking a resistor equal to 
the measured resistance (instead of using one resistor value for 
every pickup). 

4.2.2 Frequency Analysis 
The time needed to determine a string’s frequency ranged from 
101-349 msec, with an average of 183.8 msec. There is a 
relationship between how hard a string is plucked and the 
measurement delay (when the string was manually plucked 
very hard, the measurement delay was around a second). 
 The accuracy of the frequency analysis algorithm was tested 
using a waveform generator. A sine wave with a magnitude of 
4V and offset of 2.5V was input directly into the 
microcontroller (for these tests, we used an Arduino mega, 
which features the same ATmega2560 as the MSDM). The 
algorithm produced an average error of 2.81 cents. 
 We then tested the accuracy of the frequency analysis 
algorithm using the output of Cyther. Using an audio recording 
of one of Cyther’s strings, we compared the results of a FFT 
analysis to our frequency detection algorithm. The average 
error was -15.28 cents, which while higher than the previous 
test, is still within the aforementioned goal range.  

5. IN PRACTICE 
A number of musical works have been composed for and 
performed with Cyther. The first was Life’s Node (2015), a 
collaborative improvisation between the first author and 
percussionist / composer Nate Tucker (who was a collaborator 
in the original ideation process for Cyther v1). In this work, one 
performer composes and sequences the machine’s gestures in 
real-time while the other shapes those gestures and expresses 
his own ideas on the instrument. The piece explored a mode of 
cooperation not previously mentioned, namely of two human 
performers interacting with each other through a human-
playable mechatronic instrument. Subsequently in 2016, the 
first author developed software that allows him to improvise 
with the instrument as it functions autonomously. In this piece, 
categories of gestures and a general contour are defined, though 
the specific musical ideas that articulate such forms are 
determined by probabilistic and stochastic processes. In both of 
these works, the human performer can actuate the instrument in 
traditional ways, but can also act as a sound shaper, creating a 
variety of rhythms, harmonies and melodies by damping and 
stopping the strings. 
 Cyther’s mechatronic systems allow one the liberty to 
experiment with other kinds of sonic manipulation techniques. 
For example, we have used piezo discs and an EBow to create a 
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variety of timbres by dynamically adjusting their position 
relative to the instrument as it plays autonomously. This is an 
example of a cooperative interaction: the machine is 
responsible for pitch and rhythmic content while the human 
performer shapes the timbre and dynamics of that output. Each 
is a part of a whole that requires the other.  

6. CONCLUSIONS 
 The iterations of Cyther described in this paper largely realize 
our original goals. The structural design of the instrument 
provides few physical obstacles, thus traditional (and extended) 
string and percussion techniques can be used. Actuators can 
autonomously strike and damp rapidly, and can be used in any 
combination simultaneously. The self-tuning mechanisms allow 
the instrument to generate new tunings and portamenti while it 
is operating autonomously or while a human is interacting with 
it. The speed and accuracy of the tuning system is reasonable, 
though it could be improved in the future by reducing friction, 
using more powerful motors, and increasing sensing precision. 
The instrument is self-contained, transportable, and requires 
few connections (120 VAC power, USB, and two ¼” jacks for 
audio amplification).    
 Most importantly, Cyther provides a physical medium that 
can be activated by human and machine simultaneously and in 
cooperation. A human performer and Cyther can both affect 
rhythm, pitch, timbre, dynamics, and articulation. Either can 
play the role of impulse or filter. When both play the role of 
impulse simultaneously, novel kinds of rhythms and pitch 
sequences are created. When a human plays the role of filter, 
full attention can be devoted to timbral and articulatory nuance. 
In our experience composing for and performing with the 
instrument, we have found that it helps realize music that we 
haven’t heard before, which is exciting. Future work is directed 
at exploring more of these musical possibilities and developing 
the high-level sensing and generation capabilities of the 
instrument. 
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ABSTRACT
This paper presents the results of a study of piano ped-
alling techniques on the sustain pedal using a newly de-
signed measurement system named Piano Pedaller. The
system is comprised of an optical sensor mounted in the
piano pedal bearing block and an embedded platform for
recording audio and sensor data. This enables recording
the pedalling gesture of real players and the piano sound
under normal playing conditions. Using the gesture data
collected from the system, the task of classifying these data
by pedalling technique was undertaken using a Support Vec-
tor Machine (SVM). Results can be visualised in an audio
based score following application to show pedalling together
with the player’s position in the score.

Author Keywords
Piano pedalling, playing techniques classification, musical
gesture visualisation

ACM Classification
H.5.2 [Information Interfaces and Presentation] User Inter-
faces, I.5.5 [Pattern Recognition] Implementation — Inter-
active systems.

1. INTRODUCTION
The role of pedalling in piano performance is regarded as
“the soul of the piano”, according to Russian pianist Anton
Rubinstein. Pianists can add variations to the tones with
the help of three pedals. However, the role of pedalling as
an instrumental gesture to convey di↵erent timbral nuances
has not been adequately and quantitatively explored, de-
spite the fact that the acoustic e↵ect of the sustain pedal
on piano sound has been studied [11]. Since the pedalling
parameters are di�cult to estimate from the audio signal
[6], reliable recognition of pedalling techniques that com-
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prise when and how to depress or release the pedals would
be helpful for applications in areas of pedagogy, interactive
performance, music information retrieval and so on. There-
fore we present a non-intrusive measurement system that
can capture pianists’ pedalling gesture and piano sound si-
multaneously. The classification results of these movements
and the piano sound can be used in a score following system
for visualisation.

The use of the pedals was not marked in musical scores
before the 1790s [19]. In the beginning, it was considered
gimmicky by serious musicians [9], but soon in the 19th
century composers like Chopin and Liszt took advantage of
the modern technique and employed the usage of the pedals
actively in their works [10]. Debussy and Scriabin rarely no-
tated pedalling, but they and later composers continued to
find new sounds through the assumed use of the pedals [18].
Modern grand pianos have three pedals, which from left to
right are commonly referred to as the una corda pedal, the
sostenuto pedal and the sustain pedal. The sustain pedal
is the most commonly used one. It lifts all dampers and
sets all strings into vibration due to sympathetic resonance
and the energy transmission via the bridge. This allows the
strings to keep vibrating after the key is released.

Pedalling techniques can be varied from timing and depth
of pedal press and release. Especially for the sustain pedal,
there are a variety of ways to apply it, ranging from par-
tial pedal to continuous fluttering pedal. Professional pi-
anists employ di↵erent fractions of partial pedal to colour
the resonance subtly. Three or four levels are commonly
defined from the continuous changes of pedal in order to
interpret the pedal usage. Flutter pedalling is similar to
half-damping, which consists of very quick and light move-
ments in order to reduce accumulating sound. However,
no compositional markings exist to indicate the variety of
techniques on the sustain pedal [20]. This requires a visual-
isation system to classify the pedalling techniques first and
then represent them using custom notations. Our study was
implemented on the sustain pedal. Onset and o↵set time
were detected at first. Four pedalling techniques (quarter,
half, three-quarters and full pedal) were classified using con-
tinuous pedal position changes in one dimension as inputs
to a SVM algorithm. They can be demonstrated with a
music score in our visualisation application.

In this paper, we first discuss related works on gesture
sensing in piano performance (Section 2). Then we present
our system architecture (Section 3) and implementation (Sec-
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tion 4). We finally conclude the paper and how our system
could be applied in the future (Section 5).

2. RELATED WORK
In many studies of musical gestures, systems are developed
to be in place for multi-modal recordings in order to capture
comprehensive parameters, such as timing, dynamics and
motion in musical performance. There has been a significant
number of projects focusing on piano performance.
Most related projects focus on hand and arm gestures.

Hadjakos et al. [7, 8] developed a piano pedagogy appli-
cation that measures the movement of hand and arm and
generates feedback to increase piano students’ awareness of
their movement. McPherson [12] created a portable opti-
cal measurement system for capturing continuous key posi-
tion and providing multicolour LED feedback on any piano.
Apart from the use of specialised sensors, commercial mo-
tion capture systems have been employed to augment piano
performance. Brent [3] developed the Gesturally Extended
Piano, an augmented instrument controller that tracks per-
former movements using infrared motion capture system in
order to control real-time audiovisual processing and syn-
thesis by pre-defined gestures. A similar approach has been
used by Yang et al. [23] where Microsoft Kinect was used
and visual feedback was provided.
Recent advances in machine learning bring real time per-

formance, robustness and invariance in modelling data. This
makes machine learning increasingly capable of analysing
live, expressive gestural input [4]. Gillian and Nicolls [5]
created an improvisation system for piano where Kinect
data feeds a machine learning based classification algorithm.
This allows pianist control high level musical switches by
performing pre-defined static postures which are separate
from pianistic gesture vocabulary. Given that, Van Zandt-
Escobar et al. [24] developed PiaF, a prototype that studies
variations in the interpretation of gestures that are inside
the range of the pianists’ practice.
None of these projects considered the inclusion of ped-

alling techniques as part of gesture sensing. Bösendorfer
CEUS piano has the ability to record continuous pedal posi-
tion, which was used by Bernays and Traube [2] as one of the
performance features to investigate timbral nuances. How-
ever, it is rather expensive and unable to be moved easily,
which remains a barrier to wider adaptation. To overcome
this, the PianoBar [1] is a convenient and practical option
for adding MIDI capability to any acoustic piano but its
pedal sensing is discrete that only provides on/o↵ informa-
tion. McPherson and Kim [13] modified the PianoBar in
order to provide a continuous stream of position informa-
tion, but thus far few detailed studies have made use of
the pedal data. These problems have motivated our work
to develop a system that can be portable, self-contained,
low-cost and non-intrusive to measure continuous pedalling
gesture and analyse it using a SVM-based machine learning
method. The system could contribute to various types of
sensing for piano and other keyboard instruments.

3. ARCHITECTURE
Piano Pedaller has been designed in order to be used in
di↵erent piano performance scenarios without a complex
setup process. Figure 1 illustrates the schematic overview of
our study which has three main components communicating
with each other:

1. Data Capture: This portion collects the sensor data of
the sustain pedal movement and the audio data while

grand piano

optical sensor calibration

Belarecorder

audioIn

analogIn

pedal.csv

audio.bin

classification-results.csv

audio.wav
Visualisation

Figure 1: Schematic overview.

playing piano excerpts with pedal e↵ects using Bela1

which is an open-source embedded platform for real-
time, ultra-low-latency audio and sensor processing on
the BeagleBone Black [14].

2. Classification: The pedal sensor data is sent to sig-
nal processing algorithms, which compute the onset
and o↵set time of each pedalling technique. Features
are extracted from every segment when the pedal is
depressed. Based on these features, classification re-
sults are derived using a SVM algorithm and stored
for visualisation.

3. Visualisation: Classification results of piano pedalling
techniques can be mapped to di↵erent pedal nota-
tions. Since these notations are time-aligned with the
recorded audio, they can be presented in a score fol-
lowing system which aligns the audio recording with a
musical score of the same piece. Therefore when and
how the pedal is used can be visualised with which
notes in the score are being played according to the
audio.

4. IMPLEMENTATION
Based on the above architecture, we deployed Piano Ped-
aller on the sustain pedal of a Yamaha baby grand piano. A
pianist was asked to perform ten excerpts of Chopin’s piano
music based on the scores where the sustain pedal should
be pressed to what extent in each music phrase was notated
by the experimenter. The audio and the gesture data were
recorded to files. The gesture data was labeled according to
the notated score in order to provide a basic ground truth
dataset. Here we describe the newly designed measurement
system for data capture, the classification based on the SVM
method, and the visualisation application.

4.1 Data Capture
In the current scenario we focused on tracking the pianist’s
pedalling techniques of the sustain pedal in a non-intrusive
way. For this purpose, near-field optical reflectance sens-
ing was used to measure the position of the pedal. A pair
of Omron EESY1200 sensors, which include an LED and
a phototransistor in a compact package, were mounted in
the pedal bearing block. The output voltage is proportional
to incoming light and roughly follows the inverse square of

1
http://bela.io/
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the pedal-sensor distance. A removable white sticker was af-
fixed to the pedal in order to reflect enough light to be mea-
sured reliably. The output voltage was calibrated through
a custom-built Printed Circuit Board (PCB) in order to
improve response speed and ensure stability.
Thereafter our data was collected using the Bela plat-

form [14] which provides stereo audio input and output,
plus channels of 16-bit analog-to-digital converter (ADC)
and 16-bit digital-to-analog converter (DAC) for sensors and
actuators. It combines the resources of an embedded Linux
system with the performance and timing guarantees typi-
cally reserved for dedicated digital signal processing (DSP)
chips and microcontrollers. Audio and sensor data can be
sampled and synchronised to the same master clock. Our
sensor data was recorded at 22.05kHz sampling rate using
the analog input of Bela. The piano sound was simultane-
ously recorded at 44.1kHz through a recorder as the audio
input to Bela as well. These two types of signal data were
aligned and stored as CSV files and binary files respectively.

4.2 Classification
For our implementation, we used the sensor data alone to
do the classification. Despite pedal position was measured
in a continuous space, classification of pedalling as discrete
types may benefit applications such as transcription and vi-
sualisation. Four pedalling techniques (quarter, half, three-
quarters and full pedal) were classified using a supervised
learning method. Since the usage of a pedalling technique
almost never remains the same even for the same pianist, a
machine learning method could e�ciently learn an optimal
threshold for classification in a data-driven manner.
The classification task operates in three separate phases:

a pre-processing phase, in which the pedalling onset and o↵-
set are detected and segments are defined; a training phase
that learns a function between input variables and discrete
labels using SVM; and a testing phase that assigns an out-
put label to a new input sample.

4.2.1 Pre-processing

The Savitzky-Golay filter is a particular type of low-pass
filter, well-adapted for data smoothing [17]. It has been
used to smooth time-series data collected from sensors such
as electrocardiogram processing [15]. We applied this filter
to the sensor data in order to avoid spurious detection of
pedalling onset and o↵set.
Based on the filtered sensor data, pedalling onset and o↵-

set time were found by comparing with a threshold, below
which is the onset and above is the o↵set. Instead of manu-
ally setting a threshold, the threshold was decided by choos-
ing the minimum value from a peak detection algorithm. It
was noted that there would be false-positive detection of
pedalling onset and o↵set because of the e↵ect of fluttering
pedal. Hence we calculated the time interval between each
pedal onset, and then set a timing as the fluttering thresh-
old. If the time interval between two detected onsets is
below the fluttering threshold, the latter onset followed the
former one in such a short time that should be considered
as part of the data within the same pedal usage instead.
We repeated the process to remove false-positive onset and
o↵set.
In this way, each segment was defined by data between

the onset and o↵set time. We created the histogram of the
data in each segment. As the shape of histogram largely fit-
ted the normal distribution by visual observation, Gaussian
parameters of every segment were extracted as the features
for further classification. The features were identified by
the following formula, where µ is mean of the distribution

and � is standard deviation.

P (x) =
1

�

p
2⇡

e

�(x�µ)2/2�2

4.2.2 Training

A large number of classification methods exist in the ma-
chine learning literature. SVM is a supervised learning
method that attempts to find a hyper-plane separating the
di↵erent classes of the training instances with the maximum
error margin [21]. In other words, it tries to create a fence
between the two classes, letting as few instances of a class
to be on the wrong side of the fence as possible. There-
fore it can be used to learn the optimised thresholds for
di↵erentiating pedalling techniques from the ground truth
dataset.

A subset of our dataset was used to train the SVM classi-
fier in order to classify the remaining data into quarter, half,
three-quarters and full pedal. The cross-validation method
was obeyed to evaluate the accuracies of our experiment, as
this process was repeated as the training data and the data
to be classified were rotated. Leave-one-group-out cross-
validation was employed because of our small dataset. In
this scheme, samples were grouped in terms of music ex-
cerpts. Each training set was thus constituted by all the
samples except the ones related to a specific group. The
number of pedalling instances in each music excerpt is listed
in Table 1. A mean F-measure score of 0.93 was obtained
from the cross-validation trials. Table 2 shows that SVM
performs the best among common machine learning classi-
fication methods for our case using the scikit-learn library
[16].

Table 1: Number of pedalling instances in the music

excerpts from our dataset.

Music Excerpts 1/4 1/2 3/4 full pedal
Op.10 No.3 14 13 7 5
Op.23 No.1 7 17 8 29
Op.28 No.4 17 24 5 24
Op.28 No.6 9 27 5 17
Op.28 No.7 2 10 3 1
Op.28 No.15 7 34 4 22
Op.28 No.20 9 12 11 17

Op.66 6 21 10 11
Op.69 No.2 2 15 10 24

B.49 3 51 8 17
Sums 76 224 71 167

4.2.3 Testing

During the testing phase, the learned SVM classifier takes a
new input sample that has not been seen before and assigns
it an output label. Figure 2 illustrates the process of the
testing phase in an intuitive way. The sensor data repre-
senting the pianist’s pedalling movement were processed as
discussed in Section 4.2.1 in order to be segmented accord-
ing to the detected pedalling onset and o↵set time. For each
segment, the classifier received the Gaussian parameters (µ
and �) as features and outputted the label of the recog-
nised pedalling technique. Label number 1 to 4 are referred
to as the quarter, half, three-quarters and full pedal. We
saved the pedal onset and o↵set time and the correspond-
ing pedalling label to a file, which maintained synchronised
time with the audio file and were used as the inputs of our
visualisation application.

4.3 Visualisation
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Table 2: Performance evaluation of di↵erent classification methods.

Methods Micro F1 Macro F1 Precision Recall
Decision Trees 0.91 0.81 0.84 0.83
Ada Boost 0.84 0.64 0.64 0.70

Random Forest 0.91 0.77 0.79 0.80
k-Nearest Neighbours 0.92 0.81 0.82 0.83
Gaussian Naive Bayes 0.91 0.78 0.85 0.80

Support Vector Machines 0.93 0.82 0.86 0.84
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Figure 2: Results from the testing phase.

A score following Matlab implementation was employed as
part of our visualisation application. This score following
implementation can align a given musical score with an au-
dio recording of a performance of the same piece. Asyn-
chronies between the piano melody and the accompaniment
were handled by a multi-dimensional variant of dynamic
time warping (DTW) algorithm [22] in order to obtain bet-
ter alignments.
In our case, the pedalling classification results were aligned

with the audio recording. Hence they can also be presented
synchronously in the score using the customised notations.
Figure 3 displays the screen shot of our visualisation appli-
cation. This graphical user interface (GUI) requires user to
select a music score first. After importing the audio record-
ing and the corresponding pedalling results of the same
piece, they can be displayed by clicking the Play/Pause but-
ton. In the GUI, blue circles imply what notes in the score
are being played according to the audio. Star means pedal
onset while green square means o↵set. The more dark red
and lower a star is, the deeper the sustain pedal was pressed.

5. CONCLUSIONS AND FUTURE WORKS
This paper presented Piano Pedaller, a new measurement
system for classification and visualisation of piano pedalling
techniques. It can be installed on any piano pedal which al-
lows pedalling gesture and piano sound to be recorded in
a non-intrusive environment. A SVM algorithm was em-
ployed as the classifier. Then the classification was done by
firstly detecting the onset and o↵set time of pedalling and
then labelling the gesture into quarter, half, three-quarters
or full pedalling technique. The visualisation was achieved
using a score following system. This aligns the musical score
to both the classification results of pedalling techniques and

the audio recording of the same piece.
It has shown that the measurement system enables the

piano pedalling gesture to be tracked accurately enough for
SVM-based classification. Since di↵erent pianists have var-
ious understandings of partial pedal which could also be
changed with the performance venue, the pianist needs to
train the system beforehand in a concrete concert-like situ-
ation. How to develop a generalised software incorporating
the training phase in order to classify the pedalling tech-
niques in di↵erent contexts remains as a limitation in this
study. In our future works, Piano Pedaller could be applied
to the following scenarios:

• Pedalling detection from the audio domain: Automatic
acquisition from audio recordings is necessary in spe-
cial environments where installing sensors on instru-
ment is not possible. Our measurement system can
be used to capture the ground truth dataset for the
study of pedalling techniques detection from the au-
dio alone. The classification could contribute to this
dataset by providing onset and o↵set time plus the
category of a pedalling technique.

• Real-time application: The analysis is made o✏ine
so that our visualisation application allows player to
review the pedalling techniques used in a recording.
This could serve as a pedagogy application. If we con-
sider how a technique is executed during the perfor-
mance, a real-time application is needed. This could
also be used to trigger other visual e↵ects in the per-
formance as pedalling itself is related to music phrases.
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V. Välimäki. Analysis and modeling of piano
sustain-pedal e↵ects. The Journal of the Acoustical
Society of America, 122(3):1787–1797, 2007.

[12] A. McPherson. Portable measurement and mapping
of continuous piano gesture. In Proceedings of the
International Conference on New Interfaces for
Musical Expression (NIME), pages 152–157, 2013.

[13] A. McPherson and Y. Kim. Piano technique as a case
study in expressive gestural interaction. In Music and
Human-Computer Interaction, pages 123–138.
Springer, 2013.

[14] A. McPherson and V. Zappi. An environment for
submillisecond-latency audio and sensor processing on
beaglebone black. In Proceedings of 138th
International Audio Engineering Society (AES)
Convention. Audio Engineering Society, 2015.

[15] K. Pandia, S. Ravindran, R. Cole, G. Kovacs, and
L. Giovangrandi. Motion artifact cancellation to
obtain heart sounds from a single chest-worn
accelerometer. In IEEE International Conference on
Acoustics, Speech and Signal Processing (ICASSP),
pages 590–593. IEEE, 2010.

[16] F. Pedregosa, G. Varoquaux, A. Gramfort, V. Michel,
B. Thirion, O. Grisel, M. Blondel, P. Prettenhofer,
R. Weiss, V. Dubourg, J. Vanderplas, A. Passos,
D. Cournapeau, M. Brucher, M. Perrot, and
E. Duchesnay. Scikit-learn: Machine learning in
Python. Journal of Machine Learning Research,
12:2825–2830, 2011.

[17] W. H. Press, B. P. Flannery, S. A. Teukolsky, W. T.
Vetterling, and P. B. Kramer. Numerical recipes: the
art of scientific computing. AIP, 1987.

[18] S. P. Rosenblum. Pedaling the piano: A brief survey
from the eighteenth century to the present.
Performance Practice Review, 6(2):8, 1993.

[19] D. Rowland. A history of pianoforte pedalling.
Cambridge University Press, 2004.

[20] D. R. Sinn. Playing Beyond the Notes: A Pianist’s
Guide to Musical Interpretation. Oxford University
Press, 2013.

[21] A. J. Smola and B. Schölkopf. A tutorial on support
vector regression. Statistics and computing,
14(3):199–222, 2004.

[22] S. Wang, S. Ewert, and S. Dixon. Compensating for
asynchronies between musical voices in
score-performance alignment. In IEEE International
Conference on Acoustics, Speech and Signal
Processing (ICASSP), pages 589–593. IEEE, 2015.

[23] Q. Yang and G. Essl. Visual associations in
augmented keyboard performance. In Proceedings of
the International Conference on New Interfaces for
Musical Expression (NIME), 2013.

[24] V. Zandt-Escobar, B. Caramiaux, A. Tanaka, et al.
Piaf: A tool for augmented piano performance using
gesture variation following. In Proceedings of the
International Conference on New Interfaces for
Musical Expression (NIME), 2014.

329



A Closed-Loop Control System for Robotic Hi-hats

Jason Long, Jim W. Murphy

New Zealand School of Music

Victoria University of Wellington

Wellington, New Zealand

jason.long@ecs.victoria.ac.nz,

jim.w.murphy@gmail.com

Dale A. Carnegie, Ajay Kapur

School of Engineering and Computer Science

Victoria University of Wellington

Wellington, New Zealand

dale.carnegie@vuw.ac.nz, ajay@karmetik.com

ABSTRACT
While most musical robots that are capable of playing the
drum kit utilise a relatively simple striking motion, the hi-
hat, with the additional degree of motion provided by its
pedal, requires more involved control strategies in order
to produce expressive performances on the instrument. A
robotic hi-hat should be able to control not only the strik-
ing, timing, and velocity to a high degree of precision, but
also dynamically control the position of the two cymbals
in a way that is consistent, reproducible and intuitive for
composers and other musicians to use.
This paper describes the creation of a new, multifaceted

hi-hat control system that utilises a closed-loop distance
sensing and calibration mechanism in conjunction with an
embedded musical information retrieval system to continu-
ously calibrate the hi-hat’s action both before and during a
musical performance. This is achieved by combining exist-
ing musical robotic devices with a newly created linear ac-
tuation mechanism, custom amplification, acquisition and
DSP hardware, and embedded software algorithms.
This new approach allows musicians to create expressive

and reproducible musical performances with the instrument
using consistent musical parameters, and the self-calibrating
nature of the instrument lets users focus on creating music
instead of maintaining equipment.

Author Keywords
Musical Robot, MIDI, Hi-hat, Closed-loop, Musical Infor-
mation Retrieval, MIR, Embedded, Digital Signal Process-
ing, DSP, Sensor

ACM Classification
H.5.5 [Information Interfaces and Presentation] Sound and
Music Computing, I.2.9 [Artificial Intelligence] Robotics—
Sensors, H.5.1 [Information Interfaces and Presentation] Au-
dio input/output.

1. INTRODUCTION
Musical robots allow composers to create new musical expe-
riences in the acoustic realm by utilizing various actuators
under computer control to manipulate an array of sonorous
objects. This allows music that is generated algorithmically
in real-time, controlled by interactive systems, or otherwise
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has demanding technical requirements such as strict syn-
chronization, high performance speeds, long performance
times or extreme rhythmic complexity to be realized on
real-world acoustic instruments. While there exists a wide
variety of robotic string, wind and other instruments, per-
cussion instruments are the most numerous in the musical
robotics field, likely due to the relative simplicity of striking
an object, in contrast with bowing a string for example.

However, when automating the instruments of a standard
drum kit, the action of the hi-hat presents a unique set of
challenges due to its pedal requiring very precise and con-
sistent control of its position while the hi-hat cymbals are
struck. The default distance between the cymbals is manu-
ally adjustable and often altered to suit the style of music
or particular piece about to be played. Expert players are
capable of quickly adapting to these adjustments and ma-
nipulating the pressure applied to the pedal while striking
the hi-hat to create expressive and dynamic rhythms that
are often central to the drum kit performance. In order to
replicate these capabilities, a robotic hi-hat should be able
to automatically sense its own position, and also listen to
its own strikes to ensure that its performance matches the
desired result that it was programmed to achieve.

This paper describes a system that was built to accom-
plish these goals. It does so firstly, by providing a back-
ground of robotic percussion and hi-hat actuation in order
to place this research in context. Following that, the me-
chanical design of the hi-hat striking, and pedal actuation
devices are illustrated. The signal conditioning, amplifica-
tion and processing hardware is then described before the
workings of the embedded software algorithms that drive
the instrument are explained. Finally, conclusions about
the instrument’s e↵ectiveness are drawn and ideas for fu-
ture work are discussed.

2. BACKGROUND
From the earliest programmable flute-playing automaton
built in the 9th century, through the giant programmable
carillons of the middle ages and the sophisticated orchestri-
ons of the 19th century, automatic musical instruments have
a fascinating and varied history. Many early musical au-
tomata were created for spiritual reasons and the devices
of the mechanized music golden age of the 1800s helped to
bring music to the masses [16]. However, after the turn of
the 20th century, the reasons for their use shifted. Pioneer-
ing composers such as Casella, Malipiero and Stravinsky
wrote music specifically for the player piano, making use of
its ability to play fast, demanding and complex music [15].
These features are also exemplified by Conlon Nancarrow’s
extensive work for the instrument [4].

The development of the transistor in the latter half of
the 20th century and the work of pioneering artists such
as Trimpin [3] and Godfried Willem Raes [12] in the 1970s
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spawned a new branch of musical automata: musical robotics.
Through the use of electronic control and digital logic, the
field of musical robotics builds upon the field of musical
automata, adding new capabilities to the instruments such
as real-time control, remote interactivity, precise synchro-
nization, enhanced accuracy and a higher level of musical
expression. [8] and [14] provide a more in-depth account of
the history of musical robotics.
In the 1980s and 1990s, the field saw significant growth

with a number of companies such as Yamaha and Bösendor-
fer producing robotic musical instruments, and the number
of artists entering the area increasing. In the last 15 years
as building electronics has become more accessible, growth
in the field has accelerated, culminating in several exam-
ples of musical robotics penetrating mainstream musical
outlets and being featured as centerpieces in several widely
circulated albums such as Pat Metheny’s Orchestrion [13],
Squarepusher’s Music for Robots [7], and Aphex Twin’s
Computer Controlled Acoustic Instruments Pt2 [6].
Most of these works prominently feature automated per-

cussion instruments, and those instruments are actuated
in a variety of di↵erent ways from pneumatic and servo-
based devices to solenoid-driven mechanisms. [11] provides
descriptions of the most common types of robotic percus-
sion mechanisms and their control methods, along with an
analysis of the strengths and weaknesses of each type.
For striking the instrument, robotic hi-hats tend to utilize

similar mechanisms to other percussion instruments. How-
ever, use of the hi-hat pedal can be described in three dis-
tinct categories. Firstly, some ensembles such as Jazari’s [2],
utilize a single position method wherein the position of the
hi-hat is fixed before a performance and remains unaltered
throughout. Another common solution used in ensembles
such as Moritz Simon Geist’s MR-808 is the on-o↵ method,
in which a large solenoid or other actuator is attached or ap-
plied to the hi-hat pedal and is capable of producing an en-
tirely open or entirely closed state, with no variable control
between the two extremes [5]. The third category is robotic
hi-hats that have continuous and variable control over the
pedal mechanism during a performance. These devices are
capable of the most expressive musical performances, but
are also the most complex to implement in practice. The
approach outlined in this paper is an attempt to improve
upon these previous robotic hi-hat systems and provide a
consistent, self-calibrating, intuitive to use and musically
expressive automatic hi-hat.

3. MECHANICAL DESIGN
The mechanical design of the Closed-Loop Robotic Hi-hat
consists of two main sections: the striking mechanism and
the pedal mechanism. Each are mechanically independent
from each other though their operations are synchronized
by electronic control circuitry. Each section is described in
turn below.

Figure 1: The mechanism used to strike the hi-hat.

3.1 Striking Mechanism
Following the analyses described in [11], a rotary solenoid
based striking mechanism was chosen for this instrument
due to their good velocity control characteristics, high speed,
adequate loudness, low levels of extraneous noise and sim-
plicity of implementation. However, since the striking mech-
anism is independent of the pedal, alternative strikers may
be used. This striker consists of a Shindengen 48 mm rotary
solenoid rated at 24 V, mechanically coupled to a standard
drum stick via its rotating plate and an aluminium bracket
as shown in Figure 1.

The opposite side of the solenoid is attached to a larger
L-shaped aluminium bracket which houses the device’s elec-
trical socket and contains a microphone stand attachment
for easy positioning of the unit. There is also a rubber stop-
per attached to the L-bracket that provides an upper limit
to the travel of the drum stick. This stopper prevents the
solenoid from reaching its own limit and creating an un-
wanted clicking sound. It also minimizes bouncing on the
return after a strike, increasing the consistency of strikes of
varying dynamics, especially during high speed sequences.

3.2 Pedal Mechanism
There are several methods of actuating the pedal mecha-
nism of a hi-hat. If anthropomorphism is desired, as is the
case with the Compressorhead [1] and Z-Machines [7] robot
bands, a mechanical foot can be used to press on the hi-hat’s
pedal. This allows the hi-hat to remain entirely unaltered
and provides the audience with a familiar paradigm. How-
ever, the force required to overcome the hi-hat’s internal
spring is high, and both bands use pneumatic systems that
have a high level of extraneous noise, and very high cost [11].

Another method described by Moritz Simon Geist for his
MR-808 ensemble utilizes a large solenoid in an on-o↵ con-
figuration to actuate the hi-hat position [5]. To minimize
the on time of the actuator and avoid overheating, Geist
reverses the polarity of the hi-hat movement from default
high, to default low. This configuration assumes that the
most common position for the hi-hat during most perfor-
mances is low, and still requires up to 35 amps of current to
power the large solenoid to lift the hi-hat. It also relies on
the force of gravity to keep the hi-hat closed, limiting the
tightness the instrument can achieve in the closed state.

Other potential candidates for actuation include servo
and stepper motors, both of which would be capable of pro-
viding accurate control of the height of the pedal with an
appropriate mechanical coupling, but both of which also
generate a high level of extraneous noise which is undesir-
able for performances of very dynamic musical material and
quiet recording situations. There also exists a number of
linear actuators such as voice coil actuators which provide
built-in closed-loop positioning and quiet operation, but re-
quire an investment of thousands of dollars for the actuators
and corresponding control systems.

With all of these considerations noted, it was decided
that the most appropriate actuator for this application is
the Ledex 196658-028 5EPM soft-shift solenoid. These are
solenoid actuators that are designed to deliver a relatively
linear force response proportional to the current delivered to
them. This allows the soft-shift actuator to provide a very
quiet linear positioning capability, though without built-in
position sensing. While it does not cover every conceivable
use-case, the chosen actuator delivers a 10 mm range of
movement that is capable of positioning the hi-hat from
fully closed with pressure applied, to fully open with the
two cymbals not making contact with each other.

In this design, the hi-hat is used without the instrument’s
original pedal, but leaving the pedal’s base frame intact to
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Figure 2: The mechanism used to control the hi-hat
height. See section 3.2 for explanation.

mount the replacement mechanism on. A diagram which
illustrates the replacement control mechanism is presented
in Figure 2. The cymbal-pulling shaft that was connected
to the pedal is instead directly mechanically coupled to the
soft-shift solenoid by way of a tapped aluminium bracket.
The solenoid’s plunger is also tapped to accept an M3 screw,
firmly attaching it to the aluminium bracket.
The hi-hat’s internal spring requires significant power to

overcome, even when configured for minimum tension, so in
this design it is disabled entirely. Instead, a new spring is
included between the soft-shift solenoid and the aluminium
bracket to replace the default action. The new spring is
chosen to have su�cient strength to allow the hi-hat to re-
tain a responsive default-open configuration, while being
low enough for the actuator to overcome it and apply ade-
quate pressure to the hi-hat in the closed position.
In order to provide position feedback for this system, a

neodymiummagnet is glued to the lower end of the solenoid’s
plunger. Below the magnet, an Allegro Microsystems A1301
Continuous-Time Ratiometric Linear Hall-E↵ect Sensor1 IC
is mounted. The strong magnetic field created by the mag-
net induces a voltage in the Hall e↵ect sensor’s output that
is directly proportional to the position of the the solenoid’s
plunger, thereby providing the electronic control systems
with information about the actuator’s height.
The entire mechanism is held in place by a 3D printed

structure. The structure attaches to the soft-shift solenoid
by its mounting screws, and provides a platform in order
to position the Hall e↵ect sensor below the unit. It also
attaches to the hi-hat’s base frame to keep the structure
firmly in place.

1Datasheet: http://www.allegromicro.com/~/media/

Files/Datasheets/A1301-2-Datasheet.ashx

4. THE ELECTRONICS
The electronic systems of the Closed-Loop Robotic Hi-hat
comprises several sections. Firstly a solenoid control board
receives MIDI signals and converts them to pulses to drive
the striking mechanism. This board also communicates
with a digital signal processing board by way of a 3.3 V
UART. The DSP board utilizes a 2-channel in and out au-
dio CODEC to control the pedal mechanism by way of a
separate DC amplifier, receives position information from
the Hall e↵ect sensor via a signal conditioning circuit, and
receives audio from a microphone near the hi-hat by way
of a custom preamp. A map of these connections is pre-
sented in Figure 4, and each of these elements are described
in further detail in the following subsections.

Figure 3: The custom preamp used to condition the
audio signal. Top: Behind a panel, Bottom: Bare
circuit board.

4.1 Custom Preamp
In order to experiment with a variety of di↵erent audio input
devices, the custom preamp shown in Figure 3 was designed.
The circuit is based around the Texas Instruments INA217
Low-Noise, Low-Distortion Instrumentation Amplifier IC,
and was created to provide as much flexibility as possible
with regards to input devices and to deliver a high quality
audio signal with low levels of extraneous noise.

The preamp makes use of a TRS / XLR Neutrik input
and can take balanced and unbalanced audio from a wide
range of sound sources. A high impedance (Hi-Z) switch
is included to provide support for magnetic pickups, coils,
piezoelectric discs, and other high impedance sources. A
20 dB pad is also provided to aid with gain staging for
sources with higher levels. There is a single potentiometer
that dictates the level of gain applied, accompanied by a
green analogue signal LED indicator, and a red hard clip-
ping indicator that is tuned just below the clipping level
of the DSP Board’s ADC. A 3-position bias switch is also
provided, allowing the preamp to switch between configu-
rations for dynamic microphones, electret or plug-in-power
(PiP) microphones with a 5 V bias, or condenser micro-
phones with a 48 V phantom power bias.

4.2 DSP Board
In order to create an accurate, high resolution, high sample-
rate audio processing and closed-loop control system, the
custom DSP board shown in Figure 5 was built. The pri-
mary processor on the board is an Analog Devices Blackfin
BF592 DSP, clocked at 400 MHz. This chip was chosen
due to its high-speed audio processing capabilities coupled
with its selection of peripherals including UART, SPI, I2C,
high-speed serial ports (SPORTs), timers and DMA.

A Wolfson WM8731 stereo audio CODEC is included on-
board, which provides up to 24 bit resolution at up to 96 kHz
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Figure 4: The electronic connections that make up the closed-loop hi-hat control system.

sample rates, controllable by I2C, and communicating with
the Blackfin via I2S digital audio streams. There is also
analogue audio conditioning circuitry on-board to feed the
audio CODEC, and the board is fitted with surface mount
trimmer potentiometers, and green and red LEDs for each
input channel to aid in correctly configuring the gain. MIDI
In, Out and Thru circuitry, 16 Mb of Serial Flash Em-
bedded Memory (M25P16-VMN6TP), and 4-channel SPI
(ADC124S101) and I2C (MAX11613) ADCs are also in-
cluded on-board.
The DSP board carries out several functions. Firstly, it

provides a high speed and accurate control signal to the soft-
shift solenoid-based hi-hat positioning mechanism. This po-
sitioning signal is provided at audio rate directly from the
WM8731 CODEC and is DC biased. Secondly, the DSP
board also receives real-time position information from the
Hall-e↵ect sensor allowing it to carry out closed loop po-
sitioning as described in section 5.1. Thirdly, the board
analyses an audio feed of how the hi-hat sounds in real-time,
providing additional information to the system as described
in section 5.2.

4.3 Robotic Percussion Controller
The solenoid controller PCB shown in the lower right of Fig-
ure 4 is a generic circuit-board designed to provide highly
accurate control signals to several of the most common types
of actuators used in musical robots. It utilises a hybrid
microcontroller-FPGA system, and is capable of deliver-
ing timed pulses to solenoids with lengths accurate to the
nanosecond. This allows robotic percussion mechanisms
such as that used with this Closed-Loop Robotic Hi-hat
to strike with very consistent velocities, which significantly
aids automatic calibration systems. This board is the re-
sult of earlier research and a publication that describes the
workings of it in greater detail can be found in [10].

4.4 Signal Conditioning Circuits
Interfacing the DSP board with the pedal mechanism re-
quires circuitry to bu↵er, scale and bias the signals. Fig-

Figure 5: The embedded DSP board which carries
out the closed loop positioning and musical infor-
mation retrieval functions.

ure 6 presents the schematics of the two conditioning cir-
cuits used in this system, one for mapping the Hall e↵ect
sensor’s output to the DSP board’s ADC (left), and one
for scaling and amplifying the DSP board’s DAC output to
control the soft-shift solenoid (right).

The first circuit receives a voltage from the Allegro A1301
Hall e↵ect sensor proportional to the distance between the
sensor and the neodymium magnet attached to the pedal
mechanism. The sensor is powered by 5 V, has a quies-
cent voltage of 2.5 V, and the presence of a south-polarity
or north-polarity magnetic field proportionally increases or
decreases the output voltage respectively. By utilising a
TLV274 opamp with rail-to-rail output swing in an invert-
ing amplifier configuration, in conjunction with trimmer po-
tentiometers controlling the gain and bias of the device, this
signal can be scaled to range from ground to 5 V. A voltage
divider on the output of the circuit scales this to the ground
to 3.3 V range expected by the DSP board’s 12 bit ADC.

The control of actuators such as soft-shift solenoids is of-
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Figure 6: Signal conditioning circuits. Left: From Hall e↵ect sensor to ADC, Right: From DAC to soft-shift
solenoid.

ten carried out by applying pulse-width modulation (PWM)
signals to the actuators via a power transistor, MOSFET
or other driver. However, while PWM was trialed in this
application, modulation rates in the audio range created
undesirable audible artifacts to emanate from the actua-
tor, and modulation rates above the audible range induced
high levels of electromagnetic interference (EMI) in nearby
circuits, most notably the Hall e↵ect sensor output. As a
result, an alternative system shown on the right of Figure 6
was created that utilises the LM3886 OvertureTM 68 Watt
High-Performance Audio Power Amplifier IC to drive the
actuator with an analogue signal directly.
This right-hand circuit also utilises the TLV274 in a simi-

lar configuration to the left one, in order to prepare the sig-
nal from the audio DAC for direct DC amplification. The
LM3886, supplied with power rails of ±24 V to correspond
with the soft-shift solenoid’s 24 V rating, is utilised in a
DC-coupled configuration and amplifies the signal by a fac-
tor of approximately 20. The resulting higher-power signal
is then applied directly to the solenoid’s terminals.

5. THE FIRMWARE
The goal of this work is to create a robotic hi-hat system
that can automatically self-calibrate in real-time, and can
be consistently controlled in a way intuitive to musicians.
The firmware of the DSP board is designed to achieve these
goals by carrying out 3 main functions: Implementing a
closed-loop positioning system, conducting Musical Infor-
mation Retrieval (MIR) analyses on incoming audio, and
continuously calibrating the latency, velocity and envelope
length of strikes. Each of these functions are described in
turn below.

5.1 Closed-loop Positioning
The most straightforward way to control the pedal mecha-
nism would be to set a value at the DAC and assume that
given the relatively linear nature of the soft-shift solenoid,
that value would correspond to a hi-hat height. Unfortu-
nately, though the soft-shift solenoid has a much more man-
ageable response than a standard push/pull solenoid, the
resulting response is far from being linear. In addition, the
compression of the mechanism’s spring, the default position
of the hi-hat and the physical inertia of the system all re-
sult in the system being highly inaccurate when controlled
in such a way.
In order to improve on this situation, the position in-

formation fed to the DSP board’s ADC is fed into a
Proportional-Integral-Derivative (PID) algorithm. This al-
lows the firmware to set a target height, rather than a volt-
age level. The algorithm sees the di↵erence between the

target and current positions, and along with information
about the previous states and the current rate of change,
outputs a voltage that will bring the actuator as close as
possible to the target height.

Since a hi-hat’s default height is manually adjustable, the
absolute position each time the unit is set up is likely to
vary significantly. To account for this, the firmware per-
forms a short initialization routine on start-up (and at any
time when commanded to) that sends the soft-shift solenoid
minimum and then maximum power, logs the minimum and
maximum height values, and uses them to scale subsequent
positioning.

5.2 Musical Information Retrieval System
Though the positioning system can place the hi-hat between
the initialized extremes, this still does not provide musi-
cians controlling the unit with information about what the
musical result will be at a given height. This is why an
embedded MIR system was implemented in the firmware.
As the primary musical result of a hi-hat being opened and
closed is changes in the length of the sound’s envelope, the
goal of the system is to allow the user to specify the desired
length of envelope, and for the robotic hi-hat to strike the
instrument with the cymbal at a height that produces that
envelope length. In practice, the system is receiving MIDI
Control Change (CC) messages, mapped linearly from the
shortest to longest desired envelope lengths. These values
may be presented to the user in an interface that displays
these envelope length values in seconds explicitly.

To extract the envelope length information from the in-
coming audio, the algorithm undertakes several processes.

1. Since the audible activity of a hi-hat is predominantly
present in the higher end of the audible spectrum, a
simple hi-pass filter is applied to remove any unre-
lated low frequency activity that may be present in
the audio.

2. An envelope signal is then created by averaging the
last 1024 values of the audio stream.

3. After a MIDI Note On message which corresponds to
the striker of the robotic hi-hat is received, the algo-
rithm expects a strike to follow soon after. When a
sudden onset is observed on the averaged envelope sig-
nal, the algorithm starts a timer which measures the
length of the envelope.

4. When the envelope drops below a certain threshold
value, the timer is stopped, and the length of the en-
velope is recorded.
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The system populates a table of height values that cor-
respond with the desired envelope lengths (user’s sent CC
values) and interpolates between the measured values to
generate a curve that creates a linear relationship between
the two. The algorithm automatically and continuously up-
dates the calibration table when new, eligible envelope val-
ues are received, but because of the 2-dimensional nature
of the velocity of strikes and the position of the hi-hat, un-
interrupted strikes of the same velocity may be few and far
between. Because of this, it is best to carry out a short ini-
tialization of the unit on start-up, sending spaced out strikes
to the hi-hat at full velocity, at several di↵erent heights.

5.3 Continuous Calibration
In addition to the initialization of the hi-hat pedal mecha-
nism height and envelope lengths, the DSP board can also
record the latency of each strike by measuring the length of
time between MIDI Note On messages and note onsets, and
record the loudness of each strike by noting the amplitude
of the transient following an onset. The implementation
of these techniques is based on previous work done for the
Closed-Loop Robotic Glockenspiel instrument, described in
detail in [9].
When latency compensation is enabled, the instrument

is also able to keep a table of the latencies of strikes at
every velocity value and compensate for them, creating a
fixed latency for the instrument. This can then be compen-
sated for using the latency compensation function featured
in most digital sequencers. The recorded amplitude values
can also be used to compare the observed values with an
ideal velocity curve in order to create a more consistent and
musical response for the system. Both of these capabilities
are also based on work done for the Closed-Loop Robotic
Glockenspiel.

6. CONCLUSIONS AND FUTURE WORK
This paper has presented a robotic hi-hat system that uti-
lizes a new closed-loop control system coupled with an em-
bedded MIR algorithm to provide musicians and composers
with a consistent, accurate instrument with which to create
dynamic and expressive musical performances. The While
the instrument does achieve the stated goals, there are many
areas for future work to be undertaken. To aid in prototyp-
ing and experimentation, the system currently consists of
several separate pieces of electronic hardware, and setup
time is not optimal. Further development will see the sys-
tem integrated within a single portable enclosure, with all of
the necessary circuitry consolidated. In addition, while the
continuous calibration and PID algorithms do fulfill their
intended purposes, there is also scope for optimization and
refinement of the software in order to deliver a more high
performance and user friendly system. Lastly, a full char-
acterization of the system’s characteristics complete with
comparisons of the accuracy with and without the use of
closed-loop positioning and MIR algorithms is underway
and will aid in understanding and revealing additional av-
enues for refinement.
It is hoped that outlining these closed-loop and MIR con-

trol systems for robotic hi-hats will inspire other musical
roboticists to develop their robotic hi-hat systems beyond
fixed-position and 2-state on/o↵ configurations. Doing so
opens up a new world of expression to the instrument, and
these developments bring us ever closer to a goal of human-
level robotic musicianship on the hi-hat and in robotic per-
cussion in general.
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GESTUS: TEACHING SOUNDSCAPE COMPOSITION 
AND PERFORMANCE WITH A TANGIBLE INTERFACE

ABSTRACT 
Tangible user interfaces empower artists, boost their creative 
expression and enhance performing art. However, most of them 
are designed to work with a set of rules, many of which require 
advanced skills and target users above a certain age. Here we 
present a comparative and quantitative study of using TUIs as 
an alternative teaching tool in experimenting with and creating 
soundscapes with children. We describe an informal interactive 
workshop involving schoolchildren. We focus on the develop-
ment of playful uses of technology to help children empirically 
understand audio feature extraction basic techniques. We pro-
mote tangible interaction as an alternative learning method in 
the creation of synthetic soundscape based on sounds recorded 
in a natural outdoor environment as main sources of sound. We 
investigate how schoolchildren perceive natural sources of 
sound and explore practices that reuse prerecorded material 
through a tangible interactive controller. We discuss the poten-
tial benefits of using TUIs as an alternative empirical method 
for tangible learning and interaction design, and its impact on 
encouraging and motivating creativity in children. We summa-
rize our findings and review children’s biehavioural indicators 
of engagement and enjoyment in order to provide insight to the 
design of TUIs based on user experience. 

AUTHOR KEYWORDS  
Tangible User Interfaces, Soundscape Composition, Audio Tex-
tures, Audio Feature Extraction, Concatenative Synthesis, Mu-
sical Information Retrieval, Acoustic Ecology, Empirical De-
sign, Musical Expression, Children Learning. 

1. INTRODUCTION 
Devices and systems that make use of gestures are fairly com-
mon in modern technology, and most users of that technology 
are familiar with use of gestures on tangible interfaces for 
everyday tasks [1]. We can distinguish a range of gestures used 
in communication, independently of computers and technology. 
The gestures we use differ greatly between cultures, but they are 
always intimately linked to communication [2]. Gestures exist 
alone or in combination with other objects.  

Tangible user interfaces work through the direct manipulation of 
physical objects and thus provide concrete means of interaction. 

They are more explorative, collaborative and expressive com-
pared to traditional graphical interfaces [30]. While the use of 
TUIs in society is steadily growing and tangible interaction 
benefits entertainment (games, fun applications) and learning 
(educational toys, robots for children), there is research that 
reports lack of empirical evidence supporting the benefits pro-
vided from TUIs. [6] [30] [4]. Common reviews of studies that 
focus on tangible interaction, mostly discuss the potential  bene-
fits that TUIs can bring to adults in terms of usability. Although, 
not much is known for younger ages [32]. We predominantly 
aim to investigate how tangible interaction can be beneficially 
used as an alternative method for teaching children. We devel-
oped an interactive tangible interface, called Gestus, which 
enables kids to experiment with basic-to-advanced music com-
position principles and explore soundscapes through audio tex-
tures. Our aim is to activate kids’ imagination by providing 
them a blank canvas with minimum-to-none set of rules to draw 
upon. Similar to the early stages of drawing, children are ex-
ploring art materials in a playful way. Scribbles transform pro-
gressively from random and uncontrolled, to steady and more 
controlled gestures. Drawings then become far more detailed 
and complex. 

2. BACKGROUND 

2.1. Initial Condition: An Informal Learning Envi-
ronment 

Our educational experiment was based on the premise that 
learning differs between children and adults in that children can 
learn through playing while having fun at the same time. There-
fore, it makes sense to create educational game-like environ-
ment for creating sounds. An example of a learning environ-
ment that is less rigid than a traditional classroom is the infor-
mal museum [30]. Such environments motivate schoolchildren 
to learn by permitting them to experiment freely and do the 
things which they like. This experiment also involved exploring 
the potential of a introducing a fun-based TUI as a learning tool 
to support children’s musical education as well as to encourage 
social interaction and increase collaborative work. 

2.2. The Role of Gestures 

Most of us have been exposed to various devices and systems 
that make use of gestures [1]. We can distinguish a range of 
gestures used in communication, independently of computers 
and technology. The gestures we use differ greatly between 
cultures, but they are always intimately linked to communica-
tion [2]. Gestures exist alone or in combination with other ob-
jects.  
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With respect to objects, there are a broad range of gestures that 
are almost universally understood or used. These gestures can 
be classified into three types according to their function [3] :  
  
• semiotic: those used to communicate meaningful information.  
• ergotic: those used to manipulate the physical world and cre-

ate artifacts.  
• epistemic: those used to learn from the environment through 

tactile or haptic exploration.  
 
Additional research reviews the educational uses of tangible 
devices from a psychological and educational perspective [4]. It 
claims that tangibles are beneficial for learning since: 

1. physical activity is important in learning. Children can 
demonstrate knowledge through physical activity. 

2. physical - hence concrete - objects are important in learning. 
Children can often solve problems when given concrete ma-
terials to work with. 

3. physical materials give rise to mental images which can then 
guide and constrain future problem solving in the absence of 
the physical materials. 

4. learners can abstract symbolic relations from a variety of 
concrete instances. 

5. physical objects that are familiar are more easily understood 
by children than more symbolic entities. [4] 

3. RELATED WORK 

3.1. Related Work on Tangible Interfaces 

We mention here research which has influenced the design of 
our TUI: Digital Manipulatives [7] [8] are TUIs that build on 
educational toys such as construction kits, building blocks, and 
Montessori materials. CALL is a computer-assisted language 
learning in a ubiquitous computing environment. The environ-
ment, called TANGO (Tag Added learNinG Objects) system, 
detects the objects around the learner using RFID (Radio Fre-
quency Identification) tags, and provides the learner the right 
information for language learning [9] Webkit, an application 
which uses a large-screen graphical user interface and a tangible 
user interface to teach children important rhetorical skills [10]). 
I/O Brush, a new drawing tool aimed at young children, ages 
four and up, to explore colors, textures, and movements found 
in everyday materials by “picking up” and drawing with them 
[11]. Sensetable is a system that electromagnetically tracks the 
positions and orientations of multiple wireless objects on a 
tabletop display surface. The system offers two types of im-
provements over existing tracking approaches such as computer 
vision [12]. The scoreTable is a tangible interactive music score 
editor which started as a simple application for demoing “tradi-
tional” approaches to music creation, using the reacTable [13] 
technology, and which has evolved into an independent research 
project on its own [14]. Finally, Shapiro et al. have developed 
BlockyTalky, a Python based environment for teaching the pro-
gramming of interactive music applications to children [15].  

3.2. Audio Feature Extraction 

In our work the main aim was to make the exploration of 
recorded sounds and the performance or composition of sound-
scapes from them more approachable to artists and children. We 
use our TUI as instrument to explore the textural elements of 
natural audio sources that surround us in our acoustic environ-
ment using Audio Feature Extraction. Examples of  include: 
OpenSMILE [16], Marsyas [17] and Yaafe, an audio features 
extraction toolbox in which users can easily declare the features 
to extract and their parameters in a text file. Features can be 
extracted in a batch mode, writing CSV or H5 files [18]. Audio 
Metaphor uses techniques from natural language processing, 

machine learning, and cognitive modelling to autonomously 
create audio mixes from text sentences. The application of the 
AUME is a generative and interactive system for sound art, film 
sound, and game sound using a sub-query generation algorithm, 
SLiCE (String List Chopping Experiment) that accepts a word-
feature list, parsed from a natural language query by another 
component of the Audio Metaphor system, and returning rec-
ommendations to the soundscape composer [19] We used 
SCMIR (SuperCollider Music Information Retrieval) [20] as 
way to perform Concatenative audio synthesis. 

4. THE GESTUS TUI SYSTEM 
The basic design of Gestus is inspired by the reacTable system. 
Gestus consists of a semi-transparent surface for placing objects 
with fiducial shapes for identification (using the Rear Diffuse 
Illumination, method for tracking) and a camera for inputting 
the objects, an open source software component for tracking 
these fiducials (ReacTIVision), a software component for trans-
lating the messages received from the tracking system into state 
changes, and system for real time CSS based on the tracked 
states. The software has been developed on a Macbook Pro 
using SuperCollider as a logic and real-time synthesis pro-
gramming environment. 

!  

Figure 1: Interior view of the Gestus system, showing the touch 
surface with fiducial objects and fingers touching. 

Gestus uses TUIO for transmission of touch-events. TUIO is a 
communication protocol based on Open Sound Control [21] 
designed to meet the requirements of table-top tangible interac-
tive surfaces. [13] [22] 

!  

Figure 2:  Pictures of the Gestus system 
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To control sound synthesis on Gestus, the user places cubes or 
other objects which show fiducial shapes on a flat surface of a 
semi-transparent acrylic material. An infrared camera can detect 
these fiducial markers through Computer Vision. Each fiducial 
can correspond to one sampled sound coupled with a sound 
processing algorithm. When the user places a fiducial object on 
the board, the corresponding sound starts playing, and when the 
user removes the object, the sound stops. It is thus necessary for 
the system to know when a new object is placed on the board 
and when one is removed from it.  However, for each frame 
analyses by the Touch Detection Computer Vision software, 
TUIO transmits a vector listing the IDs of the fiducial elements 
detected together with their position and orientation on the 
board.  In other words, the system does not give any indication 
when a new fiducial element is placed on the board, or when 
one is removed from the board. We designed an algorithm that 
detects when objects are placed or removed from the board. We 
compared the three events in the timespan of an objects exis-
tence on the table to the events “birth”, “death” and “life”. 

• Birth: the appearance of a new fiducial object on the table-top 
surface. 

• Death: the removal of a fiducial object from the table-top 
surface. 

• Life: the continued existence of an object on the table-top 
surface. Each life item is accompanied by the ID of the fidu-
cial and its position and orientation on the table. 

Figure 3 Three states of a fiducial event. 

5. CONCATENATIVE SOUND SYNTHESIS 
CSS is a method for re-synthesising textures from sound sam-
ples, by combining (concatenating) small fragments of a sound 
sample based on their perceptual features. We used it in this 
experiment because it is an efficient method for navigating in-
side sampled audio interactively using perceptual features of its 
contents as a criterion. So far, CSS synthesis has not been tested 
on an interactive tangible interface or an interaction model in a 
free exploratory manner.   

CSS focuses on four main synthesis applications: high level 
instrument synthesis, re-synthesis of audio, texture and ambi-
ence synthesis and free synthesis [30]. In CSS, audio samples 
are selected based on their features. A feature is understood here 
as the value of a parameter describing a property of a sound 
object. The relevant features in CSS are  properties related to 
their a number or a component that describes a property of an 
object. Relevant properties in the field of digital audio are those 
that relate to perceptual properties of the sound according to 
psychoacoustic research, i.e. timbre, pitch, harmony, smooth-
ness etc. Examples of measurable features through analysis are 
spectral centroid, spectral flatness, Mel-frequency cepstral coef-
ficients (MFCCs)  etc. CSS is particularly effective in the syn-
thesis o audio textures, that is sets of short-duration-samples 
whose perceptual features remain stable over relatively long 
time intervals (e.g., rain, wind) [23]. 

 

Figure 4: Potential information content of a sound tex-
ture vs. time [22]. 

1. Sound textures are formed of basic sound elements, or atoms; 
2. Atoms occur according to a higher-level pattern, which can 

be periodic, random, or both; 
3. the high-level characteristics must remain the same over long 

time periods (which implies that there can be no complex 
message); 

4. the high-level pattern must be completely exposed with in a 
few seconds (“attention span”); 

5. high-level randomness is also acceptable, as long as there are 
enough occurrences within the attention span to make a good 
example of the random properties [22]. 

We applied feature extraction methods on sounds recorded from 
sound sources in the natural environment (e.g. sounds of a for-
est, rustling of leaves, chirping of birds) or created by some 
interaction between the children and nature (e.g. scratching 
wood, rubbing a rock, washing hands on a well etc.). Feature 
were extracted using the SCMIR [19] library on SuperCollider. 
We then used these sounds in teaching and workshop sessions 
with schoolchildren, encouraging them to experiment with 
sounds in order to compose music using the Gestus TUI. 

6. THE EXPERIMENT 

6.1. The Workshop 

Our educational experiment was conducted in the framework of 
the EASTN children workshop and lasted for 5 days.  The par-
ticipants 32 schoolchildren of both genders (18 male, 14 fe-
male), aged within 93% between 6 and 15 years. The children 
were volunteers and parental permission was given to partici-
pate in the workshop. All participants used Gestus daily. Only 
5% had used similar interactive interfaces before, however an-
other 52% had used interactive learning environments one or 
more times.   

Our workshop anatomy involved an iterative cycle of four steps: 
experience, record, listen and improvise. Thirty two participants 
were assigned to one of four groups based on their age (2x 
6-10) and (2x 11-15) with gender roughly balanced. Ten short 
experimental compositions were created for the purposes of the 
study. We provided guidance through the entire process of the 
workshop. For the recording we let all groups out in the field for 
one hour to capture natural sounds relating to gesture and touch. 
In each group, all children participated in all process stages until 
the project’s completion and in each duty role (recordist, boom 
operators, tangible user, audio editor, pre and post production). 
Each member of the group has completed a training session 
which involves three main tasks to experiment with sound. 
Users were taken out on the field to explore sounds made from 
natural sound sources and relate them to hand gestures with 
view to their potential of creating new sound textures. Users 
were asked to write down when a particular gesture was causing 
a significant interest or represented balance. Each group has 
recorded at least 3x samples for each individual (approx. 25) 
using using a Tascam DR100 handheld recorder at 24bit/96kHz. 
Those were collected to form a sound library. All tasks were 
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accompanied with set of written survey questions and a series of 
qualitative interview questions, reported by [29]. The workshop 
was recorded on video. 

!

!  
Figure 5: Photographs taken during the EASTN workshop. 

Ten experimental compositions were created by the kids under 
the title “Touching The Village”. This study is not a fully con-
trolled experiment; yet we can discuss results in terms of 
groups, ages and genders and make statistical comparisons tak-
ing into account data from each group. The data analysed were: 
videos of work sessions with the children, a questionnaire about 
the experience of working with Gestus, and the recordings of 
performances made with Gestus.  We looked for common traits 
in usability, machine learning, fun-driven and motor cognitive 
learning as well as musical aspects such as spectrum, timbre, 
duration, textures of each one of the 10 compositions.                                  

6.2. Evaluation Guidelines 

The goal of the evaluation is to determine whether the system is 
able to provide an alternative educational yet entertaining way 
to learn how to create sound textures and to evaluate methods 
for improvisation and experimentation with Gestus as a learning 
tool that could be applicable in music schools, workshops and 
live performances. In addition we sought to identify errors in 
the system’s design in order to develop new interaction ideas. 
Therefore we analysed data based on user experience studied 
key factors that may contribute to further development of the 
system.  

We assessed the initial experience of the user with the system. 
We asked teams to answer both open-ended (for each group) 
and closed-ended (for each individual) questions: 
• Were participants able to gain a thorough understanding of the 

basic interaction of the system?  What did they learn? 
• Were all participants able to "play" even with a little guid-

ance? Were participants experience any problems with the 
multitouch surface and the objects? 

• Were participants able to work as a team? Does team work 
helped them to learn about the collaborative music composi-
tion? 

• Were participants able to comprehend how their choices affect 
the state of the game in real-time? Did they comprehend that 
there is not a specific order of use? 

• Were all participants regardless of age able to comprehend the 
different types of audio features through interaction with the 
interface? 

• We all participants able to describe the interactive experience? 
Did they like the game? Would they like to play again? 

A seven-point scale (Likert) was used for this evaluation where 
1 represents “strongly disagree" and 7 “strongly agree”. The 
closed-ended questionnaires were analysed according to de-
scriptive statistics (average, median, standard deviation) in or-

der to determine how effectively the system has responded to 
the initial objectives of design interaction. We also studied all 
participants’ responses in order to re-evaluate and create open-
questions which will provide a new framework for research. 
Additionally, we conducted informal interviews with all partici-
pants during the course of the weekend. The analysis of the 
results was based only on questionnaires. Reports of informal 
interviews were held only in cases that they provided a frame-
work for results. We tried to identify any issues in areas where 
responses were less positive. Other evaluation questionnaires 
(artists / amateur use) are not listed in the tables presented on 
this report. 

6.3. Questionnaire Results 

Table 1. Questionnaire: Experiential qualities of using Gestus  
 

7. OBSERVATIONS AND DISCUSSION 
When recording sounds, all teams used various interactive ways 
(scratching, hitting, rubbing, touching, interacting using objects) 
in order to create audio textures. This shows the immediacy of 
the first primitive thoughts when it comes to create sound tex-
tures by using hand gestures. These first efforts of interaction 
we could mainly describe as continuous, simultaneous and 
hasty. This shows children’s confusion and the resultant hesita-
tion to interact at the initial stages of the experience [30]. Some-
times children needed guidance and encouragement to develop 
their own sound production techniques. For example in the 
recording process for the track called “Bell”, kids were hesitant 

Questions Average Median Standard 
Deviation

Q1. Playing this game I gained better 
understanding of interaction in music 
creation.

5,4 5,5 1,113

Q2. Playing this game I realised how 
easy it is to make changes to sound in 
real-time.

6 6 0,632

Q3. By playing this game I have ac-
tively collaborated with other players.

5,4 5 1,019

Q4. I played the game mostly on my 
own.

4,1 4,5 1,513

Q5. Collaborating with others helped 
me learn something new about creat-
ing music in groups.

5,4 5 0,489

Q6.  I like to play this game with other 
players.

5,5 7 2,334

Q7. I liked the fact that I could use my 
hands to move objects on the multi-
touch surface.

6,1 6 0,7

Q8. I liked the fact that I do not need 
to wait for my turn, in order to play 
this game.

6,2 6 0,785

Q9. I enjoyed playing this game be-
cause I have learned how to create 
music without musical skills or the 
ability to play a musical instrument.

5,3 5 0,642

Q10. I would like to play this game 
again.

5,8 6 0,748

Q11. I enjoyed playing this game. 6,1 6 0,538
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to experiment with textures by exploring the surface of the bell, 
shouting in the bell’s cavity or interacting with any other way. 
Instead they were creating sounds by naturally using the bell 
(pulling the rope).  
 
With the completion of the first two cycles (experience, record), 
samples that were interesting in terms of texture and showed 
variety in terms of frequency were assigned to fiducial object-
s.We noticed that it doesn’t take long for children to recognize 
the relationship between their movements and the objects 
placed on the surface. As this development stage progressively 
unfolds, children begin to control their movements by varying 
their motions and by repeating certain actions that give them 
particular pleasure.We observed that occasionally youngest kids 
had a tendency to accelerate and the fiducial objects vigorously, 
to an extent that might endanger the experimental setup.  

All participants have used the system to interactively experi-
ment with the sound samples. At the end of each group session, 
we created small teams in order to evaluate the system’s interac-
tion design when used concurrently. Most of the participants 
described their second experience with the system as "very 
entertaining”. Additionally, we observed that children were 
using the system more methodically. Some maintained that they 
had developed their own techniques and others believed that 
they invented unique “combo actions”. By the end, the majority 
of the kids had developed their own methods of interaction with 
the system and the musical structure of their compositions had 
improved remarkably. Scribbles were transforming into method-
ical based-actions. One could notice a shift towards exploring 
the textural aspects of each sound, along with the desire for 
soothing moments and the effort to create points of climax in 
the composition. We observed that as the kids gained more ex-
perience they strove to work individually. We classified chil-
dren’s interactions into categories, based on their characteristics.  
 

!  
Figure 6: Spectrum, Dynamic Peaks, Harmonicity. 

Scribbles may not make any sense to adults but they are very 
important to a young child. Drawing and scribbling are the first 
steps of using the skills children will need later for writing [33]. 
We observed that some of the primitive gestures of the kids  
were simply musical scribbles, other were more determined and 
complex, or even some that were real-time oriented. All of them 
were clearly age-related. Children of younger ages (6-9) were 
creating random and uncontrolled movements in order to ex-
plore the surface and to play with Gestus similar to a toy or a 
drawing game. We provided some guidance for them to start 
identifying how their gestures affect the corresponded sound 
changes. We can classify their movements mostly as uncertain, 
abstract and explorative. Children of the second age group 
(9-12) were more interest in exploring the system’s limitations 

by forming various geometric patterns and shapes (circles, 
squares, ovals) but without being as wildly creative. Their 
movements were controlled and consisted predominantly of 
straight lines (vertical, horizontal, zigzag, etc.) They were pre-
defined and directional. Children in the last age group (13-15) 
were creating more complex moves. They experimented  with 
speed (acceleration and deceleration the objects), rotation (spins 
or spinning while moving the object simultaneously), or creat-
ing asynchronous movements and combinations using both 
hands and multiple objects. Children explored sound textures 
interactively based on what they were hearing in real time. Fi-
nally, there were movements representing symbols, lettering or 
word spelling. We can describe this age-group movements as 
explorative, complex and dynamically experienced.  
 
Children’s reactions were mostly positive. By eliminating rules 
or gameplay limitations we observed an increased tendency for 
experimentation, collaboration and fun. This included smiles, 
playful moods and excited reactions, as well as moments of 
concentration and a plethora of questions. These were mostly 
interaction oriented questions (in terms of system usability and 
music composition) and questions that concerned system’s con-
struction (what is inside the box, cost, mobility etc.). We ob-
served that females worked with more concentration on creating 
unique textures while asking for advice from time to time, in 
comparison with males that worked independently aiming to 
have fun and enjoy their session time. Finally, we randomly 
formed collaborative teams consisting of either a mix of both 
genres or a M-M and F-F members.  

8. CONCLUSIONS 
We presented an experimental study based on user experience 
feedback in order to form an empirical basis for usability and 
learning benefits of tangibility (exclusively in music composi-
tion using audio textures). Gestus is tangible interactive tool 
which is designed to emulate a musical blank canvas. We devel-
oped this abstract user interface to be used as an alternative 
learning method of teaching children how to explore and exper-
iment with non-musical elements such as the audio textures. 
The system uses characteristics and properties of similar TUIs 
regarding the design, construction and the operation of the sys-
tem. It creates its own autonomous data-processing algorithm 
and develops an alternative method for engaging creatively with 
sound. It also uses 1/10 the cost and at least 1/3 the size of exist-
ing interfaces. The first contribution is the development of an 
extensible TUI prototype for sound texture design using audio 
feature extraction as the main framework for work. The second 
contribution is that it provides an experiential approach for 
teaching art in primary education [31]. The third contribution is 
the set of design recommendations as an incentive to develop 
similar educational training TUI interfaces. Furthermore, we 
believe that next steps in this study could lead to an extended 
version of the system addressing kids with disabilities and be-
havioural difficulties. We suggest that a future study should test 
artists and experienced users to investigate issues of advanced 
interaction. In future evaluations, it would be interesting to re-
search the behavioural effects with respect to gender. In addi-
tion, we plan to continue our investigation of how Gestus can be 
combined with other approaches to enhance the output of the 
system, such as real-time graphical educational representation 
of the audio, color-based audio classification and puzzler music 
games. Our hope is that research in this direction will lead to 
interfaces which can solve behavioral problems that cannot be 
readily solved using the current predominant approaches to 
tangible edutainment. 
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ABSTRACT
This research investigates how applying interaction con-
straints to digital music instruments (DMIs) a↵ects the way
that experienced music performers collaborate and find cre-
ative ways to make live improvised music on stage. The
constraints are applied in two forms: i) Physically imple-
mented on the instruments themselves, and ii) hidden rules
that are defined on a network between the instruments and
triggered depending on the musical actions of the perform-
ers. Six experienced musicians were recruited for a user
study which involved rehearsal and performance. Perform-
ers were given deliberately constrained instruments contain-
ing a touch sensor, speaker, battery and an embedded com-
puter. Results of the study show that whilst constraints can
lead to more structured improvisation, the resultant music
may not fit with performers’ true intentions. It was also
found that when external musical material is introduced
to guide the performers into a collective convergence, it is
likely to be ignored because it was perceived by performers
as being out of context.

Author Keywords
DMI design, interaction, live music collaboration, constraints,
performance studies

ACM Classification
H.5.5 [Information Interfaces and Presentation] Sound and
Music Computing, H.5.2 [Information Interfaces and Pre-
sentation] User Interfaces—Input devices and strategies.

1. INTRODUCTION
Group music making is often a challenging activity in which
the musicians are bounded with a set of limitations and they
need to work together with others [6]. The limitations orig-
inate from the instruments themselves as well as from the
environment, musical genre and audience expectation. As
musicians are subject to many constraints during live music
performance, they usually enjoy being in a creative box that
challenges them, so that they collaborate and tackle these
challenges together.
In recent years, both qualitative and qualitative methods

from HCI have been applied for studying DMIs, but it has
been stated that such methods are limited [20]. The experi-
mental approaches which involve case studies help perform-
ers develop and explore creative practices [20]. Rather than
evaluating an existing DMI, this study is about specifically
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designing a purpose-built instrument to support research.
Like the case studies of Marquez-Borbon et al., a DMI is
designed to explore the phenomena underlying digital mu-
sic interactions [20].

Although constraints and a↵ordances have been a major
topic in HCI [23] and constraints have been investigated in
recent years [15, 28], the influence of constraints in collab-
orative music making is yet to be explored. This paper in-
vestigates how experienced musicians collaboratively make
music together given a specific set of constraints. To ex-
plore this subject, six experienced music performers were
recruited to take part in a study of how they improvise
together with DMIs with di↵erent interaction constraints.
This study was based upon the findings of the studies of
Zappi and McPherson [28] and Gurevich et al. [15] with
the following aims in mind:

• To identify the relationship between collaboration and
design limitations.

• To explore the appropriate ways of applying design con-
straints for collaborative creation.

• To study the influence of transparent and hidden con-
straints.

2. BACKGROUND
Nijs et al. suggests that symbiosis between musician and
musical instrument, in time, leads to the integration of the
two, in turn leading to the transparency of the musical in-
strument which becomes akin to a body part and disappears
from consciousness [22]. Referring to the core concepts from
ecological philosophy, activity theory [2] and flow/presence
research [3], which state that this musician-instrument con-
nection determines the interaction between the musician
and the live musical environment, arranges the directions
in structure of music performance and is strongly related
to the musician’s subjective experience during performance
[26]. However, these components are only available through
dealing with the challenges of both a↵ordances and con-
straints [23].

Boden describes constraints as ’a territory of structural
possibilities which can be explored and perhaps transformed
to give another one’ and claims that they are one of the
fundamental sources of creativity [5]. In music making,
they can be both limiting and liberating [9]. They bring
boundaries that cannot be crossed, but also create tensions
between conflicting demands, which can lead the creator to
new ideas or in new directions and so change the creative
outcome to a great extent. Norman proposes a model of
constraints [23]: Physical, logical and cultural constraints.
Physical constraints determine what is physically possible
[23, 19]. From a music perspective, Pearce and Wiggins cat-
egorizes constraints as stylistic constraints relating to genre
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or style, internal constraints that define the logical possibil-
ities of the progressions of a piece and external constraints
imposed by the physicality of the instrument and performa-
bility [24, 19].

2.1 DMI Design
An important aspect of DMI design is mapping (correspon-
dence between control parameters and sonic output param-
eters [17]) and its dimensionality. As Zappi and McPherson
state [28], it is a common assumption that increasing the
number of dimensions to control an instrument leads to a
wider range of expression from the musician’s side. They
studied the e↵ect of dimensionality on performers’ creativity
with very simple cube-instruments and found that adding
a dimension of control reduced the exploration of hidden
a↵ordances of the instrument [28].
In the study of Gurevich et al. [15], nine performers were

given a one-button instrument, which had a simple two-state
design (tone or no tone). Despite its simplicity, perform-
ers developed a wide variety of musical interaction styles.
Although an expected use for the instrument was creat-
ing rhythmic patterns, many performers came up with un-
conventional techniques. Several participants reported that
they have not mastered it despite the simplicity. The au-
thors argue that ’the instrument was so constrained helped
to make space for this personal element to emerge’ [15].
This paper focuses on physical/external constraints of

DMIs and internal constraints perceived by the user to be
embedded into the system. In HCI, a↵ordance is the per-
ceived possibility that a system o↵ers a certain action [23].
It is a feature that is to be acted upon. On the other
hand, constraints are not immediately visible and perceiv-
able. They have to be engaged with, experienced and un-
derstood [19]. As Magnusson argues, the musician is con-
cerned with the a↵ordances of the interface in learning an
instrument and engaging with its expressive potential at
first [19]. However, they spend most time appropriating
the constraints of the instrument as it is these that define
the primary characteristics of what is possible.

2.2 Multi-user Interaction and Collaboration
Making music is one of the key forms of human collabo-
ration. Musicians share sonic and visual information by
di↵erent means, such as sounds from their instruments and
themselves [12], their bodies [16] and -if available- recorded
audio/video [21].
Group improvisation in music is a great example of col-

laboration and it requires shared working knowledge [26].In
group improvisation, interaction between co-located per-
formers happens immediately during the performance and
each performer contributes something original to the evolv-
ing emergent in each act [26]. The process of group cre-
ativity is coincident with the moment of reception and in-
terpretation by other participants. In terms of structure,
improvisation is always unpredictable for both performers
and the audience. This introduces a risk: As the form gets
more free, the variability in quality increases.
In the last decades, collaborative music making has shaped

and evolved around the technology. In the early years, net-
work music was the focus [13]. For example Gurevich’s
JamSpace is an interactive music environment to support
real-time jamming over a network [14]. As the NIME evolved,
much more research was carried out [27, 6, 18]. In particu-
lar, Blaine and Fels analyze a number of collaborative mu-
sic systems in terms of constraint over a variety of design
elements of the interfaces [4]. More recently The Bucket
System [10], The Smartphone Ensemble [1] and Moodifier-
Live [11] have been introduced in NIME. Using the Daisy-

phone, [6] Hamilton and Bryan-Kinns found that awareness
of identity in group music making increases mutual engage-
ment [7]. In this regard, mutual awareness and engagement
-when people creatively spark together- [7] are important for
understanding music collaboration with and through DMIs.

2.3 Experimental Contexts and Performance
Music performance is an interdependent art form [27]. Real-
time acts of the performers are constantly a↵ected by what
they hear from the others. This interdependency has unique
social consequences such as the formation of leaders and
followers or alterations in individual players’ dynamics and
timing in correlation to group synchronization [25].

Marquez-Borbon et al. [20] states that regarding perfor-
mance, experimental methodologies have been increasing
in NIME. However, very few studies involve systems that
are specifically tailored to examine group synchronization
behaviours in performance. Instead, they either carry pure
artistic purposes or rely on an existing DMI. They discarded
usage scenarios in experimental contexts and instead, enable
users to develop their own styles according to their identi-
ties (i.e. musical backgrounds). This was only possible with
a minimalistic design, which is also a design approach that
this research adopts [20].

3. STUDY DESIGN
This study aims to explore: i) how introducing hidden con-
straints a↵ects collaborative music making ii) what results
from the introduction of external musical material (beats)
is introduced. To do this a constrained DMI was developed
whose interaction could be manipulated by the researcher.

3.1 Instrument Design
A simple, physically constrained, cube-shaped DMI, C-Box
(Connected Box), was designed to be used in the study. It is
based on the cube-instrument study of Zappi and McPher-
son [28]. C-Box consists of 15cm laser-cut wooden panels,
embedded electronics, a battery, full range speaker facing
outside and a touch sensor on the top. The idea behind
C-Box is straightforward: touching, tapping or pressing on
the touch strip on the box triggers and manipulates sound
from a simple synthesizer.

In addition to the physical constraints, hidden constraints
were build in to C-Box: i) solo rule on the network forces
one member to play solo for 10 seconds if they have been
playing louder relative to the others. This was implemented
to see if the players would develop a certain composition
structure, turn-taking behavior among themselves or a com-
petitive attitude towards each other; ii) beat rule in which
8 beats are played from the average tempo of the players
is used to explore the reaction of the performers to conver-
gence of tempo.

3.2 Hardware: Bela
Inside the plywood box, there is a Bela1 cape -an ultra-
low latency embedded system for real-time audio process-
ing with sensor connectivity-, BeagleBone Black2 with 8GB
micro-SD card attached, a small breadboard, connectors, a
5V rechargeable battery for Bela, and a USB wireless net-
work adapter. Bela was chosen due to its low latency, as
the networking were expected to increase response time.

There is a TouchKeys3 sensor on top of the box and two
FSRs underneath the TouchKeys sensor, so that the system

1http://bela.io/
2http://beagleboard.org/black
3http://touchkeys.co.uk/
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Figure 1: The C-Box instrument used in the study.

can continuously receive the location of a user’s touches, size
that a finger occupies on the sensor, and the applied force.

3.3 Software, Mapping and Hidden Constraints
C-Box runs optimised C code on Bela. All the interac-
tion information received by the sensors is used for con-
trolling the synthesizer. As Hunt et. al suggest, the map-
ping between musicians’ input and the musical output are
cross-coupled [17]. Pitch range of 3 octaves is mapped to y-
position of the finger on the TouchKeys sensor. If the player
applies a lot of force on the sensor, the pitch can be detuned.
This relation exists in many traditional instruments such as
pulling/pushing the neck of an electric guitar.
The timbre is cross-controlled using filters and distortion

depending on the force applied, finger size, and current
pitch. The loudness is mapped to both the force applied
to the sensor and the finger size. The output levels are
calibrated.
Only one finger is registered for sound making. If mul-

tiple fingers are placed on the sensor, only the last finger’s
position is accepted, but the size is still the combined area
of all placed fingers up to the sensor’s limit. Therefore, us-
ing multiple fingers only increases the size parameter which
can add the distortion as intended.

3.3.1 Heavy API, Pure Data and Networking
The Heavy Audio Tools from Enzien Audio4 use Pure Data5

(PD) as a front-end to generate optimised C code. Using
Heavy API was beneficial, as it is computationally more
e�cient than using libpd6. Heavy API analyses the con-
nections between objects in a PD patch and produces high-
performance C code that suits well to use on the BeagleBone
Black. The downside of this way is that you are limited to
using objects supported by Heavy.
The Heavy API was used to code the network communi-

cation among C-Boxes. Message objects in PD were used to
pack the information needed to be sent or received over the
network using a dedicated wi-fi router. First, a communi-
cation protocol was defined in PD in the form of messages.
Then, one master-all slave (defining the master as a slave
as well) relationship is defined, so that the calculations are
only performed in one of the C-Boxes, commands are sent
to the router, and distributed over the network. All mes-
sages are stored and only executed, when a change made by
the master. All boxes have individual ID numbers which
define their role, so that there was no need to write di↵er-
ent patches for each box. The messages that are sent by the
slaves are ignored, unless the receiver is the master. This
4http://enzienaudio.com/
5http://puredata.info/
6http://puredata.info/downloads/libpd

master/slave relationship and networking avoided having to
compile patches one by one which saved a lot of time. The
communication frequency is set to 50ms.

3.3.2 Network Rules
The hidden constraints are defined for multi-user interac-
tion on the network. The two rules are: i) beat rule and ii)
solo rule. Beat rule is implemented for understanding the
tendencies of the group, when some external musical mate-
rial is introduced. A series of beats in a certain tempo is
played to see if the group would use these beats to converge
to a collaborative behaviour. Solo rule is implemented to
understand the consequences, when a player is allowed to
play solo (forced by the system). These rules are also inte-
grated in the PD patches and they are only triggered when
multiple people are using C-Boxes.

1. Beat rule: This rule is for playing 8 beats from one
of the boxes with the average tempo of the three boxes.
The tempo value is calculated as beats per minute, however
there is no complex beat detection algorithm because as the
Heavy API does not support external libraries. Therefore,
a much simpler way of tempo detection was chosen - the
beats are generated by simple filtering of a sine wave. Here
is how this network rule works step by step:

• Whilst playing, the number of total touches are calcu-
lated over 40 seconds a for each instrument and simply
converted to beats per minute.

• These values are sent over the network at the end of this
40 seconds, then immediately the master box calculates
the average and commands the box that has the closest
BPM value to this average BPM value to play 8-beats
with that average tempo.

• After playing 8-beats, another 40s window opens and this
continues until the end of the performance.

2. Solo rule: The solo rule is implemented for allow-
ing a user to play solo by muting all others for 10 seconds
based on the average loudness value produced by a user for
a duration, compared to the average loudness produced by
all of the users for that duration. Here is how it works:

• The algorithm calculates the average loudness value in
dB(RMS) of an instrument’s audio output over a 10-
second window.

• If that value is at least 10 percent higher than the average
10-second value of all the C-Boxes, then that instrument
will allow it’s user to play solo for 10 seconds: basically
the other instruments are muted.

• The calculation window is toggled on and o↵ for each 10
seconds, so that it does not clash with the Beat Rule.

• Also, there is a threshold to trigger this rule: If the 10-
second average value is below 60 dB(RMS), then the rule
is not triggered, even if that box is at least 10 percent
louder than the average. Therefore, the solo rules does
not kick in, if the performers choose to stay silent.

4. USER STUDY
Six instruments were built. The software inside the Bela
capes were coded to write all interaction data and the audio
outputs to binary files.

4.1 Participants
Six experienced music performers took part in this study.
The participants are chosen to be active performers who
has on stage experience. The profiles of the participants are
such: (1) 25, M, bass guitar, indie/electronic, formal educa-
tion, 13 years of performance experience. (2) 24, F, piano,
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classical, self-taught, 16 years of performance experience.
(3) 28, M, guitar, alt rock/no wave, self-taught, 10 years of
performance experience. (4) 43, M, laptop, noisefunk, for-
mal education, 36 years of performance experience. (5) 28,
M, computer, electronic/house, formal education, 5 years
of performance experience. (6) 26, M, drums/violin, rock,
self-taught, 8 years of performance experience. Participants
no.2 and 4 have also performed professionally. Participants
were divided into two groups of three based on their back-
grounds, experience and musical styles to do rehearsals and
perform together.

4.2 Practice and Rehearsals
Each participant was met by the researcher for a brief expla-
nation of the study, a short demo and introduction to C-Box
and to complete the initial questionnaire for musical back-
ground information.Following this, participants were asked
to practice with the C-Box everyday, record a video of them-
selves practicing and fill in a practice diary after each ses-
sion. To fulfill the requirements of the practice, they were
asked to finish at least six practice sessions on di↵erent days.
The practice diaries were intendend to capture and track
their personal approach, experience and level of expertise.
When the practice period ended, the researcher met with

each group separately. Each group was asked to undertake
two group rehearsal sessions, each including one rehearsal
with network rules (case-a) and one without them (case-b),
in order to capture the influence of these hidden constraints.
Then, a short group discussion took place in which the net-
work rules and di↵erences between cases were explained by
the researcher. Finally, the performers were asked to re-
hearse once more with and without network rules. The or-
der of the cases were switched between the groups to elim-
inate any possible order bias. The participants were not
directed to achieve, convey or express anything during the
rehearsal or performance.

4.3 Performance with Audience
A performance night was arranged for both groups to per-
form with the prepared instruments in the same order that
they did the rehearsals: Case-a and case-b from the first
group, then case-b and case-a from the second. The per-
formance night was publicly advertised and was audio and
video recorded. An audience of 17 people attended.
During the study questionnaires were collected in the

form of practice diaries and more focused questionnaires
collected after the rehearsals and on the performance night.
These questionnaires were aimed to understand participants’
self-rated level of mastery, interaction with the instrument,
personal approach to performing with it, exploration of af-
fordances, style and group interaction. Semi-structured group
interviews were also undertaken which were audio and video
recorded, after rehearsal sessions and at the end of the per-
formances. These interviews contained open-ended ques-
tions about participants’ thoughts, feelings, collaboration,
performance experiences, agreements/disagreements and mu-
sical approaches.

5. RESULTS
5.1 Diversity of Style and Difference between

Individual and Group Playing
A↵ordances of this instrument were even more limited than
the version used in the cube-instrument study [28], as it
has a fixed synthesizer. This is one of the biggest physical
constraints. The participants reacted to this limitation by
focusing more on the techniques they could use on C-Box,
as reported in the questionnaires. According to the observa-

Figure 2: A picture of the second group taken dur-

ing the performance.

tions, they focused more on what the can play rather than
how they can play it.

Individually, the participants showed a diversity in the
playing styles. The influence of coming from di↵erent mu-
sical backgrounds and performing di↵erent kinds of music
could be seen in their individual and group playing. Ac-
cording to the observations, participants with a classical
music background focused mostly on the pitch and com-
municated through it such as playing sequence of intervals,
short melodies etc. Noisefunk performer was mostly trying
to create large envelopes of noise using a multiple finger
technique he developed during practice sessions.

Players were observed using the individual video record-
ings taken during self-practice sessions as well as the video
recordings of rehearsals and performances. Due to technical
problems during the performance night, multi-cam record-
ing failed and only one camera recorded the performances,
capturing only part of the stage.

All of the participants sat during the self-practice ses-
sions, rehearsals and the performances, therefore the pos-
ture variety was low. During the performance and the re-
hearsals, all the participants sat in a triangular shape with-
out any directions and aligned themselves towards the cen-
ter of this triangle. They kept the box on their laps.

It has been seen on the video analysis that some of the
interaction techniques were more favored by some partici-
pants than others. For instance, the noise artist kept both
hands on the sensor almost all the time, because that was
causing the synth to get loud, distort and produce drone-
like timbres. Four of the six participants reported that they
learnt at least one new technique during the rehearsals. 1
participant reported something that he could not achieve
using the a↵ordances of C-Box: ”I would like the sensor
just to be 4 times longer so I can control the pitch!”

Participants agreed that they enjoyed the group playing
much more. This appears to be due to the element of so-
cial interaction and exploration of what can be done with
others. A performer can set her mind to play exactly the
same gestures in the same sequence in every performance,
but the music will most likely be di↵erent each time when
there is a group around her and they unaware of her musical
intention. Thus, the more interesting aspect of this study
for participants was the group music: ”It was not very sat-
isfying for me to play solo at home, because of the nature of
the synth. So, the interesting thing was to play and create
things with others.”

It was observed that there was a noticeable tension and
movement in what was being played such as getting louder
and more silent together. Some roles emerged, e.g. lead,
percussionist etc. It has been reported in the interviews
that the simplicity of C-Box created a cohesion, because
the di↵erent techniques were audible and easy to reproduce
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by others.
In the group performance, the most dominant modes of

interaction were observed and the characteristics of the sounds
were observed to be more e↵ective than visual interaction.
Individual timbre and loudness were observed to be the
most dominant ways of influencing the whole group play-
ing, because the timbral variations and loudness were more
easily noticed and reacted to by the other players. These
created the significant dynamic changes that shaped the
structure. Video recordings and interviews indicate that
the participants used eye-contact and body language very
minimally to convey intention, ideas or a new direction. One
common behavior was looking at each other at the verge of
a resolution to an end, as they were trying to confirm with
each other that they are finishing the session: ”Pitch was
less apparent to me as the performance was highly atonal,
and I felt that the tension and release in the performance
came entirely from rhythm, dynamics and timbre.”

5.2 Non-networked vs. Networked Case and
Their Influences on the Performance

One of the focuses of this study was understanding the influ-
ence of the hidden (network) constraints. Questionnaires,
observations, semi-structured interviews and ethnographic
analysis of the video recordings were used to explore the
influence of hidden constraints as discussed below.
The questionnaires indicate that participants found the

non-networked case more liberating, where the networked
one was sometimes perceived as obstructive, for example:
”Non-networked was freedom to express ideas, so I could
actually focus on my rhythmic structure and take turns with
my own decision.”
Overall, participants found the networked version mostly

very limiting. Most of them reported that it brought struc-
ture and dynamics, but it often disrupted what they want
to do. One participant felt that it was more like playing a
game.
In contrast, 3 participants stated that the networked ver-

sion made the performance more connected between the
performers: ”Rules made it easier to interact, because it
made all the relationships between techniques and sounds
more transparent, ... coherent.”
Participants also reflected upon what happened on stage

between one another. The solo rule was found to bring co-
herence, but because of the fact that it was rather forced,
it did not align with what was in participants’ minds: ”The
solo sections forced focus on one performer and resulted ul-
timately more attention and interaction. However, some-
times what system brought didn’t coincide with other per-
formers’ intentions.”
The participants almost totally ignored the beat rule both

during the rehearsals and the performances. Even after they
understood how it worked, they did not react to it or use it
as a way to modify their musical intention. Interviews also
showed that they found the beats unimportant as they were
easy to ignore.
The interviews also showed that they found the network

constraints imposing and obstructive. They reported that
it lead to more structured and varied composition: ”I don’t
do percussions at all, so when I’m cut out, only thing I can
do is something percussive and it is a mental leap! Maybe
more engaging, but sometimes, I just want to continue to
play, but it may not let me!”Two of the participants agreed
that they thought the networked case was better for the
audience, since it yielded a more structured form of musical
material.
Regarding the C-Box, most of the participants reported

that they found the timbre variation very limited as they

could only distort it and change the tune of the additive
synthesizer a tiny bit by pressing too hard. One participant
particularly wanted to be able to control the pitch better:
”I would like the sensor just to be 4 times longer, so I can
control the pitch.”

Interestingly, the analysis of the video recordings and the
interviews showed that the players’ loudness were synchro-
nised, when the system was non-networked. From individ-
ual loudness levels of each C-box log, it could be seen that
the loudness of the individual players was increasing and
decreasing in accordance with the overall average loudness.
However, in the networked case, this seemed much less ap-
parent, because the solo rule was being triggered and par-
ticipants then played along with it. Often times the players
mimicked each other for the rhythmic parts. Also when a
player started to do something very di↵erent, this was re-
flected by other players as they changed their gestures after
a short period of time.

5.3 Audience Feedback

Figure 3: The results of audience questionnaires.

An audience of 17 people attended the performances in
a performance space with a total capacity of 30. A short
audience questionnaire was left on each chair so that feed-
back could be provided voluntarily. The questions and com-
ment sections were aimed at obtaining feedback about the
audience perception of the styles, coherence, creativity of
the musicians, and whether the spectators liked the con-
straints of the C-Boxes (see Figure 3). Only 8 of the ques-
tionnaires were completed fully, however, common feedback
about the constraints was that ”the non-networked case felt
more planned” and the networked case was perceived as
more unstable.

6. DISCUSSION
Nijs et al. argue that the experience of a musical instrument
becoming part of the body is necessary for expressive com-
munication of musical meaning [22]. Arguably, there were
two reasons that the appropriation [28] and embodiment
did not happen in the study reported here: i) the amount
of time the performers had to practice (one week) and ii)
the design of the instrument itself which some performers
reported could be improved by having more elaborate tim-
bral control.

Another contributing factor may be that all the instru-
ments are exactly the same and are not flexible or malleable
to each performer’s unique capabilities and background. As
Buxton argues [8], a one-size-fits-all general purpose inter-
face design approach does not let the musicians use their
talent to a full extent. On reflection, the instrument de-
signs should have reflected players’ diversities.

We observed that in the domain of free improvisation
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it is counter-intuitive to restrict the performers’ freedom
with forced unnatural interventions. If the constraint is
something really abrupt, such as the solo rule, or abstract,
such as such as the playing of beats top-down, it results in
frustration instead of challenge for the performers. Instead,
the constraints should be designed and implemented in more
ecologically valid ways.
According to the observational analysis and the inter-

views, the most dominant modes of interaction in the group
performance depended on the performers’ musical back-
grounds and interface constraints. Performers focused more
on the timbre and loudness of each other’s contributions in
order to shape the main compositional structure of the per-
formance, whereas pitch and rhythm were the main cues
for musical phrasing among the individual performers due
to the design of the instrument: Having a pitch range al-
most as wide as of a guitar, allowing sharp attacks, limited
timbre and e↵ortless pitch control. Furthermore, it may be
that introducing both transparent limitations on a physical
level and hidden constraints as musical rules results in a
form of cognitive overload for performers.

7. CONCLUSION
Results of this study indicate that network constraints can
lead to more structured improvisation, although the resul-
tant music may not fit with performers’ true intentions.
Furthermore, it was found that when series of beats are
introduced to guide the performers into a collective conver-
gence, it is likely to be ignored, because it is perceived by
performers as being out of context.
In this study, we relied heavily on self-reporting by the

participants. More objective methods of analysis should be
explored for future research such as analysis of the patterns
of interaction between performers.
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ABSTRACT 

This paper presents FabricKeyboard: a novel deformable 
keyboard interface based on a multi-modal fabric sensate 
surface. Multi-layer fabric sensors that detect touch, proximity, 
electric field, pressure, and stretch are machine-sewn in a 
keyboard pattern on a stretchable substrate. The result is a 
fabric-based musical controller that combines both the discrete 
controls of a keyboard and various continuous controls from 
the embedded fabric sensors. This enables unique tactile 
experiences and new interactions both with physical and non-
contact gestures: physical by pressing, pulling, stretching, and 
twisting the keys or the fabric and non-contact by hovering and 
waving towards/against the keyboard and an electromagnetic 
source. We have also developed additional fabric-based 
modular interfaces such as a ribbon-controller and trackpad, 
allowing performers to add more expressive and continuous 
controls. This paper will discuss implementation strategies for 
our system-on-textile, fabric-based sensor developments, as 
well as sensor-computer interfacing and musical mapping 
examples of this multi-modal and expressive fabric keyboard.  

Author Keywords 
Keyboard, multimodal, fabric sensors, e-textiles, continuous 
and discrete controls, tangible computing, deformable interface, 
musical expression 

ACM Classification 
Hardware ~ Sensor applications and deployments, Sensor 
devices and platforms, Human-centered computing ~ Sound-
based input / output 

1.INTRODUCTION 
Textiles are soft and conformable materials that could also be 
stretchable, as opposed to standard electronics which are built 
on rigid structures or flexible substrates. The fact that textiles 
are omnipresent in our environments and that there has been a 
significant effort in making them more intelligent present many 
novel applications, including in the physical interaction media 
[1-3,8]. Post et al. initially explored the concept of e-broidery 
to develop several fabric-based musical interfaces [3]. These 
interfaces include The Media Lab’s 1997 Musical Jacket, that 
consists of an embroidered conductive thread keypad and is 
connected to a wearable MIDI synthesizer and speaker circuits, 
and  The  Embroidered  Musical  Balls,  which are composed of  

 
Figure 1: The FabricKeyboard being stretched  

sewn conductive electrodes, acting as pressure sensors for 
modulating sound. 
New electronic textile materials and integration techniques also 
triggered several new developments of deformable musical 
interfaces such as Zstretch, a stretchy fabric musical controller 
[4], the Fabric Piezoresistive Multitouch Pad [5], and the xOSC 
Musical Glove [6]. Giovanni et al. performed user studies on 
how musicians interact with deformable interfaces, including 
some of the aforementioned controllers [7]. The main results of 
the studies showed that most of the musician used these 
deformable interfaces as an expression, particularly to 
manipulate and filter sound, rather than playing discrete notes. 
Fabric-based ‘pianos’ or keyboards also exist within the maker 
community; however, they are only discrete, touch sensitive, or 
simple textile switches [3,8]. It is therefore interesting, to 
incorporate both discrete and continuous controls into one 
deformable musical controller. 
Inspired by the current developments of textile sensors and the 
stretchable nature of knitted fabrics, we envision a multimodal, 
textile-based, musical interface with a familiar layout of an 
existing instrument. We therefore designed and implemented a 
fabric-based keyboard as pictured in Figure 1. The fabric 
keyboard allows discrete controls with conventional keystrokes 
and rich continuous controls with unique physical interactions 
enabled by the fabric (e.g. squeezing, pulling, stretching, and 
twisting). Additionally, we explored further by integrating 
expressive, non-contact gesture sensing and developing fabric-
based ribbon-controller and trackpad. 
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1.1. Related Work 
The evolution of electronic keyboards dates back over a 
century ago when Elisha Gray, invented the Musical Telegraph 
in 1876 [9]. This instrument is composed of an array of self-
tuned vibrating reeds activated by mechanical switches. 
Inspired by Leon Theremin’s non-contact gestures instrument, 
Maurice Martenot developed the Ondes Martenot (1928), 
which contains a ring that pulls a string to continuously vary 
the pitch of a sound and a left-hand keyer to control the 
volume. Later versions included a monophonic keyboard with 
lateral pressure for vibrato effects. In 1940, Hugh LeCaine built 
the Electronic Sackbut [10], which is a great example of early 
expressive keyboard instruments. The expressive left-hand 
controls in this keyboard nicely illustrate the still dominant 
concept of a “left-hand controller”, which is a set of knobs, 
sliders, touchpads, joysticks, and other input devices that the 
performer can use to articulate the produced sound.  
Don Buchla used capacitive touchpads as input devices in his 
modular synthesizers dating to the mid/late 1960s. As 
electronics further advanced, capacitive contact sensing 
keyboards appeared in commercial synthesizers such as EMS 
Sythi AKS and EDP Wasp in the early 70s. Moog and Rhea 
subsequently designed a Multiply-Touch Sensitive Keyboard 
that incorporated a new layer of sensors on the key surfaces to 
detect XY finger gestures and pressure with 4-point capacitive 
sensing and force-sensitive film respectively [11].  Haken et al. 
constructed The Continuum, an indiscrete keyboard that 
measures finger slide position and pressure on a flat continuous 
surface; the keyboard had experienced several design 
alterations, but in the end used hall-effect sensors to sense 
proximity of magnets [12].  Instead of turning the knobs or 
moving sliders, these controllers allow expressive and fluid 
controls of the pitch and timbre of the sound generated by 
applying various gestural inputs from the same hand right on 
the keyboard surface. 
There are also recent efforts in integrating discrete and 
continuous controls of the keyboard. McPherson’s TouchKeys, 
for example, integrated a new capacitive multi-touch sensing 
layer on each key to map finger positions and contact area [13]. 
Grosshauser and Tröster also explored the same principle, but 
developed an FSR pressure sensor matrix instead, giving 
additional pressure variations [14]. These techniques allow 
users not only to augment, but also to evaluate keyboard 
performances. Another remarkable example is the Seaboard, 
which transformed typical keyboard surface using silicone in a 
wavy pattern beyond an FSR layer to enable expressive, 
continuous finger gestures as polyphonic modulations [15]. 
Note that most of the expressive keyboard interfaces till date 
rest on a rigid and heavy structure; a keyboard made out of 
fabric, besides providing new interactions and tactile 
experiences for musical expressions, can be easily folded, 
rolled up, and packed in our luggage like a pair of socks or a 
scarf [16]. It can also be wearable, which extends the 
functionality of such fabric-based musical controllers. 

2. FABRIC KEYBOARD DESIGN AND 
IMPLEMENTATION 

Figure 2a) illustrates the structure of the fabric keyboard, 
whereas Figure 2b) and c) show the working prototype. The 
keyboard is a textile-based sensate surface, consisting of one 
octave of keys with multi-modal sensing capability. Multi-layer 
fabric sensors in a keyboard pattern were embedded and 
machine-sewn on a stretchable, base knit fabric. The outermost 
layer of each key consists of a fused conductive fabric that acts 
as a floating electrode to detect proximity, touch, or induced 
electric field. Below this layer, a fabric pressure sensor was 
embedded in a sandwich configuration. The configuration 

includes a mesh and piezo-resistive fabric in between two 
conductive fabrics, one of which is a common ground. Below 
the base fabric, fabric stretch sensors were attached: one at the 
right side, one at the left side, two at the bottom side, and a 
long one in the middle and in-between the keys with a zebra 
configuration (conductive/piezo-resistive fabric) to avoid 
parasitic influence from the other sensors.   
All of these fabric sensors were then connected to the circuitry 
through conductive thread interconnects. To ensure firm 
connections, especially upon stretching, stretchable routings 
were machine-sewn using serpentine or zig-zag sewing patterns 
on all of the stretch sensor interconnects. There is a main hub at 
the edge of the fabric that separates the soft circuits (e-textiles) 
from the rigid circuits (PCBs). This hub is pluggable and can be 
connected by using the fabric-based ribbon cables.  This 
separation not only allows fluid interaction between the 
performer and the fabric keyboard, but also enables 
customizable hardware for sensor processing. The fabrics that 
we used to construct the fabric keyboard are: 
• Non-conductive fabric: Knitted 75% Nylon, 25% 

Spandex fabrics. 
• Mesh fabric: Knitted 100% Polyester mesh fabric. 
• Conductive fabric: Knitted Ag-coated fabric with 76% 

Nylon and 24% Elastane and surface resistivity of <0.5 
Ω/sq. 

• Piezo-resistive fabric: Knitted Eeontex fabric with 72% 
Nylon and 28% Elastane (LTT-SLPA) in a proprietary 
conductive coating and surface resistivities of 104-107 Ω/
sq upon request. 

Figure 2: a) Multi-layer structure showing the fabric 
materials and sensing modalities. b) Top and c) bottom view 

of the fabric keyboard 
Note that all of the fabrics used here, either electro-active or 
not, are knitted to keep the stretchability of the fabric keyboard. 
The conductive threads used in this project are made of purely 
stainless steel fibers. Even though they are relatively hard to 
solder and sew as a top thread, compared to silver-coated nylon 
core threads, these threads have a relatively low resistance, are 
robust, and can withstand high temperatures and multiple 
washings. We found consistent results in using them as bobbin 
threads. To connect them to the rigid main hub, we developed a 

(a)

(b) (c)
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customized connector with stripped metal loops. These threads 
were then tightly tied to these loops before applying a low 
temperature solder and encapsulation to ensure firm 
connections with low contact resistances. 

3. SENSING ELEMENTS 
Based on our multi-layer structure in Figure 2a), we propose 
multiple sensing modalities: proximity, touch, and electric field 
(Layer 1), pressure (Layer 3-6), stretch (Layer 7), and position, 
which is from the additional modular fabric-based interfaces 
such as the trackpad and ribbon-controller. A more detailed 
explanation of design, implementation, and characterization of 
each sensor can be seen in [17]. 

3.1. Proximity and Touch 
A single electrode mechanism with one layer of conductive 
fabric was constructed for near-proximity and touch sensing 
where there is a capacitive coupling between the finger as a 
virtual ground and a charged electrode with specified charging 
time and current. The MPR121 Proximity Touch Controller, 
with 12 floating inputs, high sensitivity, and proximity/touch 
threshold detection feature, is used for this in the one-octave 
keyboard [18]. The proximity and touch data from this 
controller can be differentiated by the threshold detection, 
meaning that the off-state of a touch event represents the 
capacitance value of our hand’s proximity. 

Several tests were conducted to observe the influence of the 
sensing area on the sensitivity of readings. It was found that as 
the pad size represents a typical piano key’s area (2x12 cm), the 
controller can sense hands approach or hover of up to 12 cm 
over the surface. Increasing the pad size to 12x12 cm further 
improves the sensitivity to up to 18 cm. Another interesting 
modality is to enable the ‘multiplexed sensing’ or the “13th” 
electrode feature of MPR121. By combining all of the floating 
electrodes to form a single large sensing surface, this option 
produced an observed improvement of sensitivity of up to 25 
cm. Since this feature is accessible through programming, we 
can also automatically transform the sensing mechanism from 
poly to multiplex mode and vice versa as our hand comes 
within the sensor’s reach. 

3.2. Electric Field Sensing 
Our body can act as either a shunt, disrupting an electric field 
between a transmitter and a ground, as a transmitter, by 
coupling our body to the transmitter itself, or as both when 
crossing over between these modes [19]. In this work, we 
exploited the electric hum or noise strength coming from the 
AC mains power that gets coupled to our body as the “antenna” 
in transmit mode. This electric hum typically ranges from 
50-60 Hz. A passive electric field sensing circuit based on [20] 
and comprising trans-impedance amplifier, band-pass filter, and 
envelope detector, was designed for each individual key as 
shown in Figure 4. The voltage output from each sensing circuit 
is then fed to an analog multiplexer for sequential ADC voltage 
readings by the micro-controller. 

The passive electric field sensing circuit can detect touch as 
well as proximity by carefully setting both trans-impedance and 
band-pass filter gains to improve the sensitivity. However, the 
most interesting scenario of using electromagnetic coupling is 
when our body acts as a receiver antenna. After our fingers 
strike the keys, the conductive fabrics connect our body to the 
sensing circuits, forming a network. The electromagnetic noise 
coupled into our body is then picked up by these sensing 
circuits and can be controlled by moving the other hand 
towards an electromagnetic source, which in this case is a 
minimally-shielded device connected to the main power. The 
sensitivity scales with the field strength of the source. However, 

in our case, it can detect proximity from 60cm to up to 1m. The 
output reveals the relative distance as our hand approaches the 
transmitter, resulting in an instrument that exhibits similarity to 
a Theremin. This enables us to continuously control certain 
sound parameters by performing non-contact gestures with one 
hand, while the other hand is in contact with the keyboard. 

3.3. Pressure 
The pressure-sensing element is a multi-layer structure made 
out of piezo-resistive fabric and mesh fabric sewn in between 
two conductive fabrics. The piezo-resistive fabric is a knit 
fabric coated with PPy, a conductive polymer in concentrations 
that can be requested. In this case, we used Eeonyx LTT-
SLPA-20k, with surface resistivity of 20kΩ/sq. Since it is 
piezo-resistive, the resistance of this fabric sensor changes in 
correlation to the applied force. The decision to include mesh 
fabric in the structure manifested from the non-uniformity of 
the resistance baseline value on each key. The mesh layer 
solves this problem, as it physically separates the conductive 
fabric from the piezo-resistive fabric, avoiding tensions as well 
as accidental contacts between them. Nonetheless, introducing 
a mesh layer as a part of the pressure sensing element could 
possibly reduce the sensitivity of the pressure sensor to low 
finger pressures. We then experimented and characterized 
different types of mesh fabric to test the relationship between 
the gap size and thickness with each sensor’s sensitivity and 
found that polyester knit mesh fabric gives the best sensitivity 
and pleasant tactile feel, as it has a relatively large gap size, is 
rather thick, and also squishy [17]. 

3.4. Stretch 
Knitted spandex fabrics, due to their high elasticity, are good 
textile substrates for coated stretch sensors. The coated fabric 
can be cut to different sizes in order to engineer its base 
resistance and durability. Not only seamless, coating the fabric 
itself with conductive polymers also eliminates the necessity of 
an interfacial layer or complex transfer process in the case of a 
printed or cured carbon-elastomer composite strain sensor. 
Their ability to be sewn also makes it possible to integrate them 
to any fabric.  

In this work, we are interested to see how the complex 
interlocked structures of knitted fabrics influence their response 
to strain, both mechanically and electrically. The Instron testing 
machine was used to study the response of several fabric stretch 
sensors with various strain elongations. This machine is 
universally used to evaluate mechanical properties of various 
materials. We compared PPy-coated fabric for stretch sensors in 
different cuts (course and wale), surface resistivities (coating 
concentrations), and maximum allowable strain (elastane 
compositions). The results showed that stretch sensors cut in 
the wale direction with low surface resistivity and high 
percentage of elastane, give the best performance both 
mechanically in terms of structural integrity and electrically in 
terms of dynamic range. The Instron test also proved that the 
fabric stretch sensor is repeatable when stretched back and 
forth 100 times with 40% and 80% strain. Hysteresis and 
relaxation behaviors can also be observed to some extent, but 
this is mainly caused by the structural property of knitted 
fabrics. In addition, we found that transferring this ribbon strain 
sensor onto another fabric as a substrate improves its reliability 
and durability, as the substrate provides additional support to 
recover the fabric stretch sensor back to its original length. The 
placement of the stretch sensors that are embedded in between 
the keys and on the edges of the fabric, as previously shown in 
Figure 2c), enables the keyboard to distinguish between 
stretching or expanding the keys, pulling specific sides of the 
fabric, and stretching the entire fabric. 
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3.5. Additional Fabric Interfaces 
The additional fabric interfaces, which are ribbon-controller 
and trackpad, were designed to be modular. Silver or nickel-
coated snaps were sewn as shown in Figure 2b) at the up right 
corner of the fabric keyboard, allowing performer to add these 
additional fabric controllers as necessary by snapping them. 
Figure 3 shows the final look of these fabric controllers. In 
order to develop these, we used: 
• Non-conductive fabric: Woven 100% cotton denim 

fabric. 
• Mesh fabric: 100% Nylon Tulle netting fabric. 
• Conductive fabric: Woven Soft&Safe fabric with 70% 

Bamboo fiber and 30% Ag fiber, Copper Polyester 
Taffeta with 100% Cu fiber, and Cobaltex fabric with 
100% Ni fiber. Their surface resistivities are <1 Ω/sq, 
0.05 Ω/sq, and <0.1 Ω/sq respectively. 

• Resistive fabric: Woven Exstatic fabric with 87% 
Polyester and 13% BSAF Resistat and surface resistivity 
of 105 Ω/sq. 

3.5.1. Fabric Ribbon-controller 
The fabric ribbon-controller is a long sensate surface that 
measures position along one axis for continuous expression by 
sliding our finger. We compared two methods of single axis 
location sensing as shown in Figure 3b) and c). The first 
method in Figure 3b), is based on a voltage gradient between 
two lines at both ends of a piezo-resistive/resistive fabric layer. 
When a finger strikes the pad, a connection is made between 
the resistive fabric and bottom conductive fabric through a 
mesh fabric. The bottom fabric is connected to an ADC, in 
which the voltage value directly correlates to the position of the 
finger in respect to Vcc and Gnd, If a piezo-resistive layer is 
used, we can implement current-steering circuits as discussed 
in [21] to calculate both position and pressure of the finger 
simultaneously. The second approach, as illustrated in Figure 
3c), is based on the total resistance of a resistive fabric from 
one edge to the contact point. It requires external reference 
resistor to form a potential divider configuration. The latter 
approach was chosen because of its simplicity in hardware, as 
linearization can be easily be done through software, providing 
a prior knowledge of the reference resistor. 

3.5.2. Fabric Trackpad 
Based on the maturity of current resistive touchscreen 
technologies, we tested two main approaches: 5-wire and 4-
wire configurations in our fabric trackpad design. The first 
approach, the 5-wire configuration, was realized by sewing a 
conductive fabric on top of a fabric substrate followed by mesh 
and resistive fabric. Four conductive connections were then 
embroidered onto each corner of the resistive layer, as 
illustrated in Figure 3d). To measure the coordinate of the 
finger, the corner points are periodically set to either represent a 
low or high. The bottom conductive fabric is then used to 
measure the voltage gradient of the axis as our finger strikes the 
pad. The 4-wire configuration in Figure 3e) consists of a mesh 
layer in between two resistive fabrics. Conductive threads were 
sewn through the two opposing sides of each resistive fabric 
orthogonally to each other. In this approach, one of the 
conductive thread lines on each resistive fabric becomes an 
ADC line, while the other is set to high-impedance. The upper 
resistive fabric provides a voltage gradient by setting each 
conductive line to either Vcc or Gnd. This mechanism occurs 
alternately, hence the voltage read by the other fabric pair as an 
ADC contact represents either the x or y-position value 

We performed drawing tests to evaluate the performance of 
these two configurations. In the case of 5-wire, there is a non-
linear behavior on the patterns drawn closer to the edges. The 
non-equipotential voltage distribution across the edges is the 
reason behind this. As the touch point is further away from the 
corners, the voltage starts to drop due to the resistance 
distribution across the layer. To solve this issue, a linearization 
pattern can be applied by sewing conductive thread in certain 
patterns across all sides. The 4-wire configuration, however, 
performed better compared to the previous configuration. It did 
not have issues in voltage distribution, since in this 4-wire 
technique, two resistive layers are required and the voltage 
gradient in both cases now becomes unidirectional. The fabric 
trackpad could read several simple to complex stroke patterns 
satisfactorily. The advantages of this method over the grid-
based technique is that it has a high resolution (depending on 
ADC bits), seamless look, smooth tactile feel, and low 
complexity; however, the trackpad could only detect a single 
touch and is not as sensitive, as it needs a small amount of force 
to break through the mesh layer. 

4.HARDWARE DESIGN 
Based on the modular design of our fabric keyboard, we 
fabricated two different boards with their own features as 
shown in Figure 4 below. The first board (FabricKeys) consists 
of MPR121 proximity and touch controller channels as well as 
pressure, stretch, ribbon-controller, and trackpad channels, 

(a) (b) (c)

Figure 3: a) The fabric trackpad and ribbon-controller. 
 b) Voltage gradient and c) total resistance approaches of 

measuring finger location with ribbon-controller. d) 5-wire 
and e) 4-wire configurations of the resistive fabric trackpad

piezo-/resistive fabric 
mesh fabric 
conductive fabric

resistive fabric 
mesh fabric 
conductive fabric

piezo-/resistive fabric 
mesh fabric 
conductive fabric

(a)

(b) (c)

(d) (e)

resistive fabric 
mesh fabric 
resistive fabric

Figure 4: System interface of the multimodal array of fabric 
sensors, showing a) Feather M0 Wi-Fi, b) FabricKeys, and c) 

ThereminKeys
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whereas the second board (ThereminKeys) comprises passive 
electric field sensing, pressure, and stretch channels. 

Both of these boards have configured pin-headers for stacking 
the main hub and connecting it to the fabric musical controller 
through a customized fabric ribbon connector. We used an 
Adafruit Feather M0 Wi-Fi as the main hub, giving us 
flexibility in adopting either wired (Serial or MIDI) or wireless 
(OSC) protocols. We chose Wi-Fi because of its direct approach 
to interfacing with OSC through UDP. These headers are also 
compatible with other Feather modules, such as BLE or RF, 
enabling us to change communication protocols as necessary. 

5.SENSOR-COMPUTER INTERFACES 
AND MUSICAL MAPPINGS 

We tested three different protocols in this work: direct serial 
communications with a customized data structure, MIDI, and 
OSC. The hardware USB data-rates, with 115200 bps for 
reading all of the sensor data, are 53 Hz and 62 Hz, while the 
maximum possible latencies are 19 ms and 16 ms respectively 
for FabricKeys and ThereminKeys. With the ribbon-controller 
and trackpad attached, the maximum latency increases to 20.6 
ms. If, instead of USB, the wireless approach is used, as the 
calculated round-trip delay was ~8.5ms, the maximum latency 
when using OSC through UDP is 23 ms. Note that the 
maximum latency here only applies to the multiplexed sensing 
elements; some of the continuous controllers, such as ribbon-
controller and trackpad, have a lower latency (~2ms).  The 
effective latency however could be a little bit higher than this, 
as we have not considered the latency after the data is 
transferred and converted into sound. We finally focused on the 
MIDI implementation, taking into an account i ts 
interoperability, simplicity, and wide software support. In this 
example, we used Ableton Live 9 as our audio workstation. 

Table 1: Example of MIDI message mappings 

Table 1 shows the on-board mapping of each sensor into MIDI 
messages. It can be seen that these are customizable and could 
change, depending on the intended sonic interactions. The 
stretch sensors can be set to MIDI CC messages that will 
correspond to certain timbral, dynamic, and temporal variations 
(filter resonance, frequency, glide, reverb, amp, distortion, et 
cetera), as well as pitch-bend. The additional controls, such as 
the ribbon-controller or trackpad, can be mapped as 
independent instruments, since they are integrated with touch 
as well as near-proximity sensing, or as a keyboard 
complement with CC or pitch-bend messages.  

Figure 5 below demonstrates several examples of the gestural 
interactions performed with the fabric keyboard and its 
extension fabric interfaces. In this work, we explored several 
possible mappings based on the underlying sensing modalities. 
A performer can use the multiplexed proximity mode for 
sensing high-range hand approach. Amplitude modulation can 

be mapped into this non-contact parameter as our hand gets 
closer to the surface, giving an ambient sound effect before the 
performer starts playing physically with the keyboard. Another 
possibility is to map this as a pitch modulation, getting stronger 
as our hand approaches towards the surface. In addition, as 
each key on our fabric keyboard is also able to sense near-
proximity, we can map our hand’s presence on each key as an 
individual note, and its distance in respect to it as a modulation. 
For the electric field sensing, we mapped the non-contact 
gesture control to filter frequency and expanding of the keys to 
tremolo effects. Indeed, another novel interaction enabled by 
the fabric keyboard is stretching. We also demonstrated this 
physical gesture by correlating pitch modulation as we stretch 
multiple keys against each other, as well as vibrato intensity as 
we pull a specific side of the fabric subsequently. Lifting and 
stretching the fabric after playing with it can also be mapped to 
modulate an echo. Furthermore, one can twist the whole fabric, 
which will ground all of the keys and trigger them to turn on, as 
well as contracting some of the stretchable fabric sensors 
simultaneously, giving a new style of performance to the users. 

Figure 5: Several interactions demonstrated include a) 
Expanding the keys with fingers b) Pulling left side c) 

Pulling bottom side of fabric d) Expanding specific side 
with fingers while playing the keys e) Squeezing the keys f) 
Stretching the fabric g) Sliding on the trackpad h) on the 

ribbon-controller while playing the keys i) Hovering around 
and approaching towards the surface j) Playing the keys 
with one hand while the other waves towards/against an 

EMI source k) Lifting and stretching l) Twisting the whole 
fabric 

There are evidently many possible mappings that can result 
from this fabric keyboard as we explore its modalities and their 
relationships to one another. Refer to [17] for more  
information of our mappings. Video demonstrations of several 
performances with the keyboard, including the ribbon-
controller and the trackpad can also be accessed at the link of 
this project, provided in the Appendix of this paper. 

6.EVALUATIONS 
We have discussed the design and implementation of multi 
sensory fabric surface as a keyboard interface and demonstrated 

Sensing 
Modality Data

No of 
Sensing 

Elements
Channel Message Type Converted Data

Touch Bool 12 1 Note Off/On Note Number

Pressure Int 
Int 12 1 

1
Note Off/On 
Polyphonic/

Channel Pressure

Velocity (0-127) 
Pressure (0-127)

Proximity Bool 
Int 12 2 

2
Note Off/On 

CC
Note Number 
Value (0-127)

Stretch Int 5 1 CC/Pitchbend Value (0-127)/MSB 
(0-127)

Ribbon-
controller 
Position 
Touch/

Proximity

Int 
Bool/
Int

1 
1

1 
3

Pitchbend 
Note/CC

MSB (0-127) 
Note Number/  
Value (0-127)

Trackpad 
Position 
Touch/

Proximity

Int 
Bool/
Int

2 
1

4 
4

CC 
Note/CC

Value (0-127) 
Note Number/  
Value (0-127)

(a) (b) (c)

(d) (e) (f)

(g) (h) (i)

(j) (k) (l)

352



a working prototype. However, there are still several limitations 
in this work that need further work. Using bare conductive 
threads has been proved to cause several complications such as 
parasitic capacitances and short-circuits, affecting the sensor 
response especially upon extreme movements of the fabric. 
Thus, it is recommended to use insulated conductive threads, as 
developed in [1], or more effectively, to fabricate the shielded 
version of them. Even though the strain sensors worked reliably 
when stretched around their allowable range, stretching outside 
their range could influence their base resistance. Calibrating 
each sensor baseline value is therefore necessary to compensate 
this offset.  
In terms of the usability, we found that it is relatively hard to 
play chords with the keyboard, due to the gap in between each 
key for the stretch sensor’s placement. This gap is required so 
that we can expand the keys comfortably with our finger. 
However, choosing a more stretchable base fabric and reducing 
this gap distance could possibly solve this design issue. Finally, 
since our current maximum possible latency would not be 
suitable for staccato keyboard performances, further efforts in 
hardware are required by reducing the multiplexing load and 
the ADC processing time of each sensing modality. 

7.CONCLUSIONS AND FUTURE WORK 
In this paper, we presented FabricKeyboard: a novel, multi-
modal, fabric-based keyboard controller comprising a multi-
layer of fabric sensors patterned on a stretchable fabric 
substrate. Each key, as well as the bulk fabric, could detect 
touch, proximity, pressure, stretch, and coupled electric field 
simultaneously, resulting in rich discrete and continuous 
gesture sensing. To complement this fabric keyboard, other 
fabric interfaces such as ribbon controllers and trackpads were 
also built. These fabric interfaces are modular and can be 
snapped to the main keyboard controller. Our seamless design 
separates the soft-circuits (smart fabrics) from the rigid-circuits 
(circuit boards), allowing the performers to fully explore the 
fabric and express themselves. This enhances the relationship 
between the physical interaction and the music, as the fabric 
deeply embodies the sound it resonates. Supported by MIDI 
protocol, the fabric keyboard can be connected to any audio 
synthesis or sequencer software and mapped to essentially any 
instrument, sound, or effect.  

There is much work that can be done in the future to further 
extend this project. Firstly, we would like to continue our 
reliability tests and perform washability tests on the fabric 
sensors. It is also interesting to extend this fabric keyboard to 
two or three octaves and incorporate haptic feedback by 
integrating fabric-based actuators. We would like to conduct in-
depth user studies with musicians and sound artists to improve 
our device’s ergonomics and to study the rich multimodal and 
sonic experiences that can result from this keyboard. In the end, 
we would like to collaborate with them for a musical 
performance. We hope that this work not only contributes 
towards fabric-based musical controllers, but also to other new 
physical interaction media involving electronic textiles. 
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ABSTRACT
This paper explores a new interaction possibility for increas-
ing performer freedom via a foot-mounted wearable, and an
instrument-mounted device that maintain stomp-box styles
of interactivity, but without the restrictions normally asso-
ciated with the original design of guitar e↵ect pedals. The
classic foot activated e↵ect pedals that are used to alter
the sound of the instrument are stationary, forcing the per-
former to return to the same location in order to interact
with the pedals. This paper presents a new design that
enables the performer to interact with the e↵ect pedals
anywhere on the stage. By designing a foot&instrument-
mounted e↵ect controller, we kept the strongest part of the
classical pedal design, while allowing the activation of the
e↵ect at any location on the stage. The usability of the
device has been tested on thirty experienced guitar players.
Their performance has been recorded and compared, and
their opinion has been investigated through questionnaire
and interview. The results of the experiment showed that,
in theory, foot&instrument-mounted e↵ect controller can re-
place standard e↵ect pedals and at the same time provide
more mobility on a stage.

Author Keywords
Foot&instrument-mounted e↵ect controller, Digital signal
processing, E↵ect pedal

ACM Classification
B.4.1 [Data Communications Devices] Receivers (e.g., voice,
data, image) and Transmitters, B.4.2 [Input/Output De-
vices] Image display, H.5.1 [Multimedia Information Sys-
tems] Audio input/output, H.5.5 [Sound and Music Com-
puting] Signal analysis, synthesis, and processing.

1. INTRODUCTION
Nowadays, well-known devices are being redesigned and im-
proved for more comfort and usability. Basing on Moore’s
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law, the opportunities and possibilities of the electronic de-
vices are increasing, while their size is decreasing [1]. How-
ever, some of the devices in more specific areas are keep-
ing their original design since their invention, for example,
electric guitar and especially its hardware, e.g. e↵ect ped-
als. Even though e↵ect pedals are easy to use and are very
e�cient, they are limiting performers, forcing them to re-
turn to the same location to switch e↵ects on/o↵, or to sit
down to change some pedal settings. This works against
visual attractiveness of the show. Initial empirical work
has been carried out in order to map performer’s prefer-
ences and needs when interacting with e↵ect pedals during
shows. The research led to the creation of foot&instrument-
mounted e↵ect controller, which gave the possibility to carry
it and activate e↵ects at any place on a stage. This proto-
type has been created, tested and evaluated on a group of
skilled musicians, e.g. guitar players.

The paper is organized as follows: section 2 presents the
most interesting already existing redesigns of the e↵ect ped-
als, which influenced the concept of our prototype. It leads
to the section 3, where the design and implementation of
the foot&instrument-mounted e↵ect controller is discussed.
In the section 4 we briefly present the overall goals and
methods used for carrying the experiment and gaining re-
sults, which are in detail described in section 5. In section
6 we discuss the results and finally in section 7 we present
possible development of the prototype.

2. RELATED WORKS
As the e↵ect pedals are mostly used by guitar players, dur-
ing our research we were looking for any kind of device that
was carried by guitar player during the performance.

One of good examples is implementation of the Hot Hand
device, which is based on leap-motion technology [2]. It con-
sists of e↵ect box and special bluetooth ring, which provides
the control over the e↵ects. The advantage of this idea is
that the e↵ect can be controlled anytime and anywhere on
the stage. The setup is e↵ective, and it is very easy to learn
how to use it. The limitation of this technique is that the
control over the e↵ects is motion-based, and it can’t really
be permanent. This is perfect for some real time sound syn-
thesis and filtering only. Also, the control over the e↵ect can
barely be held during playing, so you either play the guitar,
or control the e↵ect. However the idea of involving wire-
less technology for controlling e↵ect seemed very e�cient.
Hantrakul & Kaczmarek [3] investigated the possibilities of
using leap-motion as a tool for e↵ects modulation and as-
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sistive performance. The setup is very simple and easy to
learn. Unfortunately, the guitar players have to be located
in front of the leap motion sensor, resulting in a lack of mo-
bility. Nevertheless, this setup can be a good inspiration of
how the e↵ects can be alternatively controlled.
Developers of Korg Kaoss pad and Roland GK3 pickup

[4] also made some impact on finding an alternative to clas-
sical pedal e↵ects. The first one, Kaoss pad, is a small
guitar-mounted e↵ect processor, which has a library of dif-
ferent e↵ects and few touch pads for controlling them. The
second one, Roland GK3, is a special pickup which turns
the sound of the guitar into midi signal. Though it is not
closely related to the e↵ects, this special pickup is connected
with a small controller, which is placed on the guitar, also
providing some control over the sound.
Keith McMillen expanded the usage of the e↵ect ped-

als. A good example of his innovations is Softstep, foot-
controlled stationary device. It gives additional control over
the sound and the e↵ects by implementing gesture-sensitive
pads, which track pressure and position of the foot. While
classic stompboxes require only vertical movement for ac-
tivation and deactivation, Softstep reacts on di↵erent axis
as well, which provides far more nuanced control over the
e↵ect [5].
The majority of above mentioned solutions are instru-

ment or body mounted, which did not anyhow link a per-
former to one place, and provided some new features in ad-
dition. However, all these technologies require hands to be
used for controlling them, which may cause some discomfort
as hands are busy while playing.
In conclusion it was decided to make an instrument-or-

body-mounted wireless device, which would give control
over the e↵ects, without worsening the playability of per-
former, therefore, hands should not be used to activate the
e↵ects.

3. DESIGN & IMPLEMENTATION
The design process went through basic user-centered inter-
action design cycle [6] and consisted of two iterations. The
first device consisted of two di↵erent parts, both being at-
tached to the body of an instrument. The first part was
a small box with nine potentiometers which let performer
to alter e↵ect settings. Second part had three buttons and
it was used for switching e↵ects on and o↵. The buttons
had visual feedback so they shone when the e↵ects were on.
The first prototype was thoroughly analyzed and tested on
multiple performers, specifically, guitar players. The re-
sults showed that the e↵ect-adjustment box was very e�-
cient. Visual feedback of buttons was definitely an advan-
tage as well. However the idea of switching e↵ects on and o↵
by pressing the buttons was not acceptable as performers’
hands were busy with playing. All these observations led to

the list of requirements for the next high-fidelity prototype:

• Activation of the e↵ects performed by foot
• Allow performers to alter the settings of the e↵ects
• Four e↵ects should be implemented - Distortion, De-

lay, Reverb and Wah-wah.
• Acceptable sound latency (not more than 12ms [7])
• System should be wireless
• Strong visual feedback
• Should be small and durable

For the second prototype, it was decided to have three
separate devices. The first device should be mounted on
performers’ foot and be used for managing the activation of
the e↵ects. The second device should be mounted on the
instrument and provide the control over the e↵ect settings.
The third device is supposed to work for sound processing
and receive values from the first and second devices. Wifi
was chosen to work for the connection. Based on the results
from a number of contextual inquiry sessions conducted on
4 guitar players, the essential elements of the design were
established [6].

3.1 Device 1
The first device was based on NodeMCU module. Adafruit
10DOF gyroscope was connected to it and performed the
traction of performer’s foot. In order to switch e↵ect on or
o↵, the device should have been activated first. It was done
by tilting the foot to the right side, which is also known as
inversion movement (Figure 2).

Figure 2: Visual representation of the inversion

movement needed for the system activation.

After performing the inversion movement, performer could
rotate his foot left or right in order to choose the e↵ect s/he
wanted to change. When the choice was made, the toe
should had been lifted up and then pushed down, which
imitated the usual usage of e↵ect stomp-boxes. When the
toe reached the floor, the e↵ect was instantly switched on
or o↵ depending on its previous state.

To control wah-wah e↵ect, the reversed movement was
chosen, e.g. raising and lowering heel. This way of con-
trolling wah-wah e↵ect was inspired by Keith McMillen’s

Figure 1: Device 1 (A), Device 2 (B), Device 3 (C).
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Softstep [5]. The finalized device can be seen on the Figure
1(A).

3.2 Device 2
Second device was also based on NodeMCU, and consisted
of LCD screen, three encoders and switch. Based on data
gained from usability testing conducted during the first it-
eration, it was decided that the device should be compact
and easy mountable to the instrument. Three encoders and
switch made it possible to easily alter settings of the e↵ects.
LCD screen provided information about the adjustments of
the e↵ects. The design and concept of this device 1(B) was
based on advantages of the previous prototype.

3.3 Device 3
Third device was based on Raspberry Pi 3, as it had enough
computational power for real-time sound processing. As an
advantage, it had built-in wifi module. Behringer UCA202
was used as ADC/DAC. Pd-extended worked for sound pro-
cessing. Java server was running on Raspberry Pi in order
to filter received data. Four e↵ects were implemented: de-
lay, reverb, distortion and wah-wah. The finished device
can be seen on the Figure 1(C).

4. GOALS & METHODOLOGY
The overall goal of the research was to find out, if
foot&instrument-mounted e↵ect controller can negatively
influence the performance of the musician. If there is no
di↵erence in the quality of the performance, it would mean
that the usability of the prototype is high enough to make
foot&instrument-mounted e↵ect controller competitive with
classic e↵ect pedals. To find out, a within-group method
was used, which is more sensitive then between-group method
[8], e.g. 30 experienced performers, specifically, guitar play-
ers were asked to perform a specific song twice - one time
using e↵ect pedals and other time using foot&instrument-
mounted e↵ect controller. To minimize bias, a random-
ization method has been used [9], e.g. half of the test
participants started with e↵ect pedals and the other half
with foot&instrument-mounted e↵ect controller. Then a t-
test was performed. It compared the results of the per-
formers when using the e↵ect pedals with the results of
the same people when using foot&instrument-mounted ef-
fect controller. Additionally, interviews were conducted
to understand the subjective opinion of the target group
about their experience. Performances of test participants
have been recorded both when using e↵ect pedals and
foot&instrument-mounted e↵ect controller. Finally, data
logging has been used to objectively evaluate the quality of
the performance and, especially, time required to activate
the e↵ects.

5. EVALUATION
The experiment has been conducted in order to answer two
main questions:

• Can foot&instrument-mounted e↵ect controller be com-
petitive with usual e↵ect pedals (are there any nega-
tive influences in the performance created by the de-
sign)?

• Can foot&instrument-mounted e↵ect controller pro-
vide more mobility on a stage, compared to usual ef-
fect pedals?

5.1 Testing procedure
The test participants were asked to learn a part of a simple
and popular song, in order to reduce possible skill-biased ex-
perience. They were explained, when and what e↵ect should

be activated or deactivated. To avoid carry-over bias, half
of the test participants started with the e↵ect pedals, and
the other half - with foot&instrument-mounted e↵ect con-
troller. Their performance has been recorded. Finally, the
participants have been asked to fill in questionnaire and
participate in an interview.

5.2 Results
As there were two main questions to answer, the results
are presented in three di↵erent sections: (1) Questionnaire
results, (2) Usability and (3) Mobility.

5.2.1 Questionnaire results

The questionnaire was mostly focused on user experience
and usability of the prototype. Almost all test subjects liked
the setting box and its location on the guitar, but agreed
that it has to be smaller. However, all of the components of
the setting box were relevant. Test participants also liked
the RGB LED shining bright and having no latency when
choosing the e↵ect. However, as there was only one LED
which switched o↵ after activating the e↵ect, it became dis-
turbing to always keep in mind what e↵ects were activated.
Therefore, couple of test participants wanted an LCD screen
to display not only settings, but also the e↵ect chosen by
the switch device, which would make the device feel more
comfortable and user-friendly. The activation move for the
device was comfortable for a half of the test participants, as
it cannot be made unexpectedly and, thus, is reliable; and
was inappropriate for the other half of test participants, as
it is impossible to use it with the specific types of shoes,
such as ankle boots with very hard leather.

Finally, switching two side e↵ects was di�cult for some
of the test participants, as there was timer, which gave ap-
proximately one second of additional time after activating
the e↵ect to switch on/o↵ more e↵ects. For some test par-
ticipants it was hard to make it on time, and for others
additional time sometimes ended up in accidentally switch-
ing on e↵ects they did not want to.

5.2.2 Usability

Basing on the results of the questionnaire a t-test has been
performed. The results showed that there was a significant
di↵erence in performances, when switching between e↵ect
pedals and foot&instrument-mounted e↵ect controller. It
means that the redesign of the classic e↵ect pedals provided
better level of comfort for performers and influenced the
performance even less than the e↵ect pedals. Interviews
showed, that the concept of the foot&instrument-mounted
e↵ect controller was appreciated. Moreover, basing on the
responses, it provided more mobility on a stage, than the
e↵ect pedals.

In order to get the objective data on the e↵ectiveness of
the foot&instrument-mounted e↵ect controller, the perfor-
mance of the test participants has been recorded. Then the
recording was quantized in order to obtain a rhythmically
perfect track. The raw version of the recordings was com-
pared to the quantized version, resulting in the overall level
of the performers imprecision in performance, which could
be caused by the design. The data gathered has been anal-
ysed using the Wilcoxon test. The results indicated that
there was no significant di↵erence between the two groups.
Therefore, it can be concluded that the foot&instrument-
mounted e↵ect controller did not influence the performance
of performers.

5.2.3 Mobility

After each case of the experiment interviews were conducted
in order to gather the subjective opinion of the test partici-

356



pants and reveal strongest and weakest parts of the design.
Most of the test participants agreed that having the e↵ects
close during the performance allows to use all stage space.
While the e↵ect pedals forced performers to stay in the spe-
cific range to be able to activate or deactivate the e↵ects at
the right time, foot&instrument-mounted e↵ect controller
solved this problem.

6. DISCUSSION
The evaluation showed that the suggested foot&instrument-
mounted e↵ect controller provided musicians with mobility
during live performances. Fortunately, the level of playa-
bility when using our prototype seemed to be competitive
with classic e↵ect pedals. However it was also agreed that
the test could be re-done in order to obtain more reliable
data. The target group should be specified more for this
test, as, though we had thirty experienced players to test
our prototype out, their experience with pedals was com-
pletely di↵erent. The test could be done with two di↵er-
ent target groups - people who are experienced with guitar
pedal e↵ects and people who are not. Another topic that
can be mentioned is type of shoes a performer wears. If it is
not elastic enough and does not allow to perform inversion
movement, the prototype can not be used properly, which
obviously is a drawback. Moreover, according to the ques-
tionnaire results, additional RGB LED could be used for
clearer visual feedback. Finally, the timer system could be
reconsidered.

7. CONCLUSION & FUTURE WORKS
E↵ect pedals have not been redesigned since their inven-
tion. Their disadvantages, such as restrictions in mobil-
ity and discomfort in adjustment of the e↵ect, have not
been eliminated, what resulted in a creation of a brand new
e↵ect device. Foot&instrument-mounted e↵ect controller
took strongest parts of original stomp-box design, such as
activation of the e↵ect with foot, and at the same time
solved multiple problems of classical pedal designs. The
testing session proved its e�ciency and a possibility of be-
coming a good alternative to the classic e↵ect pedal design.
The foot&instrument-mounted e↵ect controller still has

a big room for improvement. For example, not only four
e↵ects might be implemented, but a lot more, forming a
library of di↵erent e↵ects. Currently, a performer can only
operate with four e↵ects, however this number can be in-
creased as well. During the experiment, couple of partici-
pants claimed that it would be a great idea to use this device
not only for managing e↵ects, but also visual parts of the
stage e.g. smoke, lights etc.
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ABSTRACT
This paper discusses nonlinear acoustic synthesis in aug-
mented musical instruments via acoustic transduction. Our
work expands previous investigations into acoustic ampli-
tude modulation, o↵ering new prototypes that produce in-
termodulation in several instrumental contexts. Our results
show nonlinear intermodulation distortion can be generated
and controlled in electromagnetically driven acoustic inter-
faces that can be deployed in acoustic instruments through
augmentation, thus extending the nonlinear acoustic syn-
thesis to a broader range of sonic applications.
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1. INTRODUCTION
Acoustic instruments and speakers exhibit circumstantial
nonlinear distortions, generating additional frequency com-
ponents [11]. In speaker design, for instance, these distor-
tions are seen as undesirable, spurious, and warranting mit-
igation [8]. Instead of suppressing these nonlinear distor-
tions, we discuss several ways nonlinear distortions can be
controlled in simulated and experimental physical systems.
Specifically, we define nonlinear acoustic synthesis as the
amplification, excitation, and control of frequency content
not salient or present in the original signal or excitation
sources of any acoustic instrument.
At the center of this investigation is intermodulation (IM),

a phenomenon summarized as the high-order sum and dif-
ference of frequency harmonics generated by a nonlinear
system. Unlike mixing amplifiers and wave-shaping circuits
that produce intermodulation in an electrical system, we are
primarily interested in producing intermodulation through
acoustic transduction via solids, gases, and fluids. One can
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observe nonlinearities that arise in analog electronics and
engineer physical systems as comparable since they obey
similar mathematical constructions. With control over the
finer mechanics of intermodulation in specific conditions,
it is possible to enhance and control rich nonlinear timbre
modification in augmented acoustic instruments.

The sections of this paper are structured as follows: We
discuss the motivations for nonlinear acoustic synthesis and
prior work in Section 2, and we present several implemen-
tations of nonlinear acoustic instrument prototypes in Sec-
tion 3. Section 4 constructs the mathematical framework of
intermodulation and demonstrates the machinery required
to synthesize and control intermodulation products in terms
of frequency and amplitude. Section 5 presents the main
experimental methods which are evaluated and discussed in
section 6, finishing with conclusions in Section 7.

2. MOTIVATION AND PRIOR WORK
2.1 Motivation
Due to the easy access to large-scale audio storage, there
is reduced demand in music creation for emulation of mu-
sical instrument timbres via FM synthesis for instrument
timbres [5], voice [6], and other novel digital synthesis tech-
niques, such as Physical Modeling Synthesis [1, 12]. Yet,
it is possible to apply sophisticated digital processing tech-
niques in acoustic systems via augmentation to transform
nearly all acoustic instruments into expressive modular syn-
thesizers, extending both timbre and control. Bridging the
virtual to the physical is thus the primary motivation for
this work, o↵ering new ways contextualize electronic music
in the acoustic domain. Additionally, the method used to
bridge the virtual and physical should be readily applicable
to existing instruments and interfaces.

2.2 Prior Work
Modulation is often used in sound synthesis to reduce the
number of oscillators needed to generate complex timbres
by producing additional signal components prior to the out-
put. For example, FM Synthesis is employed to emulate
rich timbres of acoustic instruments [5]. Another method of
modulation synthesis is via Intermodulation (IM), a form of
amplitude modulation acting on the signal harmonics from
two or more injected signals. Harmonics arise from nonlin-
earities intrinsic to electrical or physical systems.

IM is found in electrical systems such as amplifiers and
e↵ects for musical purposes. For example, ”power chords”
played on electric guitars are an e↵ect resulting from IM
within an over-driven mixing amplifier [2]. IM can produce
strong subharmonics by injecting two harmonic-rich signals
into a nonlinear electrical amplifier. We propose here a me-
chanical method that generates intermodulation and para-
metric acoustic timbres in an acoustic system, such as an
augmented musical instrument or e↵ect systems.
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3. NONLINEAR ACOUSTIC SYNTHESIS
3.1 General Model
We proposed a modular instrument exhibiting intermodula-
tion shown in Figure 3 [3]. Expanding on this work we gen-
eralize our approach aimed at designing or modifying mu-
sical instruments capable of producing controllable nonlin-
ear acoustic synthesis. Figure 1 illustrates the basic model

Excitation Source 
(signal A) 

Bridge Interface 

Modulation Source
(signal B)

nonlinear interaction 

Physical Medium 

acoustic output

Figure 1: Block Diagram Model for Nonlinear
Acoustic Synthesis.

for nonlinear acoustic synthesis, where the primary system
components consist of an excitation source and a modu-
lation source that mix in a bridge interface as to produce
nonlinear synthesis between a bridge and a physical medium
such as a gas, solid, or liquid. Such mediums in musical
instruments are included those categorized as idiophones,
membranophones, chordophones, and aerophones [13]. The
acoustic output is then simply the acoustic mechanism in-
herent in the modified instrument or design, such as a res-
onator, waveguide, or vent.
We define the specific elements of the block diagram the

following way:

• Excitation Source: An arbitrary signal source A
acoustically transduced into a bridge interface.

• Modulation Source: A signal source B capable
of interaction with the excitation source within the
bridge interface.

• Bridge Interface: The bridge interface provides the
critical mixing stage for the two signals A and B re-
spectively, whose coupled behavior with the physical
medium produces nonlinear acoustic synthesis

• Physical Medium: The matter and materiality in
which the signals interact, such as air, metal, wood,
plastic, etc.

The exact order and interaction between these compo-
nents is left undefined, since the context for implementa-
tion greatly e↵ects the design. Instead this general model
illustrates what we consider to be the minimum number of
elements needed to produce nonlinear acoustic synthesis.

3.2 Aerophone Prototype
Figure 2 shows the complete aerophone prototype. In this
system, a cabinet houses a Dayton Audio polyimide com-
pression horn driver that generates a continuous signal A,
which is focused in a 61cm cylindrical resonator, at the end
of which is an articulated damper attached to a voice coil

motor (VCM) generating a periodic signal B, detailed in
Figure 2.

The basic concept for the instrument is to generate in-
termodulation through periodic damping of sound propa-
gation, and thus can be generalized and embedded into any
wind instrument where the primary port is located at the
end of the instrument.

3.3 Idiophone and Membranophone Prototypes
Idiophone and Membranophone instrument prototypes were
implemented with equivalent functional design as the Side-
Band modular acoustic synthesizer shown in Figure 3. The
system consists of a tuning fork that behaves as a Harmonic
Oscillator (signal A) when driven by an electromagnetic ac-
tuator. The tuning fork acoustically transduces a signal into
a T-Frame bridge interface. A voice coil motor generates the
modulation source (signal B) that e↵ects the interaction be-
tween the bridge and soundboard. The entire system and
function is further discussed in [3].

To test the membranophone condition, we simply replaced
the soundboard with a drumhead, allowing the bridge to in-
teract directly with the membrane at a distance determined
through experimentation. Likewise, for the idiophone con-
dition simply required us to use the original soundboard
from the SideBand instrument. As an extension of this
model, we also replaced the wooden soundboard with low-
carbon steel and acrylic soundboards to test the specific
material properties in relation to nonlinear acoustic synthe-
sis.

4. THEORY OF INTERMODULATION
IM was first discovered in the context of radio engineer-
ing, and subsequently in speaker design along with other
engineering contexts [7]. For the sake of generality, we first
analyze intermodulation as a mathematical construct be-
tween two harmonic oscillators, A cos(!

a

t) and B cos(!
b

t),
or Oscillator A and B, respectively.

When a signal passes through an arbitrary nonlinear sys-
tem, harmonic multiples appear. For example, if the input
signal of a nonlinear system is cos!t, then there will be
output signals consisting of the harmonics cos 2!t, cos 3!t,
cos 4!t,. . . cosN!t. N will later be defined as the order
of intermodulation. In the case where two or more signals
are injected into a nonlinear system, as is the case with a
harmonic oscillator, then all harmonics will be present. Am-
plitude modulation then occurs on both the injected signal
and their respective harmonics, as defined in Appendix A.1.

When two harmonic oscillator A and B inject signals
A cos(!

a

t) and B cos(!
b

t) respectively into a nonlinear sys-
tem, the output signal contains IM products. The products
are dependent on the order of intermodulation. The IM
products and harmonics of signals A and B can be summa-
rized by their order the following way:

Table 1: IM Products
First Order !

a

,!
b

Second Order 2!
a

, 2!
b

,!
a

+ !
b

,!
a

� !
b

Third Order
3!

a

, 3!
b

, 2!
a

+ !
b

, 2!
a

� !
b

2!
a

+ !
b

, 2!
a

!
b

IM products can be up to any order. More generally, let
N denote the order of IM. Then the IM products will have
frequencies k

a

!
a

±k
b

!
b

where k
a

+k
b

 N [3]. Additionally,
k
a

!
a

� k
b

!
b

= �(k
a

!
b

� k
b

!
a

), which means IM products
with negative frequencies appear as their positive frequency
components acoustically.
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Figure 2: Aerophone Prototype Instrument (right), voice coil motor attached to an articulated damper
(left).

Figure 3: Syrinx Sideband Modular Acoustic Syn-
thesizer [3].

4.1 IM Product Frequency and Amplitudes
4.1.1 Mathematical formulation

Appendix A.2 details the specifics of harmonic frequency
interaction. This section discusses how input signals a↵ect
output amplitudes, and constructs a framework to discuss
results in Section 6. Nonlinear interactions depends on the
physical system itself, hence a deterministic model for the
amplitudes generated from modulation is complex and sys-
tem specific.
In general, a system’s nonlinearities can be expressed us-

ing a polynomial transfer function. If S
out

and S
in

are
the output and input signals respectively, then the trans-
fer function is written as

S
out

⇠ K1Sin

+K2S
2
in

+K3S
3
in

+K4S
4
in

... =
1X

i

K
i

Si

in

(1)
A linear transfer function would mean the output is ex-
actly the input multiplied by scalar coe�cient K1. In other
words, K2,K3,K4, ... = 0 and S

out

= K1Sin

. In a non-
linear system other coe�cients are not uniformly zero. For
instance, suppose the input signal is S

in

= cos!t. Then the
second term expansion yields

K2(cos!t)
2 =

K2

2
(1 + cos 2!t)

The frequency of 2! accounts for the harmonics produced
in the nonlinear system as described in Section 4.
In the scenario of two tone intermodulation, the input

signal is a sum of Harmonic Oscillator A and Harmonic

Oscillator B, given by

S
in

= A cos!
a

t+B cos!
b

t

Likewise a third-order system would have the following out-
put signal:

S
out

⇠ K1(A cos!
a

t+B cos!
b

t) +K2(A cos!
a

t

+B cos!
b

t)2 +K3(A cos!
a

t+B cos!
b

t)3
(2)

The calculations are long and technical [10], and is the sum
of components illustrated in Table 4.1.1.

Table 2: Third-Order Transfer Function Expansion
Frequency Components and their amplitudes

Fundamental
term

(K1A+ 3/2K3AB2 + 3/4A3) cos!
a

t
(K1B + 3/2K3A

2B + 3/4B3) cos!
b

t
2nd Harmonic
Term

1/2K2A
2 cos 2!

a

t
1/2K2B

2 cos 2!
b

t
2nd-Order
IM Products

K2AB cos(!
a

� !
b

)t
K2AB cos(!

a

+ !
b

)t
3nd Harmonic
Term

1/4K3A
3 cos 2!

a

t
1/4K3B

3 cos 3!
b

t

3nd-Order
IM Products

3/4K3A
2B cos(2!

a

+ !
b

)t
3/4K3AB2 cos(2!

b

+ !
a

)t
3/4K3A

2B cos(2!
a

� !
b

)t
3/4K3AB2 cos(2!

b

� !
a

)t

These are grouped by their frequency components, where
their coe�cients are the aggregate power of the signal. Har-
monic terms are terms where the frequency is an integer
multiple of the orginal frequency, while nth-Order terms
are a linear combination, known as sum and di↵erence IM
Products.

We discuss a specific case using !
a

= 200Hz and !
b

=
201Hz as an example. If we were to only look at the odd-
numbered di↵erence IM Products, we obtain Table 3

Table 3: Odd IM Products
1st Order !

a

!
b

200 201
3rd Order 2!

a

� !
b

2!
a

� !
b

199 202
5th Order 3!

a

� 2!
b

3!
a

� 2!
b

198 203
7th Order 4!

a

� 3!
b

4!
a

� 3!
b

197 204

This is compared to the amplitude modulation from Oscillator-
B’s harmonics when !

b

= 1:
These are the same except for the upper sideband value,

which di↵erences by 1Hz. The exact mathematical com-
parison is included in Appendix A.2 in terms of frequency
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Table 4: Amplitude Modulation from Harmonics
!
a

!
b

200 1
!
a

� !
b

!
a

+ !
b

199 201
!
a

� 2!
b

3!
a

+ 2!
b

198 202
!
a

� 3!
b

!
a

+ 3!
b

197 203

di↵erence d, and is useful in characterizing the symmetry in
sweep tests in Figure 5.
These findings are consistent with simulations. We per-

formed simulations using SimRF in Matlab [9], a robust
radio engineering package. The simulated results show 11th-
Order Intermodulation with two tarmonic oscillators, with
signals S

A

(t) = 2 cos(30t) and S
B

(t) = 0.5 cos(20t), with
a modulation index of � = 0.25. The modulation index is
defined as the modulator signal’s peak amplitude over the
carrier, where S

A

acts as the carrier and S
B

the modulator.

� =
Amplitude of Modulator
Amplitude of Carrier

=
B
A

(3)

Figure 4: Theoretical & Simulated Odd Di↵erence
IM Products.

4.1.2 Additional tones

The same equations are applied when adding an additional
signal component, either through another oscillator or more
complex signals in Oscillator-B. For instance, if we were to
add Oscillator C, the intermodulation products will produce
frequencies:

k1!a

+ k2!b

+ k3!c

with k1 + k2 + k3  N (4)

where N is the order of intermodulation. The amplitudes
are calculated in a similar fashion, with an input signal of

S
in

= A cos!
a

+B cos!
b

+ C cos!
c

The expansion becomes even more complicated using Equa-
tion 1, but the frequency components can be shown consis-
tent with Equation 4 via trigonometric manipulation and
grouping like terms.

5. EXPERIMENTAL METHODS
5.1 Experimental Setup
During our investigation, we designed an IM prototype based
on the SideBand instrument described in [3]. The force-
body mechanics of the IM prototype are equivalent to those
described in [3, 4]. The change was made primarily to access
greater degrees of control in uncovering the source of non-
linearity and achieve this control through di↵erent bridge
mediums and soundboard materials.
Primary modification of this system was the replacement

of the tuning fork with a piezoelectric transducer, which
provided a comparable signal to the tuning fork and acts as
Oscillator A. To e↵ect the bridge-to-surface damping we ac-
tivated a sympathetic bridge using a voice-coil motor in an
orthogonal position to the sympathetic bridge. The voice-
coil motor acts as Oscillator B. The carrier-modulator-bridge

unit is the primary component of experimentation, each re-
ceiving two signals from Oscillator-A and Oscillator-B

Signals !
i

were generated on a MacBook pro running Max
7 and driven into the system using a SMSL SA-50 Class D 50
Watt amplifier for EM actuators. The output was captured
through a Earthworks QTC40 reference microphone placed
5cm from the source of sound, namely the end of the tube
for the aerophone prototype and at the point of interaction
between the surface and sympathetic bridge in the other
instruments. The microphone was connected to a Focusrite
Scarlet 2i2 and recorded into Audacity 2.12 using a Lenovo
Flex 4. Audio was recorded as 16 bit 44.1 KHz wave files.

5.2 Experiment One: Instrument Sweep Tests
Experiment One aims to show comparable results across
three instrument types. The frequency response of aero-
phones, membranophones and idiophones, were tested us-
ing a fixed range frequency sweep. This was performed by
keeping !

a

at a constant 1200 Hz and sweeping !
b

from 2
Hz to 700 Hz over 40 seconds to produce varied-frequency
intermodulation. Additionally, it tests current prototypes’
capacity for control. The sweep test of the aerophone was
conducted at !

a

= 800 Hz due to physical limitations of the
current prototype. Identical sweep tests were performed on
the ideophone prototype with di↵erent soundboard materi-
als, namely low-carbon steel, wood and acrylic.

5.3 Experiment Two: Modulation Depth
Control of IM synthesis was demonstrated by controlling
the amplitude level of outputs in order to establish a de-
sired dB modulation coe�cient �. Only oscillator-A was
active and driven at 800Hz in the aerophone prototype,
and 1200Hz in all other cases. The RMS dB level of the
system was measured for 10 seconds and recorded and the
gain settings on the system driving oscillator-A were held
constant. Oscillator-A was was stopped and only oscillator-
B was driven at 300Hz in the aerophone prototype, and
800Hz in all other cases and the dB level of the system,
when driven solely by oscillator-B, was recorded. The gain
settings of the system controlling oscillator-B was adjusted
to establish a desired modulation index (�), with the modu-
lation index defined in Equation 3, and then held constant.
The modulation index was altered by adjusting the gain of
the signal driving oscillator-B.
The modulation indices were chosen to explore cases of no
modulation (� = 0), under modulation (� < 1), critical
modulation (� = 1) and over modulation (� > 1). This ex-
periment was repeated for all three instrument family pro-
totypes as well as the low-carbon steel, acrylic and wooden
soundboards.

6. RESULTS AND DISCUSSION
6.1 Instrument Prototype Evaluations
Our results from the experiment described in 5 show that
nonlinear acoustic synthesis in the form of intermodulation
can be generated in the idiophone, membranopone, and
aerophone conditions as shown in Figure 5. It is important
to emphasize that the response and weights of frequency
components is greatly influenced by the physical and me-
chanical properties inherent in each context.

Absent from these prototypes and evaluations is a chordo-
phone model, or string instrument. It is, however, reason-
able to consider this condition to be satisfied by the sound-
board model, where instead of a tuning fork or other har-
monic oscillator, energy from a string can be transduced
into a bridge interface specifically designed for nonlinear
acoustic synthesis.

361



Figure 5: Spectrogram Comparison of Three In-
strument Types: Idiophone (left), Membranophone
(center), and Aerophone (right).

The horizontal lines are the fundamental tone of Oscillator-
A and its harmonics. The diagonal lines spreading from the
left tip and converging at the right are the sidebands. The
multiple diagonal lines with di↵erent slopes are character-
ized by Equation 6. Vertical striations occur when these
slopes converge, particularly When the multiple of the fre-
quency di↵erence d in Equation 6 is equal to a multiple of
the modulating signal itself !

b

. Specifically large striations
occur when n1!b

= n2d where n1 and n2 are integers.
Additionally, the spread from the sweep can be seen as

further widening or converging gaps in the frequency de-
composition. Its behavior has been characterized by radio
engineers, where the di↵erence in peak values is n(!

a

±!
b

)
where n is an integer.

6.2 Modulation Depth
6.2.1 FFT Analysis

Control of modulation depth presents another key area in
nonlinear acoustic synthesis. When the critically modu-
lated FFT where � = 1, under-modulated FFT where � =
0.82 are compared, more modulation products are seen in
the critically modulated case. In the under-modulated case
2 distinct intermodulation products can be seen on either
side of the of the 9600 Hz peak, where 4 can be seen in the
critically modulated case, as theoretically demonstrated in
4.1.1. The FFT of the over-modulated case saturated by
distortion. The frequency components greater than -40dB
are all harmonic multiples and equal spread from these har-
monics.

Figure 6: FFT of a Wooden Soundboard Idiophone
with � = 1 and � < 1.

The FFT was created by taking 200,000 samples with
a Hanning window with size 1024. This shows the peak
frequencies coincide at intervals of 400Hz. This trend con-
tinues above 4500 Hz to well above 20, 000Hz. As expected

the amplitudes of � < 1 is bounded above by � = 1. How-
ever, the peaks coincide at irregular frequency bands, which
suggests the modulation index directly influences the distri-
bution of IM Products.

6.2.2 Bridge Material

An FFT was conducted by taking 200,000 samples with a
Hanning window with size 2048.The -db thresholds were set
at -70 and -40dB. An increase in sideband count is observed
when increasing the modulation index. In Figure 7 When
� = 1, the number of sidebands generated is approximately
the same for di↵erent materials. When � < 1 and � = 1
the sideband count for metal is greater than that of the
wood, but is overtaken by the wood sideband count when
� > 1. With the metal soundboard, there is only a small
increase in count between � = 1 and � > 1, suggesting that
increased modulation does not increase the sideband com-
ponents significantly. In comparison, the number of peaks
for plastic increase significantly when overmodulated. Thus,
di↵erent materials have di↵erent modulation responses sug-
gesting that further variation in nonlinear synthesis tech-
niques can arise from materiality itself. This suggests that
when acoustic instruments and acoustic NIMEs are mod-
ified with a nonlinear acoustic synthesis device, they will
have modulation responses characteristic of their particular
instrument type.
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Figure 7: Comparison between Number of Peaks
vs. � values for Di↵erent Materials with an Ampli-
tude Threshold of -70dB (above), and an Amplitude
Threshold of -40dB (below).

In the undermodulated, acrylic soundboard case, in the
top graph of Figure 7, there is little to no increase in side-
band count, and a decrease in side band count is produced
in the bottom graph of Figure 7. This can be accounted to
a redistribution of energy across multiple sidebands. The
di↵erence in materiality can be attributed to di↵erent am-
plitude responds to the same injected signal. Mathemati-
cally, this would appear as the coe�cients k

i

in Equation 1
for a fixed order of intermodulation N .

6.3 IM Augmentation of Acoustic Instruments
IM synthesis in musical instruments and NIMEs is possi-
ble when modifications or attachments can interact directly
with the point of acoustic amplification. As shown in Fig-
ure 1, a bridge interface generates a nonlinear interaction

362



with a physical medium. One example of such a device is
an instrument attachment we call AeroMOD. It is an IM
e↵ect that fits into a brass instrument, shown in Figure 8.
AeroMOD consists of a thin 1.5mm ba✏e bridge element at-
tached to a voice-coil motor driven by an arbitrary modula-
tion source, which generates a nonlinear interaction between
the ba✏e and the mouth of the brass instrument bell. It can
be used in a similar fashion as a normal brass mute, where
the excitation signal is generated from the instrument and
the modulation source is generated from the attachment.

Figure 8: AeroMOD: Brass Instrument Nonlinear
Acoustic Synthesis Interface.

7. CONCLUSIONS
In this paper we have detailed and defined a new approach
to nonlinear acoustic synthesis through IM. We have shown
that it is possible to produce IM components in a variety of
instrumental contexts and have shown that by parametri-
cally increasing modulation depth �, more frequency com-
ponents can be produced in a continuous, controlled fashion.
Control over both the number and frequency of sidebands
suggests that IM is a powerful method of producing broad
timbral synthesis in modified or newly-designed acoustic in-
struments, capable of bridging the electronic with the acous-
tic.
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APPENDIX
A. NONLINEAR SIGNAL METHODS
A.1 Amplitude Modulation
Amplitude modulation (AM) describes the convolution of
two input signals. The output frequency bands include the
sum and di↵erence of the two input signals C(t) and M(t).

Ring modulation is a specific case of amplitude mod-
ulation where the modulator is removed and the ampli-
tude can reach zero. If we take C(t) = C0 cos(!C

t) and
M(t) = M0 cos(!M

t) then

A(t) = C(t)⇥M(t) =
C0M0

2
cos(!

C

t± !
M

t) (5)

Since the modulator is not present in the case of ring modu-
lation, this makes ring modulation desirable for suppressing
the modulator signal.

A.2 Frequency Control
Di↵erence IM products whose coe�cients sum to its order.
Secondly, the change in IM products occur at intervals of
1. Given !

a

= !
b

+ 1 and an IM product with order N =
2K + 1, the lower and upper di↵erence IM product is

IMP
lower

= (K + 1)(!
a

)�K(!
a

+ 1)

= !
a

K + !
a

� !
a

K +K = !
a

�K

IMP
Upper

= �(K + 1)(!
a

+ 1)�K(!
a

)

= !
a

K +K + !
a

+ 1� !
a

K = !
a

+K + 1
(6)

For instance in the case of Order 7, are value of K is 3. The
di↵erence IM products are verified

!
c

�K = 200� 3 = 197 !
c

+K + 1 = 200 + 4 = 204

In general, when !
a

= !
b

+ d where d is the di↵erence
between the two input signals, the two products are given as
!
a

+(K+1)d and !
a

�dK. These results are comparable to
the Amplitude modulation from the harmonics of !2, given
as:

!
a

± n!
b

8n < K (7)

with K the order of intermodulation.

363



From Atmosphere to Intervention: 
The circular dynamic of installations in hospital waiting 

areas 

 
Georg Hajdu, Benedict Carey, Goran Lazarević 

Center for Microtonal Music and Multimedia (ZM4) 
Hamburg University of Music and Drama 

Harvestehuder Weg 12 
 20148 Hamburg, Germany 

 {georg.hajdu, benedict.carey, goran.lazarevic}@hfmt-
hamburg.de 

 

 
Eckhard Weymann 

Institute for Music Therapy 
Hamburg University of Music and Drama 

Harvestehuder Weg 12 
 20148 Hamburg, Germany 

 eckhard.weymann@hfmt-hamburg.de 
 
 

ABSTRACT 
This paper is a description of a pilot project conducted at the 
Hamburg University of Music and Drama (HfMT) during the 
academic year 2015-16. In this project we have addressed how 
interventions via interactive, generative music systems (i.e. sound 
installations) may contribute to the improvement of the atmosphere 
and thus to the well-being of patients in hospital waiting areas. The 
project was conducted by both the students of the music therapy and 
multimedia composition programs and has thus offered rare insights 
into the dynamic of such undertakings covering both the therapeutic 
underpinnings, as well as the technical means required to achieve a 
particular result.  DJster, the engine we used for the generative 
processes is based on Clarence Barlow’s probabilistic algorithms. 
Equipped with the proper periphery (sensors, sound modules and 
spatializers), we looked at three different scenarios, each requiring 
specific musical and technological solutions. The pilot was 
concluded by a symposium in February 2017 and the development of 
a prototype system. The symposium yielded a diagram detailing the 
circular dynamic of the factors involved in this particular project, 
while the prototype was demoed in June 2016 at the HfMT facilities. 
The system will be installed permanently at the University Medical 
Center Hamburg-Eppendorf  (UKE) in June 2017. 
 

1. INTRODUCTION 
 
The concept of “healing environment for healthcare buildings” 
has been described as: “… a physical setting and organizational 
culture that supports patients and families through the stresses 
imposed by illness, hospitalization, medical visits, the process 
of healing, and sometimes, bereavement. The concept implies 
that the physical healthcare environment can make a difference 
in how quickly the patient recovers from or adapts to specific 
acute and chronic conditions” [1]. 
It is not only the room’s architecture, materials, colours and 
light design that affect patients and personnel. Acoustic 
conditions, the soundscape, are no less influential than these 
aspects—“soundscape regards the complex sound environment, 
embracing positive sounds as well as annoyance” [2]. 
All these varied sensuous influences tune the atmosphere of a 
room, they modify the actual psychological state; and vice 
versa: the inner “framing” (the circumstances and reasons for 
sitting here) influences the perception of a situation.  
Coming from music therapy and from multimedia composition 
our questions in the pilot project were: 

 

 

• What are the acoustic and atmospheric conditions both 
for patients and for staff in three different waiting 
areas of the UKE? 

• Could we modify and improve these conditions by 
means of an interactive, generative sound 
installation? 

Although music therapists were among the instigators of this 
project, this kind of sound intervention is not to be called music 
therapy. Music listening and sound interventions can be part of 
the practice of music therapy, but there is a consensus that a 
therapeutic relationship is needed to call a musical intervention 
music therapy. “Music therapy is a reflexive process where the 
therapist helps the client to optimize the client’s health, using 
various facets of music experience and the relationships formed 
through them...” [3]. In our case there was no therapist, no 
therapeutic relationship and no treatment agreement involved. 
However our interest in observing the everyday soundscape in 
hospital waiting rooms from the position of therapeutic 
sensitivity: the soundscape is an important part of the “healing 
environment”—for patients as well as employees.  
 

 
Fig. 1. Circular dynamic of installations in healing 

environments 
 

2. FROM SONIC ENVIRONMENT TO 
ATMOSPHERE TO WELL-BEING 
Atmosphere, a key concept in the philosophy of Gernot Böhme 
and other proponents of the New Aesthetics movement, 
connects the physical and the psychological conditions in their 
environment: the emotional state of a person in a waiting room 
and the physical environment of the room both influence the 
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perceived atmosphere. Böhme places atmosphere within “the 
relation between environmental qualities and human condition” 
[4]. So we have an object-pole and a subject-pole as two sides 
of the evolving atmosphere in a given situation. The 
atmosphere is not in the room, like a substance; but the specific 
conditions of the room allows one to perceive atmospheric 
“tuning” against the background of one’s emotional situation. 
Atmospheres are relational in-between phenomena. Sound 
interventions modify the acoustic conditions of a room, they 
influence the atmosphere in a room and thus may modify the 
mood and increase the well-being of listeners, patients and staff 
(see Fig. 1). 
 
Our aim to create music or a soundscape which has little 
performativity and draws little attention, but has an implicit 
effect in modifying the atmosphere, is rooted in the work of 
well-known progenitors. When Eric Satie composed his 
“Musique d’ameublement” in 1920 for a vernissage at an art 
gallery, he claimed that the music “creates a vibration: it has no 
other goal; it fills the same role as light, heat— as comfort in all 
its forms” [5]. Satie compared the compositions to furniture, 
tapestry and acoustic tiling—and did not even want people to 
sit and listen attentively to this “background noise”.  
Since the middle of the 20th century composers like John Cage 
and Morton Feldman, and later György Ligeti, have been 
engaged in abstaining from dynamic and dramatic development 
in their music. When Cage turned his interest to the sounds of 
the environment within his compositions he wanted to have 
“music” without the intentions of a composer. Feldman wrote 
pieces of “silent music” which sometimes never exceeded the 
dynamic of piano—he was “seldom raising his musical voice 
above a whisper” [6].1 Or think of Ligeti’s Atmosphères (1971), 
where the compositional technique of micropolyphony and the 
absence of hierarchical structures like melody, harmony, and 
rhythm convey atmospheric impressions of a process of 
emergence.  
Brian Eno composed ambient music, which emphasizes 
atmosphere within space. “An ambience is defined as an 
atmosphere, or a surrounding influence: a tint. My intention is 
to produce (...) environmental music suited to a wide variety of 
moods and atmospheres. (...) Ambient music must be able to 
accommodate many levels of listening attention without 
enforcing one in particular; it must be as ignorable as it is 
interesting”[7], a concept that could also be referred to as 
“neutral music”. In 2013 Brian Eno designed (generative) light 
and sound installations, called “77 Million Paintings for 
Montefiore” and “Quiet Room for Montefiore”, at Montefiore 
Hospital, Hove, England for patients, staff and visitors. A 
spokesperson for Brian Eno, as reported by The Independent, 
said that Eno was directly inspired by Florence Nightingale 
who wrote in 1859 that “variety of form and brilliancy of 
colour in the objects presented to patients have a powerful 
effect and are actual means of recovery.” [8]. 
Our approach differs from Eno's "Quiet Room" in that our 
audience is, due to how the room is used, forced to participate, 
and is more alike to "77 Million Paintings" and his airport 
music. This, to us, poses an ethical dilemma and prompts us to 
use additional caution when dealing with the sound material 
and its presentation. As will be shown below in our case studies 
we opted to use textures characterized by the following 
qualities: 

• Disjunction (harmonic, melodic, timbral and/or spatial) 
• Aperiodicity  
• Sonic richness (”beauty”) of the individual event 

                                                                    
1 Feldman had a collection of oriental rugs and compared his 

composing to weaving a rug. 

• Slow to medium tempo 
• Low to medium dynamics  

 

3. FROM INTERVENTION TO SONIC 
ENVIRONMENT 

Fig. 2. The conceptual stages in the generative processes 
employed in the hospital waiting room installations 
  

3.1 DJster 
 
For our installations, we chose DJster as an event generator [9]. 
DJster is based on the probabilistic algorithms Clarence Barlow 
created in the 1970’s and implemented in his program AUTOBUSK. 
It features a flexible 17-dimensional parameter space in which some 
of its parameters are linked in clever ways to create a sense of 
tonality and metricity, or its opposites, atonality and ametricity. In 
addition, a virtually unlimited number of scales (in any temperament) 
and meters (in any number of stress patterns) can be chosen as the 
material basis on which the probabilistic event generator operates on. 
In contrast to many other generative systems DJster is agnostic 
towards style and does not define any rules in terms of harmonic 
progression or voice leading. As style is an emergent property of the 
parameter space and not a built-in feature as such, DJster lends itself 
perfectly for mapping environmental and psychophysical data onto 
musical parameters. DJster is a Max abstraction which exists in 
several incarnations, an Ableton Live device and a MaxScore plugin 
among them.  
 

 
Fig. 3. The DJster GUI in its incarnation for Ableton Live 

 
For our installations, it was embedded into a patcher receiving its 
data from sensors on its periphery and sending them through a 
complex mapping process (see 3.2) to adjust them to the appropriate 
value ranges.  
 

 

Fig. 4. Five instances of DJster driving the sound generation 
process. 

 

Gesture / Motions 
↓ 

Mapper 
↓ 

Generative Process 
↓ 

Sound 
↓ 

Space 
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Several instances of DJster can be employed independently, each 
representing a player communicating with a sound engine—a multi-
timbral and microtonal sampler originally created for the networked 
multimedia performance environment Quintet.net and now part of 
the DJster package (see Fig. 4). It also features a multi-channel 
version capable of sending its audio output to 16 different outputs 
which can in turn be spatialized independently from one another. In 
our preliminary experiments, we used both VBAP and Ambisonics 
for spatialization [10][11].  
 

3.2 Mapping Strategies 
 
In algorithmic composition, the mapping of gestures to sounds 
may be considered the composition itself [12]. 
 
As described in section 5, the three rooms due to their 
specificities require considerable tweaking of the system. Two 
of the rooms (NOT and PRIV) require constant capturing of the 
environment in terms of visual brightness, loudness, amount of 
motion, etc. while the third one (PACU) may just rely on the 
time of day and average sound pressure level. We needed a 
flexible environment capable of dealing with the many 
mapping scenarios we might be facing (few-to-many, many-to-
few and everything in between) [13]. We are therefore 
developing a mapper abstraction in Max called PatMap which 
uses its own patching paradigm on top of Max. Just as Max 
possesses a large number of objects, which can be connected by 
patch cords, PatMap basically uses its GUI to script the 
instantiation of abstractions and establish the dataflow between 
them. These abstractions are built with standard Max objects as 
well as third-party objects implementing the whole range from 
simple scaling to machine learning, such as backpropagation 
neural networks. Neural network simulations prove to be 
particularly effective when dealing with the high-dimensional 
parameter space offered by DJster. Much effort from the side of 
the music therapy and multimedia students has gone and will 
still go into creating seamless calibrations between sensory 
input and sonic output, whose effectiveness in creating a 
particular atmosphere or emotion will be gauged by patients 
and volunteers providing information which will be fed back 
into the calibration process.  
 

 
 

Fig. 5. The PatMap GUI built on top of Max’s own patching 
mechanism, built to facilitate an intuitive mapping strategy. 

 
Fig. 6. Inspector for PatMap’s nn (neural network 

simulation) abstraction. 
 

4. FROM EMOTION TO INTERVENTION  
 

Since we decided to focus on creating an algorithmically 
driven, quasi-therapeutic sound installation we looked for 
examples of similar endeavors when preparing the next phase 
of the project. What we found was that our case is unique in 
that we wished to generate the music algorithmically via 
modulation of discrete high-level parameters, namely those 
within the DJster parameter space. Linking research methods 
from the field of music therapy to this compositional approach 
presents some challenges, since we collected qualitative data 
about the environments, which cannot be easily translated into 
compositional instructions without a composer reworking and 
reviewing material. Dealing with a kind of music that seeks to 
function within an already established health context, we 
looked into existing health-focused design concepts to 
influence the design of our own system. Agency and 
situatedness are key notions which helped us to understand the 
implications of such a design. 
One suggestion from within the group was that we use 
descriptors that can be translated into sonic results, via an 
evidence-based design (EBD) influenced approach [14]. EBD 
focuses on implementing credible evidence in design practice, 
and usually expresses itself via architecture and interior design. 
Aspects of this approach which could be relevant to our 
scenarios are the use of positive distractions (attention 
modulation) and incorporating nature themes in various ways. 
Attention fatigue and the dangers of using overly abstract art in 
a healing context have also been noted [15]. This brought about 
the understanding that we needed to design a system capable of 
modulating between the states of musical silence and activity 
and strengthened our idea that “neutral” music would give the 
best results. During our review of the existing literature, we 
realized that the musical terms used in medical journals are not 
always clearly defined to the extent we would like them to be 
for our purposes. Key questions that arose in discussions on this 
issue were: how can we overcome such subjectivity? And 
should we in fact embrace it? The problem remains that the 
next incarnation of the installation needs to be of a generally 
agreeable nature musically (in terms of its disruption to the 
environment). Despite evidence existing that music that has 
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been selected by an individual for their own listening having 
benefits in health settings [16], the aspect of control (i.e. 
personal light switches, privacy given to patients in their rooms, 
controls for adjusting their beds) is not possible here to the 
same degree since these are all shared spaces. In our case, the 
individuals passing through these areas are fairly diverse as the 
local population come from an array of cultural backgrounds. 
Making general predictions about their harmonic, rhythmic or 
stylistic preferences as a group would not immediately be 
possible and the music would have to be evolved dynamically 
based on feedback from the users of the spaces. One proposal 
was to implement an evaluation terminal for feedback at the 
end of their time in the space. By presenting a range of 
emoticons to users this system could offer both an aspect of 
control (affecting the patients’ experience of the system) and 
give us the ability to assess the effectiveness of the system as a 
controller for musical applications. Pictograms in the form of 
emoticons represent an ideal feedback/control mechanism, due 
to the ease and speed of their usage, and the universally 
understandable character to which they aspire [17]. We are 
currently in the process of researching various levels of 
emoticon complexity and arousal/valence models, but in the 
next phase of our project will start with the basic triad of 
satisfied-neutral-unsatisfied emoticons. In order to automate the 
process we are considering using a backpropagation neural 
network with said emoticons as an evaluation function for the 
training of the network. It has however been noted that if the 
patient is not made fully aware of the ways the music functions 
therapeutically they might form preference rather than a 
response [18]. 
 
 

 
Fig. 7. Tuning of the mapping process 

5. CASE STUDY: THE THREE 
SCENARIOS 
 
The three rooms we will be placing our sound installations in are the 
peri-anesthesia care unit (PACU), private waiting room (PRIV) and 
emergency waiting room (NOT) all located in the main building of 
the UKE [19]. Each possesses a specific and distinct ambience and 
poses a different set of challenges. Students participating in the 
project were asked to spend 20 minutes in each of the rooms and fill 
out two questionnaires in order to assess the qualities of the rooms. 
These questionnaires were dubbed “Description of Soundscape” and, 
“Atmospheric Assessment of Rooms” and were created by Katharina 
Nowack and Eckhard Weymann respectively (see Appendix). A 
brief description of the rooms follows: 

5.1 PACU 
 

Peri-anesthesia care unit (PACU)—this room hosts the patients going 
under or coming out of anesthesia. It is a large hall (200+ m2) with 
beds separated by thin, movable walls, filled with subtle noises of 
medical instruments and voices of medical personnel. The general 
feel of the room, as described by students, is one of anonymity, 
sterility and isolation. One of the biggest challenges in working with 
this space is reducing its “artificiality”, and doing so without 
disrupting the sonic feedback which the medical personnel is getting 
from the medical monitoring equipment. Most of the important sonic 
information lies above 250 Hz, so we are considering using only 
frequencies below this threshold for our installation, so as not to 
interfere with the sonic feedback. Another way to avoid interference 
is using distinctly different timbres. Alternatively, a pair of speakers 
could be installed for each bed, thus localizing the sound and 
preventing interference. Due to the size of the room and the fact that 
the patients are unable to move, we will be using a simple data feed 
to control our algorithmic composition (see section 3.2).  

5.2 PRIV 
 
Private waiting room (PRIV) - the room is dedicated to a smaller 
number of patients, mostly suffering from vascular conditions. The 
room is small (some 20 m2) and furnished to resemble a living room. 
The room is acoustically dry and even the slightest sounds are clearly 
perceivable. The general feel is that of a small space. Sitting on a 
comfortable sofa was assessed to induce sleepiness and passivity. In 
order to increase the alertness of the occupants, we are planning to 
use Microsoft Kinect cameras to drive the algorithmically generated 
music and its spatialization. This way, we hope to provide the 
patients with active controls over the sound output.2 An array of 
speakers will spatialize the sound. Of all the three rooms, this one 
allows the composers the greatest freedom of expression. 
 

5.3 NOT 
 
Emergency waiting room (NOT) - this middle sized room (ca. 60 m2) 
is well lit and noisy. The main acoustic feature is a vending 
machine—every 5 to 10 minutes it produces a noise with a peak 
frequency around 709 Hz. As a background to it there is a constant 
drone of air conditioning, quiet voices, coughing, sneezing and 
movement outside. Unrest, petulance, nervousness and tension are 
the words our students used to describe this room. An approach we 
decided to take in dealing with this situation is “masking” the 
vending machine noise by incorporating its sound into the 
soundscape. The 709 Hz is a F5 tone 26 cents sharp and was used as 
the tonic of a just intonation scale. Apart from time/date/day of the 
week (measured by in-built computer clock), light intensity 
(measured by light sensors connected to the Arduino board) and the 
average room loudness (measured by microphones), we are 
considering also measuring the airflow and CO2 levels. Due to the 
current limitations on the range of Kinect cameras, at this point we 
are opting out of using them in this setting. 
 
 
 

                                                                    
2 The sound materials we were planning to use are samples of wind 

noises, rushing water, air noise of the accordion, processed 
accordion sounds, gongs, wind bells, harps, celestas etc. 
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6. CONCLUSION 
 
After approaching this project from a dual perspective formed by two  
groups differentiated by their backgrounds (music therapy and 
multimedia composition students and educators), we were succesful 
in creating a prototype design for our installations. Some of the intial 
explorations into the philosophy of the atmospheres produced an 
impetus to seek interdisciplinary solutions to a complex and highly 
situational range of ethical, philosophical, musical and technical 
challenges. After explicating the circular nature of healing 
environments, we identified a number of poles governing its dynamic 
(see Fig. 1). The descision to pursue an ideal of “neutral” music was 
realized after the analysis of the first sound designs and their 
execution with DJster. This project has a wide scope for further 
development, where we hope to incorporate an evidence-based 
design approach.  
 Moving forward, we wish to continue work with complex 
mapping strategies, including machine learning to assist with the 
“tuning” of future incarnations of our systems. This would expand 
the range of possibilities available to us when wishing to assess the 
effectiveness of our approach.  
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ABSTRACT
The need for thorough evaluations is an emerging area of
interest and importance in music interaction research. As a
large degree of DMI evaluation is concerned with exploring
the subjective experience: ergonomics, action-sound map-
pings and control intimacy; User Experience (UX) methods
are increasingly being utilised to analyse an individual’s ex-
perience of new musical instruments, from which we can
extract meaningful, robust findings and subsequently gen-
eralised and useful recommendations. However, many music
interaction evaluations remain informal. In this paper, we
provide a meta-review of 132 papers from the 2014 – 2016
proceedings of the NIME, SMC and ICMC conferences to
collate the aspects of UX research that are already present
in music interaction literature, and to highlight methods
from UX’s widening field of research that have not yet been
explored. Our findings show that usability and aesthetics
are the primary focus of evaluations in music interaction re-
search, and other important components of the user expe-
rience such as enchantment, motivation and frustration are
frequently if not always overlooked. We argue that these
factors are prime areas for future research in the field and
their consideration in design and evaluation could lead to a
better understanding of NIMEs and other computer music
technology.

Author Keywords
Evaluation, Methods, Meta-Analysis, User Experience
(UX), Human Computer Interaction (HCI), User Studies.

ACM Classification
A.1 [Introductory and Survey]; H.5.5 [Informa-
tion Interfaces and Presentation] Sound and Music
Computing—Methodologies and Techniques; H.5.2 [In-
formation Interfaces and Presentation] User Interfaces—
Evaluation/Methodology.

1. INTRODUCTION
Evaluation has become the subject of important discussion
and consideration in the NIME and wider computer mu-
sic community, and has been previously described as the
“holy grail of NIME research” [20]. Perhaps due to NIME’s
historic connection to SIGCHI, the field has often looked
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Figure 1: Qualities evaluated in NIME papers from the per-
former’s perspective [1].

to the Human-Computer Interaction (HCI) community for
inspiration in evaluation methods and frameworks [22, 36].

While early NIME evaluation methods focused on task-
based usability [36], there has been a shift towards a more
subjective and experiential focus [16, 22, 34], inspired by
User Experience (UX), a movement within HCI that focuses
on the user’s subjective experience of an interaction with
technology [23, 28].

Despite this, many music interaction evaluations remain
informal, and do not adhere to any particular method, while
the qualities evaluated has become diverse (Figure 1) [1].
However, NIME evaluations often correlate with themes of
UX, with researchers studying phenomena like engagement
[35], emotion [11] and interest [3] in a computer music con-
text, and with a desire for generalisable results, the NIME
community would benefit from evaluations following estab-
lished methods.

Barbosa et al. [1] make a valuable contribution in their
analysis of NIME papers, and provide an overview that
highlights the diverse nature of evaluations used in NIME
research.

In contrast, we will analyse recent interaction evalua-
tions published at the NIME, SMC and ICMC conferences
from the perspective of UX, using an adaptation of the
QUOROM method used by Bargas-Avila and Hornbæk [2].
By doing so, we intend to provide a fresh perspective of
music interaction evaluations through the lens of a sepa-
rate, but very much related, discipline, examining recent
trends and identifying areas for future consideration in the
design and evaluation of NIMEs and other music interaction
technology.

2. BACKGROUND
Various evaluation methods have been put forward to eval-
uate digital musical instruments and other computer music
applications. The most notable of which is that of Wander-
ley and Orio [36], who borrow from HCI and suggest using
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Figure 2: The QUOROM procedure for this study.

musical tasks to quantitatively evaluate the usability of mu-
sical controllers. While usability is an important aspect of
HCI research and a useful metric in some musical domains,
users of a musical technology are often more interested in
its capacity for expression, or whether it is engaging, en-
joyable, or rewarding over whether it is easy to use. As
such, there has been a move within the NIME community
away from usability as an evaluation target and towards
more subjective, experiential-based methods [34, 16, 22] in-
spired by UX, with the need for suitable evaluation metrics
becoming an important area of discussion [12].

3. OBJECTIVES
This paper seeks to provide an alternative perspective of
the music interaction evaluations taking place in the com-
puter music community by analysing recent literature from
NIME, SMC and ICMC involving empirical user-focused
evaluations. Our review will focus on:

1. The stakeholders considered in the evaluations.
2. The dimensions of UX that are evaluated.
3. What participant tasks are used.
4. How data is collected.

By studying these papers through a UX perspective, es-
tablished criteria in the field such as virtuosity and trans-
parency [14] are not explicitly considered, as they do not fit
within the definitions of the UX dimensions.

4. METHODOLOGY
Our method is drawn from an adaptation of the QUOROM
method [29] used by Bargas-Avila and Hornbæk [2]. We
have filtered our corpus as follows:

1. Identify sources.
Source Selection: Conference proceedings of New In-
terfaces for Musical Expression (NIME), Sound and
Music Computing (SMC), and the International Com-
puter Music Conference (ICMC) for 2014 – 2016 (N
= 862).

2. Find appropriate publications.
Screening criteria: Papers that mention an empirical
user study in the title or abstract, using the keywords
Evaluat[e,ion,ed,ing], User, Study. (N = 147).

3. Publications retrieved for detailed evaluation.
Screening Criteria: Papers of which the evaluation fo-
cuses on the user’s experience (For example, papers
that use musical Turing tests are omitted) (N = 132).

4. Final Corpus.
The final corpus for our meta-analysis consisted of 132
papers.

For the UX dimensions, we chose to use similar dimen-
sions to those found by Bargas-Avila and Hornbæk [2] in
their meta-analysis to be prominent aspects evaluated in
the UX field. We also decided to note when papers focus
on usability, allowing us to compare its use against the di-
mensions of UX. We have provided the definitions used in
categorising the corpus.

1. Usability Evaluations cover concepts such as ease of
use, e↵ectiveness and ergonomics, e�ciency and learn-
ability [30].

2. Generic UX Evaluations take a holistic approach
and seek to explore the participants’ experiences as
a whole, without focusing on any specific dimensions.

3. Aesthetics Evaluations focus on the aesthetic, artis-
tic properties of the experience [24], such as appeal,
taste, style, and expression [9].

4. Emotion Evaluations measure the emotional re-
sponse and feelings of participants.

5. Enchantment Evaluations focus on the a↵ective at-
tachment of people to technology [25].

6. Engagement Evaluations study flow [8], intrinsic in-
terest and curiosity [7].

7. Enjoyment Evaluations focus on the hedonic quali-
ties of interaction [6].

8. Motivation Evaluations focus on what drives a par-
ticipant’s decisions and behaviour [13].

9. Frustration Evaluations focus on the participant’s
dislikes and hindrances during an interaction [27].

In a similar method to Barbosa et al. [1], we have identi-
fied the stakeholders in each evaluation, using the following
categories:

1. Performers Participants with agency, actively a↵ect-
ing their experience of real-time auditory interaction.

2. Audiences Participants without agency in the eval-
uation, passively involved in the experience.

3. Designers Participants with agency in evaluations
that involve creating or designing hardware or soft-
ware.

4. Composers Participants with agency in evaluations
that involve composing or creating artistic material,
but not performing.

We feel that it is important to give these definitions as
some of the evaluations do not follow a traditional perfor-
mance framework, for example in [17], where each partici-
pant is asked to play an auditory game. As the participant
is actively engaging in a task, they have been categorised as
a performer.

5. RESULTS
Due to our analysis taking place before the ICMC 2016 pro-
ceedings were available, the small number of relevant ICMC
2015 papers (N = 6) and the joint ICMC/SMC conference
of 2014, we decided to group the ICMC and SMC papers
together in our analysis. The breakdown of papers used in
the analysis is as follows:

• NIME 2014: 28
• NIME 2015: 19
• NIME 2016: 15
• ICMC/SMC 2014: 32
• ICMC 2015: 6
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• SMC 2015: 16
• ICMC 2016: N/A
• SMC 2016: 16

Our analysis was non-exclusive, with some evaluations
covering more than one UX dimension, data collection
method, stakeholder or participant task. If more than
one evaluations were included in a publication they were
recorded as separate results. After our analysis, we identi-
fied the following categories for the participant tasks:

1. Specific Task Participants are asked to perform a
pre-determined exercise, such as listen to auditory
stimulus, or perform certain tasks with an instrument.

2. Open Exploration Participants are free to do as
they please during an interaction.

3. Guided Exploration Participants have some free-
dom, but are guided by certain constraints.

4. Watch Performance Participants watch a perfor-
mance given by a musician, in either a concert or lab-
oratory setting (e.g. watching a video).

5. Prepare and/or Give Performance Participants
are asked to prepare a piece and give a performance
as part of the evaluation.

6. Workshop Participants’ interactions take place in a
workshop setting.

7. In The World Use Participants use the technology
in their own personal environments.

8. Other Any other task that does not fit in the above
categories.

As well as data collection methods:

1. Questionnaires Specific questions used to gather re-
sponses.

2. Likert Scales Questionnaires use the Likert format.
3. Comparisons Participants are asked to compare

stimulus, and give ratings; perform pair-wise compar-
isons and the like.

4. Interviews Either structured or unstructured.
5. Field Notes Observations are taken by researchers

during the evaluation.
6. Audio/Video Recording Recordings of experiment

are used in the analysis.
7. Interaction Log The user’s interaction with an in-

terface is logged.
8. Open/Informal Comments Unstructured feedback

is provided.
9. Created Materials Things made by participant’s

during the evaluation are analysed, e.g. [26].
10. Physiological Measurements Methods such as

EEG, ECG and the like are used to record a partici-
pant’s body.

11. Other Any other method that does not fit in the
above categories.

12. NS The data collection method is not specified.

5.1 Stakeholders
The most popular stakeholder used in evaluations was the
performer (50.7%), followed by the audience (39.3%). De-
signers (3.3%) and composers (6.7%) perspectives were
rarely evaluated. While it has been suggested that perform-
ers are the most important stakeholders in digital music [4],
our results suggest that the perspectives of designers and
composers could be better represented during evaluations,
as these perspectives may reveal aspects of musical interac-
tions that have previously been overlooked.
Our stakeholders results are quite di↵erent to those of

[1], whose stakeholders results were: Performers: 52, De-
signers: 28 and Audience: 20. We believe this is because of

Figure 3: Stakeholders

their inclusion of technical evaluations as evaluations from
the designer’s perspective. Since our focus is on evaluations
with participants our designers result is low, as a designer’s
subjective experience is not usually solicited during techni-
cal evaluations.

5.2 UX Dimensions
Our results indicate that although UX concepts are be-
ing applied in computer music research, usability remains
a popular metric in NIME papers (21.7%), while within
ICMC and SMC, the largest proportion were not applica-
ble to dimensions of UX, for example [15], in which an au-
dience’s perception of vibro-tactile feedback is measured. A
high amount of not applicable papers is to be expected, and
is most likely due to the fact that empirical evaluations in
computer music research do not always share the same tar-
gets as UX research, and so a large number of papers will
not fit within our scope.

Of the dimensions of UX, aesthetics is the most commonly
used (19.4%), followed by generic UX (13.7%) and engage-
ment (10.9%). This reflects the literature of the field, which
highlights the importance of expression [10], style [18, 19]
and engagement [37] in computer music research. Generic
UX papers often included evaluations with less formal struc-
tures, such as [21], in which a group of children are used
to evaluate a museum experience through open exploration
and group interview, and reflect the ideas of Stowell et al.
[34] in their proposed qualitative method.

Emotion and enjoyment were evaluated in relatively equal
measure (9.1%), but emotion evaluations in ICMC/SMC
occurred only from the audience’s perspective.

Interestingly, three dimensions: motivation, enchantment
and frustration; were evaluated for either rarely or not at all.
This suggests that these are areas of UX that are currently
overlooked in music interaction, and represent an opportu-
nity for new directions in research. For example, studying
how musicians become a↵ectionately attached to an instru-
ment may help us understand long term uptake of NIMEs,
while studying motivation may allow us to explore their ap-
peal over traditional instruments.

Although frustration is often linked to measurements of
user error used in usability studies, in UX, frustration repre-
sents a qualitative exploration of negative aspects of a user’s
experience, for example in [5], and its study could help the
computer music community identify areas for improvement
in the design of NIMEs and interaction technology.

5.2.1 Performers

From the performer’s perspective, usability was found to
be the most prominent dimension (29.4%), followed by
generic UX (18.8%) while aesthetics, engagement and enjoy-
ment share a similar proportion (10.5%). While NIME and
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Figure 4: UX Dimensions

ICMC/SMC have di↵erent quantities of performer evalua-
tions, they have a similar spread of evaluation dimensions,
with usability being the most popular.
Usability remains prominent most probably because of its

close relation to ideas of learnability and playability, which
are important ideas in NIME and computer music research.

5.2.2 Audience

Aesthetics was the most prominent dimension from the au-
dience’s perspective, in both ICMC/SMC and NIME. Inter-
estingly, emotion was commonly studied within SMC and
ICMC, while it was rare within NIME evaluations. Con-
versely, NIME often focused on engagement and enjoyment
while ICMC/SMC evaluations rarely did so.

5.3 Participant Tasks
Overwhelmingly, the most popular participant tasks were
specific tasks (53.1%), which make up the majority of
ICMC/SMC evaluations. Meanwhile, NIME evaluations
use specific tasks and open exploration in equal measure.
The other tasks were used much less frequently.
Interestingly, NIME evaluations include watching perfor-

mances much more than ICMC/SMC. This could be due to
NIME’s focus on instruments, which suit audience evalua-
tion through performance.
When filtered by UX dimension, it is interesting to ob-

serve that while questionnaires are the most popular tech-
nique for most dimensions, open exploration is the most

Figure 5: Participant Tasks

popular for generic UX. This reflects the dimension’s less
focused approach, in that via open exploration, any aspect
of the interaction may be explored by participants. Simi-
larly, “in the world” use is used mostly in generic UX, as
this technique also encourages an open response from par-
ticipants.

Meanwhile, emotion is studied nearly exclusively using
specific tasks, with evaluations often asking audience par-
ticipants to report on their emotions after listening to musi-
cal stimuli. The dimensions of aesthetics, engagement and
enjoyment are each studied using a wide range of tasks,
but most prominently specific tasks, open exploration and
watching performances.

5.4 Data Collection
The most popular method of collecting data was by ques-
tionnaire (24.6%), and our results reflect those of [1]. Due to
their prominence, questionnaires formatted as Likert scales
were included in their own category (12.0%). Question-
naires most likely remain a popular technique as they give
evaluations an ability to focus on specific aspects, and quan-
titatively analyse otherwise qualitative elements of an inter-
action.

Interaction logs are used mainly to measure usability.
This reflects the evaluation technique of Wanderley and
Orio [36], as well as Kiefer et al. [22], which use inter-
action logs to provide quantitative data for usability mea-
surements.

Interviews and field notes were mostly used to measure
generic UX, while questionnaires are rarely used. This also
reflects the open nature of the dimension, as interviews and
field notes do not limit a participant’s response.

Comparisons, such as pair-wise comparisons and prefer-
ence ranking, are most commonly used to measure aesthetic
qualities.

While we found that emotional responses are elicited us-
ing specific tasks, they are collected using a wide variety of
methods, including specific emotion measurement tools like
the Self-Assessment Manikin (SAM).
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Figure 6: Data Collection

6. DISCUSSION
Our results indicate that there is a strong correlation be-
tween UX and the evaluation criteria used in computer mu-
sic research. However, usability remains the most promi-
nent idea from HCI used in the field, despite e↵orts to move
the field towards UX theories and principles.
We have found three common dimensions in UX research:

motivation, enchantment and frustration; that are evalu-
ated rarely or not at all in computer music interactions.
These areas could help to address key questions regarding
digital musical instruments, and help us to better under-
stand the nature of the instruments and technologies we
create. For example, looking at enchantment and the way
in which musicians become emotionally attached to DMIs
may help to us to understand how short-term experimenters
become long-term practitioners; understanding what moti-
vates and influences musicians to choose DMIs could en-
able us to design in ways that encourage new players; and
studying frustration in DMIs could help us to design more
enjoyable and engaging music interaction experiences.
While these dimensions are inherently very di↵erent from

each other, they share a very qualitative nature. Exam-
ples of their previous use in HCI literature use descriptive
case studies [32] and highlight the need for “rich personal
accounts” [33]. This more qualitative perspective is also
shared with much research in the NIME community, and
highlights the growing trend in both UX and music inter-
action towards deeper explorations of a user’s subjective
experience, as well as the potential ease with which these di-
mensions could be adopted into music interaction research.
As well as our UX dimension findings, we have found

that specific tasks are the most popular participant task
used in evaluations, and data is most commonly collected
through questionnaires. While these are tried and tested
methods, it indicates that there is room within computer
music evaluations for the use of alternative methods, which
may help us to evaluate our technologies more thoroughly.
For example, studying how musicians use instruments in
their own personal environments (“in the wild”) allows us

to better examine their creative process, as it is di�cult to
capture this in laboratory environments [16].

Similarly, the tasks of watching and preparing for a per-
formance reflect real world use cases for musical technology,
and we can learn much from studying the dynamics behind
these processes. As every evaluation needs to be tailored
to the specific goals and needs of the research in question
[31], a full discussion of how our findings should a↵ect fu-
ture evaluations is beyond the scope of this paper, and is
an area for future exploration.

Our analysis may have benefited from delineating be-
tween individual and group stakeholders, which would have
provided a deeper insight into the user experience of multi-
user interactions, such as collaborative installations. Also,
breaking specific tasks into subcategories (for example into
listening exercises and performance tasks) would have al-
lowed for more detailed analysis of participant tasks.

By reviewing which areas of UX are commonly evalu-
ated in music interaction research and which are overlooked,
alongside the participant tasks and data collection methods
used, we have provided a new perspective on the interaction
evaluations taking place, and revealed alternative qualities
to be considered in future NIME research.

7. CONCLUSION
In this paper we have found that usability and aesthetics
are commonly used in evaluations of interaction in the com-
puter music field, while three areas of UX: motivation, en-
chantment and frustration; are often overlooked in current
interaction evaluations, and represent potential avenues for
future research. As well as this, we have found that ques-
tionnaires are the most popular method of data collection,
and specific tasks are the most common participant tasks.

Future work will include the analysis of earlier years of
NIME, SMC and ICMC to reveal how evaluations have
evolved over time, as well as exploring how these findings
may be applied to future evaluation methods.
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ABSTRACT 
This paper discusses control of multichannel sound diffusion by 
means of motion-tracking hardware and software within the context 
of a live performance. The idea developed from the author’s previous 
use of motion-tracking technology in his own artistic practice as a 
composer and performer. Various motion tracking systems were 
considered, experiments were conducted with three sound diffusion 
setups at three venues and a new composition for solo performer and 
motion-tracking system took form. 
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1. INTRODUCTION 
The goal of this project was to explore the potential of electronic 
music that combines production, performance and diffusion into a 
single integrated creative process. In pursuing this goal I hoped to 
develop intuitive ways of controlling sound in space that might be 
relevant not only for my own practice as a composer and performer 
but also for other artists facing the challenges of creating spatial elec-
tronic music within the context of live performance. 
 

2. BACKGROUND 
Since 1995 I have explored the use of motion-tracking technology as 
a means of controlling musical parameters in live performance. This 
exploration began with the DIEM Digital Dance project, which fo-
cused on tracking the motion of dancers, allowing them to control 
musical elements. Custom motion-tracking hardware using flex 
sensors was developed and two interactive dance performance works 
were created: Movement Study and Sisters. In 2008 I continued my 
work with interactive dance using other types of hardware, including 
camera-based technology and accelerometers, in collaboration with 
dancers and choreographers in what was called The Pandora Project 
[1]. The camera-based technology that I used consisted of digital 
cameras mounted in front of and above the stage for tracking the 
movement of the dancers. I developed interactive software using the 
cv.jit (computer vision) library [2] in the Max/MSP programming 
environment. For testing mapping between movement and sound I 
used my laptop computer with its built-in camera. 
 

3. TWO HANDS (NOT CLAPPING) 
In the process of testing and experimenting with this setup I found 
myself waving my hands in front of my laptop, controlling the sounds 
intended to be controlled by the dancers. It dawned on me that this 
activity was both enjoyable and musically interesting with obvious 
parallels to historical electronic music interfaces such as the Theremin 
(1920) and The Hands (1984) [3]. I decided to use this system in a 
new composition, which led to Two Hands (not clapping) for solo 
performer and motion-tracking performance system, a work commis-
sioned by the Dark Music Days Festival and premiered in Reykjavik 
in 2010.  
The mapping used for this work was quite direct. The image from the 
webcam is divided into a matrix of twelve rectangles. The amount of 
movement in each rectangle is calculated in software by comparing 
each video frame with the previous video frame. Using this mapping 
algorithm I can control twelve sounds individually and dynamically: 
the more I move in each rectangle the more sound is heard. Multiple 
sounds can be controlled by moving in more multiple rectangles. The 
closer my hands are to the webcam, the more they fill the image, 
which means that by moving my hands closer to the webcam I can 
control all twelve sounds at once, while more subtle control of indi-
vidual sounds can be achieved by moving my hands farther from the 
webcam. 

3.1 Conducting (not dancing) 
One important difference between working with dancers and working 
as a performer was that I could make greater demands on controlling 
the music and concern myself less with the visual content of the 
performance. Dance is a visual medium and any aspect of interaction 
that requires specific gestures or movements will limit a dancer’s 
freedom of movement and might interfere with the visual perfor-
mance. For my solo work, sound was the main focus. Visual content 
is certainly an important part of experiencing a live musical perfor-
mance, but the main focus is on sound, not on visual appearance [1]. 
By comparison, gesticulations of a conductor do not constitute a 
visual performance but are rather means to the end of making the 
orchestra perform in a certain way. 

 
3.2 No Water, No moon 
In 2011 I was invited to work with the sound system at the Royal 
Library in Copenhagen. The building, known as the Black Diamond, 
includes a large public space with a glass facade overlooking the 
harbor. Permanently installed in this space is a powerful 12-channel 
sound system with four large speakers (Meyer UP1) on each of the 
three levels and two subwoofers on the second level.  
 By coincidence, Two Hands (not clapping) used 12 independent 
audio channels or voices mixed down to stereo output. It seemed 
natural that the 12 voices could be routed directly to the 12 loud-
speakers in the Black Diamond to create a 12-channel version. In 
testing this setup I found that the result was fascinating. When I 
moved my hands higher, the sounds activated were routed to the 
upper speakers. When I moved my hands lower, the sounds activated 
were routed to the lower speakers. By moving my hands I could very 
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intuitively control not only which sounds I wanted to hear but also 
which of the 12 speakers I wanted to hear. 
The experience of performing Two Hands on this 12-channel sound 
system inspired me to create a new, site-specific 12-channel work 
entitled No Water, No Moon, which was commissioned by the Danish 
Composers Union to commemorate its centennial anniversary and 
premiered at the Black Diamond on May 4th, 2013. 

 

 
Figure 1, Wayne Siegel performing at the Black    

Diamond, Copenhagen 

4. MOTION-TRACKING HARDWARE 
The use of computer vision to control sound had become an intuitive 
means of musical expression for me. I wanted to expand this live 
composition environment to include live control of sound diffusion. 
Up to this point I had routed each of the 12 channels of my setup to 
one of twelve speakers. I wanted to be able to control sound diffusion 
or live panning using motion-tracking technology. My criteria for 
choosing hardware and software to control sound diffusion were 1) 
the system must be intuitive and fairly easy to learn how to use and 2) 
the system must not inhibit or interfere with body movement already 
being used to control sound. I experimented with three different types 
of motion-tracking hardware for controlling sound diffusion. 
 

4.1 Computer Vision using cv.jit 
Created by Jean-Marc Pelletier, cv.jit is an object library for Jitter that 
includes tools to assist users in tasks such as image segmentation, 
shape and gesture recognition, and motion tracking [2]. As men-
tioned, I have used some of these objects extensively in working with 
camera-based motion tracking in interactive dance and in my solo 
works that use motion tracking. 
I considered using these same techniques to control sound diffusion 
but decided against this at an early stage. My main concern was that 
using the same motion tracking techniques to control both sound 
production and sound diffusion during a performance would make it 
difficult or impossible to control these two aspects of the performance 
independently.   

4.2 Leap Motion 
Leap MotionTM is a commercially available hardware interface 
designed for gesture tracking for use as an alternative to a mouse or 
touch screen. The device is placed on a table in front of the computer 
and uses built-in infrared LEDs and two cameras concealed behind its 
glass incasing. The gesture tracking is software based. Information 
about exactly how the software works is not publicly available. The 
software can track both hands when held above the unit including 
discrete finger position in a skeletal image. Several object libraries are 
available to allow integration with Max/MSP, including Masayuki 
Akamatsu’s aka.leapmotion and IRCAM’s skeletal tracking software 
[4], which is based on aka.leapmotion. After some testing I was dis-
couraged by the discrepancy between what my fingers were doing 
and the screen image of the test software. I also felt that that using the 
unit required a great degree of dependence on visual feedback. Read-
ing product reviews [5] and Han’s & Gold’s informative paper on the 
subject [6] left me no less discouraged. I decided not to use the Leap 
Motion. 
 

4.3 Hot Hand 
The Hot HandTM USB is a commercially available MIDI-controller 
manufactured by Source Audio [7]. The controller consists of two 
units: 1) a 3-axis (X, Y, Z) accelerometer embedded in a plastic finger 
ring with a built-in bluetooth transmitter and a built-in battery and 2) a 
separate receiver unit, designed to be connected to the USB-port of a 
computer. This type of accelerometer is commonly used in various 
controllers, including smartphones. For my purposes, the main ad-
vantage of the Hot Hand over other accelerometers is that it is well 
integrated into a ring, completely wireless and easily configurable 
with any music software. 

 
Figure 2, Hot HandTM USB MIDI controller 

 
4.4 A word on gesture recognition 
Motion-tracking hardware can be used in connection with gesture 
recognition [8]. Both cv.jit and Leap Motion include tools for gesture 
recognition. The MuBu software platform developed at IRCAM can 
be used to record sensor data for use in gesture recognition [9]. I 
chose not to work with gesture recognition for this project because I 
was interested in mapping motion-tracking data directly to sound 
diffusion parameters.  
 

4.5 Choice of hardware: two Hot Hands 
After testing these three systems I decided to use two Hot Hand con-
trollers, one worn on the middle finger of each hand. The use of 
accelerometers did not interfere directly with the computer vision 
tracking already in use and I found the interface to be stable and 
intuitive.  
The Hot Hand outputs 3 controller parameters: X, Y and Z coordi-
nates. I began experimenting with a single Hot Hand controller, but 
found it difficult to map these three parameters independently to 
sound diffusion parameters. For example, rotating my hand changed 
at least two parameters simultaneously. For this reason I decided to 
use two Hot Hands, mapping only one parameter from each: X-axis 
on my right hand and Z-axis on my left hand. For my right hand, the 
“neutral” position was holding my hand with my palm facing left in 
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relation to myself. By rotating my right hand counter-clockwise I 
could increase controller values, by rotating my hand clockwise I 
could decrease controller values. For my left hand the neutral position 
was with the palm facing down. By raising my left hand (palm facing 
forward) I could increase controller values, by lowering my left hand 
(middle finger pointing down) I could decrease controller values.  
 

5. SOUND DIFFUSION 
The tradition of sound diffusion dates back to the late 1950’s and 
Musique Concrète, a concept originally conceived by Pierre Schaeffer 
and others working at GRM (Radio France) in Paris and further 
developed there and elsewhere. Important sound diffusion systems 
include the Acousmonium, developed at GRM in the early 1970s, 
BEAST (Birmingham Electroacoustic Sound Theatre) developed by 
Jonty Harrison at the University of Birmingham [10] and the 
GMEBaphone, developed at IMEB in Bourges [11]. Many different 
approaches to sound diffusion have been taken by different compos-
ers and institutions over the years, including the creation of a great 
diversity of speaker setups as well as the use of various types of 
hardware and software for controlling sound diffusion. [12].  
One musical advantage of controlling sound diffusion live is that the 
performer can create a site-specific spatial interpretation of a work 
adapted to the actual listening space. This type of diffusion is often 
performed by a composer or interpreter moving faders on a large 
mixing consol. 
 

5.1 Controlling Sound Diffusion 
One of the problems of controlling sound diffusion with multiple 
faders is the difficulty of controlling many faders independently. We 
have 10 fingers, but moving all ten of them dynamically in difference 
directions and at different speeds simultaneously is no easy task. To 
address this problem various software solutions have been developed, 
two of which will be discussed below. For my purposes, the problem 
was greatly complicated by the fact that the motion of my hands was 
already being mapped to sound control. 
 

5.2  Zirkonium  
Zirkonium is software developed at ZKM (Zentrum für Kunst und 
Medientechnologie) in Karlsruhe, Germany, designed for program-
ming trajectories of sound in space in relation to the Klangdom: a 47-
channel speaker array permanently installed at ZKM [13]. Zirkonium 
software allows a composer to create an independent multichannel 
panning track for each audio track. The system was designed for 
programming off line and used for fixed media playback. Some 
parameters can also be controlled in a live situation using external 
controllers. 
 

5.3 Spat  
Spat (Spatialisateur in French) is a group of software tools developed 
at IRCAM in Paris and designed for spatialization of sound signals in 
real-time intended for musical creation, postproduction, and live 
performances [14]. Spat is suitable for creating virtual placement of 
sounds in a virtual acoustic environment. For example, using ambi-
sonics, surround sound or a binaural configuration, sounds can be 
projected to virtual positions and distances in relation to the listener. 
Spat can also be used for live sound diffusion in a large space with a 
multichannel setup. Spat can be controlled in a live situation by 
means of external hardware.  
Choice of software 
Both Spat and Zirkonium were constructed within the Max/MSP 
programming environment. I found both to be powerful and sophisti-
cated diffusion tools. Other more specific diffusion tools have also 
been designed within this environment. For various reasons I found it 
practical not to use either of these but instead to create my own pan-

ning objects and integrate them into the Max/MSP performance patch 
that I was already using. 
The concept that I chose was a simple one that I call rotational pan-
ning.  Instead of thinking in terms of panning individual sound 
sources between speakers, I imagined the whole room rotating left 
and right, or back and forth. All 12 voices rotated as a group. Each of 
the twelve channels or voices of my setup were routed to one of 
twelve fixed speakers. Values transmitted by the two Hot Hand con-
trollers were mapped to panning functions. When I rotated my right 
hand clockwise all of the speaker positions would rotate to the right, 
as if I was floating in a fixed position while the whole room rotated 
clockwise. When I raised my left hand all of the speaker positions 
would rotate backwards, as if the whole room was rotating back-
wards. 

6. TWO HANDS ON 
Intuitive control of sound diffusion is a complex issue. It can be diffi-
cult to imagine, realize or even perceive multiple audio sources mov-
ing in various patterns and at various speeds at the same time. Con-
trolling complex spatial movement in a live situation can be a great 
challenge.  
I had an opportunity to experiment with live diffusion in three very 
different spaces. My approach was experimental and site-specific. I 
viewed the multichannel sound systems embedded in these three 
spaces not as vehicles for linear sound reproduction but rather as 
acoustic environments, each with its own unique characteristics.  
My first experiments in working with live control of diffusion took 
place at ZKM in September 2015.  
 

6.1 The Klangdom at ZKM  
The Klangdom at ZKM is a small concert hall equipped with a digital 
mixer and 47 independent speakers. The setup is made up of four 
rings of speakers. Channels 1- 14 constitute an outer/lower ring, 
channels 15-28 constitute a slightly higher ring, channels 29-36 con-
stitute a more centered, higher ring, channels 37-42 constitute an even 
more centered, still higher ring, channel 43 is at zenith and channels 
44-47 are subwoofers (one in each corner) [13].  

 

 
Figure 3, The Klangdom at ZKM, Karlsruhe 

 
My laptop computer was connected to the mixer in the Klangdom via 
a MADI interface, allowing direct access to all 47 channels from my 
Max/MSP patch. Much to my delight, this setup was up and running 
perfectly in less than an hour. 
At ZKM I tested my concept of rotational panning using two different 
configurations. The first configuration can be called 12-12 routing 
and used only 12 (out of 43 possible) discrete speakers. Rotational 
panning consisted of changing panning positions between the 12. The 
second configuration can be called 12-42 routing and used a total of 
42 speakers, plus subwoofers (only the zenith speaker was not in use). 
With 12-42 routing each of the 12 voices was by default routed to a 
single speaker, but the voice could be panned to six other speakers. 

378



This allowed each voice to be panned to any of a total of 7 speakers 
(original position, left front, right front, left center, right center, left 
rear, right rear). 
Two of my existing works were used for testing at the Klangdom: 
Outside-In and No Water, No Moon. 

6.1.1 Outside-In 
Outside-In is a permanent, site-specific sound installation that I creat-
ed for the Black Diamond. The installation is heard in this public 
space 3-4 minutes every day at 1:00 PM. Audio is played from a 
computer connected to an audio interface with 12 discrete outputs: 
one routed to each speaker. The work consists of about 100 sections, 
each 70 seconds in length. An algorithm based on Markov chains 
determines the section order and amount of overlap between sections.  
I set Outside-In to play continuously so that I could concentrate on 
using the two Hot Hand controllers for rotational panning of the 12 
output channels in the Klangdom. I found that 12-42 routing worked 
quite well. I could create a feeling of spatial motion with simple and 
intuitive hand movement. The 12-12 routing configuration worked 
fine as well, but tended to sound less coherent. Panning with only 12 
speakers was not as seamless and subtle as panning with 42 speakers.  

6.1.2 No Water, No Moon 
The next step was to try to perform No Water, No Moon live using 
motion-tracking via a webcam to control sounds and two Hot Hand 
controllers to control rotational panning. A few challenges immedi-
ately became apparent. Both the Hot Hands and the camera-based 
system react to movement. At first it was difficult to control them 
independently. After practicing I discovered that it was possible to 
integrate the motion required to control rotational panning with the 
motion required to control sound. I stumbled across a few tricks while 
practicing: 1) I could take my hands “off camera” (for example off to 
the sides) for a moment to use the Hot Hand controller without affect-
ing the camera-based controller, 2) I could move my whole hand at a 
fixed angle (for example palm facing down) to affect the camera-
based controller without affecting the Hot Hand controller, 3) I could 
forget about the Hot Hand controllers on one or both hands, making 
rotational panning less controlled but not necessarily less interesting. 
After spending some time experimenting I was convinced that this 
setup was both artistically and technically viable, although it would 
require some hours of practice on my part. I felt that the panning 
effects that I could achieve with the Hot Hand controller could be 
worked into the piece and that the use of live diffusion could influ-
ence the performance in a positive way without interfering with the 
character of the performance. All in all my first impression was ex-
tremely positive and practicing No Water, No Moon in the Klangdom 
was a good experience. 
 

6.2 The Black Diamond, Copenhagen 
After my visit to ZKM I had an opportunity to conduct further exper-
iments at the Black Diamond as composer in residence at the Royal 
Library. The permanent 12-channel sound system at the Black Dia-
mond has 12 main speakers and 2 subwoofers hidden in the ceilings 
on three levels of the main foyer or atrium. The speaker setup is 
asymmetrical in correspondence with the asymmetrical architecture. 
The 12-channel setup consists of three trapezoids on three different 
floors or levels. Distances between the speakers in each trapezoid 
range from about 10-14 meters. Ceiling height is about 5 meters, with 
the second level speakers about 11 meters above the ground floor and 
the third level speakers about 17 meters above the floor. When per-
forming I stand on a bridge on the second level overlooking the har-
bor (figure 1). 
I tested live rotational panning of Outside-In using 12-12 routing 
described in section 5.1. This configuration was easily adapted to this 
12-channel sound system. In fact I found that it worked better here 
than it did in the Klangdom: the panning seemed smoother. This is 
probably due to the large size and lively acoustics of the space. The 
acoustics tend to blur panning, making movement between speakers 

less obvious, even with a lot of panning motion. Because of the large 
size of the Black Diamond it is in fact difficult to pinpoint exactly 
which speaker a sound is projecting from. 
I found that the intended rotational effect was not readily perceptible. 
Instead I had a general sense of sounds moving without being able to 
pinpoint the exact location of a particular sound at a particular mo-
ment or the precise path of the panning motion. I also found that the 
original 12-channnel mix had great influence on how clear or blurred 
the live diffusion was perceived.  
I tested No Water, No Moon with the same setup. Again the panning 
seemed smooth and less obvious than I had imagined. The type of 
sounds being played had great influence on how rotational panning 
was perceived: for example the panning of sounds with sharp transi-
ents in the higher frequency spectrum was more perceptible than 
panning static, drone-like sounds in the lower frequency spectrum. 
Again the rotation of the room was not immediately obvious. My 
experience was probably influenced by the fact that No Water, No 
Moon, was conceived and composed for performance in the Black 
Diamond. The 12-channel sound system is part of the concept of the 
piece. Although I did not feel that live rotational panning detracted 
from the performance and experience of the work, I was not com-
pletely convinced that it added a new dimension, either. But using 
rotational panning in the Black Diamond was fascinating and did 
incubate new ideas for future work. 
 

6.3 Symphony Hall, Aarhus 
Finally I experimented using a 12-channel speaker setup at Sympho-
ny Hall in Aarhus, a hall with a seating capacity of 1,200 that was 
acoustically designed for symphonic music (Figure 4). There is no 
permanent sound diffusion system in the hall, so I was at liberty to 
place the 12 speakers wherever I wished. I chose a flattened setup, 
using only two levels: 1) stage/ground and 2) balcony (the balcony 
surrounds the entire hall including behind the stage, the sides and the 
rear). Speakers were place on stage (narrow stereo pair plus subwoof-
ers) above/behind the stage (wide stereo pair), two on each side of the 
audience on the ground floor, two on the side balconies and two on 
the rear balcony. 

 

 
Figure 4, Symphony Hall, Aarhus 

 
 
The concept of rotational panning was not easily adapted to this hall, 
mainly because of the elongated and flat speaker setup. I concluded 
that a new method of group panning needed to be designed and im-
plemented for this hall. I was also not satisfied with the speaker ar-
rangement that I had chosen. I felt that it would be necessary to de-
velop a new rotational panning system designed specifically for the 
Symphony Hall in Aarhus and create a new speaker setup layout with 
more speakers in front of the audience and fewer on the sides.  
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6.4 Ritual 
Based on my experiments I found that using two accelerometers to 
control rotational panning could be combined with camera-based 
motion tracking to provide a flexible and intuitive interface for con-
trolling live diffusion. I ultimately chose this configuration for a new 
work for solo performer and motion-tracking system. 
 This work, entitled Ritual, employs both camera-based motion 
tracking using the webcam of a laptop computer as well as a pair of 
accelerometers, one worn on each hand.  The webcam controls sound 
in two different ways: 1) altering the amplitude envelope of continu-
ous looped samples and 2) triggering single samples when movement 
in any given zone increases beyond a fixed threshold. The accelerom-
eters are used to control live rotational panning using only one control 
parameter from each accelerometer. The webcam image is divided 
into a matrix of 12 rectangles. Each rectangle is linked to a sound. 
The performer controls the sounds by moving his hands within the 12 
rectangles. Two accelerometers (Hot Hands®) are also worn by the 
performer. These are used to control panning and placement of the 
sounds in the hall using the 12-channel sound diffusion system. Live 
control of sound diffusion is an important element in the work. 
 Ritual consists of 18 sections or scenes. Each scene has its own 
sounds. Changes of scenes can be either abrupt or gradual with over-
lapping transitions between scenes. The mood of the piece is contem-
plative, evoking associations to an unknown ritual. A beta version of 
the piece was tested at Aarhus Symphony Hall in February, 2016. 
The work received its premiere performance on April 30, 2016 at the 
Black Diamond in Copenhagen as part of the composer’s affiliation 
with the Royal Library in Copenhagen as composer in residence 
2015-2017.  The author was invited to perform Ritual at the Black 
Diamond on May 18th, 2017 at the closing concert of the NIME 2017 
Conference in Copenhagen. 
 

7. CONCLUSION 
Working with various types of motion tracking for controlling sound 
diffusion has provided me with insight and inspiration in relation to 
creating spatial electronic music within the context of live perfor-
mance. After intensive experimentation using three sound systems in 
three spaces I decided to use two different motion-trackings systems: 
a camera-based system to control sound and an accelerometer-based 
system to control sound diffusion.  
The simplicity of this mapping has made the interface fairly easy for 
me to learn to use. In spite of this simplicity, I have found that com-
plex sound textures can be created by combining and mixing 12 
voices and that subtle and musically relevant multi-channel sound 
diffusion can be controlled during a performance. The potential of 
creating varied sonic textures and multi-channel panning by means of 
a few simple parameters controlled by motion tracking hardware and 
software continues to fascinate me, and this fascination has inspired 
me to create a new work that explores the idea of conducting sound in 
space. 
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ABSTRACT
The Fragment String is a new digital musical instrument de-
signed to reinterpret and reflect upon the sounds of the in-
struments it is performed in collaboration with. At its core,
it samples an input audio signal and allows the performer
to replay these samples through a granular resynthesizer.
Normally the Fragment String samples an acoustic instru-
ment that accompanies it, but in the absence of this input it
will amplify the ambient environment and electronic noise
of the input audio path to audible levels and sample these.
This ability to leverage both structural, tonal sound and
unstructured noise provide the instrument with multiple di-
mensions of musical expressivity. The relative magnitude of
the physical gestures required to manipulate the instrument
and control the sound also engage an audience in its perfor-
mance. This straightforward yet expressive design has lent
the Fragment String to a variety of performance techniques
and settings. These are explored through case studies in
a five year history of Fragment String-based compositions
and performances, illustrating the strengths and limitations
of these interactions and their sonic output.

Author Keywords
digital musical instruments, granular synthesis, game con-
trollers, human-computer interaction

ACM Classification
H.5.5 [Information Interfaces and Presentation] Sound and
Music Computing, H.5.2 [Information Interfaces and Pre-
sentation] User Interfaces—Input devices and strategies, H.5.3
[Information Interfaces and Presentation] Group and Orga-
nization Interfaces—Collaborative computing.

1. INTRODUCTION
The Fragment String (Figure 1) is a new digital musical in-
strument designed to reinterpret and reflect upon the sounds
of the instruments it is performed in collaboration with. To
that end, its core is a granular resynthesis engine applied to
sampled live acoustic input. The parameters of the granu-
lar resynthesis are controlled by two strings that are pulled
from the body of the instrument and moved about in space.
In our experience of performing with the instrument, the
resulting interaction is accessible, nuanced, and engaging of

Licensed under a Creative Commons Attribution
4.0 International License (CC BY 4.0). Copyright
remains with the author(s).

NIME’17, May 15-19, 2017, Aalborg University Copenhagen, Denmark.
.

the body, easily understood by beginning performers, while
enabling subtle layers of musical expression for seasoned
practitioners. The relative magnitude of the physical ges-
tures required to manipulate the strings and control the
sound also engage the audience in its performance.

The Fragment String raises interesting questions related
to performative aesthetics of digital music instruments. As
it is fundamentally a sampling instrument, Fragment String
requires additional instrumentation or sound generation mech-
anisms for it to operate in a musical setting. Given a com-
plementary sound source to work with, it is then able to
achieve its own sonic identity derived from its input; with-
out this, it fails to achieve reasonable criteria for an expres-
sive musical instrument.

However, the Fragment String was designed with one ad-
ditional source of input sound: the background noise of its
environment and its own electronic circuits. Using a dynam-
ics processor, the Fragment String amplifies these to read-
ily audible levels when no instrumental input is detected,
sampling them for granular playback. While these sonic
materials are generally insufficient to produce an adequate
musical performance on their own, they do afford the instru-
ment a distinctive, whispery “voice” that provides contrast
with instrumental sonic materials.

Together these characteristics have produced an instru-
ment that is straightforward to learn but offers depth in
multiple dimensions of musical expressivity. As such, the
instrument has been used in seven individual musical works
spanning the past five years, developing a small but mean-
ingful repertoire. Each of these compositions has explored
different facets of the instrument’s sound-producing capa-
bilities and interactions. These musical works have also
placed the Fragment String in a number of roles: that of
an ensemble instrument, that of a single Fragment String
performer with accompaniment, and that of a performer

Figure 1: The Fragment String.
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playing an acoustic instrument and Fragment String simul-
taneously. Through these compositional and performative
experiences, many of the merits and drawbacks of the Frag-
ment String’s design have been made evident.

2. BACKGROUND
The aesthetics and philosophy of instrument building un-
derlying Fragment String are rooted in the principles advo-
cated by and practiced by Dan Trueman, Perry Cook, and
Curtis Bahn. Trueman’s BoSSA [14] augmented a spherical
array of speakers with sensors mapped to musical synthesis,
fusing into a single object its gestural inputs and its means
of acoustic sound projection. As a digital music instrument,
the BoSSA heralded a return to a more classical acoustic in-
strument paradigm, in which sound directly emanates from
the instrument being performed itself. These ideas were fur-
ther explored in the musical duo “interface,” a collaboration
between Trueman and Bahn, the former of whom performed
with BoSSA and the latter of whom projected the sound
of an extensively customized electric bass through a num-
ber of spherical and hemispherical speakers in close prox-
imity [1]. Trueman considers the concepts underlying these
efforts and similar work with the Princeton Laptop Orches-
tra [11] using two criteria, sonic presence and performative
attention [12]. Sonic presence concerns itself with how the
sound of an instrument is contextualized acoustically with
a greater electroacoustic ensemble. Performative attention
considers how much effort and attention a digital music in-
strument asks of its performer, how hard or easy is it to
play, and if it can enable the development of “virtuousity.”
Ruviaro’s definition of a musical instrument complements
these considerations, considering presence, movement and
gesture, and historical context as the defining qualities of a
musical instrument, digital or otherwise [10].

The systems described above were necessarily tethered
to external computers to perform the relatively heavy pro-
cessing tasks associated with analyzing sensory input and
synthesizing the resulting audio. More recently, technolog-
ical developments such as the BeagleBoard, Raspberry Pi,
and other single-board computers have allowed the body of
a digital musical instruments to physically encompass the
entirety of gestural input, acoustic output, and the compu-
tational activities associating the two, obviating the need
for a thicket of cables running back to a “real” computer.
The advantages of these systems for digital musical instru-
ment design have been discussed by Berdahl and Ju [2, 3]
and Moro et al. [7].

The development of Fragment String was directly inspired
by the trend of appropriating game controllers as the basis
for digital musical instrument designs. In particular, a per-
formance of Anne Hege’s From the Waters (2012), by the
Princeton Laptop Orchestra, inspired explorations into the
use of the Gametrak golf gaming controller towards musical
ends. In From the Waters, the ensemble members pulled at
and shifted around a single loop of rope tethered to multi-
ple of these controllers in a ritual-like performance. While
many computer music works, intentionally or not, draw at-
tention to the technology underlying them, From the Wa-
ters seemed to use its technical implements to in fact con-
ceal the role of technology in its production, placing in the
foreground the activities of the performers and the musical
results thereof. This quality can be partially attributed to
the work’s creative use of the Gametrak controller, which
remains obscure in the field of computer gaming interfaces
but nonetheless provides interesting and unique gestural op-
portunities for digital musical instrument designers. These
manifold possibilities have been explored and documented

extensively by Freed et al. [4], Trueman [13], Rotondo et
al. [9], Huberth and Nanou [6], and Jinshuo Feng in his
Line of voice and string (2016).

The practice of amplifying the acoustic presence of a
space with or without instrumental sound present is well-
established in the history of 20th century music. Alvin
Lucier’s I Am Sitting in a Room (1967) is perhaps the
best known example, in which subsequent recordings of
the piece’s text are filtered through the titular room, ac-
centuating the its distinctive resonant properties. Gordon
Mumma’s Hornpipe (1967) incorporated two small micro-
phones attached at a solo horn player’s hip, distanced from
the horn itself; custom electronics would automatically sam-
ple and replay the sound of the horn in space. As stated
by Mumma, the musical results of this process were highly
dependent on the acoustic properties of the space itself [8].

3. MOTIVATION
The Fragment String was borne of several intersecting de-
sires in creating musical instruments for the Stanford Lap-
top Orchestra [15]. One of these was to study and introspect
the sounds of the real world on a small scale, and to incor-
porate these activities into a musical piece for a computer
music ensemble. This was further intended to manipulate
live sound in real time, making transparent the nature of
the sound processing and enabling a mechanism for dynamic
musical interplay between acoustic and digital instrumen-
tation.

Another desire that motivated the Fragment String was
to create an instrument that could engage a concert au-
dience more effectively than a wall of laptop screens. As
discussed by Henke [5], live computer-generated music, by
default, lacks clarity into the actual processes of its per-
formance. Listeners at a computer-generated music concert
often have no insight into the techniques being employed by
its performers, and perhaps these processes would be overly
abstruse or uninteresting to the audience in any case. While
computer technology has allowed entire virtual symphonies
to be called up with little or no exertion on the part of a
performer, the elusive link between physical presence, ges-
tural action, and musical output has arguably persisted in
computer music performance.

As touched on by Trueman [12] and Smallwood [11], cre-
ating an instrument for laptop orchestra often involves cre-
ating an entirely new interface for musical expression, com-
posing a work for that new instrument, and teaching its me-
chanics to a group of performers. Composers of works for
laptop orchestra do not have the luxury of performers who
have dedicated multiple decades to their chosen instrument;
in the experience of one of the authors, often an ensemble
will have only practiced with a new digital music instru-
ment for a few weeks before taking to the stage. There-
fore the basic functionality of a digital musical instrument
for laptop orchestra must often be easy to understand and
generally not require an exceptional number of rehearsals
to perform the tasks required by the composition it is in-
tended for. On the other hand, this should not be used as an
excuse to make digital music instruments that lack depth,
nuance, or expressivity that might only be discovered after
some amount of practice. Care is needed to balance a new
instrument’s required skill and the musical potential of its
sonic inventory.

The circumstances of composing for laptop orchestra guided
the initial development of the Fragment String, but it soon
become evident that the instrument might be used in smaller
musical groups (Section 5 discusses these efforts).
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4. INSTRUMENT DESIGN
The basic design of Fragment String is two strings drawn
from a box that is typically seated on the ground at the
feet of the performer. An input source, typically an acous-
tic instrument sampled through a microphone or pickup, is
recorded by the Fragment String continuously. Each string
records this input into its own separate buffer of audio. Up
to ten seconds of continuous audio is recorded; beyond this,
samples will be overwritten starting with the earliest. The
instrument effectively samples up to the most recent ten
seconds of input.

Drawing a string upwards and pulling it out of the instru-
ment’s housing will cause the corresponding buffer to stop
recording and enter playback mode. In this mode, the string
plays back the current contents of its buffer, at a gain ex-
ponentially proportional to the length of string drawn. The
buffer does not automatically advance its position in the
recorded sound; instead, it freezes the current position in
place and replays a cluster of fragments around the play-
head. The string can also be moved forward away from the
performer or backwards toward the performer to respec-
tively advance or move back the playback buffer position.
At all times the performer is in control of the buffer posi-
tion; the instrument simply plays back a cloud of fragments
surrounding the current position. Moving the string left or
right adjusts the playback rate of the individual fragments,
granting pitch control of the sample.

Figure 2: Diagram of operation of a single string.

Returning the string to the fully withdrawn position will
stop playback and resume recording for the corresponding
buffer. The previous contents of the buffer are entirely
cleared and a new buffer of sampled audio up to ten seconds
in length is accumulated. The two strings are independent
of each other; in addition to recording and playing separate
buffers, one can record while the other plays, or vice versa,
or both can record or both play, according to the musical
intent of the performer and/or composer. As summarized in
Figure 2, moving the string up and down activates playback
and controls gain, forward and backward controls the cur-
rent playback position with the sample, and left and right
adjusts pitch.

The audio input of the Fragment String is processed with
extreme dynamic range compression, such that if no in-
strumental input has been received recently the low-volume
noise of the input signal is amplified to audible levels. This
captures both electrical noise from the analog signal path
and the ambient sound of the space, captured through the
instrument microphone or pickup. If one string is playing
while another is recording, and no instrumental input is
present, the instrument will effectively sample itself filtered
through the reverberant characteristics of the performance

space.
This design has led to an instrument fundamentally about

exploring and probing the sounds of individual instruments
in addition to the intricate and often-ignored sounds of
space and electronic noise. Fragment String gives its per-
former direct control over the recreation of samples of these
sounds, with the goal of directing these explorations towards
musical ends.

4.1 Performance Techniques
This instrumental design has led to a number of standard
techniques for performing with the Fragment String. By ad-
vancing the string forward at a suitable rate, the performer
is able to play back the sample similar to how it sounded
originally. The string can be held in one place to maintain
a constant drone, effective when used in tandem with the
acoustic instrument playing off of the drone. In this gesture,
the string can be slowly raised and lowered to vary the dy-
namics over time, and can also be pulled out to the left or
right to adjust the pitch and register of the drone if that
is musically desirable, up to an octave lower or higher than
the original sample. As mentioned previously, the ambient
environmental sound and line noise of the system can be
sampled and replayed at readily audible volumes, creating a
texture that contrasts with the tonal, acoustic instrumenta-
tion rather than reinforcing it. By alternating the left and
right strings between recording and playing, the sampled
sound can be “traded” back and forth between the buffers,
filtering it each time through the speaker, the acoustic en-
vironment of the performance space, and the microphone
input. This last technique can be used with either instru-
mental samples or ambient noise samples.

4.2 Technical Implementation
At the technical core of the Fragment String instrument
is a software program that samples from an audio input
device and regranularizes the sample in response to user
control. This program is implemented in the ChucK audio
programming language [16]. The Fragment String software
is functionally agnostic to what its actual audio source ac-
tually is, be it a built-in laptop microphone, line input, or
full outboard audio interface with professional microphone.
Various iterations of the Fragment String have employed all
of these.

The standard “first-edition”Fragment String consists of a
laptop computer running the core software, a Shure SM57
microphone connected to an audio interface providing audio
input, and either stereo output to the house sound system or
six-channel output to a hemispherical speaker. Variations of
this arrangement were used in the bulk of the performances
described in Section 5.

More recently, a“second-edition”Fragment String was de-
veloped to unite its modular parts both physically and con-
ceptually (Figure 1). For this, an enclosure was developed
to house the Gametrak controller, a Raspberry Pi single-
board computer to run the software and mediate the various
hardware components, a USB audio ADC with built-in mi-
crophone preamp, an Arduino to process input and output
gain knobs, and an audio daughterboard for stereo audio
output. This firstly resolved the practical issue of needing
to plug in some form of all of these components when set-
ting up for a performance and needing to disconnect and
transport all of these when breaking down afterwards. It
secondly resolved the aesthetic issue of the instrument be-
ing divided into disparate, loosely connected parts; bringing
these together into a single box in a sense“promotes” it from
an ad-hoc assembly of hardware and software to a musical
instrument that might be reasoned about as such.
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Figure 3: Muted Voices (2012). Still from video courtesy of David Kerr.

5. PERFORMANCE AND COMPOSITION
Since the instrument’s inception in 2012, a number of works
for ensemble, duo, and trio incorporating the Fragment
String have been composed and performed. Initially, the
Fragment String was intended as an instrument to be used
by multiple performers in an ensemble, but it has since
proven to work well in smaller-scale settings for two or
three performers. Through these various manifestations of
the Fragment String in performance and composition, the
instrument has developed a broad palette of musical tech-
niques, motives, and effects.

5.1 Muted Voices (2012)
The first composition to use the Fragment String was Muted
Voices for solo violin and Fragment String ensemble (Fig-
ure 3). Muted Voices comprises a solo violinist and nine
to eleven laptop performers with Fragment Strings. Each
Fragment String samples an audio signal from the violin,
mediated by a single pickup or microphone whose signal is
distributed to the computer instruments. These sounds are
replayed over individual six-channel hemispherical speakers
situated alongside each Fragment String.

The performers are split into inner and outer groups, the
former consisting of three or four performers and the latter
comprising the remaining ensemble members. These groups
are spatially arranged with the soloist such that the solo per-
former is in the center of the stage, the inner group is closest
to the soloist, and the outer group is further out surround-
ing the inner group. A conductor leads these performers
continuously throughout the piece using a set of invented
gestures indicating various performance techniques of the
Fragment String. The conductor is also responsible for en-
suring the ensemble performers and soloist are in sync.

Compositionally, Muted Voices consists of eleven stanzas,
each mostly under a minute in duration and each provok-
ing the solo violinist and ensemble performers to interact in
varying ways. These stanzas are arranged to support the
piece’s overall musical progression through ebbs and flows
of sonic textures. The opening stanza of the piece utilizes
one of the basic techniques of the Fragment String, gently
replicating the violin’s opening statement among only the
inner group of performers. The next stanza brings in the
entire ensemble of performers to repeat the violin’s passage,
and then the inner group brings in samples of the non-
instrumental sound, filtering the original sample through
the Fragment String, through the space, and through the
Fragment String again in a sort of musical game of “tele-
phone.” These sorts of interactions are further explored in
successive stanzas; near the piece’s midpoint, the groups of
Fragment String players perform several exchanges of sam-

plings of the space without the solo violin, recursively fil-
tering the ambient sound of the hall and the constituent
electronic systems’ own internal noise.

Overall, the work fulfilled its composer’s goals of balanc-
ing both acoustic and electronic elements in a spatialized,
musically meaningful interplay. A casual survey of audi-
ence reaction after the performance suggested some level of
engagement with the piece both aurally and visually. Fur-
thermore, the overall sonic textures created in the work were
able to be varied to a satisfactory degree, suggesting possi-
bilities for additional works using the instrument.

5.2 Fragment String (2012)
The eponymous work involving Fragment String was its de-
but as an instrument for a single performer within a duet,
in this case with piano. The composition was again divided
into eleven stanzas, each exploring different types of inter-
play between the piano and Fragment String. Stanzas that
heavily leaned on sampling the piano were puncuated at
certain points with a stanza that exclusively sampled the
ambient space, complemented with droplets of piano fig-
ures, dividing the overall structure of the piece into three
sections. These developed into a climax just after the piece’s
midpoint, in which the piano and Fragment String reached
their greatest point of intensity, with the Fragment String
being diffused across an 8-channel spatialization. (This is
the only work thus far that has spatialized the Fragment
String beyond two audio channels.)

5.3 Side Two (2012)
Side Two was a trio for digitally-processed guitar, laptop
performer, and Fragment String, developed as an unstruc-
tured improvisation. The Fragment String’s input was a
mix of the guitar and a revolving sequence of unparticular
patches run on the laptop, and its ability to re-render and
dissect these jumbled, arbitrary sources was limited. It is
difficult to view the Fragment String’s role as a success in
this work.

5.4 Telematic Improvisation (2014)
Telematic Improvisation was developed as a networked piece
between a digital cello (“celletto”) player in Stanford, Cali-
fornia, and a pipa player and computer-based performers
in Beijing, China. One digital performer used her cus-
tom “wheeletto” digital musical instrument, while six other
performers were equipped with the Fragment String. The
pipa was miked and connected to each Fragment String in-
put, providing a backdrop for interlinking improvisations
between pipa, wheeletto, and celletto.
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Figure 4: Search for Life (2014).

5.5 Search for Life (2014)
Search for Life is a work for found objects and laptop en-
semble (Figure 4). Two of the piece’s performers construct a
percussive soundscape using found objects from the streets
and markets of Beijing, China, where the work was devel-
oped and premiered. These sounds are further manipulated
by passive digital processing as well as six Fragment String
performers, who operate the instrument with chopsticks at-
tached to the end of each string. The Fragment String setup
for each performer uses the built-in laptop microphone of its
host laptop as well as an individual six-channel hemispher-
ical speaker for sound emission, giving a localized acoustic
identity to both the input and output of the instrument.

Here, the Fragment String provides a steady, unsettling
backdrop to contrast with the staccato sounds of the found
objects. Initially, a toy that spins a short, thin tube through
the air, generating a whirring sound, is sampled by the Frag-
ment Strings, prolonging the whirr and distributing it across
the space. Later on, the Fragment Strings sample the more
percussive, transient sounds of the performers, abstracting
them from their mundane familiarity by examining their
constituent parts.

The physical aspect of Fragment String was used to pro-
nounced effect in Search for Life. After the whirring toy is
sounded and carried around the space for several seconds,
the Fragment String performers in unison shoot upwards,
raising their arms to bring the strings to their maximum
length and thus maximum volume. Similar gestural effects
are employed throughout the piece, making evident the link
between movement and sound.

5.6 Improvisation for Trumpet and Fragment
String (2016)

Improvisation for Trumpet and Fragment String is an im-
provisitory duet between trumpet and Fragment String (Fig-
ure 5). It does not have a predefined structure or form,
instead relying on dynamic listening and response on the
part of both performers. In a performance of the piece in
November 2016, the trumpeter put down the instrument
to play via mobile phone “The Difference Between Hear-
ing and Listening,”1 a lecture by Pauline Oliveros, who had
passed away a week prior; the audio of this recording was
fed into the input of Fragment String. Overall, the piece
has lent itself towards further introspection into the nature
of improvisatory performance involving Fragment String.

In an acoustic chamber ensemble, the musicians will often
breathe and move together, taking visual as well as aural
cues as a means of anticipating and responding to one an-
other. Although a digital musical instrument, the gestures

1https://www.youtube.com/watch?v=_QHfOuRrJB8

inherent to Fragment String very closely mimic those of
acoustic instruments, making it an engaging and satisfying
instrument for electroacoustic collaboration.

When at rest, Fragment String is in a listening state.
Much like an acoustic instrument, it produces no output
until it is physically interacted with by the performer. Fur-
thermore, it requires continuous physical input from the
performer in order to produce continuous sound. Unlike
some digital instruments that function autonomously after
being activated by the performer, every sound produced by
Fragment String is the direct result of a physical gesture.
Additionally, in order to transition to new source material,
at least one of the strings must momentarily return to its
neutral “listening” state. This momentary reset is reminis-
cent of, for instance, a wind player taking a breath or a
string player changing bow direction.

These acoustic instrument-like properties contrast with
many electronic instruments that function by constantly
producing sound, requiring a performer to carve out silence
or actively stop the sound. Instead, in Fragment String
as with acoustic instruments, physical gesture equals sound
activation. From the perspective of the acoustic instrumen-
talist, this results in a natural improvisation experience; it
is very easy to read the body and gestures of the Fragment
String player to understand where they are going with a
musical thought. This is also facilitated by the association
of larger gestures with larger sounds and vice versa, a facet
often overlooked in electronic music performance.

Fragment String is capable of outputting a range of sounds
and gestures broad enough as to not limit the acoustic per-
former (by boxing them into a particular tonal center, for
example). Furthermore, the ability of Fragment String to
sample extra-musical room sounds and “silence” freed the
trumpet player from feeling the need to drive the piece by
constantly playing, or from feeling responsible for seeding
new input material in order to provide musical development
or variation.

5.7 Meeting (2016)
Meeting is an improvisatory piece for two multi-instrumentalists,
one playing trumpet and Fragment String, and the other
playing piano and auxiliary percussion. The piece is a slowly
unfolding exploration of texture and density, making use of
extended techniques and extreme dynamic range. The mi-
crophone capturing input for Fragment String is placed at
a fair distance from the performers, with the goal of us-

Figure 5: Improvisation for Trumpet and Fragment
String (2016).
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ing the entire room as sampling input. This resulted in an
output from Fragment String that was considerably more
obfuscated than normal, in which the instruments and en-
vironmental sounds blended together to form a cloud-like
wash of texture. Furthermore, this is the first and only
work in which a performer simultaneously performed with
Fragment String and another instrument.

During the performance, the trumpet player is seated
with Fragment String positioned on the floor next to them,
allowing them to interact with the strings with their left
hand while holding the trumpet in their right. While per-
haps not the most efficient means of playing the trumpet for
prolonged periods of time, it is common practice to period-
ically remove one hand from the instrument in order to use
mutes or turn pages, so this was a fairly natural interaction
to adopt.

The main limitation of this setup is that it is difficult to
take advantage of the independent control of the strings,
with only one hand available to interact with them. That
being said, once the strings were in the players left hand,
it was possible to loop them through the 3rd valve ring (or
simply thread them between fingers of the left hand) and
return to a natural trumpet playing position with typical
range of motion. Once engaged, even subtle movements
inherent to playing the trumpet (both side to side and ver-
tically) would pull on the strings, resulting in slight changes
to Fragment Strings output.

Following the performance of this piece, a number of au-
dience members reported enjoying the physical gestures re-
quired in order to play Fragment String. Given the results
of the performance, the Fragment String offers interesting
possibilities for use by a single performer with an acoustic
instrument.

6. CONCLUSIONS
The Fragment String is a new digital musical instrument
that samples its input and allows a performer to replay
these samples using transparent, organic gestural control.
Its ability to sample both instrumental sounds and the am-
bient noise of its electronics and environs afford it a breadth
of musical expressivity. The directness and magnitude of its
control interface enable it to be easily understood by begin-
ning performers and by audiences, while allowing a depth of
technique and practice to be developed with the instrument
over time. These elements have been explored over a vari-
ety of works for ensemble, trio, and duo, revealing through
practice the advantages, caveats, shortcomings, and future
possibilities of the instrument.

7. ADDITIONAL RESOURCES
Video documentation of selected performances described
above will further elucidate the ideas expressed herein. These
are available at https://ccrma.stanford.edu/~spencer/
fragment-string/. The source code for Fragment String’s
software is available at https://github.com/spencersalazar/
Fragment-String.
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ABSTRACT
 

We present Ghostfinger, a technology for highly dynamic up/down

fingertip haptics and control. The overall user experience offered by

the technology can be described as that of tangibly and audibly

interacting with a small hologram.
 

More specifically, Ghostfinger implements automatic visualization

of  the  dynamic  instantiation/parametrization  of  algorithmic

primitives that together determine the current haptic conditions for

fingertip action. Some aspects of this visualization are visuospatial:

A floating see-through cursor provides real-time, to-scale display of

the  fingerpad  transducer,  as  it  is  being  moved  by  the  user.

Simultaneously, each haptic primitive instance is represented by a

floating block shape, type-colored, variably transparent, and possibly

overlapping  with  other  such  block  shapes.  Further  aspects  of

visualization are  symbolic: Each instance is also represented by a

type symbol, lighting up within a grid if the instance is providing

output to the user.
 

We discuss the system's user interface, programming interface, and

potential applications. This is done from a general perspective that

articulates and emphasizes the uniquely enabling role of the principle

of computation in the implementation of new forms of instrumental

control of musical sound. Beyond the currently presented technology,

this  also  reflects  more  broadly  on  the  role  of  Digital  Musical

Instruments (DMIs) in NIME.

Author Keywords
 

• Novel controllers and interfaces for musical expression;

• Haptic and force feedback devices;

• Multimodal expressive interfaces.

ACM Classification
 

• Human-centered computing~Haptic devices

• Human-centered computing~Visualization techniques

• Applied computing~Sound and music computing

1.  INTRODUCTION: THE NEED TO 

ENABLE THE IMPLEMENTATION OF 

FULLY COMPUTATIONAL FINGERTIP 

CONTROLLERS
 

If asked to describe the system presented in this paper to someone

using just one sentence, it might well be: “We present a system for

running fully virtual fingertip controllers: virtual in terms of their

auditory aspects, their tangible aspects, and their visual aspects.” We

 

would choose the term “virtual” here as its broadly shared meaning

would quickly convey an idea of the sort of capabilities offered by

the technology. However, the real motivation and potential of the

technology in question is only accurately described using the word

“computational”.  We will  now first  discuss  why this  is  so,  also

because this reflects more broadly, beyond the currently presented

system, on the role of Digital Musical Instruments (DMIs) in NIME.

1.1  Virtual versus computational
 

The existence of DMIs depends on the existence of computational

transducer systems. A seminal example of this was the coupling of

electronic digital computer to electric loudspeaker in the 1950s [6].

Since then, it has been made possible to induce more and more

aspects of human perception that are relevant to musical control via

computer-controlled transducer output. This came to include aspects

of 3D vision and aspects of touch, which enabled the implementation

of virtual musical instruments (VMIs) [9] [12].

Here, by its direct meaning, the word “virtual” does a good job of

communicating  the  considerable  capability  of  such  systems  to

convincingly  mimick  aspects  of  reality.  However,  for  the  same

reason,  it  is  not  a  term  that  captures  the  full  potential  of  the

underlying  transducer  systems.  For  example,  computer-generated

audio output can be used to imitate acoustic pianos, as happens in

digital pianos; but it can also be used to make previously unknown

timbres heard, as in the case of granular synthesis [10]. Also, more

fundamentally, even the very experience of hearing a stable sine

wave was only made possible through the use of digital wave tables

[8]. Computer-generated visual output similarly can, for example, be

used to imitate the patching of analog modular synthesizers, as was

the case in the Nord Modular GUI [3]; but it can also be used to

visualize the setup of signal processing networks in a novel way, as

was done in the reacTable system [7].

For touch output, too, a set of contrasting examples could be given

(e.g. drawing from recent NIME work such as reported in [1], [2],

and  [11])  to  illustrate  the  same  general  point:  The  potential  of

computer-driven transducer output is not only to mimick reality, but

also  to  extend it:  to  implement  novel  forms  of  music  making.

This ongoing process of innovation is at the heart of NIME research,

and it is therefore worthwhile to consider its fundamentals.

1.2  The principle of computation as a 

fundamental enabler for NIME
 

If we zoom out to the level of human music making in general, it

turns out that, like other natural phenomena, we can often describe it

as  a  causal  chain:  Human  actions  make  changes  to  a  sound-

generating process, resulting in heard sound, which induces musical

experiences  within  the  brain  (see  Figure  1a).  Without  claiming

applicability to the full spectrum of human musical activity, where it

is present, each component of this causal chain is subject to empirical

investigation, and potentially, intervention.

Ghost�nger: a novel platform for fully
computational �ngertip controllers

dr. Staas de Jong
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This view on the instrumental control of musical sound then also

implies  a  view on  what  it  is  to  create  a  musical  technique  or

instrument: This is to set up a causal relationship, between aspects of

human action, and changes in heard musical sound (see Figure 1b).

Here,  when computational technologies are given (part  of) the

central role of causally linking human action to heard musical sound,

a  unique  advantage  appears:  Unlike  earlier  mechanical  and

electromechanical technologies, automata that are Turing-complete,

when combined with transducers, inherently minimize constraints on

implementable causations (see Figure 1c). This view on how the

principle  of  computation  explicitly  supports  the  innovation  of

musical control was formulated and applied in [5]: There, hitherto

unused aspects of human action and perception were identified and

then  targeted  with  newly  developed  Turing-complete  transducer

systems, which was then verified to yield new forms of instrumental

control of musical sound.

Motivated by this research strategy, we decided to implement a

novel computational transducer system targeting aspects of human

action and perception that are introduced next.

1.3  Ghostfinger: focusing on up/down fingertip

movement
 

Fingertip use is extremely important to the instrumental control of

musical  sound:  The  operation  of  many  widely  used  musical

instruments depends on it. This includes aerophones, such as flutes,

oboes, clarinets, ocarinas, horns, pipe organs, trumpets, tubas, and

saxophones. It also includes membranophones such as frame drums,

and  chordophones,  such  as  acoustic  guitars,  solid-body  electric

guitars, violins, cellos, and (forte)pianos. More recently introduced

examples are electronic instruments such as the analog synthesizer

and digital sampler, as well as personal computers in their various

form factors.

 
Moreover,  in  all  of  the  examples  mentioned  in  the  previous

paragraph, fingertip use contains a common component. Whether the

fingertip is used to open and close holes and valves on aerophones; or

to strike pads and membranes; or to tap and press on sensor surfaces;

or  to  press  strings  against  instrument  bodies;  or  to  perform

press/release cycles on push-buttons, computer keys or the keys of

piano-type  keyboards:  in  all  of  these  cases  there  is  fingertip

movement that can be characterized as approximating a single path

of movement, at right angles with a surface, and extending across at

most a few centimeters. This is illustrated in Figure 2.

 
For the person performing it, this up/down fingertip movement

relative to  a  surface is  associated with relatively precise  control

costing relatively little effort. It can also be performed at relatively

high speeds, and by all fingers separately and simultaneously. This

allows for making more changes to a sound-generating process over

 

a given time period. All of these positive properties for control may

help explain why specifically this type of anatomical movement has

been widely used in the instrumental control of musical sound, across

many cultures, and from prehistory to the present.

Because  of  the  reasons  given  above,  the  Ghostfinger  system

focuses on up/down fingertip movement relative to a surface. It does

so  in  a  way  aiming  to  preserve  the  fundamental  advantage  of

computation: to explicitly minimize constraints on implementable

causations between aspects of human action and changes in heard

musical sound. To then characterize the forms of control that this will

enable, it seems appropriate to use the term “computational fingertip

controller” rather than the term “computational fingertip instrument”,

as in the presented prototype, a single fingertip is used for control. On

the other hand, since the proposed transducer system covers hearing,

touch, and vision – main areas of human action and perception via

which traditional musical instruments also enable forms of control –

it does not seem exaggerated to call the resulting, algorithmically

implemented fingertip controllers fully computational.

human
actions

make changes to a sound-
generating 
process

resulting in heard
sound

which induces musical 
experiences

Figure 1a  Music making. The instrumental control of musical sound can be studied as a causal chain, wherein each component is

subject to empirical investigation.

aspects of
human action

made causally 
related to

changes in heard 
musical sound

Figure 1c  Computational transducer systems have a unique

role to play in this, because the principle of computation itself

explicitly minimizes constraints on implementable causations.

aspects of
human action

made causally 
related to

changes in heard 
musical sound

Figure  1b  Making  music  making.  To  create  a  musical

technique or instrument is then to set up a causal relationship:

between  aspects  of  human  action,  and  changes  in  heard

musical sound.
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2.  THE GHOSTFINGER USER INTERFACE
 

The overall user experience offered by the Ghostfinger system can be

described as that of tangibly and audibly interacting with a small

hologram. This is implemented starting from the fingertip, where an

adjustable attachment keeps a rigid transducer surface pressed against

the fingerpad (see Figure 3). The hand, meanwhile, typically rests on

the device surface, placing the fingertip straight above an aperture in

the  hardware  casing.  Cyclotactor  technology placed  beneath  this

aperture  tracks  fingertip  position  while  projecting  an  attracting,

rejecting, or zero force [4]. Both movement input and force output

happen along a z axis perpendicular to the device surface.

The fingertip transducer technology completely avoids the use of

connected mechanical parts moving relative to the target anatomical

site. (Detailed information about the basic hardware components of

the  cyclotactor  subsystem  can  be  found  in  [5].)  This  principle

supports precise output to somatosensory perception, and user touch

can include aspects of spatial haptic perception as well as accurate

mechanical wave output across the frequency ranges involved in

fingertip vibration perception. However, actually implementing such

I/O  requires  additional  higher-level  algorithms,  and  everything

presented in this paper therefore was not already covered by the

cyclotactor subsystem itself.

In addition to touch stimuli, the user receives auditory and visual

stimuli, also computed in real time. Audio output happens using a

built-in speaker or via headphones, and visual output using a glasses-

free stereoscopic 3D display. This display is located straight in front
 

 

of the user's head and eyes, providing separate output to each eye via

an oblique viewing angle (see Figure 3).

In this way, the user perceives, firstly, a thin grey square frame that

is horizontally flush with the rest of the device surface. By its outline,

this static frame visually represents the device surface area around the

cyclotactor aperture, which actually is located some centimeters to

the right.

Apparently floating above the static frame at surface level is a

second,  thicker  grey  square  frame.  This  shape  acts  as  a  cursor

tracking vertical fingertip movement: It visuospatially matches the

current  distance  above  surface  of  the  fingerpad  transducer.  The

apparent dimensions of the cursor frame precisely match those of the

fingerpad transducer surface. The cursor shape differs, however, in

having an open center, and this preserves an important advantage of

not having touch and visual I/O spatially coincide: The absence of

visual occlusion by parts of the user's hand allows for a potentially

larger visual display area.

This area is used to show floating blocks, varying in their number,

vertical positions, heights, colors, and levels of transparency. By their

presence, the blocks indicate areas where user actions will encounter

non-zero touch output. Figure 4 gives an example of this, showing

visual output for a static configuration of blocks, over time, as the

user performs a downward fingertip movement: At t1, the fingertip is

still quite some distance above the active area; at t2, it has come near;

at t3, the fingertip enters the active area; and at t4, it is inside.

 Figure 3  The Ghostfinger user interface. 

Figure 2  Left: examples of fingertip use on a flute, frame drum, guitar, and piano. These are shown as part of a much wider range of

examples, in which musical instruments from prehistory onward have shared a common component: up/down fingertip movement

relative to a surface. This is visually summarized to the right, using an intermediate hand posture, and with an example surface (as

wide as the fingers) seen from below.
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3.  THE GHOSTFINGER PROGRAMMING 

INTERFACE
 

In terms of its programming interface, the current implementation of

the Ghostfinger system offers:

• a set of primitive types to construct algorithms for computed

fingertip touch – including their automatic to-scale stereoscopic

3D visualization;

• a  set  of  primitive  types  to  construct  forms  of  real-time

fingertip control;

• facilities for data recording.

Table I lists the computed touch primitives, which are implemented

as an abstraction layer on top of the I/O in terms of newtons and

millimeters provided by the cyclotactor subsystem. Primitive types

are dynamically instantiated and parametrized at runtime, by making

calls in the SuperCollider language.

Each type has a  limited set  of  runtime parameters,  always

including  z base position and size,  so as to set up the range

where  the  primitive  instance  may  compute  non-zero  force

output. For the “monoforce” type, this output simply is a single

force level, uniformly present across the given range. For the

“linear  ramp”  type,  force  output  is  computed  from  a  linear

gradient over distance between two arbitrarily chosen points in

the overall force output range. The “dashpot” type implements

a  requested  level  of  viscosity  across  its  spatial  range.  A

“directional dashpot” does the same, but for viscosity that is

present in one movement direction only. Finally, a “force wave”

instance  computes  a  bipolar  force  sine  wave  over  time,  of

precisely settable frequency and amplitude.

Under  the  hood,  the  subsystem  automatically  visualizing

computed touch primitives is implemented using OpenGL, and

 

fully custom from the pixel shaders on up. This also includes

atypical geometric 3D projection computations, duplicated for

each  eye,  and  necessary  because  instead  of  like  the  usual

window, the electronic screen hardware faces the user like an

obliquely viewed platform (see Figure 3).

symbol name runtime parameter (unit)

(shared by all) z base position (mm) 
z size (mm)

monoforce z force (N) 

linear ramp z force at base (N) 
z force range (N)

dashpot z viscous damping (N / (mm /s) ) 

directional 

dashpot 
z viscous damping (N / (mm /s) ) 
z direction (bit)

force wave frequency (Hz) 
amplitude scaling (N)

 

Table I  Primitive types for computed fingertip touch.

Fundamentally,  the  visualization  subsystem  listens  in  on

ongoing instantiation, parametrization and termination events,

and  visualizes  the  types and  runtime  parameters of  the

computed touch primitives that currently exist. Each primitive

instance  is  represented  by  a  block  shape,  placed  along  the

vertical path of the cursor. The base and top surfaces of a block

have the same perceived horizontal dimensions as the cursor,

and  vertically  match with  the current  active  range for  touch

output.  Block color  displays primitive type.  The state  of  the

remaining,  type-specific  runtime  parameters  (see  Table  I)  is

displayed by block transparency. Here, as a general rule, full

Figure 4  Ghostfinger example I/O. Top: right-eye visual output (to be viewed at an angle: see Figure 3). Bottom: corresponding

position input, speed input, and force output, occurring along the z axis over time.
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transparency always means 0 N output, and increasing opacity

indicates an increasing “strength”.

To aid the spatial perception of block shapes and their sizes,

the  presence  of  static  directional  lighting  is  simulated.  In

addition to this, the cursor is simulated to light up its immediate

surroundings.  This  to enhance cursor visibility inside opaque

volumes, and to generally highlight the (imminent) passing of

active range boundaries (see Figure 4).

Primitive instances each add to the overall force computation,

and are independently parametrized to do so. Therefore, it may

well be that two or more primitives come to spatially overlap.

The  visualization  subsystem  detects  this,  and  renders

corresponding  overlapping  block  segments  to  reflect  it.  The

RGB color of such a block segment is computed as an average

of the type colors of the overlapping primitive instances, with

each type color weighted by its instances' current opacities. So,

if two “strong” primitive instances combine, their overlap block

segment  will  show  an  intermediate  color;  but  if  a  “weak”

instance overlaps a “strong” one, the color of the former may

only  slightly  tinge  that  of  the  latter.  In  general,  for  n >  0

overlapping  primitives  of  which at  least  one has a  non-zero

opacity (or “A value”), the combined (r, g, b, a) tuple is given

by

∑
i=1

n

(ai / ∑
j=1

n

a j × (ri , g i , bi))
⌢ max

k=1

n

ak .

The  opacity  of  an  overlap  block  segment  is  therefore

computed  as  the  maximum  of  the  overlapping  primitives'

opacities.  This  ensures  that  if  a  visible  primitive  instance

overlaps with others that are at maximum transparency – and

which therefore,  are contributing 0 N output – the color and

opacity looked at will be the same as for the primitive instance

on its own. Figure 4 shows a basic example of two primitive

instances of different type, spatially overlapping, which yields a

third, middle block segment.

 
The spatial display via cursor and blocks is complemented by

symbolic display, visible as a sign grid extending outward from

the  static  floor  frame  toward  the  left  and  right.  Here,  each

primitive  instance  is  represented  by  a  corresponding  type

symbol (see Table I) that lights up if the fingerpad transducer is

within the instance's active range. Figure 4 shows an example

of this for a force wave and a linear ramp instance. During the

programming and trying out of algorithms for dynamic haptics,

the  sign  grid  supports  unambiguous  verification  of  which

primitive instances are being activated during fingertip actions

– especially as the instances' spatial dimensions and opacities

decrease, and their numbers increase. The Ghostfinger system

currently  supports  having  up  to  160  concurrently  running

primitive instances.

 
When  starting  algorithmic  construction  from  a  single

primitive  instance,  fingertip  movement  staying  within  the

active range may bring about aspects of action and perception

that  are  experienced  as  distinct  from  those  induced  while

traversing the lower or upper range boundaries. For example,

when entering  a  dashpot  or  upward-only  directional  dashpot

instance from above, the sudden activation of its viscosity may

yield an impact sensation.

 
In addition to the set of primitive types for computed touch,

the Ghostfinger system also offers a set of primitive types for

implementing  forms  of  real-time  control  via  the  fingertip.

These  types  of  Degree-Of-Freedom  (DOF),  too,  are

dynamically  instantiated  and  parametrized  at  runtime.  The

currently  implemented  selection  is  listed  in  Table  II.  Here,

some types  provide  updates  continuously, tracking  fingerpad

transducer  position,  average  position,  average  absolute

deviation from average position, or speed. Other types signal

discrete  events,  such  as  fingertip  entry  into  and exit  from a

given  spatial  range,  or  the  fingertip's  speed  as  it  passes  a

positional threshold in a given direction.

DOF name (unit) runtime parameter (unit)

inside (bit) z base position (mm) 
z size (mm)

z relative position (mm) z base position (mm) 

z avg. relative position (mm) z base position (mm) 
averaging period (ms)

z avg. abs. dev. from avg. (mm) averaging period (ms) 

z speed (mm/s) – 

downward pass (mm/s) z inclusive threshold (mm) 

upward pass (mm/s) z inclusive threshold (mm) 
 

Table II  Primitive types for implementing fingertip control.
 

Designing  fingertip  control  actions  using  Ghostfinger  will

often involve spatially lining up DOF primitive instances with

ones for computed touch. For example, the threshold location

for which a “downward pass” DOF instance will trigger and

report  movement  may  be  placed  at  the  top  boundary  of  an

upward-only directional dashpot instance: Then, once a tangible

impact sensation unfolds there,  the speed of the fingertip (in

millimeters per second) can also control e.g. the loudness (in

decibels) of some heard sound, also computed in real time.
 

Finally, the Ghostfinger system also offers facilities for recording

I/O data over time. This is done at the temporal resolution of the

cyclotactor subsystem, with amplitude values always having physical

units. Figure 4 shows an example of this, with recorded position,

speed, and force data reflecting a downward fingertip movement into

the active ranges of first, a force wave primitive, and then also a

linear ramp primitive that is implementing a spring.

 

4.  DISCUSSION: POTENTIAL APPLICATIONS
 

We  will  now  mention  some  potential  applications  of  the

Ghostfinger platform, listed along an axis of user experience

that  goes  from expert  to  novice.  This  simultaneously  means

going reciprocally along an axis of “amount of work needed”:

the less expert the user, the more work that still needs to be

done to make the proposed application a reality.

•  As a platform for basic research: Ghostfinger can be used to

create  and  research  novel  forms  of  instrumental  control  of

musical sound involving the fingertip. This research can also

include  controlled  experiments  quantifying  the  effects  of

different haptic conditions on musical control outcomes.
 

•  As a  platform for  constructing controllers: A future,  more

embedded version of Ghostfinger might be used by researchers

and advanced students to freely construct fingertip controllers

that employ highly dynamic haptics, without such users having

to deal with programming direct transducer I/O. The video in

the Appendix shows examples that relate to this use case.
 

•  As a platform for using controllers: After even more development,

a variant of Ghostfinger technology might offer end users sets of
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ready-made musical controllers, without requiring any programming

on their side. Out of the box, such controllers should communicate

using standard musical I/O protocols such as OSC and MIDI, so as to

easily fit in existing contexts for digital music making. Added value

might lie in adding a range of simulated fingertip actions that could

be switched between on a whim; and also in enabling completely

new ways of fingertip control.

5.  CONCLUSION
 

We  will  conclude  this  paper  by  reviewing  some  important

aspects  of  the functionality of the Ghostfinger user interface

and programming interface.
 

The  automatic  visualization  of  the  floating  cursor,  via  its

perceived  open-frame  shape  and  spatial  movement,

immediately, non-verbally, and continuously communicates to

the user what type of user actions are being picked up: vertical

fingertip movements. This makes the user interface much more

self-explanatory than in the absence of such a cursor. Equally

importantly, the cursor  also immediately communicates  what

types  of  movement  are  not being  used:  movements  such  as

fingertip pitch, roll, and yaw. In this way, spatiovisual display

prevents  user  confusion  which,  earlier,  did  occur  during

informal testing with musicians of just the cyclotactor system.

(This confusion, on reflection, seemed to prohibit open-ended

yet  still  intuitive  use  of  the  technology,  which  directly

motivated developing the additional visual output presented in

this paper.)

The programming primitives and underlying transducer I/O

of the Ghostfinger system enable implementing widely varying

and  highly  dynamic  haptic  conditions  for  up/down  fingertip

movement. In the user, this can induce aspects of passive touch

and active touch, including exterospecific components yielding

spatial  haptic  perception.  Moreover,  higher-level  algorithms

can  then  change these induced  exterospecific  components  in

response to specific human motor activity, thereby effectively

conveying the occurrence of not just active touch, but tangible

manipulation.
 

By  adding  or  re-using  DOF  primitive  instances,  such

algorithms of active touch and tangible manipulation can then

be extended to also compute sound in response to user actions,

thereby  implementing  tangibly  distinct  modes  of  musical

control. In turn, algorithms at an even higher level may then be

used to freely and rapidly switch between different modes of

control, and potentially do so many times within the timespan

of a single performance.

This  means  that  for  the  user,  the  set  of  possible  control

actions may become highly dynamic over time. Given that, so

far, we have mostly reviewed the potential  of  computational

touch and audio I/O, this raises a question: How does the user

know what control actions currently are possible?
 

The automatic visualization built into the Ghostfinger system

addresses this question without relying on visually mimicking

pre-existing  objects  or  forms  of  manipulation.  Instead,

transparently colored and spatially overlapping floating blocks

visualize the runtime instantiation and parametrization of haptic

primitive instances that together combine to form the specific

current  context for control actions.  This  open-ended form of

spatial  visual  display  is  complemented  by  the  simultaneous

symbolic  display  of  active  primitive  instances  visible  in  the

sign grid.

Finally, we  turn  to  the  programming interface  specifically.

The goal was to make it powerful, yet easy to use: The set of

primitive  types  for  computed  touch  and  DOF  extraction  is

small, and each type is conceptually simple and has only a few

runtime  parameters.  Simultaneously,  each  type  can  be

instantiated many times over, and can be freely combined with

any  other  type.  Overall,  the  type  set  was  designed  to  be

expressive,  in  the  sense  that  resulting,  more  complex

algorithms may implement many different forms of touch and

control.

Given  our  reflection  in  Section  1  on  the  general  role  of

computation in the implementation of forms of instrumental control,

an important issue here is preserving the full computational potential

corresponding  to  minimized  constraints  on  the  potential

implementation of causal relationships between aspects of human

action and changes in musical sound. As a prototype means for

preserving  access  to  the  full  range  of  potential  algorithmic

implementation, “z relative position”, “z speed”, and “monoforce”

primitives can be used as a wrapper for the underlying transducer

I/O.

 

REFERENCES
 

[1]  Balandra A, Mitake H, Hasegawa S, 2016 Haptic music player – synthetic

audio-tactile stimuli generation based on the notes’ pitch and instruments’

envelope mapping. In Proceedings of NIME 2016 90-95.
 

[2]  Berdahl E, Holmes D, Sheffield E, 2016 Wireless vibrotactile tokens for

audio-haptic interaction with touchscreen interfaces. In Proceedings of NIME

2016 5-6.
 

[3]  Clavia DMI AB 1999 Nord Modular owner's manual version 3.0 

(Sundbyberg, Sweden: Larserics Digital Print AB).
 

[4]  De Jong S, 2010 Presenting the cyclotactor project. In Proceedings 

of the 2010 international conference on Tangible, Embedded, and 

embodied Interaction (TEI) (ACM, January 24-27 2010, MIT, 

Cambridge, MA, USA).
 

[5]  De Jong S, 2015 Computed fingertip touch for the instrumental 

control of musical sound. Ph.D. dissertation, LIACS, Universiteit 

Leiden (accessed via http://staas.home.xs4all.nl/index/documents/ 

cfticms.pdf).
 

[6]  Doornbusch P, 2005 The music of CSIRAC: Australia's first 

computer music (Australia: Common Ground Publishing).
 

[7]  Jordà S, Geiger G, Alonso M, Kaltenbrunner M, 2007 The 

reacTable: Exploring the synergy between live music performance and 

tabletop tangible interfaces. In Proceedings of the 2007 international 

conference on Tangible, Embedded and Embodied Interaction (TEI) 

139-146.
 

[8]  Mathews M V, Miller J E, Moore F R, Pierce J R, Risset J C, 1969 

The technology of computer music (Cambridge, MA, USA; London, 

UK: The MIT Press).
 

[9]  Mulder A, 1998 Design of virtual three-dimensional instruments 

for sound control. Ph.D. dissertation, Simon Fraser University.
 

[10]  Roads C, 2004 Microsound (Cambridge, MA, USA; London, UK:

The MIT Press).
 

[11]  Sheffield E, Berdahl E, Pfalz A, 2016 The haptic capstans: rotational

force feedback for music using a firefader derivative device. In Proceedings of

NIME 2016 1-2.
 

[12]  Sinclair S, Wanderley M M, 2007 Defining a control standard for 

easily integrating haptic virtual environments with existing audio/visual

systems. In Proceedings of NIME 2007.

 

APPENDIX
 

A 7½-minute video introducing and demonstrating the Ghostfinger

prototype is at https://youtu.be/ahw9630FLgU.
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ABSTRACT
Many digital musical instrument design frameworks have
been proposed that are well suited for analysis and compari-
son. However, not all provide applicable design suggestions,
especially where subtle, important details are concerned.
Using traditional lutherie as a model, we conducted a se-
ries of interviews to explore how violin makers “go beyond
the obvious”, and how players perceive and describe subtle
details of instrumental quality. We find that lutherie frame-
works provide clear design methods, but are not enough to
make a fine violin. Success comes after acquiring su�cient
tacit knowledge, which enables detailed craft through sub-
jective, empirical methods. Testing instruments for sub-
tle qualities was suggested to be a di↵erent skill to play-
ing. Whilst players are able to identify some specific details
about instrumental quality by comparison, these are often
not actionable, and important aspects of“sound and feeling”
are much more di�cult to describe. In the DMI domain,
we introduce the term NIMEcraft to describe subtle dif-
ferences between otherwise identical instruments and their
underlying design processes, and consider how to improve
the dissemination of NIMEcraft.

Author Keywords
craft, design, evaluation, lutherie, violin, tacit knowledge,
frameworks

ACM Classification
J.5 [Computer Applications] Arts and Humanities – Per-
forming arts (e.g. dance, music); H.5.2 [Information In-
terfaces and Presentation] User Interfaces – Evaluation/
methodology

1. INTRODUCTION
Many taxonomies of digital musical instruments (DMIs)
have been proposed, considering modes of interaction [16],
number and types of inputs and outputs, mappings from
action to sound [11], and relation to traditional instruments
[30]. Like classical orchestration textbooks, these taxonomies
can provide structured comparison between the form, func-
tion and usage of di↵erent instruments.
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In this paper, we draw attention to aspects of DMI design
which are not captured by taxonomies. This concerns fine
aspects of craftsmanship that distinguish great instruments
from mediocre ones. We use the neologism NIMEcraft to
describe these subtle, subjective qualities. A further defini-
tion is given in Section 2.3, but consider two violins as an
example: a Stradivarius and a factory-made student violin.
According to most taxonomies (and indeed, most orchestra-
tion textbooks), these instruments are nearly identical in
size, interaction mode, controls, mapping, and pitch range.
Nonetheless, nuances in sound and tactile response will re-
sult in vastly di↵erent experiences for professional violinists.

Just as master luthiers possess years of accumulated knowl-
edge in crafting fine violins, many experienced electronic
instrument designers in NIME and in industry have devel-
oped detailed personal practices to produce highly-refined
instruments. Some have shared personal reflections on their
design practices in papers [5] or interviews [7]. However, re-
search papers at NIME and similar venues do not provide
a full account of craft knowledge. Some aspects of craft
are personal, subjective and inherently nonscientific; other
aspects, like the tacit knowledge of a master craftsperson,
may not be fully communicable in writing at all.

The next section of this paper explores the coverage and
potential gaps of NIME frameworks and taxonomies, lead-
ing to the introduction of the NIMEcraft concept. The pa-
per then presents findings from structured interviews with
luthiers and violinists exploring issues of craft in that in-
strumental domain. The final discussion highlights oppor-
tunities and challenges for the NIME community in sharing
NIMEcraft knowledge which may not easily fit the param-
eters of typical publications.

2. BACKGROUND
2.1 NIME frameworks
In his influential 2001 paper, Cook concludes the descrip-
tion of his DMI design principles by stating that “musical
interface construction proceeds as more art than science,
and possibly this is the only way that it can be done” [5].
Since then, a multitude of NIME frameworks have been
published to aid designers, a full review of which is beyond
the scope of this paper. An excellent overview is provided
by O’Modhrain [23], who states that they “serve to system-
atize thinking and promote reflection”. Mooney’s discussion
of music-making frameworks [20] casts them in a di↵erent
light as “mediators”:

The all-important point is that no framework is a
transparent, neutral, mediator of artistic expres-
sion. All frameworks - because of their design -
have a spectrum of a↵ordance whereby certain
objectives are easier to achieve than others.
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Music-makers can apply frameworks “naively or know-
ingly, with or without skill”, but regardless, “every frame-
work will make its influence known, to some extent, in
the creative output. One can ‘hear’ the a↵ordances of the
frameworks used to compose and perform the music” [20].
If DMIs are artistic works, is it possible to see, hear or feel
the presence of NIME frameworks in DMIs? Here we sug-
gest some lenses for viewing common categories of interest
in existing NIME frameworks, from the perspectives of their
applications, elements, scales and combinations (annotated
with indicative references).
By the “application” of a framework, we mean whether

it describes an aspect of the activity undertaken by the re-
searcher or practitioner, or whether it describes the result-
ing artifact or artistic product:
Activity: Design, analysis and evaluation (i.e. a process
by which to create or evaluate an instrument). [21, 23]
Artifact: Instruments, performances and installations (i.e.
properties of the object itself). [21, 27]
The elements of frameworks come in a variety of thinking

styles. Common elements of frameworks can be categorised
by whether they describe, guide, prescribe or analyse:
Describe: Epistemologies, taxonomies. [6, 16]
Guide: Principles, guidelines, heuristics. [5, 11]
Prescribe: Processes, methods, protocols. [21, 14, 8]
Analyse: Criteria, evaluation. [24, 23, 1]
Although frameworks are inherently subjective [2], we can

still use our lenses to describe a common concern about
NIME frameworks. That is, there are a great deal of frame-
works to describe, guide towards and analyse instruments
and far fewer that prescribe methods to design them [14].
Frameworks can also target di↵erent levels of abstraction,

from high-level interactive considerations to subtle nuances:
Macro: Interactive or performative paradigms (e.g. sym-
bolic vs. embodied interation) [6, 16]
Meso: Instrument families or musical cultures and their
structures (e.g. comparing sensor or mapping strategies)
[19, 17]
Micro: Subtle di↵erences between otherwise identical in-
struments or performances. [12]
In the last case, though Jordà proposes micro-diversity to

describe the ability of a single instrument to support subtly
di↵erent performances [12], less has been written comparing
the micro-scale di↵erences between two otherwise identical
instruments.
In conclusion, using the lenses we have introduced, we can

say that NIME frameworks enable the combination and re-
combination of di↵erent thinking styles, at di↵erent scales,
for di↵erent applications. However, it is important to con-
sider what existing NIME frameworks might be missing,
and what the consequences might be.

2.2 Tacit knowledge, craft practice and
evaluation

Designer Bret Victor writes: “One’s ability to articulate an
idea always lags behind the understanding of the idea, and
the understanding of an idea often lags behind the embod-
iment in which it is first given life.” [28]
To discuss tacit knowledge - which encompasses what we

“know but can not tell” [25, 4] - and craft practice, we
can borrow from Kettley’s suggested protocol for introduc-
ing craft to other disciplines [15] the three of their seven
principles which are most related to tacit knowledge:

1. Internalization of material: Internalization of both
source material and the material being worked is es-
sential for the development of original language [14].

2. Processes of internalization: Internalization of ma-
terials is achieved through action - techniques include

drawing, direct manipulation of material and repeated
exposure to the material [16].

3. Embodied process: Control over formal expressive
elements at diverse e↵ective ranges is dependent on
an embodied understanding of the processes of pro-
duction [22].

Combining these additional lenses with our existing ones
might explain why there are no thinking styles for micro
scale di↵erences between instruments. Since craft practice
is at least partially tacit, it is not possible to fully describe
or analyse the internalised processes of design. For DMI
designers, what can be articulated in research literature are
macro scale DMI design principles such as Cook’s [5] and
performer-centred processes such as Morreale’s [21]. For
DMI performers, their ability to give feedback via evalua-
tion methods such as [8] is potentially limited, since players
are not necessarily sensitive to “hypothetical future capa-
bilities” [18]. As Magnusson points out, neither virtuoso
designers, players or anyone else should be expected to be
able to describe material epistemologies in words, since they
so often precede scientific discovery [16].

However, if as Green suggests we expand the “evalua-
tive horizon” of NIME research to include practice-led ap-
proaches [10], such as those described by Kettley, then we
can start to recognise and study the ways in which detailed
design methods are naturally transferred, such as from prac-
titioner to practitioner [14]. It is obvious that experienced
designers do use feedback and do not fall into the traps de-
scribed, so there must be something else happening in the
design process that is not accounted for by current frame-
works, goals or specifications. How does Cook know his
design principles to be true, and why do we not doubt him?

2.3 NIMEcraft: plenty of room at the bottom
Feynman’s famous talk, There’s plenty of room at the bot-
tom [9], kickstarted a revolution in nanoscale physics and
engineering. Inspired by this turn of attention to the small,
we introduce the term NIMEcraft to mean the following:

The micro scale di↵erences between otherwise identical
instruments and their underlying design processes.

Returning to the example of the two violins; they are
both violins, possessing the same “mapping”, embodying
the same musical language, the same people can perform
the same music on them, and yet one is good and one is bad.
NIMEcraft is the di↵erence between two or more reacTables
[13], two pairs of The Hands [29] or two Birls [26].

We deliberately position NIMEcraft as a subset of craft
that focuses on these details, because we believe this is
where important knowledge about DMI design is hiding in
plain sight, assumed but unspoken. Additionally, we ar-
gue that the details encompassed by NIMEcraft accumu-
late to the extent that NIMEcraft defines player experience
as much as, if not more than macro and meso scale spec-
ifications do. As NIME advances, focus and attention is
required for the experiential details that distinguish fine in-
struments from crude ones, and correspondingly the ways
that this knowledge can be shared in the community.

3. STUDY METHODOLOGY
There are models and precedents of practice-led craft cul-
ture that NIME can turn to explore ideas of craft. In these
studies we turned to traditional lutherie. Although lutherie
is not equivalent to digital lutherie [12], the relevant paral-
lels are the existence of scientific knowledge in the commu-
nity, and the practical application of guidelines and frame-
works through tacit knowledge. Therefore, we want to un-
derstand how luthiers create and evaluate new instruments,
how they use scientific tools, and how players understand
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the di↵erence between two instruments that are similar in
all but crafting details.

3.1 Participants
In the first of two studies, luthiers were interviewed by a
DMI design researcher about a range of topics in violin
making, which included their use of guidelines, comparison,
measurement and analysis at various stages of the instru-
ment creation process. In the second study, players were
interviewed by a DMI researcher after playing two di↵erent
violins, where one was known to be of lesser quality. The
luthier study involved six luthiers who exhibited a range
of experience. Half were either undergoing or had recently
completed vocational training in lutherie (L1, L5, L6 ), and
the other half had >25 years of experience as professional
luthiers (L2, L3, L4 ). The player study involved seven
professional violinists. In this instance, professional was
taken to mean someone who had developed their playing
over greater than ten years, and had significant experience
participating in orchestras and ensembles.

3.2 Interview and analysis method
In the luthier study, the luthiers were interviewed in their
workshop (2/6), at the author’s laboratory (1/6) and re-
motely (3/6). In each case they were asked to bring or
have available an instrument in progress, or an instrument
they had made already. The interviews were based on but
not constrained to a script, and covered their development
as luthiers, an instrument they were working on, and their
methods in the context of realising the fine details of violins.
The violin players were invited to the author’s labora-

tory for interview, and brought with them their personal
violin and bow. A week prior to visiting, they were given
a short piece of music to learn. Before the interview, they
were filmed playing three pieces on their personal violin and
a provided factory-made violin. The first piece was from
their repertoire, the second was the piece they had learned
recently, and a new piece of music was also presented to
them on the day. After playing, they were asked about their
musical background, their relationship with their personal
violin and bow, and to compare their playing experiences.
Both studies were thematically analysed deductively [3].

The luthier interviews were coded for references to the qual-
ity of violin function, behaviour and structure, descriptive
clarity and valence (positive or negative), formalised knowl-
edge (theoretical knowledge, explicit knowledge and analyt-
ical thinking) and practice-based knowledge (craft, implicit
knowledge and design thinking). The player interviews were
coded for which violin was being referred to, along with the
same quality and description codes as the luthier study.

4. RESULTS
4.1 Frameworks and goals as foundations
An example of a lutherie framework is the architecture and
geometry of violin body templating, which along with other
foundations distill centuries of accumulated experience and
set the overall constraints of making. The luthiers describe
these guides and prescriptions as o↵ering safety from failure:
L4: “This craft, in planning, in design, in making, it’s all

very safe. You cannot fail if you have a good guide. That’s
why the apprenticeship works so well, because you cannot
fail if you do what you are told.”
L1: “You’re working in the knowledge that whatever you

do, within boundaries, it’s going to sound good.”
Devising frameworks this specific is a di�cult task that

requires years of experience, especially in the numerical or
parametric domain, due to the complexity of the violin:

L1: “Let’s say I made these two violins and the elevation
of this [pointing to violin 1] came up to 27mm on this and
25mm on this [violin 2]. Let’s say this one sounded way bet-
ter, or I preferred the sound of this one, then you could think
‘Ok well, 25mm is obviously the thing to do. I’m going to
make all instruments 25mm from now on.’ But then you’ll
make another one identical, or what you think is identical,
and have it 25mm and it wont sound as good.”

While frameworks insure luthiers against failure, goals
are also necessary to drive them towards fine quality. The
luthiers appear to deliberately set non-specific goals, due to
the di�culty of setting out to fulfill criteria:

L3: “The goal is always the same, it’s always a great
instrument. Of course we could say we want something a
bit brighter, a bit darker, a bit deeper, a bit rounder, but
that is secondary.”

L1: “It’s quite hard to start making an instrument with
that goal, to say ‘I’m going to make an instrument that’s
really easy to play’.”

Once the foundation and goal are in place and an ap-
propriate plan has been made, the formal decision making
process comes to an end and the making begins.

4.2 Tacit knowledge enables detailed craft
Before luthiers can make fine instruments, they must spend
substantial time acquiring the necessary tacit knowledge
and crafting expertise:

L4: “Forget about knowing how to make a violin when
you get out of school. You have to spend ten years before
you can make a violin without asking for help.”

L3: “For five years at school, you learn to control your
hands and you learn to see. You’re given some tools and
materials and you have to learn to see what’s a bump, what’s
a curve, what’s a bump within a curve. If I tell you remove
this 1/10mm here that’s what you need to do... Once you’ve
done that, your eye starts to perceive things, and that’s very
di�cult to define.”

There were similarities in the luthiers’ descriptions of this
process to practising a musical instrument, where repetition
and flow are important factors for internalising the making
process. As the luthier currently studying described:

L1: “For me it’s like practising music. There’s a lot of it
that’s quite like scales where you just have to put the work
in. It’s a weird sensation where you’re switching o↵ while
being so concentrated and focused. Your brain starts to wan-
der elsewhere but you’re still focusing. It’s similar to prac-
tising the same passage again and again.”

Frameworks are important for luthiers in training during
this acquisition stage, since they are yet to gather the em-
pirical experience necessary to feel their way through the
process:

L1: “I have no idea if [a given violin will] sound better.
I’m judging it purely on the fact that I was given a set of
measurements to follow.”

Whereas the practical aspect of craft is transferable through
tools and frameworks, the tacit knowledge required to ap-
ply them appropriately is not. This impacts their ability to
progress throughout their careers:

L3: “I was in a school recently and looking at the students’
work and trying to comment and help them to see, and they
just can’t see and they wont be able to unless they learn.
There’s no way to transmit this knowledge, to convey, to
give, to communicate this knowledge. Even at my level when
I’ve got a colleague that sees something on my work and tells
me to look at something, if I can’t see it they can’t help me.
They will never see anything until their brain is ready to get
this knowledge.”

When asked to describe what it feels like to be in the
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moment of making, one luthier noted the limited capacity
of deliberate, logical thinking versus embodied thinking:
L3: “Your hands are guided by your brain, but your brain

is not clever enough to guide you through all those parame-
ters, so it has to be subconscious. Your attention is fully in
this automatic system, which is kind of the opposite of atten-
tion. To concentrate on something semi-automatic doesn’t
make sense. Somehow you need to get into the right frame
of mind that allows your body to act.”
The same luthier was then asked whether they use any

formal analysis techniques during the making process, an-
swering that this approach cannot adequately guide their
decision making process:
L3: “I can’t stand in front of thousands of doors knowing

that if I open a door it might be the wrong one. That might
stop me from going ahead. So I have to assume that I know
something, or decide that I know something, decide that I
might be wrong but I’m going in this direction. I’m relying
on my feeling, what I feel when I make.”

4.3 Tacit knowledge needs open comparative
tools

When asked about the influence of scientific forms of knowl-
edge on their work, the luthiers described attempts to inter-
nalise them with varying results. The experienced luthiers
had a desire to learn more, but described a lack of specific
language that could be related to their making experiences:
L3: “I am still looking for a few keys that will help me

understand how the box is vibrating.”
L2: “For people in my situation who had been studying

making from a traditional point of view, there was no di-
alogue that people could use to explain certain phenomena
about the behaviour of vibrating instruments.”
For example, all of the experienced luthiers mentioned

that visualisation had an impact on their understanding of
their work, but that it was di�cult to turn this knowledge
into practical applications:
L3: “That’s been very useful for me as a maker, to under-

stand that every bit of the instrument is moving di↵erently
according to the frequency that is being played, and to under-
stand the connection between the front and the ribs and the
back. Being able to visualise it, having a slow movement,
that was very useful for me.”
L4: “I like those graphs, they’re full of colours! I just

love it. It just doesn’t basically say where to cut! They don’t
supply any instructions. That’s my problem. I know many
people in this branch of violin making; I ask them direct
questions and they never answer, because they don’t know.
They speculate ‘Why does this violin sound bad and this
one good?’ and they compare those two graphs and they are
almost identical. But how to move this [acoustic] peak here,
and this peak here [indicating two points on a violin plate]?
I guarantee you they have no idea, because they’re doing it
the wrong way - measuring with computers. The computer
is as clever as the guy who programmed it, unfortunately.
We rely on our hands.”
The theme of frameworks as reassuring influences reemerged,

but again in this context with limited actionable conse-
quences:
L3: “I have colleagues that are quite into scientific ap-

proaches, which I think is a good way to reassure them. I’m
afraid I haven’t seen anything convincing in the serious re-
search that’s been going for 20 years apart from the visual-
ising tool. The rest hasn’t been very useful.”
One luthier had sustained an interest in using acoustic

theory in their making. They reflected that familiarisation
with it had integrated with their tacit knowledge, suggesting
there are traceable links between them:

L2: “Some of us are struggling with just understanding
the theory behind it, but actually coming to a point now
where, for an instrument maker, it might not be necessary
to understand totally the theory.

It kind of remains tacit empirical ways of working. What
seems to happen is that when your understanding of the
physical behaviour of the thing increases, it doesn’t neces-
sarily mean for example that I am capable of describing very
very accurately what is going on. But it’s changing my total
view of the way an instrument behaves, sort of through the
back door, in a way.”

However, they found this relationship di�cult to describe
when asked to elaborate, despite their confidence of its im-
pact on their work:

L2: “What I’m trying to say is that the knowledge gained
through this kind of acoustic work, is not necessarily some-
thing I would be able to write very eloquently about. But
it influences me a lot, and I know for a fact that is has
improved the sound of my instruments.”

4.4 Playing and testing as separate skills
The luthiers were adamant that players were sensitive to
violin quality in a completely di↵erent way to them, which
made players mostly unsuited to the task of evaluating a
violin. Despite undergoing far less training in instrumental
practice than players, luthiers are able to test their instru-
ments with simple but precise gestures:

L3: “Playing the cello for me means pulling the bow. I
can still test, I have learned to hear. I have learned to define
what works and what doesn’t work, even with a shitty bow
technique. If it works with my bow technique, it will work
for the potential customers.”

At the core of this issue seemed to be a distinction be-
tween playing and testing instruments:

L4: “Musicians can di↵erentiate. They cannot tell a good
instrument if they don’t have a good and a bad instrument.
Give musicians three instruments, and after twenty minutes
they would have no idea which one they played. It’s so con-
fusing, it’s so demanding, you have to be trained. You have
to have big stamina to do this.”

Stamina in the previous quote was referring to the luthiers’
ability to test for long periods, and in doing so retaining the
feeling of a comparison long after the sensory impression had
faded. This was cited as a critical testing skill that was as
hard won as any other in their work. There appeared to be
a link between their desire to test in detail and their overall
goal of fine quality:

L3: “I think you really have to go beyond the obvious
‘yeah it’s working, it’s fine, it’s a great cello’. It’s never
just great; you have to understand what is good and what
could be better.”

Luthiers tested their instruments against idealised be-
haviour, which was claimed to be more particular than what
a violinist would look for:

L3: “Some musicians are actually quite good at testing
instruments, but they are quite rare because most of them
haven’t tried enough to know what we need to look for. They
need to aim for this absolute, perfect sound.”

Feedback from di↵erent players can be ambiguous and
fluctuates based on their level of experience:

L1: “‘Projection’ and ‘ease to play’ are meaningless words.
I could find something easy to play that you would find hor-
rible... The threshold [of quality] changes for everyone as
well, based on your playing ability.”

As a result, one of the more experienced luthiers claimed
to have gradually become less dependent on musician’s feed-
back:

L3: “I don’t rely on the musicians’ opinion anymore to
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adjust my instrument, because most of them are not used to
trying instruments. They are used to their own instruments
and making them work for their needs. They are not used
to playing for an ideal mechanism, an amplifier. They don’t
know what works with their instrument, they know they love
it and they will never use anything else. The point is, when I
demonstrate my instrument they have have to be impressed,
shocked by the amplifying capacity, the link between string
vibration and bow action.”

4.5 Verbal player feedback misses details
To investigate the limitations of player feedback as described
by the luthiers, seven violinists were asked to compare their
experience of playing a factory-made violin and bow with
their own in quick succession. As expected, all partici-
pants preferred their personal violin, citing lower quality
aspects of function, behaviour and structure in the factory-
made violin. 6/7 players mentioned the factory-made vio-
lin’s strings as being poorly spaced due to the proportions
of the bridge and neck, and connected this to di�culty and
discomfort of playing experience:
P3: “What was a bit challenging, or annoying, is that the

bridge is less round (flat). So I kept hitting D string while I
was playing other strings. I tried to adjust to that, but still.
My own violin has more curvature on the string.”
P5: “The string are not as close to each other. It’s quite

di�cult to keep doing what you are used to with your own
instrument, but you adapt. It requires more attention and
you are more likely to make silly mistakes.”
P7: “I am quite familiar with that, I’ve played it a lot.

They are a nice instrument. If you put a new bridge on that
it could sound pretty decent... The bridges they come with
are a bit fat and chunky.”
It seems plausible that the above comments could be

turned into design changes with minimal interpretation. How-
ever when the quality of the sound and playing experience
are mentioned, the essential qualities seemed harder to de-
scribe and di�cult to relate to physical properties or be-
haviours of the violin:
P3: “Well it’s small sound. And it has the sour sound of

new string. The sound I usually have on new strings on my
violin. But I don’t think these are new strings. So I think
it just stays.”
P5: “It’s basic. It plays but you can’t work around too

much. Not color, not feeling. You want an A, you get an
A, but that’s it.”
There appears to be di�culty in identifying appropriate

words to describe these di↵erences; P7 invented a term,
“bowy”, to describe their experience. Generally the inter-
views demonstrated a verbal pattern of comparisons made
in a goldilocks form of “W is X Y than Z”, where W and
Z were the two violins, X a determiner such as more, less,
a bit, and Y a violin feature. Another method of describ-
ing the factory-made violin was to use the idea of “a good
violin” (P1) as a counterexample, which has some similar-
ities with the way luthiers’ tacitly test against “absolute,
perfect sound”. Overall, this suggests a useful but limited
contribution of verbal feedback from players.

5. DISCUSSION
Violin makers do not rely on explicit means of creating or
evaluating their work, such as evaluation criteria and player
reports. Instead they rely implicitly on their tacit, embod-
ied abilities and experiences. Though these ways of knowing
are often personal, subjective and unverifiable, they enable
the realisation of fine instruments. Similarly in DMI design
there are no explicitly “inviolable laws” [12], and as Jorda
states:

Digital lutherie should not be considered as a sci-
ence nor an engineering technology, but as a sort
of craftsmanship that sometimes may produce a
work of art.

NIME frameworks, which are positioned as fundamental
to DMI creation, commonly o↵er DMI designers analytical
and descriptive ways of working only. They do not sup-
port the craft aspects of DMI design, nor do they describe
fine details or how to realise them. We have introduced
the term NIMEcraft - meaning the micro scale di↵erences
between otherwise identical instruments and their under-
lying design processes - to highlight this shortcoming, and
to discuss how DMI designers as craftspeople can be better
supported. We explore the implications of NIMEcraft for
NIME frameworks, dissemination, crafting tools and evalu-
ation.

5.1 Implications for NIME frameworks
Our results indicate that the tacit and embodied knowl-
edge of instrument makers is paramount to the realisation
of a fine instrument. The primary implication for NIME
frameworks therefore is that they should account for and
support the development of these forms of knowledge as
described by Kettley [15]. Furthermore, at varied experi-
ence levels the violin makers applied frameworks in di↵erent
ways, demonstrating an opportunity for NIME frameworks
to target specific experience levels. In terms of utilising
player feedback in design processes, our results show that
NIME frameworks must account for the di↵erences in tacit
knowledge between designers and players. Particularly, a
heightened design intuition in designers compared to play-
ers is frequently overlooked by NIME frameworks.

5.2 Implications for NIME dissemination
No infrastructure exists today that is exclusively focused on
NIMEcraft dissemination; fine details of instrument craft
are often subjective and thus are unsuitable for inclusion
in scientific papers, and performances exhibit only the fi-
nal form of the instrument without reference to its design
process. By comparison, violin making is centred around an
apprenticeship model with a rigorous focus on acquisition of
embodied design expertise, similar in intensity to studying
in a music conservatoire. Jorda’s teaching framework [14]
appears to be a step towards a self-sustaining culture of
NIME practitioners, but there is clearly more to be learned
from long-lasting instrument making cultures in this regard.
Additionally, the violin makers emphasised the importance
of continually exchanging craft practice in person and on-
line. Given that the NIME community is experienced with
facilitating events and online communication, it could strive
to develop means to support these vital activities.

5.3 Implications for NIME crafting tools
Through inquiring as to the influence of scientific tools on
violin making, our results suggest that some tools are bet-
ter than others at supporting instrument craft processes.
Particularly, tools that were created to support scientific
or engineering knowledge had a meager impact compared
to tools that would facilitate open interpretation via em-
bodied experience such as slow motion vibration visualisa-
tion. Though many DMIs support embodied interaction by
the player, the design tools for creating them take a scien-
tific or engineering mindset that diminishes the role of the
designer’s embodied knowledge. Our results suggest that
such engineering tools may be less than ideal for encourag-
ing the development of NIMEcraft skills. Thus, we suggest
the community should consider creating DMI design tools
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with the same attitude with which it creates instruments
for musicians.

5.4 Implications for NIME evaluation
For professional violin makers, there appeared to be an indi-
rect relationship between a player’s indication of preference
and violin structure and behaviour, leading the makers to
develop and rely on their own internalised sense of quality.
NIME evaluation instead frequently relies on an audience
response to a performance, or a player’s judgment. Supple-
menting audience and player interpretations with the evalu-
ation of NIMEcraft by the DMI designer and other design-
ers has the potential to create a more complete, nuanced
and constructive instrument evaluation. This would have
the added benefit of encouraging DMI designers to deepen
their expertise in the evaluation of fine instrument craft.

6. CONCLUSION
We have identified a subset of craft, termed NIMEcraft, to
highlight the need for more investigation into micro scale
di↵erences across identical instruments and their underly-
ing design processes. We have established traditional vi-
olin lutherie as a model of instrumental craft culture that
NIME can learn from to improve its frameworks, dissemina-
tion, tools and evaluation. In doing so we have explored the
importance of an instrument designer’s tacit and embodied
knowledge. By highlighting NIMEcraft as an important fac-
tor in DMI design beyond familiar science and engineering
processes, we encourage further discussion about how such
skills and methods can be learned and shared.
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ABSTRACT
Exploration is an intrinsic element of designing and engag-
ing with acoustic as well as digital musical instruments.
This paper reports on the ongoing development of an ex-
plorative virtual-acoustic instrument based on simulation
of the vibrations of a string coupled nonlinearly to a plate.
The performer drives the model by tactile interaction with
a string-board controller fitted with piezo-electric sensors.
The string-plate model is formulated in a way that priori-
tises its parametric explorability. Where the roles of cre-
ating performance gestures and designing instruments are
traditionally separated, such a design provides a continuum
across these domains, with retainment of instrument phys-
icality. The string-plate model, its real-time implementa-
tion, and the control interface are described, and the system
is preliminarily evaluated through informal observations of
how musicians engage with the system.

Author Keywords
real-time physical modelling, parametric explorability, mu-
sic improvisation, nonlinearity

1. INTRODUCTION
Among possible ways of mapping parameters to sound, phys-
ical modelling represents a special form that inherently con-
strains the sonic output to have a mechano-acoustic charac-
ter, as such providing a rigorous basis for developing virtual-
acoustic instruments. Such a computer-based system gener-
ally comprises a synthesis algorithm and a control interface
[12], each subject to a number of design criteria, many of
which overlap with those that the literature suggests apply
more widely to digital musical instruments.
The control interface ideally instills a close coupling be-

tween the player and the instrument, mainly through aural
and haptic feedback [11, 6]. Regarding the synthesis algo-
rithm, a key feature of the physical modelling approach is
that the oscillatory behaviour obeys a specified set of phys-
ical laws. It can be argued that certain associated benefits
are retained when abstractions are introduced, such as al-
lowing dimensional inhomogeneity in object connections [1,
3]. Nonetheless the design philosophy of the current authors
is to preserve the Newtonian nature of the model as much as
is feasible, as this provides the firmest basis for maintaining
a sense of physical origin/source across a parametric sound
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Figure 1: Geometry of the string-plate model.

domain. Ensuring such physicality is, however, by itself
not that meaningful in a musical context; the instrument
should also be engaging, a↵ord sonic diversity, and encour-
age exploration [3]. As holds for other computer-based in-
struments [8], these aspects are generally better supported
if the system features some form of nonlinear dynamics that
gives rise to complex and surprising behaviours. In addition,
physical models are often formulated in modular form, al-
lowing the user to construct and explore new instruments by
connecting elementary objects (see, e.g. [4, 2, 5, 16]). A fur-
ther, lower-level requirement is that the algorithm is stable,
robust, and accurate, as such approximating the underlying
continuous-domain equations without significant artefacts.
Finally, for use in live performance the algorithm’s compu-
tational load must not exceed the real-time implementation
limit. This requirement is more easily met if the algorithm
can be scaled to the available hardware.

In practice, it can be di�cult to meet all of these crite-
ria, meaning that much of the initial design process tends
to revolve around finding trade-o↵s that align well with the
developer’s design principles. The present study reports on
the development of a virtual-acoustic instrument based on
a string-plate model (see Fig. 1) that allows real-time ad-
justment of any of its parameters, as such prioritising para-

metric explorability over modularity. The instrument’s ver-
satility partly derives from the ability to generate sounds
with harmonic (string-like) as well as inharmonic (plate-
or beam-like) spectra and from the control over the level
of coupling through adjusting the plate/spring mass ratio;
its (modest) complexity arises from the nonlinearity of the
spring coupling. The model is excited through an external
force on the string. Following the controller design con-
cept outlined in [7], a silent string controller is therefore
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employed as a physical interface that provides a tight and
natural coupling with the synthesis algorithm.
Two specific objectives of the work are (1) to facilitate

the best conditions for learning and navigating the physical
model parameter space, and (2) to begin to investigate how
musicians exploit such enhanced tunability. Full parametric
explorability is not necessarily forthcoming in discrete-time
modelling of distributed objects, usually due to the underly-
ing grid form [16]. Following the approach taken in [14], the
present study overcomes this by combining modal expansion
with energy methods to formulate a gridless discrete-time
model, the stability of which does not depend on any of the
parameters.
The remainder of the paper is structured as follows. The

string-plate model is summarised in Sect. 2. Sect. 3 speci-
fies various details about the real-time implementation and
control of the instrument, followed by initial observations of
musicians engaging with the system in Sect. 4. Finally, Sect.
5 o↵ers several concluding remarks and future perspectives.

2. STRING-PLATE MODEL
2.1 System Equations
Fig. 1 shows the geometry of the proposed model, in which
the transverse vibrations of a sti↵ string are coupled to those
of a thin rectangular plate via a spring element. The string
is characterised by its length Ls, mass density ⇢s, cross-
sectional area As, Young’s modulus Es, moment of inertia
Is. The plate is of dimensions L

x

⇥ L

y

⇥ hp, mass den-
sity ⇢p, and further characterised by the parameter Gp =
(Eph

3
p)/(12(1� ⌫

2
p)), where ⌫p is the Poisson ratio. Simply

supported boundary conditions are imposed for both dis-
tributed objects. The dynamics of this system are governed
by the equations
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specify point-like force distributions at the excitation posi-
tion (ze) and the connection position (zc) along the string
axis. Similarly,

 (x, y) = �(x� xc, y � yc) (4)

is a two-dimensional version of such a spatial distribution,
with the spring connecting to the plate at coordinates (xc, yc).
The system is brought into vibration by the external

force Fe(t), which excites the string. Frequency-dependent
damping is e↵ected by defining each of the decay rates ⇣



( = s, p) as a function of the wave number:
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The spring connection force Fc(t) is defined as

Fc(t) = kLuc(t) + kN [uc(t)]
3
, (6)

where kL and kN are sti↵ness-like coe�cients, and where

uc(t) = up(xc, yc, t)� us(zc, t) (7)

is the distance between the plate and string at the connec-
trion point. The cubic component in (6) allows simulation of
sti↵ening springs, introducing nonlinear behaviour. Audio
output signals are obtained by picking up the momentum
⇢php

@up

@t

at K locations (xa,k, ya,k) on the plate.

2.2 Discretisation
Discretisation of the system in (1,2) is performed in similar
fashion as for the tanpura model presented in [14]. That
is, a modal expansion is applied to both the plate and the
string equation, leading for each sub-system to a parallel
set of modal oscillator equations of the form
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where, for z = s and z = p (referring to the string and the
plate respectively), the constants m

z

, r
z

, and k

z

are modal
parameters which are calculated from the physical constants
featuring in (1,2). The variables ū

z,l

and q̄

z,l

represent the
modal displacement and scaled momentum of the lth mode,
respectively. Using a temporal step �

t

, the first-order form
of the modal oscillator equation in (8) is discretised by ap-
plying the finite-di↵erence approximations
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which make use of the summing and di↵erence operators
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A correction is then applied to parameters of each mode to
ensure exact modal frequencies and decay rates. For the
system at hand, the spring connection force is discretised
as
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which, given that we then have
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2u

2
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1
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4
c is the spring potential function,

leads to a numerically conservative spring force and there-
fore an unconditionally stable formulation.

Similar to the derivation in [14], the discretised equations
are combined in a vector-matrix update form. Here this
involves two modal state column vectors for both the string
and the plate:

ūs = [ūs,1, ūs,2, . . . , ūs,l, . . . , ūs,Ms ],
T (15)

q̄s = [q̄s,1, q̄s,2, . . . , q̄s,l, . . . , q̄s,Ms ],
T (16)

ūp = [ūp,1, ūp,2, . . . , ūp,l, . . . , ūp,Mp ],
T (17)

q̄s = [q̄p,1, q̄p,2, . . . , q̄p,l, . . . , q̄p,Mp ]
T

, (18)

After performing several algebraic manipulations, it is found
that the sample-by-sample update requires solving a cubic
equation in sc

g(sc) = c3s
3
c + c2s

2
c + c1sc + c0, (19)

where the coe�cients are
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2 + 1, (21)

c3 =
1
4
kN�c, (22)

and where �c > 0 depends on several string and plate con-
stants. Equation (19) is strictly monotonic and therefore
has a unique solution; because c1 � 1, the derivative of
g(sc) is guaranteed to be at least unity, which helps avoid-
ing large numbers of iterations. Hence it can be solved ro-
bustly at each time step using Newton’s method (typically
converging in less than 4 iterations).
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The final algorithm can be summarised as follows. Know-
ing all the system variables at time n, the sample loop takes
the form:

for n = 1 to N

F
n+1

2
e = 1

2

�
Fn+1
e + Fn

e

�
! update excitation force

ēs = cs �
h
2 (q̄n

s � as � ū

n

s )
i

ēp = cp �
h
2
�
q̄

n

p � ap � ū

n

p

� i

ec = g

T

pēp � g

T

s ēs � �eF
n+1

2
e

compute c0, c1, c2 and solve (19)

F
n+1

2
c = (ec � sc)/�c ! update spring force

un+1
c = sc + un

c ! update spring compression

s̄s = ēs + hsF
n+1

2
c + heF

n+1
2

e

ū

n+1
s = s̄s + ū

n

s ! update string modal displacements

q̄

n+1
s = s̄s � q̄

n

s ! update string modal momenta

s̄p = ēp � hpF
n+1

2
c

ū

n+1
p = s̄p + ū

n

s ! update plate modal displacements

q̄

n+1
p = s̄p � q̄

n

s ! update plate modal momenta

p

n+1
a = Wq

n+1
p ! compute audio output signals

end

with � denoting elementwise multiplication, and where ū

n

s

and q̄

n

s are column vectors holding the Ms modal displace-
ments and momenta of the string, respectively. Similarly,
ū

n

p and q̄

n

p represent the states of the Mp plate modes. The
terms (as, cs,gs,hs,he) and (ap, cp,gp,hp) are coe�cient
vectors depending on the physical parameters, and W is a
K ⇥Mp matrix for computing the audio output signals.

2.3 User Parameters
Exposing the user to the full set of parameters featuring in
(1,2) makes it unnecessarily di�cult to learn navigating the
parameter space because of parameter redundancy. With-
out loss of generality, the parameter set can be reduced
by constraining the length parameters to Ls = L

x

L

y

=
1 and fixing the string mass per unity length at ⇢sAs =
0.001kg/m. The following parameters are then introduced
with the aim of enabling intuitive navigation of the string-
plate model parameter space:

f̃s = fs,1 =
1
2

s✓
EsIs

⇢sAs

◆
⇡

2 +

✓
Ts

⇢sAs

◆
, (23)

Bs = ⇡

2EsIs

Ts
, z

0
c = zc, z

0
e = ze, (24)

Rps =
mp

ms
, R

xy

=
L

x

L

y

, (25)

f̃p = fp,1,1 =
1
2

s
Gp⇡

2

⇢php

�
L

�2
x

+ L

�2
y

�
, (26)

x

0
c =

xc

L

x

, y

0
c =

yc

L

y

, x

0
a,k =

xa,k

L

x

, y

0
a,k =

ya,k

L

y

. (27)

Furthermore, the connection spring sti↵ness constants in
(6) are parameterised as follows:

kL = (1� ⌘)kc, kN = ⌘ kc · 108, (28)

where kc is an overall sti↵ness parameter and ⌘ gives control
over the level of nonlinear behaviour.

INITIAL STATE OF SWITCHES
t paramSwitch = 0;
t paramSubSwitch = 0;

id parameUpdateFunc () {
// LEVEL1
if (parameter != prevParam) {

prevParam = parameter;
paramSwitch = 1;

}
// LEVEL2
if (paramSwitch == 1) {

paramSub = calculate new variables;
paramSubSwitch = 1;

}
// RESET SWITCHES
paramSwitch = 0;
paramSubSwitch = 0;

Figure 2: Parameter update function example.

3. REALISATION
3.1 Real-Time Synthesis within Audio Unit
The model described in the previous section first was imple-
mented in Matlab, with one second of simulation requiring
about three seconds to compute. For real-time rendering,
the system was built in Audio Unit plug-in architecture,
coding in C++ within the JUCE application framework
[10]. This yields executable code within a standard plug-in
API provided by Core Audio. Running at 48 kHz, A 120
sample bu↵ersize was used, thus e↵ecting a 400 Hz parame-
ter control rate. On our machine the algorithm runs without
underflow for a maximum total of about 2000 modes.

To optimise computations that loop over the string and
plate modes, FloatVectorOperations were employed. This
class utilises Apple’s vDSP functions1, performing the same
operation on multiple modes simultaneously to minimise
any overheads. Further e�ciency savings were made re-
garding the calculation of the system coe�cients from time-
varying parameters, which was implemented in layered fash-
ion. That is, rather than updating all system coe�cients at
control rate, each individual parameter change triggers only
the smallest set of recalculations at lower levels. At each
level, the current and the previous values of a constant are
compared, and any dependent constants at lower levels stay
idle unless these values are di↵erent; a binary switch is de-
fined for each coe�cient, which keeps track of whether that
coe�cient has changed or not. The process continues to
the lowest level, where the updated coe�cients are passed
to the main loop, after which all switches are reset to 0.
Fig. 2 illustrates this process for a case of two levels and
two parameters; the actual coe�cient update function com-
prises ten levels, twenty-two coe�cient vectors, and twelve
scalars coe�cients.

3.2 Physical Control Interfaces
A new string-board controller (see Fig. 3) was designed and
built, based on the concept described in detail in [7], which
provides a calibrated signal estimation of the forces excerted
by the musician. In this new version, each of the bridges
consists of a plastic cylindrical piston housed by a metal
holder, as such sensing forces only in the vertical direction.
The calibration, which removes the ‘nasal’ timbre normally
observed with piezo disks, is now e↵ected by scaling the
modal exciatation weights in the string model, rather than
using a dedicated digital filter at the input stage. Although
initially intended to be played through plucking, scraping,
tapping, and bowing the string, force signals can also be
generated by tapping the board it is mounted on; this alter-

1
See https://developer.apple.com/library/content/documentation/

Performance/Conceptual/vDSP_Programming_Guide
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Figure 3: The string-board controller. The string is

stretched over two bridge pistons, each of which rests

on an internally mounted piezoelectric disk that sense

the vibrations. Foam pieces are employed to suppress

round-trip waves along the string.

native mode of interaction a↵ords slightly di↵erent nuances
in the generated excitation signals.
To provide fine-grained tactile control of the string-plate

parameters, a Knobbee 32 was employed [9], which supports
OSC messages at 10 bit resolution. An audio-visual impres-
sion of the string-plate model, the controller setup and the
kind of sounds that can be produced with the system is
provided on the companion webpage2.

4. INFORMAL OBSERVATIONS OF MUSI-
CIANS ENGAGING WITH THE SYSTEM

The system was made available for a few hours to four musi-
cians of varying background and experience, each of whom
produced a short piece of music. The main purpose was
to obtain preliminary insight into their decision making re-
garding parameter control. The plug-in was hosted by a
digital audio workstation. This allowed musicians to drive
the model with either pre-stored signals or by live output
from the string-board controller, which can be excited either
on the string (plucking or bowing) or the board (tapping,
drumming). Within this exercise, the following informal
observations were made:

• All four musicians appeared to make distinctions between
‘design’ and ‘gesture’, in that some parameters were fine-
tuned and left unchanged thereafter or changed infre-
quently, while other parameters where continuously up-
dated for one or more periods during performance.

• We observed di↵erent approaches to making such func-
tional distinctions. One of the musicians, who took a
compositional approach, used the bulk of the parame-
ters in a design manner, with the gestural focus on fs,
fp, Rps and the listening positions. This contrasted with
how one of the other musicians created gestural passages
via gradual changes in more than half of the parameters,
while treating all position parameters except z

0
c and z

0
e

largely as design parameters.

• Across the four musicians, the parameters fs, fp, R

xy

,
kc, and z

0
c were used mostly in a gestural sense, while

�s,0, �s,3, �p,0, x
0
c, y

0
c and ⌘ were treated largely as design

parameters. The remaining parameters were used in both
ways, in several cases by the same musician.

• Unsurprisingly, some of the more dramatic gestures were
e↵ected by varying the frequency parameters fs and fp.

2www.socasites.qub.ac.uk/mvanwalstijn/nime17

A less expected observation was that the musicians also
made extensive use of Rps, Rxy

, and kc to articulate the
sonic output.

• A common element in the musician’s feedback to us was
that individual knob control of each of the parameters is
very suited to design tasks, for gestural tasks they would
prefer to control groups of parameters.

• Two musicians mentioned that the gestural control can be
further improved by integrating the knobs and the string
controller into a single physical interface.

5. CONCLUSIONS
The real-time string-plate model allows on-line adjustment
of any of its parameters with instant aural feedback, as such
inviting the user to interactively engage with it in (1) a
design sense, by serendipitously exploring the parameter
space, and (2) a gestural sense, through articulatory pa-
rameter adjustments during performance. Regarding the
model itself, its physical nature supports intuitive material
and geometric orientation, and the nonlinearity of the spring
connection adds a richness and complexity to the parame-
ter space that allows for the emergence of new behaviours
and unexpected and engaging musical results. The string-
board facilitates e↵ortful, continuous excitation control, in-
terfacing between the musician and the model. The virtual
string-plate acts as a non-transparent, vibro-acoustic medi-
ator of the tactile detail enacted by the performer. These
system a↵ordances are well aligned with the practices and
idiosyncrasies of live performance and music improvisation
[13, 15].

Although the musicians who experimented with the sys-
tem took rather diverse approaches and decisions in assign-
ing and exploring these functionalities, some commonali-
ties were observed. In particular, some agreement appears
to exist on which parameters are most suited to creating
gestures. Interestingly, none of the four users created any
sounds with the nonlinearity level parameter ⌘ set lower
than 0.9, suggesting that nonlinear behaviour is indeed a
key synthesis ingredient of any virtual-acoustic instrument.

Among possible improvements and extensions, an obvi-
ous one is further code optimisation so that the system can
be rendered with the string and plate mode frequencies cov-
ering the whole of the hearing bandwidth for ‘larger’ strings
and plates. The authors are currently also developing an ex-
tended version of the synthesis algorithm that incorporates
a di↵erent type of nonlinearity in the string-plate connec-
tion.

Further future research avenues include devising new strate-
gies for gestural control of the parameters and development
of alternatives to and refinements of the string-board con-
troller. Progress on these points inevitably involves close
interaction between engineers and musicians, which will be
sustained in future work in the form of both formal user
studies and performative dissemination.
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ABSTRACT
Recent advances in computing o↵er the possibility to scale
real-time 3D virtual audio scenes to include hundreds of si-
multaneous sound sources, rendered in realtime, for large
numbers of audio outputs. Our Spatial Audio Toolkit for
Immersive Environments (SATIE), allows us to render these
dense audio scenes to large multi-channel (e.g. 32 or more)
loudspeaker systems, in realtime and controlled from exter-
nal software such as 3D scenegraph software. As we describe
here, SATIE is designed for improved scalability: minimum
dependency between nodes in the audio DSP graph for par-
allel audio computation, controlling sound objects by groups
and load balancing computation of geometry that allow to
reduce the number of messages for controlling simultane-
ously a high number of sound sources. The paper presents
SATIE along with example use case scenarios. Our initial
work demonstrates SATIE’s flexibility, and has provided us
with novel sonic sensations such as “audio depth of field”
and real-time sound swarming.

Author Keywords
Audio Spatialization, Scalability, 3D engine, Control Pro-
tocol, SATIE, OSC, Blender, Unity

ACM Classification
H.5.5 [Information Interfaces and Presentation] Sound and
Music Computing, I.3.8 [Computer Graphics] Applications.

1. TOWARD REAL-TIME HIGH-DENSITY
3D AUDIO SCENES

A growing number of computer music performance venues
are now equipped with large loudspeaker configurations,
and therefore provide new opportunities for artists using
3D audio scene environments for composition and sound
design. Such spaces tend to be wide, o↵ering improved spa-
tial resolution, compared to more traditional venues typ-
ically o↵ering planar audio displays ranging from stereo-
phonic to octophonic. While historical composers such as
Varèse, Xenakis, Stockhausen, and others pioneered spa-
tial composition, composing computer music for “space” re-

Licensed under a Creative Commons Attribution

4.0 International License (CC BY 4.0). Copyright

remains with the author(s).

NIME’17, May 15-19, 2017, Aalborg University Copenhagen, Denmark.

mains a challenge in terms of the heterogeneity of speaker
configurations. Our recent work in spatial composition uses
a “volumetric” approach [10], where the 3D audio scene is
composed within a 3D scenegraph authoring environment,
such as Unity3D or Blender, simplifying the control of spa-
tialization parameters, thanks to behavioural descriptions
of sound object location, physics in the 3D audio scene,
and other scripting abilities provided by the 3D scenegraph
environment, that are used for calculating the many values
of spatialization parameters.

Wide listening spaces with improved spatial resolution are
able to o↵er novel sonic sensations when displaying dense
audio scenes containing hundreds of sound objects. To date
however, the rendering of such scenes to high-resolution
spatial audio displays was not possible in realtime–only at-
tainable for applications using pre-rendered, o↵-line audio.
Existing real-time 3D audio scene rendering systems, such
as COSM [12], BlenderCAVE [9], Spatium [6], Zirkonium
MK2 [11], CLAM [5] and 3Dj [7] do not explicitly mention
audio scene density (number of simultaneous sources), and
are not developed with sound object scalability in mind.

In this paper, we present SATIE and explain how it is
designed to handle dense audio scenes. In its current state,
albeit nascent, SATIE o↵ers artists a new possibility to com-
pose real-time audio/music scenes that can operate on a
”symphonic scale”, consisting of hundreds of simultaneous
sources, and the ability to render these dense scenes to loud-
speaker configurations of 32 channels or more.

The development of SATIE (with the SuperCollider lan-
guage [3]) was first motivated by the need to render dense
and sonically rich audio scenes for the Satosphere, a large
dome-shaped audiovisual projection space at the Society
for Art and Technology [SAT] in Montreal. Nearly 13 me-
ters high and eighteen meters in diameter, the Satosphere
is equipped with 157 loudspeakers grouped into 31 adjacent
clusters on the dome’s surface, and with 8 video projectors
that likewise distribute the video image across the dome’s
surface. A 3D audio renderer for such a venue must produce
31 channels of spatialized output, consuming significantly
more CPU processing power than systems for venues with
fewer speakers (clusters). In the Satosphere, with its 31 out-
put channels, prior to the development of SATIE, we were
limited to sparse audio scenes of no more than 32 sound
sources using our previous system. From a musical and
qualitative point of view, this limiting factor of polyphony
also limited musical range–much in the same way that you
can’t write a symphony if all you have is a string quartet.
Rendering now with SATIE, our 3D audio scenes can be
10 or more times more dense, thus greatly expanding the
potential musical range.
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sound object internal pipeline

control
(from SuperCollider and/or OSC)
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. . .

Figure 1: Sound object internal pipeline. When SATIE is factoring the sound object type, control parameters from the
selected plugins (sound source, spatializer and mapper) are exposed. The audio source’s mono output is made available to
the spatializer, which in turn, sends multichannel audio to the audio output. The source’s mono audio output can also be
sent to one or more busses, providing input to particular e↵ect nodes. Spatializer parameters can optionally be preprocessed
by a mapper that modifies parameter values, before forwarding them to the spatializer.

2. IMPLEMENTATION CONCEPTS IN SATIE
SATIE is a sound server that can be controlled by the OSC
protocol [16] or from a SuperCollider client. During run-
time, the use of SATIE consists of the following basic tasks:

• creating/deleting groups of audio sources, or group of
e↵ects.

• creating/deleting sound objects (audio source or ef-
fect). Each sound object is named and belongs to a
group, as specified when sound object is created

• controlling sound object parameters using key/value
pairs, applied by name to sound objects, individually,
or in groups.

Before (or during) runtime, the user specifies several named
sound object and e↵ects types to be used in a given 3D audio
scene. This specification includes a sound source plugin, one
or more spatialization-type plugin(s), an optional audio bus
for non-spatialized audio source signals, optional spatial-
ization parameter mapper plugin, and optionnal preloaded
audio bu↵ers for audio file sources. The sound object code
(a SynthDef in the SuperCollider language) is assembled
and made available for future instantiation. While we will
describe these plugins in more detail later, note that plugin-
specific parameters are made available as sound object pa-
rameters, and then controllable via OSC messages.
Once sound sources types are defined, they are used dur-

ing runtime for the creation of sound objects1. This con-
figuration pass has the advantage of enabling the reuse of
all plugins in various contexts, without the need of chang-
ing runtime behaviour. For instance, loudspeaker configu-
rations can be interchanged, allowing the same 3D audio

1SupperCollider is very good at dynamically instanciating
DSP nodes without generating glitches or drop outs, prob-
ably thanks to extensive use of memory pool at the server
side. This is well illustrated in SuperCollider documenta-
tion that employ this feature extensively.

scene to be rendered to suit the current rendering environ-
ment, at home in stereo, or elsewhere, using a large speaker
configuration.

2.1 Factoring sound objects from plugins
During initialization, SATIE scans plugin folders, to create
and maintain dictionaries of named plugins. A plugin is
actually a SuperCollider file that defines a named function.
Then, a sound object type is defined by the user, who spec-
ifies a sound source (e↵ect), and a spatializer. From this
description, SATIE factors a monolithic sound object type
with a pre-defined internal pipeline presented in Figure 1.
Then, when requested to create a sound object, SATIE in-
stantiates a node in the DSP graph that computes the sound
and its spatial rendering. Accordingly, there is no de facto
dependency between sound objects in the DSP graph, thus,
e↵ective parallel computation can be carried out using Su-
pernova, SuperCollider’s scalable parallel audio synthesis
server [2].

2.2 Audio source plugins
Audio plugins have parametric control and output a mono
audio signal. Currently, available plugins include physical
modeling for plucked strings, various test generators, live
audio input, and sound file sampling and streaming. Con-
trol parameters are specific to each plugin. In order to cre-
ate a new audio source plugin, the user creates a file, and
adds it to the audio source plugin folder. This plugin file
is written in the SuperCollider language and requires two
definitions: a name and a function. The name allows for se-
lecting the audio source plugin when creating a new sound
object type, as described in Section 2.1. The function’s ar-
guments define the audio source’s control parameters (for
instance frequency, trigger, position in the sound file, etc),
that will be exposed to the user for control.

2.3 Spatializer plugins
Spatializer plugin inputs are pre-defined, consisting of a
mono audio signal and an expandable set of low level para-
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Figure 2: OSC messages control sound object parameters (individually or by group) at di↵erent levels. For controlling SATIE,
3D scenegraph can convert geometric events to lower level spatializer parameters. Geometry-related computation can be
added to SATIE though the use of mappers than can provide higher level parameter control, such as for DAW environment.

metric controls, allowing for the option to process geometry
from a higher level, such as an external process, or a map-
per plugin (described below). All spatializer plugins define
the following standard controls: azimuth, elevation, gain,
delay, low pass cuto↵ frequency, high pass cuto↵ frequency,
distance and spread.
SATIE comes with set of plugins for standard renderer

output formats, as well as custom formats for the SAT’s
24 and 31-channel dome playback systems. These plugins
use SuperCollider’s VBAP for the panning element, and are
thus, easily modified to render to other loudspeaker config-
urations. Ambisonics and Wave Field Synthesis are also
available in SuperCollider, and can be easily integrated as
SATIE plugins.

2.4 Mapper plugins
Mapper plugins perform control parameter conversion. The
mapper preprocesses input parameters (standard and cus-
tom) which are, in turn, applied to a corresponding spa-
tializer plugin’s input. A mapper plugin does not process
audio. These plugins can be used for provide for non-generic
control and geometric computation of lower-level spatializa-
tion parameters. For instance, the gain of a sound source
may be modified as a function of azimuth, elevation and
distance parameters, in order to obtain a custom radiation
pattern.

2.5 Effect plugins
E↵ect plugins input consists of a mono audio SuperCollider
bus, and custom control parameters. The plugin outputs
a mono audio signal. E↵ect plugins thus read raw audio
from other sound objects, process that audio, and generate
an output signal that will be spatialized. Examples include
spatially located echoes or reverberating zones.
Though e↵ect object types are built from the same SATIE

function as source objects, e↵ects objects depend on input
from source objects. For this reason, care must be taken
with the order of signal computation. Thus, e↵ect object
creation must be done in a group whose member objects
are added at the tail of the DSP graph, while source objects
must be added to the head of the DSP graph. To facilitate
this, two options (addToHead and addToTail) are available
when crating a SATIE group, as it is already the case for
SuperCollider groups.

2.6 Self-destructing sound objects
SATIE o↵ers the possibility to create self-destructing sound
objects (kamikaze). The creation of many kamikaze sound

sources avoids the need for the SATIE client to maintain a
state for monitoring these sound objects, and accordingly
reduce the number of messages required for killing sound
objects.

Implementation is based on SuperCollider DetectSilence
done-action that is able to free the enclosing sound object
(a synth in the SuperCollider language) when reaching a
silent state. These kamikaze are particularly e↵ective for
numerous sound objects that are associated with localized
events, such as a particles in a swarm, as opposed to singular
virtual objects.

2.7 Controlling SATIE from OSC
Runtime management of sound objects consists of a very
small set of SATIE operations, i.e. creation/deletion and
setting named parameters. Only the parameters themselves
are specific to a sound object. Accordingly, when a sound
object’s parameters are known, it is straightforward to send
OSC messages that will control them, as we do from our 3D
graphic authoring/rendering engines, such as Blender and
Unity3D [10], for each of which, we have implemented a
particular OSC protocol.

Currently we are creating more generic OSC protocol,
based on the design of SATIE (SATIE/Blender protocol)
and the porting of our previous work with the Soundscape [14]
and SpatOSC [15] projects (SATIE/Unity3D protocol), which
was inspired by the SPATdif [8] project.

In our protocols, 3D objects with sound attributes in
the scenegraph are associated with SATIE’s sound objects.
During runtime, the synchronization of 3D objects in the
scenegraph with their corresponding sound object in SATIE
is accomplished via SATIE-bound OSC messages from the
scenegraph for real-time creation/destruction/control/grouping
of sound sources, and their parameter updates for nodes in
SATIE’s DSP graph, for panners, variable delays, attenua-
tion, filtering, or synthesis parameters.

3. LOAD BALANCING PHYSICAL COM-
PUTATION

Today, 3D audio scene composition is broad and includes:
A) music whose electronic source sounds are distributed
among loudspeakers which are strategically localized in a
given space (Edgard Varèse, Stockhausen and Xenakis), and
B) music whose electronic sounds are rendered as sources in
a virtual 3D audio scene, using physics simulators to localize
each source from a unique perspective. To avoid confusion,
we will refer to the former as ”parametric”, and the latter
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number of simultaneous live sound objects

sound object types 8 ch. ring our 31 ch. dome
physical model (plucked string) 337 288
sine wave 4288 1984
sound file 2964 1520

Table 1: Performance achieved with our machine (15.6GB RAM and 8x3.6GHz Intel Xeon CPU), creating and then controlling
simultaneously a large number of same type sound objects.

as ”volumetric” [10].
Traditional composition techniques for spatial sound are

really related to the parametric approaches: creating tra-
jectories of sound objects in three dimensional space [1],
allowing reproduction of choreography of sounds among ar-
bitrary speaker systems, thanks to reproduction technology
that is computing the complex mapping between speaker
placement in the space and virtual trajectories.
In the last ten years, the availability of 3D graphical

has permitted the automated, or semi-automated control
of trajectory, simulating spatial motion behaviour possibly
a↵ected by physical simulation of gravity, collision [13, 12,
4]. Additionally, the use of 3D engine facilitates audiovi-
sual choreography, including distances related sonic rela-
tions among sound objects, such as Doppler shift and room
acoustics. Today, 3D engines are able to scale to many
3D virtual objects, coming with authoring tools that allows
for specifying trajectory motion, or high level motion spec-
ifications based on parameters such as initial speed, other
object to follow, etc. This is o↵ering a very powerful way of
automating the control of spatialization parameters, defin-
ing higher level of choreography between sound objects. It
is also o↵ering the possibility to experiment interactions
among a high number of sound objects and possibly with
live performer interaction with the 3D environment that will
be not achievable drawing trajectories in an editor.
In order to provide for both“parametric”and“volumetric”

approaches, SATIE’s spatializer plugins handle only low-
level DSP parameters (see Section 2.3), delegating the com-
putation of physical state to external software, and/or to
mapper plugins.
However, there are cases when computation of geometric

scene-graph state within SATIE is preferable, if not essen-
tial. One such case is when we wish to generate a large
group of localized sound nodes, who’s positions must be cal-
culated relative to a particular location in the scene-graph,
at the framerate. The reception of DSP parameter updates
for each sound node, via OSC could create significant bot-
tleneck. To avoid this situation, SATIE o↵ers the possibility
to load balance the geometry computation using a mapper
plugin, which can, for example, calculate it’s source node’s
position in the scenegraph, based on one or several of the
node’s group attributes, and in turn, generate the DSP pa-
rameters for the spatializer it is coupled to. In the following
section, we will demonstrate how a swarm of sound objects
can be managed, using a minimum of SATIE-bound scene-
graph OSC update messages.

4. USE CASE: A PARTICLE SWARM
Musicians and sound artists have only recently started using
3D scenes for the computation of audio and music. This ap-
proach has largely been limited to sonic interaction between
singular sound source objects and listeners. Using SATIE
to render audio scenes can extend sonic interaction to in-
clude 3D audiovisual particle systems that are animated by
the physics engine, containing hundred of particles that can
sonically interact with scene geometry (i.e. flow, collision,

bouncing etc.). This possibility opens up the door to the use
of swarming and other such algorithms as a way to organize
sonic material for creating music or sound design.

3D scenegraph environments such as Unity3D, provide ac-
cess to individual particles, and thus allow for spatialization
and event triggering of each particle. The environment can
operate on potentially dense scale–a scale that can quickly
exhaust the computing resources of a given audio renderer,
particularly if it is running as a separate process and spa-
tializing to 32+ loudspeakers.

Rather than limit the number of particles to render indi-
vidually, we render small groups of particles, and thereby in-
crease our particle density by an order of magnitude. Thus,
in the scenegraph, we define particle systems of few par-
ticles. Each particle belongs to a corresponding group in
SATIE, containing 10 or 20 surrounding clones, each clone
statistically deviating from the group’s “master” particle.
This deviation is applied to spatialization and temporal
event scattering, and can be dynamically controlled as a
function of the particle’s context in the 3D scene, such as
its distance from the listener, normal of impact, or collision
with another body in the 3D scene. In this manner, we
can render audiovisual clouds of hundreds of particles that
still can be controlled with a high degree of granularity, and
remain spatially coherent from a listening perspective.

Particle collisions with resonant bodies is of particular in-
terest, as it allows us tomusically explore the particle/collision
dynamics of things like rain falling on a tin roof, or mara-
cas. For the implementation of particle clone groups, it is
necessary to extend the SATIE spatializer to provide for
dynamically controlled random deviation. The mapper is
loudspeaker configuration agnostic, and allows for paramet-
ric control of the deviation that is generated and applied to
the spatializer’s DSP parameters for incidence, gain, delay
and filtering; for example, the mapper can use the distance
of the group’s “master” particle to the “listener” when cal-
culating these parameters. When that parameter is quite
large, the amount of random spatial deviation can be rel-
atively small, and vice versa. Inside the mapper, we can
calculate the amount of deviation for azimuth, by using the
distance projected on the horizontal plane. Thus, the map-
per can provide a solution for cases for spatialization that
uses arbitrary scenegraph geometry.

Using the SuperCollider interpreter, and its object ori-
ented programming environment, classes for sound node
control processing can be defined and deployed. Incoming
node messages are received, action is taken, and associated
nodes in SATIE’s core are updated. For example, the man-
agement of the particle node clone groups, described above,
is handled by processes that act on messages to a given
group’s “master” particle, and subsequently update clones
of that group accordingly.

5. PERFORMANCE
Mainly thanks to supernova, the scalable parallel audio syn-
thesis server for SuperCollider [2], running on a standard
multi-core computer, SATIE’s audio scene can scale to in-
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(a) Initial scene with ambient sounds and
ringing buoys.

(b) Fish-eye view of the Aqua Khoria stage. The top of the picture shows the
projection of the water top when viewed from underwater. The white object
floating on the water is one of the buoys seen in Figure 3a. The circular pond can
be seen on the ground. Photography by Sébastien Roy.

Figure 3: Visuals from the Aqua Khoria piece. Figure 3a is a rendered view of the beginning scene and Figure 3b shows a
photography of the stage taken latter in the piece, when audience dive into the see.

clude several hundred simultaneous and independent sound
sources (physically modeled, synthesized, sound file and live
inputs), of which, more than three hundred may be inde-
pendently controlled externally at an update rate of 10Hz.
(these limits are based on our observations in practice). To
date we have tested SATIE on Linux and OSX platforms,
with similar performance.
SATIE benefits from the many optimization included in

the SuperCollider language and runtime such as the internal
use of memory pool, parallel processing with the supernova
server. SATIE has been developed trying to follow to Super-
Collider philosophy, encouraging bu↵er and bus allocations
at initialization. It also encourages audio linking among au-
dio processing units (unit generators) only at sound object
creation, allowing optimization by the server.
Table 1 presents measurements when trying to increase

the number of sources instantiated without starting to en-
counter issues like dropping audio bu↵ers or reaching the
maximum CPU usage. The measurements have been made
on a Linux computer with 15.6GB RAM and an 8x3.6GHz
Intel Xeon CPU. Each value in the table is obtained creat-
ing multiple sound objects of the same type. For instance,
we were able to render 288 independent sound objects (each
running a physical model for a plucked string) spatialized
for a 31 channel dome. The results below shows an impor-
tant improvement over similar measurements we have done
in [10]. The di↵erences are due to improved performance
of supernova in SuperCollider version 3.7 (versus 3.6.6 used
in our previous tests) and removal of JITlib from SATIE’s
architecture. However, we were unable to perform the test
with 128 speakers using the current version of SuperCol-
lider.

6. AQUA KHORIA
Aqua Khoria 2 is a spatial audiovisual immersive/interactive
dance piece where the dancer performes in a shallow pond,
located in the middle of the Satospher, our 31 audio chan-
nel dome with 360� projection (see Figure 3). Position and
gesture tracking allow for the dancer to interact with a syn-
chronized surrounding virtual 3D environment. The show
was developed in Unity3D and in SATIE, where physical
models for bells were implemented as SATIE plugins, gen-
erating sound in over 100 audiovisual objects in the Unity

2http://aquakhoria.com/

scene. On a larger movement scale, covering the inside of
the dome (250 square meters) where the dancer roamed dur-
ing the performance, dome-top camera was used to track
an infrared light source worn by the dancer. Thus, the
dancer’s position in the performance space was captured
and used to animate objects in the virtual scene, such as
light sources, or the virtual camera. A particularly success-
full result was acheived by mapping the dancer’s position
to that of a candle-like light source in the surrounding vir-
tual scene; objects in the virtual scene were “lit up” as the
dancer moved in their direction.

7. DISCUSSION AND SUMMARY
We have presented various aspects of SATIE, our Spatial
Audio Toolkit for Immersive Environments. Its use is based
on creation, control and deletion of sound sources. The
sound source parameter set is defined as the union of source
(audio or e↵ect) parameters, spatialization parameters and
possible extra parameters defined by specific spatializers
and/or mappers. The sound objects can be grouped, allow-
ing for parameter updates by group, as well as group dele-
tion. SATIE can be controlled from a SuperCollider Client
or from external processes, such as Unity3D and Blender,
via OSC messaging.

In this paper, particular emphasis is made about design
strategies that scale well, to support hundreds of simultane-
ous sound objects on a single SATIE server. One such strat-
egy is to eliminate direct dependencys on the DSP graph.
We accomplish this by generating sound object types by as-
sembling plugin code, enabling parallelization of audio com-
putation. We also introduced a mapper plugin that allows
for balancing geometry computations, reducing the number
of inbound parameter updates needed to update groupes of
independent but related sound sources. To illustrate this,
we provide an example implementation of a particle swarm
of sound objects, using low-bandwidth control from a game
engine.

Our experience with SATIE’s ability manage dense 3D
audio scenes with hundreds of sound sources, and render
them to large multi-channel hemispheric playback systems
has serendipitously o↵ered us a new and unexpected listen-
ing sensation, which we describe as a heightened sense of au-
ral depth of field e↵ect. While this e↵ect could be the object
of separate study, it would seem that this e↵ect is proba-
bly linked to the perception of a listening space of great
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dimension, delineated by numerous sound sources at vari-
ous directions and distances (intensities) from the listener,
giving rise to a well-defined aural foreground, background
and space in between. We suspect that this e↵ect depends
on the audio scene density, and the number of channels
of surrounding loudspeaker di↵usion. Finally, with a large
amount of perceivable sonic detail available, we are encour-
aged to experiment with the complex musical forms of a
larger polyphonic scale that are associated with symphonic
music. This e↵ect is particularly apparent when rendering
swarm system simulations, such as rain, and in particu-
lar, when rendering dense musical material where harmony
comes into play.
From a musical point of view, the ability to organize

sound using particle dynamics holds great potential–particularly
when coupled to dense multi-channel audio displays. Pitch
material can be assigned to each particle, giving rise to sym-
phonic textures of complex and shifting harmonies, a la De-
bussy. The flow of pitch-sequenced particles in the air, and
their multiple collisions with particular resonant surfaces
in space o↵er great potential for spatial counterpoint, a la
Charles Ives or Steve Reich. From a performance point of
view, the flow of particles in the 3D scene can be redirected
to collide with this surface or that, and thus, sound pitches
or timbres pertaining to the particular surface of collision.
Stemming from our need to manage spatialized parti-

cle systems, we have added an experimental new type of
object to SATIE: the “process” object, which, like source
and e↵ects objects, can be localized in space. Contain-
ing user-programmable behavoirs (running on the Super-
Collider Client) for local managemet of sound or e↵ects ob-
jects, process objects respond to inbound OSC messages
and can spawn and animate the sound nodes they are as-
sociated with. Typically, a process object is defined and
updated in the same way that sound or e↵ects objects are;
however, when created, a process object will automatically
be assigned to its own unique group.
We are currently working on the definition of one single

unified OSC protocol, and the addition of a query-based
“resource” agent that can provide clients with a descrip-
tion for SATIE’s capabilities (available plugins, audio files,
etc), and better control over pre & post spatialization and
e↵ects. Currently, preparing SATIE with custom sound ob-
ject types is written in the SuperCollider language.
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ABSTRACT
Machine learning tools for designing motion-sound relation-
ships often rely on a two-phase iterative process, where
users must alternate between designing gestures and per-
forming mappings. We present a first prototype of a user
adaptable tool that aims at merging these design and per-
formance steps into one fully interactive experience. It
is based on an online learning implementation of a Gaus-
sian Mixture Model supporting real-time adaptation to user
movement and generation of sound parameters. To allow
both fine-tune modification tasks and open-ended improvi-
sational practices, we designed two interaction modes that
either let users shape, or guide interactive motion-sound
mappings. Considering an improvisational use case, we pro-
pose two example musical applications to illustrate how our
tool might support various forms of corporeal engagement
with sound, and inspire further perspectives for machine
learning-mediated embodied musical expression.

Author Keywords
Motion, Sound, Embodied Interaction, Machine Learning,
Expressiveness, Max/MSP.

CCS Concepts
•Human-centered computing!Gestural input; Sound-
based input / output; •Applied computing ! Sound
and music computing;

1. INTRODUCTION
Designing digital musical instruments that are adaptable
to user-specific movement characteristics has become in-
creasingly accessible through the use of interactive machine
learning. With these technologies, users can build custom
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motion-sound mappings [9] by physically demonstrating ex-
amples of gestures for given sounds — thus relying on cor-
poreal knowledge instead of programming skills.

Most interactive approaches to machine learning for de-
signing motion-sound mappings have relied on a two-step,
iterative design process (see figure 1) [8]. In the first step,
called training or design step, users perform gestures along
with pre-defined sounds. In the second step, called per-
formance step, users experiment with the newly-created
mapping. For example, they can perform similar gestures
to the ones they recorded during the design step in order
to replay, or re-enact, previously-selected sounds; or, they
can perform new gestures in order to explore, and discover,
new sonic forms. Users must then alternate several times
between these two steps in order to succeed in building a
subjectively-rewarding mapping.

Several user studies have proven that this iterative design
process can support corporeal engagement with sound [1, 7].
However, recent works have raised a number of points yet
to be improved [17]. For example, some users may have
di�culties in designing gestures and evermore to fine-tune
mapping. Importantly, Scurto et al. found that users might
appreciate machine learning-based mappings that surprise
and challenge them through continuous physical interaction
[17].

In this paper, we describe a novel user adaptable tool
for designing motion-based interactive music systems. It is
based on an online machine learning implementation that
allows mappings to adapt to users in real-time while gen-
erating sound, thus merging design and performance steps
into one fully interactive experience. We first define our sys-
tem’s workflow, which aims at tightening action-perception
loops through continuous adaptation. Second, we describe
a first model and implementation of our tool for supporting
embodied exploration of motion-sound relationships. Fi-
nally, we propose an improvisation use case involving vari-
ous gestural controllers and sonic environments, and discuss
how our approach could support corporeal engagement with
sound in real-world musical applications.
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Figure 1: A Mapping-by-Demonstration workflow.

2. BACKGROUND
Mapping, defined as the link between a gestural controller
and a sound source, has been central in research on in-
terfaces for musical expression. While most initial research
focused on explicit motion-sound relationship programming
[9], using machine learning algorithms for mapping design
have proven very promising in a musical context where no-
tions of expressivity and generativity are of prime interest
[3]. Current interactive approaches to supervised machine
learning have turned these algorithms as user-facing mu-
sical design tools [5], allowing users to physically demon-
strate examples of motion-sound relationships to build a
desired mapping function instead of writing code, and with-
out needing to have knowledge on algorithms.
In this context, several supervised algorithms have been

studied, depending on the musical task users would like
to achieve. For example, Bevilacqua et al. [1] focused on
gesture following tasks and implemented a Hidden Markov
Model to perform continuous tracking on users’ gestural
data. Fiebrink et al. investigated static mapping building
using neural networks for regression tasks and several stan-
dard algorithms for classification tasks, such as k-nearest
neighbors [6]. Françoise et al. proposed four static and/or
dynamic models able to perform both classification and re-
gression tasks [8]. Finally, Caramiaux et al. developed a
system that recognizes gestures and adapts to performance
variations [2].
Beyond such objective-oriented tasks, research by Fiebrink

et al. have shown that machine learning can support cre-
ative discoveries in musical motion-sound mapping design
[6]. For example, criteria such as unexpectedness and ac-
cessibility have been praised by computer musicians when
composing an instrument [7]. In this spirit, Scurto and
Fiebrink proposed new methods for rapid mapping proto-
typing which shift users’ focus from designing motion-sound
relationships to the embodied exploration of relationships
that have been generated partly by the computer [17].
However, to our knowledge, most of these approaches re-

mained focused on a two-step design process (see figure 1),
where users alternate between demonstrating gestures along
pre-recorded sounds (movement acted from the experience
of listening to a sound) and interacting with newly-created
mappings (movement acted as having an e↵ect on sound).
This iterative process might interrupt musical intentionality
encoding, which, as theorized by Leman, necessitates an ac-
tive, action-oriented, corporeal engagement of humans with
sound [12]. Interestingly, other computational approaches
aimed at providing users with such continuous interactive
flows, for example using dynamic mapping strategies [14] or
physics-based mappings [15].
Inspired by such approaches and other interactive music

systems [10], we propose to reconsider mapping creation to
bridge the gap between design and performance steps.

Model

M O T I O N

S O U N D

Design through performance

Algorithm

Input

Settings

Record motion

Move

Training set

Figure 2: The interactive workflow of our system.

3. DESIGN THROUGH PERFORMANCE
In this section, we define the learning workflow of our system
as well as its interaction modes.

3.1 Definition
Our wish is to enable users to design mappings in an on-
line fashion, where design would be made possible through
performance. We propose the following workflow, which is
depicted in figure 2.

3.1.1 General workflow
Our system allows users to design machine learning-based
motion-sound mappings while performing with them. More
precisely, it enables online multidimensional adaptation to
users input gestural space by continuously recording input
data as the training set of a machine learning algorithm.
Both design and performance steps are thus supported un-
der the same motion flow. The modelling of the “internal
structure”of users’ gestural space can then drive sound syn-
thesis in several manners (as described in section 5), all of
them being characterized by direct, corporeal interaction
with sound and personalized exploration of motion in re-
lation to sound. We designed our system with a particu-
lar focus on reducing GUI actions taken in-between perfor-
mances. One level of interaction with machine learning still
remains available to users: similarly to previous mapping-
by-demonstration tools, the “setting” step allows for config-
uring a minimal set of learning parameters as well as input
parameters (as described in section 4).

3.1.2 Online learning
Such an interaction paradigm di↵ers from previous interac-
tive supervised learning approaches: instead of demonstrat-
ing gestural examples that have been designed and labeled
in a separate step, users physically interact with an adaptive
model that constantly generates sound, depending on both
previous and current user movement. Importantly, our sys-
tem thus switches from current mapping-by-demonstration
supervised paradigms (where user-provided pairs of gestures
and sounds constitute a training set) to an unsupervised
learning paradigm (where the training set consists in un-
labeled gestural data). However, as we will see, users still
have the possibility to consciously influence the learning by
performing and correcting the system. We will discuss such
learning workflows in section 6.

3.2 Interaction modes
From this definition, we designed two interaction modes
based on di↵erent memory processes. The main concept is
to allow users to design parts of their input space through
the metaphor of temporal persistence, where “occupation
time” (as an “accumulation process”) is central to the cre-
ation of the training set. There are several other ways to
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Figure 3: The two interaction modes. Probability clusters are sampled at 3 discrete times for 1-dimensional
gestural data. On left, clusters continuously evolve as users’ gestural data is recorded to the training set
with a sliding window. On right, users continuously modify clusters’ parameters as they successively add
and delete gestural data to the training set.

interact online with a machine learning algorithm through
its training set: we will discuss it in section 6.

3.2.1 Guiding
The guiding mode (figure 3, left) consists in having users
adding gestural data with a sliding temporal window to the
training set during the interaction. It can be seen as an in-
teractive music system with a constant-size memory, where
users could directly and physically explore sound spaces in
order to foster creative discoveries. It allows mappings to
evolve continuously, focusing in or out of some spaces in
users’ gestural input space in real-time following abstract
embodied specifications of users. A typical situation would
involve the creation of clusters in a relatively small area of
the input space by having users stay in this part of the input
space, then its real-time evolution (or guiding) by moving
in larger areas of the input space. This personalized in-
teraction relies on an finite memory process where old data
would be continuously replaced from the training set by new
data.

3.2.2 Shaping
The shaping mode (figure 3, right) consists in having users
interactively adding and/or deleting gestural data to the
training set during the interaction. It can be seen as a con-
tinuous extension of previous interactive machine learning
systems, where users could delete and re-add a previously-
recorded example in a design step by clicking on a but-
ton in a design step, then see the e↵ect in a performance
step. Here, users can add new examples and delete old ones
by (re-)demonstrating them, while hearing the sonic conse-
quences in real-time. Like using a pencil with eraser, this
would allow rapid, custom, and fine-tuned modification of
mappings. A typical situation would involve the creation of
a new cluster for a new gesture, then its modification (or
shaping) by adding or deleting variations of this gesture in
the recorded data. This personalized interaction relies on
an (almost-)infinite memory process where the training set
would grow as users successively supply the system with
data.

4. SYSTEM IMPLEMENTATION
We present the first learning model implemented in our sys-
tem, as well as our system’s current architecture.

4.1 Learning model
The current version of our tool implements an online, unsu-
pervised version of Gaussian Mixture Model (GMM). GMMs

are very general and versatile probabilistic models for de-
signing motion-sound relationships, providing with variables
for both classification and regression at a relatively low com-
putational cost [8].

A GMM is a learning model that can perform soft clus-
tering, which is identifying groups of similarity in gestural
data and computing for a new data point x each probability
that it belongs to each of these clusters. Here, clusters are
modelled as Gaussian distributions N , and the probability
p of belonging to the overall model ✓ is given by:

p(x|✓) =
KX

k=1

⇡kN (x|µk,⌃k) (1)
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Figure 4: A Gaussian Mixture Model with K = 3
cluster components for 1-dimensional motion data.

There are four categories of parameters in GMM (see fig-
ure 4 and equation 1). The first one is the number of clusters
K, which is the number of multivariate Gaussian distribu-
tions used in the mixture model. These clusters can be used
for classification purposes. Then, each Gaussian distribu-
tion has its own mean vector µk and covariance matrix ⌃k,
as well as its own weight ⇡k in the mixture. These param-
eters can be used for regression purposes. In a standard
interactive supervised learning setup, such parameters are
set and learnt o✏ine from custom gesture-sound examples
demonstrated by users. In our paradigm, the learning is
online: Gaussian parameters would evolve in real-time as
users supply the model with only gestural data, which sup-
port continuous action-perception workflow as specified in
the previous section.

In such an online, unsupervised paradigm, we propose
to add entropy H = �

P
p(x) ln p(x) as a supplementary

parameter for controlling sound synthesis. Our idea is to
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Figure 5: Current user interface. On left: Main window allowing recording gestural data following di↵erent
interaction modes. On right: Output model parameters.

report the evolution of the model as users modify the train-
ing set, and use it as a modality for sound generation. En-
tropy can be seen as an abstract scalar quantity rendering
the amount of order in data. For example, non-overlapping
clusters with close-to-zero covariance values would give a
low entropy value, whereas an almost-uniform distribution
would give a much higher value.

4.2 Software
We implemented a prototypical version of our system as
a Max/MSP patch1 that makes an extensive use of XMM
library for learning GMMs [8] and MuBu objects for storing
and editing data [16]. The tool’s GUI provides users with
di↵erent capabilities (see figure 5):

• Connect any kind of gestural input device, provided
its data is sent as an OSC message.

• Experiment with di↵erent kinds of sound synthesis
module, provided they receive OSC messages.

• Modify the training set physically either by adding,
deleting, or window streaming gestural data.

• Define the length of the recording window.

• Define the number of Gaussian components in the
GMM.

Currently, our tool supports online learning by training
and running a GMM at a su�ciently high rate (every 100
ms) so that it remains perceptually convincing in an action-
perception workflow [10]. Gestural data is either stored in-
crementally or replaced dynamically by making use of over-
dub and append messages of the MuBu container. The
“delete” action is made possible by identifying and deleting
the first nearest neighbour of user live input in the training
database. Ultimately, we will implement an online learning
algorithm in a more global framework whose outline is de-
fined in section 6, and work on interactive visualizations of
Gaussians distributions to enable users to interact with our
tool in a multimodal, audiovisual environment (as discussed
in section 6).

5. EXAMPLE MUSICAL USE CASES
We propose to illustrate the possibilities of our tool in two
use cases focusing on exploratory improvisational processes,
using various gestural controllers and sonic environments.
We implemented them as Max/MSP patches1; mappings
are described in figure 8.

5.1 Meta-sound synthesis engine
This first application aims at facilitating exploration of a
subtractive synthesis engine through human motion. For
the sake of clarity, we focused on two-dimensional static po-
sition features using a simple mouse position tracking patch.
1http://github.com/hugoscurto/OnlineGMM

As shown in figure 6, we chose to pair each Gaussian to a
resonant filter.

Users are first allowed to set the number of Gaussian com-
ponents of the GMM. Here, it sets the number of resonant
filters at stake in their synthesis engine: it is thus closely
related to the complexity of the mapping. Then, they can
experiment with the two interaction modes provided by our
system. On the one hand, using the guiding mode allows
them to control and explore the resonant filters through var-
ious movement strategies (for example, first focusing on a
small spatial area where all resonant filters would be con-
centrated, then expanding the control area to larger spa-
tial bounds, changing both control modalities and qualities
of resonant filters as previously-computed Gaussians would
evolve). On the other hand, using the shaping mode al-
lows them to edit each resonant filter parameters step by
step in an abstract manner (for example, first creating one
resonant filter at a given position, then exploring di↵erent
resonance parameters by either adding or deleting gestural
data to modify the covariance of the paired Gaussian, then
iterating this process with other resonant filters).

This use case illustrates how our system supports open-
ended exploration of a sound synthesis engine, where em-
bodiment could drive the composition of complex sound pa-
rameter combinations in real-time.

5.2 Expressive shaker
This second application aims at sonifying movement expres-
siveness through concatenative synthesis. We used an em-
bedded module2 to sense hand acceleration and extracted
from it a 36-dimensional wavelet spectrum to render move-
ment quality. We chose to map entropy with random pitch
variation of each played grain, and variance values to ran-
dom duration variation of each played grain. As shown in
figure 7, we paired each Gaussian mean to a “reader head”
that allows for navigating through di↵erent sound grains in
a given audio descriptor space.

Again, users first set the number of Gaussian components
of the GMM. Here, it sets the number of reader heads of
the concatenative synthesis engine, as well as the number
of movement qualities modelled by the GMM. Then, they
can experiment with the two interaction modes provided
by our system. On the one hand, the guiding mode would
allow them to focus in turns on di↵erent movement quali-
ties: when a given movement quality is stable, all Gaussians
gather together on a precise localization in the input space,
and play the same sample at a constant pitch and duration.
On the other hand, the shaping mode should allow them to
successively specify given movement qualities.

This use case illustrates how our system supports open-
ended exploration of motion qualities, where sound could
drive the embodiment of di↵erent kind of expressive motions
in real-time.

2http://ismm.ircam.fr/riot/
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Figure 6: Schematic representation of the meta-
sound synthesis engine. Here, it contains 4 res-
onators, each of them paired with one cluster.

6. DISCUSSION
In the next section we discuss several perspectives related
to future evaluation and implementation of our system.

6.1 Exploration through interaction
When first interacting with a musical interface, users can
take many paths and adopt various styles to explore the in-
strument’s possibilities and constraints, thus learning how
(or renouncing) to use it. By enabling design through per-
formance, our system aims at supporting exploration of
novel paths in the creation and use of musical interfaces.
We believe these paths may di↵er from those suggested by
interactive supervised learning tools, where users have to al-
ternate between design and performance steps to come up
with a rewarding mapping.
Moreover, we designed the “guiding” and “shaping” inter-

action modes with a particular attention to support both
fine-tune modification tasks and open-ended improvisational
practices. However, as all user actions are implemented un-
der the same experiential workflow (action-perception loops
emerging from physical interaction with sound), other alter-
native uses may be achieved. For example, one could add
data to the training set indefinitely to create a mapping that
would progressively “freeze” once having recorded enough
data. Also and perhaps surprisingly, the “Delete” action
actually produces sound: one could imagine a performance
where “Delete” gestures would act as control mechanisms
for sonic events. Several new interaction styles could thus
be explored with our tool, each of them placing corporeal
engagement with sound as the main point of focus.

6.2 Evaluation and human learning
Our tool workflow heavily relies on listening abilities in rela-
tion to motion, and on a metaphor of temporal persistence
and “occupation time”. In this sense, it is arguable that
our tool may present novice users with a low threshold for
taking part in musical activities. Meanwhile, its interaction
modes potentially present a certain level of sophistication
that might also support expert performing. To assess these
points, we will lead user evaluation with both user groups
in order to study how novice users could gain expertise in
music making through our workflow, and to better under-
stand what kind of creative paths composers and perfomers
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Figure 7: Schematic representation of the expres-
sive shaker. Here, it contains 3 reader heads, each
of them paired with one cluster.

would discover using our tool.
Alternatively, we believe such direct interaction with sound

could be applied to other musical contexts in order to arouse
motivation and novel forms of expression. For example,
using our system in a shared and distributed setup where
several users would edit a unique training set could be of
interest to support corporeal synchronization through mu-
sical activities. In future work we may use such data-driven
scenarios with various kinds of users, from novice to expert
performers as well as people with disabilities working with
music therapists. We hope this would help us gain an under-
standing of how a machine learning entity could steer social
and collective interaction in embodied musical activities.

6.3 Further implementation
Our current prototype provides users with one learning model
(GMM) and a slider-based GUI. In future work we will im-
plement an online expectation-maximization algorithm for
continuous, optimized learning and inferring, and investi-
gate interactive visualizations of Gaussian distributions to
let users interact in an audiovisual augmented reality setup.
Also and importantly, we would like to let users experiment
with other learning algorithms, allowing for even more di-
verse musical uses. For example, a current limitation of
the Gaussian Mixture Model is that it considers each new
input as independent from previously-observed data points.
Such a property might not be suitable to human movement,
as dynamics are deemed of prime importance when deal-
ing with qualities of corporeal expressiveness [13]. There-
fore, modelling dynamic patterns in gestural data could be
a promising approach for generating sequential musical out-
put that would be stylistically coherent with users’ bodily
expression. We plan to study adaptive dynamical systems
to both model user-specific movement qualities and to gen-
erate continuous navigation trajectories [11]. Another ap-
proach would be to study a reactive factor oracle [4] to let
users either shape a training set of movement patterns, or
guide a discrete navigation through this training set.

Finally, our current implementation does not provide users
with a completely continuous way to interact with machine
learning. If the number of GUI actions has been reduced
from previous interactive supervised learning systems, users
still have to specify whether they would like to record, delete,
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Figure 8: Example musical mappings implemented for our improvisational use case.

or window stream data during their performance. Other
memory processes may be investigated to allow automatic
recognition of physical actions taken by users [11], thus me-
diating embodied musical interactions more fluidly.

7. CONCLUSION
We presented a user adaptable tool for designing motion-
sound mappings that merges design and performance steps
into one fully interactive experience. It implements an on-
line learning workflow that allows mappings to adapt in
real-time to users’ movement while generating new sonic
parameters. We designed two main interaction modes al-
lowing di↵erent degrees of modification and exploration in
designing mappings, as well as two example musical ap-
plications in an improvisational use case to show how our
tool might support corporeal engagement with sound in an
innovative manner. In future work we will implement a
computational framework supporting continuous corporeal
interaction with both static and dynamic learning models
along with interactive visualizations of the system’s inter-
nal state. This should allow us to conduct novel artistic
and educational real-world applications where human mo-
tion would be at the center of musical expression.
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ABSTRACT 
We describe the Responsive User Body Suit (RUBS), a tactile 
instrument worn by performers that allows the generation and 
manipulation of audio output using touch triggers. The RUBS system 
is a responsive interface between organic touch and electronic audio, 
intimately located on the performer’s body. This system offers an 
entry point into a more intuitive method of music performance. A 
short overview of body instrument philosophy and related work is 
followed by the development and implementation process of the 
RUBS as both an interface and performance instrument. Lastly, 
observations, design challenges and future goals are discussed. 
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tactile, haptics, responsive, wearable interface, musical expressivity, 
intuitive music 
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1. INTRODUCTION 
Touch is the primary interface between the human body and the 
outside world. Through haptics we perceive our environment, 
objects, and other beings in relation to ourselves in space. The touch 
sensation creates a relationship between the self and the other - that 
which lies outside the self. From this relationship comes the synthesis 
of sensory input, action and perception. Our reality is shaped by our 
physical movement and interaction. Perception is touch-like in this 
way, which acquires meaning thanks to our possession of bodily 
skills [1]. We may intuitively orient ourselves in relation to objects, 
including instruments. However, learning an instrument is not exactly 
an intuitive process. “The instrument is very much treated as a 
difficulty, an obstacle that needs to be overcome in order for it to 
become one with the performer” [2]. When we create an 
interface/instrument using the intimate relationship we have with our 
own body, we are also creating an entry point into a more intuitive 
musician/instrument relationship. This concept forms the basis of the 
RUBS system.  
 The Responsive User Body Suit, or RUBS system, is a tactile 
interface worn by a performer. This system allows a user to process 
audio output in real time, simultaneously triggering and manipulating 
audio samples by controlling fabric strip potentiometers sewn onto 
the suit. Discrete and continuous audio changes are generated 
through two different motions of contact; touch and stroking.  
 The RUBS design is influenced by Lakoff and Johnson’s theory of 
embodied cognition and the primordial touch sensation [3]. The 
body’s influence on the mind necessitates an understanding of our 

senses, our motor system, and neural mechanisms. As such, the 
RUBS system acts as an interface between dualisms; the organic 
(touch) and electronically generated (sound), and the unconscious 
(thoughts of user) and conscious (thoughts of user and audience). 
Additionally, the RUBS system makes the previously intangible 
(thoughts, emotions), perceptible via touch triggers and audio output. 

2. RELATED WORK 
There are many interfaces that make use of touch, or use the body’s 
awareness of the location of an extended limb or digit. Those 
involving body contact, such as gloves (e.g. GRASSP [4], mi.mu 
[5]), can provide a stronger haptic sense in that multiple parts of the 
body are involved (other digits, arms/legs, or the torso). In these 
models, multiple signals are being received by the brain which assists 
in learning and performing.  
 The DIVA-Fortouch system [6] combines multiple inputs through 
finger postures and limb location. The positions of fingers in 
cybergloves provide information for the control of consonants, while 
the x and z coordinates of a wrist-mounted sensor controls vowel 
formants and pitch. In this interface, haptic sensing is especially 
important for creating transitions between consonants, especially 
liquids and nasals. For liquids, the first finger strokes the extended 
thumb, with the location of the fingertip controlling the generation of 
data for the consonant synthesis. 
 Another example of a multiple input system is the Bodycoder 
System [7] [8] comprised of switch sensors located on each finger, 
and flex sensors on the user’s limbs. Finger switches on a right hand 
data glove provide individual sensor activation and deactivation, 
facilitating on-line and off-line modes of operation. Finger switches 
mounted on the left hand glove provide utility functions such as 
Max/MSP patch/preset selection and granular sampling and 
recording. Bend sensors are located on each elbow and wrist. The 
mapping and programmed expressivity (sensor scaling) of each 
sensor element can be changed during the course of a piece of work.  
  The French singer Émilie Simon performs with the BRAAHS, an 
arm mounted effects controller designed by Cyrille Brissot [9], that 
allows her to sample and manipulate her voice and the sound of other 
accompanying instruments. 
  The RUBS system expands on these touch interfaces by increasing 
the surface area of interaction with the body. This is achieved through 
the interface design, centered on the user’s torso, as opposed to 
localized contact and flex points located on appendages. Centralized 
design allows for a more theatrical performance style, utilizing 
gestures from the entire body. There is also an enhanced sensuality to 
the RUBS system, not found in these previous works. The intimacy 
between the performer and their own body is central to this system. 
   In addition, the RUBS system expands the capability for added 
levels of interactions by involving multiple performers 

3. DEVELOPMENT / IMPLEMENTATION 
This section describes the approach and materials used to construct 
the interface, followed by observations dealing with outcomes of the 
initial testing, rehearsals, and performances. 
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3.1 The Interface 
The RUBS interface consists of 
four pairs of parallel tracks 
constructed of resistive thread 
patterns and conductive fabric, 
sewn onto a dance leotard and 
connected to an Arduino (Fig.1). 
The initial interface used RJ45 
cable to connect the 8 traces to an 
Arduino, while the current system 
is wireless, using a pair of 
APC220 modules and a body-
worn Arduino. Each pair of tracks creates a potentiometer, with a 
copper tape-wrapped or thimble-wearing finger acting as a wiper. 
The strips are powered by 5 volts supplied by the Arduino, forming 
the potentiometer in a standard voltage divider circuit. The resulting 
output voltage is sent to Arduino2Max [10] and from there to the 
Max/MSP performance patch. 

3.2 Tactile Feedback 
Prototyping and development was based on the dimensions and reach 
of a single performer, but the expansion of the project to involve 
three performers (dancers and vocalist) revealed the differences in 
reach and flexibility for each performer. Because of the layout of the 
sensors it was found that cross-body reach was the easiest method of 
generating data, with the right hand responsible for left side sensors, 
and vice versa. However, with practice the performers became 
comfortable using either hand for any sensor. For all performers the 
initial work with the suit demonstrated the difficulties of sensing the 
strips while wearing thimbles or copper tape: often, the performer’s 
head would drop while they searched for the location of the 
appropriate trace. From this experience a performance technique was 
developed in which a bare finger alongside of the conductive finger 
provided guidance for the location of the traces, allowing the 
performer to keep their head up and engage with the audience. 

3.3 Data Use 
Raw peak and trough values are constantly updated and used to scale 
the streams of incoming data, giving maximum sensitivity for each 
trace: each resistive fabric strip is read across its full length to 
generate data. Due to fabric irregularities and data jitter for audio 
scrubbing the incoming data is averaged over thirty values and then 
mapped to the length of its associated buffer.  

The performance interface 
allows for the control of audio 
scrubbing and sample triggering, 
and enables on-the-fly changes 
using matrix presets or realtime 
repatching. Each data stream 
controls a particular audio buffer 
and MIDI stream. For MIDI, the 
data range of each sensor can be 
divided to control the desired 
number of MIDI events. Audio 
buffers can be reloaded or 
switched during performance, and MIDI-triggers can be remapped to 
various samples. 

Audio scrubbing uses looping buffer segments (windows), with the 
incoming data setting the start point in the audio buffer. The size of 
the loop window is preset, but can be changed using presets or in 
real-time during performance. 

3.4 Types of Touch 
In performance, three types of finger contact are used: single touch, 
flutter, and stroke (Table 1). A single touch can trigger a single, 
unrepeated MIDI event, or begin a loop at the associated point in the 
audio buffer. Due to the data averaging being used, audio buffer 

playback will drift to the start point of the buffer after the finger is 
released. Flutter touch consists of rapid movement of the fingers to 
contact different parts of the interface. This type of motion causes the 
loop window for an audio buffer to move irregularly, creating 
disjointed audio playback. For MIDI, multiple MIDI events can be 
triggered, creating cascades of triggered samples. 

 Table 1. Types of touch 

 Single Touch Flutter Stroke 

Audio Trigger and 
Fall-way 

Buffer 
Scrubbing 

Buffer 
Scrubbing 

MIDI Single Event Multiple Events Process Control 
 
 Finally, stroking controls the start points of audio loops, and can 
also be used to generate MIDI and audio processing data for the 
control modules in the UBC Toolbox [11]. 

4. CREATION OF WORKS 
4.1 Voice and RUBS 
Bhumber’s composition Touch for voice, electronics and the RUBS 
system was performed at the 2016 WAVE EQUATION electronic 
concert series in Vancouver, Canada. Vocal performance was chosen 
because it is an organic form of expression and – since vocalization 
has fewer physical constraints than instrumental performance – it 
allowed for a wider exploration of the bodysuit. 
 As mentioned, Rodé’s text for the work was developed around 
Lakoff and Johnson’s theory of the embodied mind, in which the 
same biological mechanisms that inform physical perception also 
create and affirm our conceptual reality [12]. The text expresses a 
reliance on tactile validation – “when you touch me / I exist”. The 
performer-as-subject comes into being when impressed upon by 
external influences, just as the RUBS only “comes alive” (through 
audio triggering and live processing) when touched by the performer. 
Fels describes the relation between player and instrument as working 
towards the “ultimate goal” of embodying the instrument: “As a 
player learns an instrument, he becomes more intimate with it. The 
ultimate goal in the process is for the player to have a high degree of 
intimacy such that he embodies the instrument. When the player 
embodies the instrument it behaves like an extension of him so that 
there is a transparent relationship between control and sound. This 
allows intent and expression to flow through the player to the 
instrument and then to the sound and, hence, create music” [13]. 
Because the RUBS system is worn by the performer, they must 
explore the suit through proprioception. Thus, in practice, rehearsal, 
and concert the performer is exploring their own body, resulting in a 
more intimate and expressive method of performance, reflecting 
Fels’ assertion that instrumental embodiment occurs through 
intimacy and transparency. 
 Overall, Rodé created her text as a direct response to the 
development of RUBS. The close fit of the garment, the contoured 
layout of the sensor strips, and the manner of sensor control provide 
and promote an intimacy that is directly addressed in the words, 
subject, and performance of Touch. 

4.2 Development of Touch 
Rebelo has stated, “Music performance is dependent on bodily 
involvement that goes beyond the auditory and the sense of hearing” 
[14]. As audience members we appreciate gestures that support the 
musical flow, and vocal works can provide for theatrical possibilities 
that may not be possible in an instrumental work. In the development 
of Touch this was explored by Marguerite Witvoet whose experience 
with new music and theatre is an asset to this piece. Her character’s 
opening presentation came to involve discovery, as she becomes 
aware of her fingers and their metallic wrappings, a union of the 
organic with the inorganic, foreshadowing the fuller exploration of 
the instrument.   

Figure 1. Conductive and 
resistive fabric traces 

 
. 

 
 

Figure 2. Audio/MIDI 
input monitor 

 
. 
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 During the work’s development, “gesture painting” became a 
useful augmentation of traditional word painting. As one example, 
the character’s singing of “configured by the gaze / of your hands 
across my chest” was accompanied by her hands touching the 
sensors on the opposite side of the 
body, physically crossing across the 
chest to match the text (Fig. 3). This 
particular gesture points to how 
creative and practical changes to the 
work occurred during its 
development. 
 The sonification of bodily 
experiences emerged throughout the 
piece’s development. Discrete touch 
gestures evoked feelings of pain by 
triggered paralanguage audio samples 
such as sighs, gasps and hums. This 
intuitive meta-communication gives 
subconscious nuance and meaning to 
the live vocals.    

4.3 Dance and RUBS 
The use of RUBS in dance works proved to be quite theatrical. Each 
of the dancers involved was intrigued with the interface and 
enthusiastic in using it, with the ability to control both the triggering 
and scrubbing of audio being the immediate attraction. As the 
dancers gained experience with RUBS the ability to use micro 
gestures for triggering or scrubbing was investigated, since that could 
be mimicked by small, whole-body movements.  
 Like Touch, the use of RUBS in 
dance resulted in a new appreciation 
of how the interface could be used. 
Part of dance involves an appreciation 
of how the human body can move, but 
with RUBS a dancer’s movements 
can emphasize the playing of the 
sensors or create a distraction, hiding 
the actual touching of sensors. As a 
result, in addition to playing the suit, 
dancers tended to play with the suit in 
performance, resulting in dance that 
was a response to the sounds being 
produced, or dance that was a 
celebration of the gestures required to 
produce the sound. 

 

 As is common with instrument design, initial tests of the interface 
in performance demanded an expansion of the software. The 
improvisations of each of the dancers pushed the expansion of the 
basic system to four audio buffers and four MIDI outputs, allowing 
the triggering of multiple events in each of the MIDI soundfile 
players while also supporting four audio buffers that could be 
reloaded while in progress. 

5. OBSERVATIONS / CHALLENGES 
5.1 RUBS Design 
Various changes were required as the project developed, due to 
design or performance requirements. In creating the interface we 
began by investigating various resistive materials including resistive 
thread, metallic fabrics, and even analog cassette tape. We eventually 
settled on LessEMF’s orange resistive yarn strips 
(TACRACPS0400OR) which were sewn onto a dance leotard. For 
aesthetic reasons the orange resistive fabric was complemented with 
conductive copper plated polyester taffeta to create a strong visual 
presence of the sensor interface. Originally the performer’s fingers 
were to act as conductive wipers to bridge the two fabrics. However, 
successful initial trials eventually yielded inconsistent results, so we 
switched to fingers wearing metal thimbles or adhesive copper tape.  
 The prototype was quite successful but the manufacturer of the 
orange yarn strips ceased production, and the replacement strips 
offered by the supplier were less effective, and compromised the 
development of the suit and concert works. We tried substituting 
Softpot potentiometers, attached to the suit in fabric sleeves sewn 
onto the surface, but these proved to be unworkable, as various 
movements and the bends around body curves created pressure zones 
that triggered data in the absence of finger touch. 
 We then obtained 66 Yarn 22+3ply 110 PET resistive thread, 
which was used to sew thread patterns directly onto a more robust 
leotard, and the results were quite acceptable. While this method 
compromised the high visibility of the original design, it opened up 
the possibility for more imaginative interface patterns in future.  
 Following each of the changes in resistive material a change in the 
second resistor in the voltage divider was required, a somewhat 
tedious job due to the use of fixed resistors. The use of mini pots 
would make future adjustments much easier.  
 One important aspect of sewing the resistive traces was the types of 
stitch patterns required. Various stitch patterns were tested, and while 
each fulfilled the resistive requirements of the circuit, we found that 
the larger, irregular pattern (the last pattern in Fig. 6) gave performers 
greater confidence in finding and maintaining contact with the strip.  

 Throughout the creation of the suits performers participated in the 
placement of the sensor strips, indicating where they found 
difficulties in reaching and using sensors, or what worked particularly 
well. The original hip placement of sensors was found to be 
constraining and awkward, and performers suggested moving the 
strips inwards and down to make access easier. An additional 
suggestion involved changing the stitch pattern on the conductive 
taffeta, so that there was less friction and snagging of the material by 
the finger tape 

Figure 3. Marguerite 
Witvoet in Touch 

performance 
. 

 
 

Figure 4. Danielle Lee 
during performance 

development 
 
 

Figure 6. Resistive thread sewing patterns 
 
. 

 
 

Figure 5. MaxMSP dance interface 
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 The investigation of dance works advanced the development of a 
wireless system: for vocal works with little stage movement a 
tethered system was acceptable, but the same setup is constraining for 
dancers unless the particular choreography emphasizes the constraint 
as a motif or theme. At the time of writing we are developing the 
wireless system using paired APC220 modules, with an on-body 
Arduino for the dancer. The APC220 system was chosen for its 
simplicity of implementation, as well as for its relatively modest size. 

5.2 Challenges  
For performers, the two greatest challenges in learning how to use the 
suit are in becoming familiar with the sensor locations, and learning 
what gestures and manipulations are possible and useful for the piece 
being performed. 
 The RUBS garments are very close fitting, ensuring that the 
location of the sensors remains the same from practices through to 
performance. While this is of benefit to the performer, a problem 
arises through the insensitivity of the “wiper” fingers. The adhesive 
copper tape on a finger negates the touch sensitivity of that particular 
finger so – as mentioned above – a two-fingered technique must be 
used where a non-taped finger provides guidance as to the location of 
both the conductive and resistive fabric. 
 It has been found that each performer develops their own library of 
gestures that feel natural to them and that create the types of audio 
manipulations required or desired in the piece. As such, each 
performer creates a gesture “accent”, so that even if performing with 
the same audio materials, their own interpretation and performance is 
unique. 

6. FUTURE DESIGN / PERFORMANCE 
With the creation of multiple RUBS garments, we are now looking at 
works with more than one performer. For vocal performance it will 
be possible to create a small ensemble combining live voice and pre-
sampled passages. For dance, multiple performers will be able to 
perform together, touching their own and others’ instruments, 
creating an interactive group instrument. 
 Another area we are interested in pursuing involves combining 
RUBS with current research using Kinect tracking. This will 
combine macro and micro gestures in performance, and the 
combination of data could provide significant control in triggering 
and processing audio and video. 
 The RUBS system can also be worked to accommodate diverse 
body configurations including performers with disabilities. 

7. REFERENCES 
[1] A. Noë. 2004. Action in perception, Cambridge, MA: MIT 

Press. 1. 

[2] P. Rebelo. 2006. Haptic sensation and instrumental 
transgression. Contemporary Music Review 25, 1-2 (2006), 27. 
DOI:http://dx.doi.org/10.1080/07494460600647402  

[3] G. Lakoff and M. Johnson. 1999. Philosophy in the flesh: the 
embodied mind and its challenge to Western thought, New 
York: Basic Books. 

[4] R. Pritchard, and S. Fels. "Gesturally Realized Audio, Speech, 
and Song Performance (GRASSP)". New Interfaces for 
Musical Expression (NIME 2006). Paris, Ile-de-France, France. 
Jun, 2006. 271 - 277. 

[5] mi.mu gloves. Retrieved January 31, 2017 from 
http://mimugloves.com/ 

[6] S. Fels, R. Pritchard and A. Lenters. "Fortouch: A Wearable 
Digital Ventriloquized Actor!". New Interfaces for Musical 
Expression (NIME 2009), Pittsburgh, USA. June 4 - 9. 274-
275. 

[7] M. Bokowiec. 2011. V!OCT (Ritual): An Interactive Vocal 
Work for Bodycoder System and 8 Channel Spatialization. 
New Interfaces for Musical Expression (NIME 2011). Olso, 
Norway. May 30 – June 1. 40-42. 

[8] Bromwich, M.A. and Wilson, J. (1998) “Bodycoder: A Sensor 
Suit and Vocal Performance Mechanism for Real-time 
Performance.” Proceedings of the 1998 International Computer 
Music Conference, Ann Arbour, MI, pp. 292-295. San 
Franciso: ICMA 

[9] Y. Oremiatzki. 2014. Six nouveaux instruments pour rêver avec 
les oreilles. (April 2014). Retrieved January 31, 2017 from 
http://tempsreel.nouvelobs.com/rue89/rue89-
musique/20140427.RUE3375/six-nouveaux-instruments-pour-
rever-avec-les-oreilles.html 

[10] D. Jolliffe. Arduino2Max, 2007. 
http://www.danieljolliffe.ca/writing+code/writing+code.htm  

[11] K. Hamel, R. Pritchard, and N. Nisbet. The UBC Toolbox. 
http://debussy.music.ubc.ca/muset/toolbox.html  

[12] G. Lakoff and M. Johnson. 1999. Philosophy in the flesh: the 
embodied mind and its challenge to Western thought, New 
York: Basic Books. 

[13] S. Fels. 2004. Designing for Intimacy: Creating New Interfaces 
for Musical Expression. Proceedings of the IEEE 92, 4 (2004), 
672–685. DOI:http://dx.doi.org/10.1109/jproc.2004.825887   

[14] P. Rebelo. 2006. Haptic sensation and instrumental 
transgression. Contemporary Music Review 25, 1-2 (2006), 27. 
DOI:http://dx.doi.org/10.1080/07494460600647402  

8. Appendix I: Video 
RUBS dance demonstration video: https://vimeo.com/201567264   
RUBS overview video: https://vimeo.com/191104171 

 
 

419



1 
 

Applying the EBU R128 Loudness Standard in live-
streaming sound sculptures 

 
Marie Højlund  

Institute for Communication 
and Culture, Aarhus 

University 
Helsingforsgade 14 
Aarhus, Denmark 

musmkh@cc.au.dk 

Morten S. Riis  
Institute for  

Communication and 
Culture, Aarhus University 

Helsingforsgade 14 
Aarhus, Denmark 

mr@cc.au.dk 

Daniel B. Rothmann  
Institute for Communication 

and Culture, Aarhus 
University 

Helsingforsgade 14 
Aarhus, Denmark 

danielrothmann@me.com 

Jonas R. Kirkegaard  
Sonic College, UC SYD  

Lembckesvej 7, Haderslev, 
Denmark 

jrk@soniccollege.org 

 
 
ABSTRACT 
This paper describes the development of a loudness-based 
compressor for live audio streams. The need for this device 
arose while developing the public sound art project The 
Overheard, which involves mixing together several live audio 
streams through a web based mixing interface. In order to 
preserve a natural sounding dynamic image from the varying 
sound sources that can be played back under varying conditions, 
an adaptation of the EBU R128 loudness measurement 
recommendation, originally developed for levelling non-real-
time broadcast material, has been applied. The paper describes 
the Pure Data implementation and the necessary compromises 
enforced by the live streaming condition. Lastly observations 
regarding design challenges, related application areas and future 
goals are presented. 
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1. CONTEXT & RELATED WORK 
The loudness-based compressor described in this paper was 
developed for the project The Overheard [16], which is a part of 
the official programme of Aarhus 2017 – European Capital of 
Culture [9]. The main objective of The Overheard is to invite 
everybody to listen more carefully and rediscover the sounds of 
our everyday surroundings. This is presented by offering 
several different listening experiences that may be accessed by 
the public in different ways. This paper addresses a listening 
experience that allows the audience to enter a website from 
which they can mix their own soundscape from multiple live 
audio streams that originate in the sound environments of five 
public sound sculptures (see Figure 1).  Thus, the streamed 

audio is a mix of the sounds coming from the sound sculptures1 
and the sonographic environments [13] at specific geographic 
locations. 

 
Figure 1: Geographically distributed Audio Satellites streaming 

to web-based mixing interface 
 

The Overheard has a broad, public impact, and will be 
encountered by guests visiting the Capital of Culture and/or the 
website during 2017. The streaming of sound from the sites is 
enabled by an Audio Satellite [5], which is a device that 
comprises a Raspberry Pi running Pure Data [17] and DarkIce 
[8], a stereo audio interface, and two microphones, all collected 
in a weatherproof box, and requiring only power and an internet 
connection to work. The captured sound is streamed to the 
project website [15] where the audience may mix the five audio 
streams with a simple mixing interface (see Figure 2).  
Since it is impossible to have control over both the loudness of 
the sound sources at each site and the listening conditions of the 
audience, a system is needed to ensure that each audio stream is 
within the same loudness range, no matter the sound level, so 
that they may be mixed together in a meaningful way. This 
paper suggests a solution for this, with respect to the dynamic 
quality of the original signal, by applying the EBU R128 

                                                                    
1 Detailed information about the sound sculptures may be found at [16]. 
The common denominator for all the pieces described is an exploration 
of the relationship between when the sound-art piece begins, and the 
natural-sounding environment takes over. 
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loudness measurement in the construction of a dynamic range-
mapping compressor based on subjective perceived loudness, 
rather than a regular compression/limiting algorithm that relies 
on manipulating the electrical level. 

The Overheard project builds on previous explorations of the 
potential of using interactive sound to get people to engage with 
living cultural heritage and collective storytelling as a form of 
community engagement [1, 12]. Furthermore, the project is 
related to a long history of projects and inventions that, in 
various ways, aim to connect different geographical locations 
through sound in real time. Listening through technology goes 
back as far as the invention of the telephone and radio 
broadcasting.  

In the last decade, owing to the development of easily 
accessible recording and digital technology, many projects have 
given access to the soundscapes of places around the world, and 
today these may be listened to through the internet [7]. 
Prominent examples includes the London Sound Survey 
launched by Ian M. Rawes in 2008, where the sounds of 
everyday public life throughout London are collected, in order 
to document the soundscape of the city of London, and how the 
sound environment changes [19]. Similarly, radio aporee – an 
open and collaborative platform for research on sound, founded 
by Udo Noll – allows people to upload sound recordings of 
everyday sound environments [3].  

The perspectives on optimizing the experience of listening to 
live audio streams also extends to other fields, including live 
internet radio, live-streaming of concerts, performances, and 
bio-monitoring, not to mention contexts that combine sound and 
image. Broader internet bandwidth and faster processors for 
DSP processing enable higher quality, which commits us to 
revising all the links in the signal chain, including those related 
to audio compression and the utilization of dynamics. 
 

2. RENDERED IMPRESSIONS 
A listening experience is a multisensory experience [20], 
because it always involves being present at a specific place and 
time, and thus it is impossible to reconstruct the fullness of an 
audible impression of a place by simply playing back a 
recording of that place. Dani Iosafat [13] suggests the term 
‘psychosonography’, which is adopted from psychogeography 
and seeks to construct an audible expression of a multisensory 
impression of the sonic environment of a place. For this purpose 
Iosafat defines different ways of collecting, treating, and adding 
to the recorded soundscape of a specific place, in order to 
render it into a new sonic expression that mimics the impression 
of the actual place [6].  

Iosafat suggests a multitude of ways in which sonographic 
portraits of different urban places may be presented: (i) sound 
installations, (ii) recordings of the sound environments 
enhanced by emphasizing sound objects, (iii) adding sonic signs 
that are associated with a specific feature of a place, and (iv) 
adding recordings of musical phrases improvised by musicians 
to express mood and ambience.  

Compared to the recorded, treated, and layered sound of the 
foregoing approach, The Overheard project uses other 
conceptual methods to mimic and render an expression, 
including (i) real-time streaming as opposed to pre-recorded 
audio playback, (ii) streaming of not just a sound environment 
but a carefully designed listening experience in the form of 
sound sculptures, which for most part generate some sort of 
musical structure, (iii) carefully selected stereo microphone 

placement that captures the sounds of the sound installation, the 
environmental sounds, and the sounds of the people/audience 
present, and (iv) managing the dynamics by adapting the EBU 
R128 recommendation, in order to ensure high-quality audio by 
preserving the dynamics, and hence the detail and a consistent 
sound level from all five locations (will be developed in section 
2.1).  

 
Figure 2: The mixing interface at www.overheard.dk  

 

2.1 Adapting technology 
In typical everyday surroundings, listening is shaped and 
adjusted to the situational and multi-sensory context. For 
example, this involves the way in which our ears automatically 
micro-adjust to compensate for expected loud sounds (e.g. 
anticipated through visual cues) [11]. Since the sites of the five 
sonic environments of The Overheard are unregulated, and 
potentially include both very loud and very quiet sounds that 
the user cannot adjust to when listening to them through the 
website, various design strategies have been used to imitate the 
psychoacoustic mechanisms of being physically present at the 
sites.  

The main strategy of The Overheard is the application of a 
psychoacoustic concept from the broadcast industry, termed 
perceived loudness levelling, specified in the EBU R128 
recommendation [18]. This approach seeks to eliminate 
perceived sound-level differences in broadcast material, and to 
avoid the excessive use of dynamic compression in pursuit of 
making one feature stand out. In other words, it is a solution to 
a practical problem that not only contributes to a more 
consistent sound level for the end user, but also results in much 
better sound quality in terms preserving dynamics [4, 10, 14].  

This paper will elaborate on how a loudness-based compressor 
differs from a regular compressor in that its sensing mode is 
based on the EBU R128 recommendation, rather than peak or 
RMS, and adjusts the sound level in a way that is aligned with 
human perception. This achieves a more perceptually accurate, 
and thus more ‘organic’ processing of the sound. Listening tests 
have shown that the EBU R128 recommendation does indeed 
predict the perceived loudness with a relatively small error [4], 
and therefore provides a good basis for our solution.  
Adapting the EBU R128 recommendation to this project offers 
a way to overcome the challenges that arise from the varying 
sound levels at each of The Overheard’s five sonic 
environments. Alternative solutions include setting a fixed 
microphone level and hoping for the best, and applying limiters 
and compressors, compromising dynamics and raising the noise 
floor.  

When only one sonic environment is streamed, the necessity of 
handling perceived loudness is diminished, but would still be 
present, owing to the anticipated variety of playback devices, 
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ranging from built-in smartphone or laptop speakers to high-
quality headphones or speaker systems. But the problems 
become more evident when the listener is invited to mix the 
sound from the five sonic environments in the web interface. 

2.2 Loudness 
As defined by Harvey Fletcher and W.A. Munson, ‘loudness’ is 
a psychological term used to describe the magnitude of an 
auditory sensation [10]. It is a psychoacoustic measurement 
representing the listeners’ perception of volume, not the sound 
volume as an electrical level or sound-pressure level. When 
defining loudness, Thomas Lund suggests that the most 
important parameters at work are sound pressure level, 
frequency contents, and duration [14]. By a weighted 
combination, these parameters might approximate the loudness 
of a given sound, as perceived by an average listener. 

Previous contributions to NIME on the subject of soundscape, 
such as those presented by Miles Thorogood and Philippe 
Pasquier, have utilized perceptual loudness measurements for 
audio-feature extraction [21]. However, these measurements 
focus on analysis, whereas the application of loudness 
measurements in The Overheard focus on processing the output 
to preserve detail and to keep individual audio streams at 
coherent levels, in order to ensure an intuitive listening 
experience through the mixing interface. 

During the last decade, the terms hypercompression and 
loudness war were often mentioned in discussions of loudness 
in audio broadcasting. As described by Earl Vickers, ‘Loudness 
war is a term applied to the ongoing increase in the loudness of 
recorded music, particularly on Compact Discs, as musicians, 
mastering engineers and record companies apply dynamics 
compression and limiting in an attempt to make their recordings 
louder than those of their competitors’ [22]. In broadcast 
television, this has been particularly evident during commercial 
breaks, where advertisers may attempt to push the volume of 
their content as high as possible, in hopes of better grabbing the 
consumer’s attention. However, it has been documented that 
this tendency may generate a number of negative consequences, 
in terms of both reduced audio quality and increased ‘listener 
fatigue’, and also in terms of consumer annoyance owing to 
jumping sound levels in TV programme flow [22]. 

In 2010 the European Broadcast Union (EBU) responded to 
these issues with recommendations for loudness normalization 
and the permitted maximum level of audio signals, called ‘EBU 
R128’. This defined a new international standard for measuring 
audio loudness (ITU-R BS.1770-4) [2] along with two new 
units called ‘LU’ (Loudness Unit) and ‘LUFS’ (Loudness Unit 
Full Scale). This standard aims to solve the problem of volatile 
volume changes, as it makes it possible to regulate volume in a 
more organic manner, and enable a fairly consistent perceived 
loudness. 

The EBU R128 recommendation may be summarized as an 
energy measurement of a filtered set of channels consisting of 
four main steps: 

i) Frequency-weighting filtering, derived from a model of the 
frequency response of the human anatomy, is applied to the 
metered audio. This may be thought of as frequency weighting 
according to a simplification of the equal-loudness contour for 
the human ear, as determined by Fletcher and Munson [10], 
taking into account that human hearing is generally more 
sensitive to frequencies above 1kHz. An advantage of this 
simplification is that the processing may be done with simple 

time-domain blocks that have very low computational 
requirements [2].  

ii) The power of the audio signal is calculated as the mean 
square of the metering period.  

iii) All channels are summed together. If the channels represent 
a surround-sound setup, the rear channels will be weighted to 
have stronger representation in the measurement, since sounds 
coming from the rear are often perceived as louder [2].  

iv) The sum of channels is optionally gated in 400ms sliding 
windows. The gating is applied when measuring the ‘integrated’ 
loudness, described below, and prevents extended periods of 
silence from being counted in the segment-wise loudness 
average.  

A supplementary document, EBU Tech 3341-2016, suggests 
three ‘EBU Modes’. They define three timescales from which to 
meter the outputted loudness measurements. The shortest 
timescale is called ‘momentary’, the intermediate is called 
‘short-term’, and the programme- or segment-wise timescale is 
called ‘integrated’. These modes suggest three ways of 
approaching loudness in relation to time: There is the loudness 
right now (momentary), there is loudness about now (short-
term), and there is loudness as a gated average over the full 
duration of a segment (integrated). In particular, the integrated 
timescale discourages hypercompression in broadcasts, since a 
highly compressed segment will be measured as louder, and as 
a result, regulated by the broadcaster by generating a lower 
overall volume for the duration of that segment.  

When considering the above-mentioned timescales for a live-
streaming audio system, it becomes apparent that the integrated 
timescale is not relevant for the use case under discussion for 
two main reasons: Firstly, one cannot tell the future, and 
streaming live audio means that one may not know which 
sounds will occur next, therefore it is not possible to gauge a 
full segment for an accurate representation of an integrated 
loudness measurement; secondly, if one were to measure the 
integrated loudness from the beginning of a live audio feed up 
until the present moment, the audio feeds might be continuously 
active for months – the measured loudness of an audio stream a 
month, an hour, or even ten minutes ago might not be relevant 
to the listening experience at the present time. 
 

2.3 Defining ‘desirable level’ 
In order to adjust the loudness of a signal to a desirable level, 
the desirable level must first be defined. According to studies 
by Thomas Lund, typical audio consumers have certain 
identifiable dynamic range tolerances for different listening 
situations, which allow for comfortable and clearly 
distinguishable audio consumption [14]. Such listening 
situations may include the cinema, a living room, a bedroom, 
the street, or in a car. In situations with significant background 
noise, such as in transport or urban environments, a wide 
dynamic range is not viable, since sounds may be either too soft 
and difficult to distinguish, or uncomfortably loud, distorted, 
and possibly causing hearing damage. Lund’s studies show that 
for most real-world listening situations, a quite narrow dynamic 
range is more desirable – about a 12 dB range with 8 dB 
headroom for bedroom listening, for example [14]. Since audio 
from the five sonic environments of The Overheard will be live-
streamed to an unknown number of users in unknown listening 
situations, a compromise in dynamic range had to be made to 
accommodate a wide variety of users. In line with these 
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considerations, the algorithm we applied was designed to 
accomplish the following stated design goals: 

1. It must automatically re-map the dynamics of an 
audio source, so that it is almost always at a clear and 
distinguishable volume for most listening situations; 

2. It should do so based on the perceived loudness of an 
audio source rather than electrical level, utilizing the 
EBU R128 loudness standard; 

3. It should work correctly with a live signal, without 
knowing which sounds might come next; 

4. It should be secured from potential clipping or 
overloads; 

5. It must run efficiently on a Raspberry Pi (the 
computer embedded in the Audio Satellite) 

6. This algorithm’s parameters must be changeable from 
another computer via a local network 

To attain these goals, three steps of Dynamic Range Translation 
are implemented by the Audio Satellites. Outlining this 
algorithm, [Figure 3], its three main stages may be described as 
follows: Firstly, a short-term EBU R 128 loudness measurement 
is made, secondly, the dynamics are translated by two loudness-
based compressors (one upward, one downward), and thirdly, 
an overload safety net is applied, consisting of an RMS 
compressor and a limiter that alters only the very top of the 
dynamic range. In the case of very quiet and subtle incoming 
audio, a lower lift threshold of -50 LUFS is enforced. From this 
point down the volume will not be raised further, though the 
amount of gain increase until that point will still be applied. The 
lower lift threshold is implemented as a measure to avoid 
raising possible noise generated by the recording device, such 
as microphone, preamp, or bit quantization noise. The effects of 
the loudness-based Dynamic Range Translation stages are 
illustrated in figure 4. 
 

 
Figure 3: A diagram of the main components in the loudness-

based dynamic translation algorithm  

A significant aspect of the applied algorithm is its application of 
timescales. Since the latency of streaming audio from the Audio 
Satellite to the consumer is already 5–10 seconds (depending on 
network), a small added latency does not subtract from the 
listening experience. Therefore, all dynamic processing is 

designed to work with two seconds of lookahead. This means 
that the compression calculated for the current signal will 
instead be applied to a delayed signal, effectively making it 
possible for the compressor to alter the volume slightly before 
or going into a dynamic event in the audio. This helps reduce 
the over-exaggeration of transients, and allows for smoother 
volume adjustment before significant dynamic events.  

The EBU Mode of the loudness measurement has been altered 
to produce an averaged loudness value each second, which is 
then interpolated over the duration of another second. Although 
not fully EBU Mode compliant, these two seconds of dynamic 
processing and interpolation time mean that the timescale of 
this alteration may be considered similar to EBU’s definition of 
short-term. It alters the dynamics of about now, leaving the 
momentary signal, and, essentially, most sound events lasting 
less than a second, unaltered. Subtle dynamic details of the 
momentary signal may be conserved, whereas the overall 
loudness of the signal will be regulated in the short term. This 
way, the loudness of a signal may be controlled without 
significant reduction in momentary audio quality. 

 
Figure 4: An illustration of loudness-based dynamic range 

translation 

 
2.4 Implementation 
Pure Data is the main software platform used to run the 
algorithm on the Audio Satellite. Pure Data was chosen for its 
open source nature, compatibility, and speed of prototyping. 
Since the program runs on a Raspberry Pi, which features an 
ARM processor, instead of the Intel processors usually found in 
PC systems, the Pure Data implementation was designed 
without the use of externals, for optimal ARM processor 
compatibility. This situation limited the number of advanced 
functional objects available, requiring us to program many of 
these functions through the use of basic objects.  

The Pure Data implementation was developed through several 
iterations, alongside the design of the algorithm, prototyping, 
and testing ideas. The final program consists of the general 
steps described by the algorithm, each step implemented as a 
‘sub-patch’ for better overview, with an added section for 
controlling essential parameters via local network. 

Inside each sub-patch the desired functionality is achieved by 
combining Pure Data objects with advanced functionality and 
customized functionality from basic programming objects. For 
example, the frequency weighting filter for the loudness 
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measurement sub-patch is simply constructed from two 
‘biquad~’ objects for each channel, initialized with the 
coefficients specified by the R128 technical documents. In 
contrast, the averaging of loudness values over the duration of a 
second required a larger number of basic objects in more 
complex configurations, since functionalities such as counters 
and accumulators had to be built from scratch. 

The compressor implementation is based on a simplified hard 
knee compressor [23]. In the case of the downward compressor, 
if the signal is below the loudness threshold, the gain 
computation may be described as follows:  

output = input 

If the signal is above the loudness threshold, then it will be: 

output = threshold + (input − threshold) / ratio  

In our case, the input, output, and threshold parameters are 
based on loudness measurements, the input being the 
interpolated short-term measurement, and the threshold being a 
static one. The gain computation is followed by a ‘lop~’ 
lowpass filter, that simultaneously determines the speed of the 
compression attack and release. The incoming audio signal is 
fed into the gain computation algorithm followed by a ~2-
second delay line, and this delayed signal is processed by the 
compressors, constituting the lookahead functionality. 

For performance reasons, the Raspberry Pi in the Audio 
Satellite runs in ‘headless mode’, and thus no graphical user 
interface is available. This means that the user can only adjust 
the parameters in the Pure Data patch through command-line 
instructions. Therefore, a parameter control solution is also 
provided in the form of another Pure Data program designed to 
run on a client PC, from which parameters may be adjusted via 
local network. The user connects to the Audio Satellite by 
entering its local network IP address – When the ‘SAVE’ button 
is pressed, all parameters of the control program are transmitted 
to the Pure Data program running on the Audio Satellite, which 
is programmed to automatically forward received parameters to 
the correct destinations. The parameters are stored in a text file 
on the Raspberry Pi, which will be loaded on next start-up. In 
this way, parameters for the volume control algorithm on an 
Audio Satellite may be permanently changed, in order to more 
flexibly achieve specific dynamic ranges for particular 
situations, without having to further alter the program running 
on the device.  

3. CONCLUSION & FUTURE 
DEVELOPMENT 
This paper describes the development of the Dynamic Range 
Translation (based on the EBU R 128 loudness standard) 
implemented as a part of the live-streaming device Audio 
Satellites. The design goal for the Audio Satellite is to build a 
device that can handle live-streaming of high quality audio 
resembling the task of listening to complex everyday sound 
environments. Taking this as a starting point, 
psychosonography drives the overarching aesthetic choices of 
how to render the sonic environment through technology. A 
psychosonographic rendering of a site, listened to from another 
location, requires many choices and considerations regarding 
elements such as the acoustic properties of the sites, and the 
placement and quality of microphones. This paper has focused 
on the element that adapts the perceived loudness within a 
Raspberry Pi running Pure Data, introducing real-time 
streaming in terms of important psychosonographic rendering. 

Future investigations will expand the psychosonographic 
rendering to include aspects such as how the different live 
streams interact. Future work will focus on how people respond, 
engage with, and interact through the website, as we wish to 
investigate how The Overheard platform may be developed as a 
new way of experiencing sound art remotely across a larger 
geographical area. 

 

REFERENCES 
[1] Aamund D., Breinbjerg M. and Fritsch J. Ekkomaten – 
exploring the echo as a design fiction concept. Digital 
Creativity, 24(1). 60–74. 
[2] Algorithms to measure audio programme loudness and true-
peak audio level. Retrieved January 31, 2017, from ITU-R: 
https://www.itu.int/dms_pubrec/itu-r/rec/bs/R-REC-BS.1770-4-
201510-I!!PDF-E.pdf  
[3] Aporee, 2016. Retrieved January 31, 2017 from 
http://aporee.org/maps/ 
[4] Begnert, F., Ekman, H. and Berg, J. Difference between the 
EBU R-128 meter recommendation and human subjective 
loudness perception. in 131st Audio Engineering Society 
Convention (New York, USA, 2011), Red Hook, NY: Curran 
Associates, Inc., 2012, Vol. 1, 40-49.   
[5] Breinbjerg, M., Højlund, M., Riis, M., Fritsch, J. and 
Kirkegaard, J.R., Audio Satellites: Overhearing Everyday Life. 
In COOP 2016: Proceedings of the 12th International 
Conference on the Design of Cooperative Systems, (Trento, 
Italy, 2016), Springer International Publishing, 297-302.  
[6] Chion, M. Audio Vision. Columbia University Press, New 
York, 1994. 
[7] Cyberforest. Retrieved January 31, 2017, from 
http://www.cyberforest.jp/  
[8] DarkIce, 2016. Retrieved January 31, 2017, from 
http://www.darkice.org/ 
[9] European Capital of Culture, Aarhus 2017. Retrieved 
January 31, 2017, from  http://www.aarhus2017.dk/en/   
[10] Fletcher, H and Munson, W. A. Loudness, Its Definition, 
Measurement and Calculation The Bell System Technical 
Journal 12 (4). 377 - 430.   
[11]  Fox, S. Human Physiology (ninth ed.). McGraw-Hill, New 
York, pp. 267–9, 2006. 
[12] Højlund M, Riis M. Wavefront aesthetics – attuning to a 
dark ecology. Organised Sound, 20 (Special Issue 02). 249–
262. 
[13] Iosafat, D. On Sonification of Place: Psychosonography 
and Urban Portrait. Organised Sound 14, 1. 47–55. 
[14] Lund, T. Control of Loudness in Digital TV. in Broadcast 
Engineering and Information Technology Conference (Las 
Vegas, NV, 2006), 57-65.   
[15] Overheard.dk, 2017 (will be online from march 1st 2017). 
Retrieved January 31, 2017, from http://www.overheard.dk/ 
[16] Overheard, 2017. Retrieved January 31, 2017, from 
http://www.aarhus2017.dk/da/program/the-overheard/ 
[17] Pure Data, 2017. Retrieved January 31, 2017, from 
https://puredata.info/ 
[18] R 128 - Loudness Normalisation And Permitted Maximum 
Level Of Audio Signals, 2014. Retrieved January 31, 2017, 
from EBU: https://tech.ebu.ch/docs/r/r128-2014.pdf  
[19] Soundsurvey, 2016. Retrieved January 31, 2017, from 
http://www.soundsurvey.org.uk 
[20] Thibaud, J.P. The Sensory Fabric of Urban Ambiances. 
The Senses & Society, 6, 2. 203-215. 
[21] Thorogood, M., and Pasquier, P. Impress: A Machine 
Learning Approach to Soundscape Affect Classification for a 

424



6 
 

Music Performance Environment. in Proceedings of 
Proceedings of the International Conference on New Interfaces 
for Musical Expression, (Daejeon, Republic of Korea, 2013), 
256-260. 
[22] Vickers, Earl. The Loudness War: Background, 
Speculation and Recommendations. in AES 129th Convention 
(San Francisco, CA, USA, 2010), 1-27. 
[23] Giannoulis, D., Massberg, M., Reiss, J.D. Digital Dynamic 
Range Compressor Design - A Tutorial and Analysis. in 
Journal of the Audio Engineering Society (2012), 399-407 
 

425



Spatial Audio Approaches for Embedded Sound Art

Installations with Loudspeaker Line Arrays

Edgar Berdahl

School of Music

Center for Comp. and Tech.

Louisiana State University

edgarberdahl@lsu.edu

Matt Blessing

Center for Comp. and Tech.

School of Music

Louisiana State University

mbless1@lsu.edu

Matt Williams

School of Music

Louisiana State University

mwil257@lsu.edu

Pacco Tan

Center for Comp. and Tech.

Louisiana State University

Brygg Ullmer

Center for Comp. and Tech.

Computer Science

Louisiana State University

ullmer@cct.lsu.edu

Jesse Allison

School of Music

Center for Comp. and Tech.

Louisiana State University

edgarberdahl@lsu.edu

ABSTRACT
The concept of embedded acoustic systems for di↵using spa-
tial audio is considered. This paradigm is enabled by ad-
vancements in floating-point hardware on inexpensive em-
bedded Linux systems. Examples are presented using line
array configurations for electroacoustic music and for mak-
ing interactive kiosk and poster systems.

Author Keywords
Embedded acoustic systems, sound di↵usion, spatial audio,
Pure Data (Pd), Raspberry Pi, Satellite CCRMA, embed-
ded Linux, wave field synthesis, embedded sound art instal-
lations

1. INTRODUCTION
Some spatial aspects of sound can be simulated using only
two loudspeakers, like with stereophonic sound, but then
the reproduced sound field is only accurate at a single point
in space called the sweet spot. In contrast, wave field syn-
thesis (WFS) is an important technique that can be used to
widen the sweet spot of sound reproduction systems [6]. It
achieves this by controlling the wave field along a boundary
in space instead of at only two points [5].
In electroacoustic music, WFS and related techniques are

important because they expand the palette of sound percep-
tions that a composer can create by elaborately controlling
arrays of loudspeakers [2].

2. EIGHT-CHANNEL EMBEDDED
ACOUSTIC SYSTEMS

2.1 Overview
Already the benefits of WFS can be observed in some con-
figurations using arrays of only eight (8) loudspeakers. Ac-
cordingly, the authors have created a series of eight-channel
embedded loudspeaker arrays, for exploring applications in
electroacoustic music and data sonification.

Copyright remains with the author(s).

Each of these arrays has been built to include an embed-
ded computer. Recent advancements have enabled these
embedded computers to rapidly make complex calculations
using floating-point numbers. For convenience in enabling a
wide range of users to program these systems, the embedded
computers have been realized using the Satellite CCRMA
platform [4].

A line array is an array of loudspeakers placed in a line
(e.g. see the 8 black loudspeaker grilles placed across the
top of Figure 5). Simulations were performed in order to
objectively investigate in what contexts WFS may be valid
using line arrays of as few as eight loudspeakers.

It tends to be easier for such arrays to synthesize spherical
waves, as those are the kind of waves radiated by most com-
mon loudspeakers. In contrast, plane waves tend to be more
challenging to synthesize because many loudspeakers need
to be operated in concert in order to synthesize a real wave
resembling a plane wave. Figure 1 shows that for line arrays
with eight ideal monopole loudspeaker drivers, WFS can
produce relatively planar wave fronts over an approximately
square region in front of the array across a wide range of fre-
quencies. Figure 2 illustrates how such an array can also ap-
proximately simulate relatively planar waves arriving from
other angles as well. To a limited extent, plane waves may
theoretically be simulated as arriving from some directions
other than from behind the array, by relying on the percep-
tual phenomenon that the human auditory system cannot
reliably detect which direction waves are traveling in (i.e.
whether time is running forward or backward) [2]; however,
this technique was not experimented with in the context
of this interdisciplinary work in embedded acoustic systems
for di↵using spatial audio.

2.2 Virtual Monopole Sources
Sound spatialization using such arrays can be programmed
using a virtual acoustic representation. Other techniques
and more advanced software packages are available [1, 8, 7,
3], but the current setup is simply implemented directly in
Pd, to enhance pedagogical applications and customization
within Pd.

Each virtual sound source is considered to be placed in
virtual space at a certain position (x

v

, z

v

), from which it
radiates sound equally in all directions. It is considered to
be a monopole source.1

1In the following, all sources and loudspeakers are as-
sumed to be at the same height “y”-position since a two-
dimensional array instead of a one-dimensional loudspeaker
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(a) Wave field of high frequency sine
wave

(b) Wave field of mid-frequency sine
wave

(c) Wave field of low-frequency sine wave

Figure 1: Simulations of the wave field emanating from the array when aiming to recreate a plane wave (e.g. a spherical
wave from a very far-away source). The locations of the drivers are indicated by the eight alternatively displayed circles in
a line. The wave field is approximately accurate in a square-shaped in front of the array.

Figure 2: The array can also be employed to simulate wave
fronts arriving from some other angles.

Accordingly, the following equation derives the filter that
should be applied to a real loudspeaker placed at position
(x

l

, z

l

), where ✓

l

is the angle of incidence for the virtual
spherical wave arriving at (x

l

, z

l

) [6]:

Q(x
l

, z

l

, f) =
jf · cos(✓

l

)
cd

· exp(�j2⇡fd/c). (1)

The distance d =
p

(x2
v

� x

2
l

) + (z2
v

� z

2
l

) in meters, the
speed of sound c = 343 m/s, and f is the frequency in Hz.
To improve the e�ciency of practical simulation, the term

exp(�j2⇡fd/c) is realized using a delay line with time de-
lay d/c seconds. The term cos✓l

cd

is realized using a simple
gain. The first and last loudspeaker signals are additionally
attenuated slightly in order to realize a spatial windowing
function, as is common with wave field synthesis [6].
Although the additional jf term implies a 6dB/octave

highpass filter, it is currently neglected as noise at high
frequencies in the input sound sources could potentially
be disadvantageously amplified; however, if some users de-
sire to most accurately synthesize a wave field for a virtual
monopolar sound source, they might wish to pre-process
their audio using the hip~ object in Pd.

array would be required in order to simulate height.

2.3 Implementation in Pd
Figure 3 illustrates how users can easily prototype their
own real-time wave field synthesis simulations according to
(1) using the wfs_monopole~ abstraction in Pd. This ab-
straction is configured especially for these line arrays, but
it could be internally adapted to suit other geometries.

The left inlet brings in an audio signal, which is to be
spatialized using the array. The second inlet receives the
floating-point number z

v

that describes how far behind the
array the virtual source should be placed (0.1m to 10m
away). The third (e.g. rightmost) inlet receives the floating-
point number x

v

that describes where along the array the
virtual source should be placed (-0.4m to 0.4m).

Due to linearity and the principle of superposition [9],
multiple virtual sound sources can be simulated simultane-
ously by instantiating multiple instances of wfs_monopole~.
A related second abstraction is alternatively available for
simulating virtual monopole sources with reverberation.

Figure 3: Help patch for the wfs_monopole~ object.

3. REPORT ON EMBEDDED HARDWARE
This system was implemented using a Raspberry Pi 2. No
benchmarks were conducted, but the simple implementation
using delays and gains implies that it should be possible to
realize a significant number of virtual sound sources in real
time.
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Eight channels are su�cient to realize wave field synthesis
over a limited space, and accordingly eight channels of out-
put were selected due to the widespread availability of Linux
compatible-7.1 USB sound interfaces that can be straight-
forwardly used. Using this kind of inexpensive sound in-
terface, the authors are not aware of any simple way to
retain synchronous playback of all channels and to extend
the channel count.

4. ARRAY DESIGNS
A series of arrays are designed for the project. They are
all based on the concept of line arrays with eight identical
loudspeakers.

4.1 Interactive Posters & Kiosks
The dimensions of the arrays are chosen to be appropriate
for integrating the array into kiosks and/or posters for data
sonification. While this application has not yet been tested,
the authors believe that it could be fruitful, providing for
high fidelity interactive and immersive sound, enhancing the
presence of an interactive poster and providing an extended
eyes-free potential for communicating data.

Figure 4: Concept of an interactive poster/kiosk for build-
ing inhabited by the authors. Each time a visitor changes
the digital poster that is being viewed, a 5-second wave-
field-synthesis earcon is played that represents the focus
area.

A conceptual drawing of a computer science poster is
shown in Figure 4. A working prototype panel (see Figure
5) has been created for this concept. In this version, signs
representing the various focus areas in the authors’ research
group can be illuminated using an RGB LED strip.

Figure 5: A wave-field synthesis panel representing five fo-
cus areas in the authors’ research group.

4.2 A Portable Microphone Array for Record-
ing Wave Fields

In the opinion of the authors, employing virtual sound sources
(see Section 2) is one of the most straightforward way to em-
ploy arrays of loudspeakers such as these. However, it can
also be useful, particularly for applications in electroacous-
tic music composition and sound art, to be able to record
sound wave fields. For example, if a sound wave field is mea-
sured using a series of figure-of-eight microphones placed
analogously to those shown in Figure 4, then the wave field
can be approximately reproduced by sending the recorded
signals to the loudspeakers in the array shown in Figure 4
[5]. For this reason, a portable realization was created as
shown in Figure 6.

Figure 6: Portable eight-channel microphone array being
used to record the sound wave field created by a car driving
by.

4.3 The Wedge Loudspeaker Array
The Wedge (see Fig. 7) is an eight-channel embedded loud-
speaker array, whose enclosure is made of white acrylic plas-
tic, which is matte on the outside surfaces. Arrays of mul-
ticolor LEDs are installed inside, and the light emanating
from them is di↵used by the white acrylic plastic, enabling
the creation of various kinds of coordinated light displays.
Demonstrating a pedagogical example, Fig. 8 shows how
an array of visual “dB-meters” illustrates the amplitude
of sound being transmitted to the respective loudspeaker
drivers.

The shape of the wedge allows it to be installed in many
useful environments such as beneath large monitors on ta-
bles, on the floor flush against the wall in large array instal-
lations, on top of a table, etc.

Figure 7: The wedge in action in a bright environment.
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Figure 8: The wedge in action in a dark environment.

Careful readers will note that The Wedge di↵ers from the
other loudspeaker arrays in that the first and last loudspeak-
ers are placed orthogonally on the ends (see Figure 8). This
arrangement helps reduce the length of the physical array
enclosure. Although it no longer matches the microphone
array’s geometry, playback of sounds from the microphone
array still seems to be quite spatially e↵ective. The ampli-
tude for the first and last loudspeakers is attenuated a little
bit anyway as is common in wave field synthesis practice
[6].

5. MUSIC FOR THE WEDGE
Matt Williams has composed a musical work for the wedge.
The microphone array was employed to record the wave
fields emitted by various traditional musical instruments
with meditative-type sounds. Then these sounds were pro-
cessed and rearranged in order to realize the music compo-
sition medit8.

medit8 is meant to help induce a meditative trance,
and it explores technology’s ability to assist in
not only mental endeavors, but also physical and
spiritual. The goal is for the listener to syn-
chronize her or his respiration with that of the
composition. medit8 utilizes wavefield synthe-
sis to immerse listeners in a bath of traditional
meditative instruments. This process of synthe-
sis involves the use of an array of eight micro-
phones that very accurately captures the spatial
qualities of that which is being recorded. This
recording is then played back through an array
of eight speakers, which are arranged exactly as
the microphones were. This will produce very
accurate spatial interpretation of what the mi-
crophones recorded.

The speaker system, an LED strip, and the Raspberry Pi
2 which contains the sound files, are all contained within an
acrylic enclosure which we call The Wedge. The LEDs are
responsive to the amplitude of the sound going through the
speakers.

6. CONCLUSIONS
Informal listening tests show that the more precise control of
the wave field seems to enable broader exploration of spatial
aspects in electroacoustic music. When listeners stand in
the square space in front of the array, the sound no longer
seems to emanate from specific “speakers” located around
the space, as is often the case for 5.1 or stereo standards –
instead, the sound actually seems to be coming from behind
the array.

Virtual sound sources can be animated in real-time, which
can enhance the spatial e↵ect. Even as a virtual sound
source moves from one virtual location to another, the rever-
beration from the prior location continues. This is achieved
by applying a digital waveguide network reverberator inde-
pendently to each output channel of sound [9].2

In future work, the authors are planning to place multiple
instances of the arrays adjacent to one another, in order to
create a larger “sweet space.” For instance, if the arrays are
placed all the way around the perimeter of a room, then the
whole room becomes the sweet space, under the assumption
that passive room reflections are su�ciently dampened us-
ing carpet, etc.

Another future application could potentially include plac-
ing an embedded line array along a graphic display (as in
Figure 4) for use in locally rendering 5.1 audio for film play-
back in an entire room. According to this paradigm, the 5.1
audio would be“upmixed”to the array using a beamforming
strategy. The left, front, and center channels can be directly
implemented using the array. The rear left and right chan-
nels from the 5.1 standard could potentially be beamformed
into the back corners of a room. When the sound reflects
from those corners, it would simulate the e↵ect of remotely
installed speakers, without needing to install them remotely
and wire them up.
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ABSTRACT 
This paper presents the next stage of an investigation into the 
potential of historical theatre sound effects as a resource for 
Sonic Interaction Design (SID). An acoustic theatre wind 
machine was constructed, and a digital physical modelling-
based version of this specific machine was programmed using 
the Sound Designer’s Toolkit (SDT) in Max/MSP. The acoustic 
wind machine was fitted with 3D printed gearing to 
mechanically drive an optical encoder and control the digital 
synthesis engine in real time. The design of this system was 
informed by an initial comparison between the acoustic wind 
machine and the first iteration of its digital counterpart [8]. To 
explore the main acoustic parameters and the sonic range of the 
acoustic and digital wind machines in operation, three simple 
and distinct rotational gestures were performed, with the 
resulting sounds recorded simultaneously, facilitating an 
analysis of the real-time performance of both sources. The 
results are reported, with an outline of future work.  
 
Author Keywords 
Sonic Interaction Design, physical modeling synthesis, real-time 
performance, acoustic analysis, historical sound effects, Max/MSP, 
3D printing  
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1. INTRODUCTION 
Theatre has a long history of the design and live performance of 
sound with mechanical devices and acoustic materials. This 
area is therefore a potentially rich resource for Sonic Interaction 
Design (SID), which researches tactile, multisensory and 
performative aspects of sonic experience with the aim of 
designing new sonic interactions [4]. This paper presents the 
next stage of an investigation into a theatre wind machine, a 
device first used in the nineteenth century [12]. A wind 
machine consists of a wooden slatted cylinder and axle 
mounted on a frame and rotated with a crank handle. The 
cylinder rotates against an encompassing cloth, and the friction 
between the slats and cloth creates a wind-like sound. The wind 
machine was chosen for closer investigation as it makes it 
possible to explore a continuous action-sound coupling [5] in 
an experimental setting.  
 

Serafin and de Götzen [13] have already undertaken relevant 
research in this area focused on Luigi Russolo’s intonarumori 
family of mechanical noise intoners created for early twentieth 
century Futurist musical performances. An analysis of the 
sound production of these devices informed the creation of a 
user interface controlling a digital synthesis engine, replicating 
the original enactive workings of the historical devices. This 
research aims to extend this method to the area of historical 
theatre sound effects, and replicate a historical acoustic device 
as a digital synthesis engine and user interface. It is proposed 
that this replication will facilitate a fuller examination of the 
action-sound coupling in an experimental setting.  
 
The wind machine is a simple single-gesture acoustic interface, 
but it affords the user rich multisensory feedback in the 
performance of a complex and continuous sound. It is proposed 
that through an examination of the subtleties that create this 
experience (sensation of weight and inertia, effort, continuously 
varying sound, etc.) new strategies can be devised for closing 
the space between the perceived complexity of the multisensory 
feedback afforded by the acoustic wind machine and simple 
digital interfaces affording the same rotational gesture [9]. This 
process begins by fitting the acoustic wind machine itself with 
a sensor and using it as the initial performance interface for the 
digital synthesis engine to ensure that performance of the 
digital sound reproduces as closely as possible the richness of 
performance of the acoustic sound. This work will then inform 
the creation of another interface offering less complex tactile 
feedback while controlling the digital sound, allowing 
comparisons to be made between the experiences of performing 
the same sound with different levels of tactile feedback in an 
experimental setting. It is proposed that this research has the 
potential to inform the design of other interfaces affording 
simple gestures but reliable action-sound couplings for the real-
time performance of complex digital sounds.   
 

1.1 Initial System Design and First Analysis 
An acoustic wind machine was first constructed according to 
historical design instructions [7], making a specific example 
available to model in software. An evaluation of this acoustic 
device deconstructed the mechanical process behind its stages 
of sound production using an entity-action model [3], and this 
formed the basis for the creation of a synthesis engine in 
Max/MSP1 using the Sound Designer’s Toolkit (SDT)2 suite of 
objects [11]. Twelve instances of the most recent iterations of 
the SDT’s dynamic friction model [2], using the sdt.scraping~, 
sdt.friction~, sdt.inertial~ and sdt.modal~ objects, were used to 
model each slat in rotation, combining a simulation of a probe 
sliding on a surface with a nonlinear friction model between 
                                                                    
1 http://www.cycling74.com/  
2 http://soundobject.org/SDT/ 
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one inertial and one modal object. The acoustic wind machine 
was fitted with an Inertial Measurement Unit (IMU) sensor and 
a wireless system was implemented with an Arduino and XBee 
to transfer real-time acceleration and velocity data from its 
rotation about its central axle to the computer. This first 
iteration of the digital synthesis engine, and its control by the 
IMU sensor, was compared to the sonic response of the 
acoustic machine [8], revealing that further calibration of the 
friction model was required to produce a frequency response 
more closely resembling the acoustic wind. Similarly, the 
digital synthesis engine did not respond as expected to 
variability in the speed of the rotational gesture. An issue with 
latency was also highlighted, as there was a perceivable delay 
between the onset of the acoustic sound and that of the digital 
sound, pointing to the need to review the efficiency of the 
Max/MSP patch and flow of data from the IMU sensor.  
 

 
Figure 1: 3D printed gearing coupling the acoustic wind 
machine's motion to an optical encoder connected to an 

Arduino. 

 

2. SYSTEM DEVELOPMENT 
A discussion of the development and improvement of the 
digital wind machine system informed by the first acoustical 
analysis [8] now follows.  
 

2.1 Sensor and Control Data 
To translate the rotational movement of the acoustic wind 
machine into more accurate rotational data, the IMU sensor was 
abandoned in favour of an optical rotary encoder3 mechanically 
coupled to the wind machine’s cylinder. Some simple prototype 
gearing was 3D printed to facilitate this coupling (see Figure 1). 
As the encoder was mounted to the acoustic wind machine’s a-
frame stand rather than a moving part of the mechanism, the 
Arduino reading its movement could be directly connected to 
the computer via USB, removing the need for a wireless system 
and increasing the speed of data transfer via the serial bus. Data 
from the encoder was mapped to a 360° rotation in Max/MSP, 
representing the trajectory of the point of origin (slat F). Using 
                                                                    
3  The optical encoder used was Bourns type ENA1J-B28-

L00128L.  

the degree values of the slat placement on the acoustic wind 
machine, this data was placed out of phase a further eleven 
times, creating a separate stream of control data for the position 
of each of the twelve slats (see Figure 2). The velocity and 
acceleration of the encoder were also calculated to inform 
further parameters to the sound model.  

 

Figure 2: Side view of the acoustic wind machine, showing 
slat positions in a 360° rotation from their position of origin 

(slat F). 

 
The mapping strategy focused on creating complexity from the 
encoder’s smooth data stream in order to reflect the gesture 
afforded by the acoustic wind machine. This clockwise 
rotational gesture is far from smooth, and is in fact comprised 
of two distinct parts due to the influence of gravitational force 
and the way the cloth has been fixed to the machine, i.e. one 
side hangs freely while one side is coupled to the acoustic wind 
machine’s a-frame (Figure 3). The first half of the rotation (from 
bottom to top) requires much more effort on the part of the 
performer and generally produces a signal with higher 
amplitude, while the second half (from top to bottom) requires 
a less forceful movement.  This gestural shape creates a 
variable envelope in the resulting acoustic sound:  
 

1. The first half of the rotational gesture produces a 
sound with slightly higher amplitude, while the 
second half of the gesture produces a sound with 
lower amplitude. 

2. A slower rotational speed produces a sound of lower 
overall amplitude. 

3. A faster rotational speed produces a sound of higher 
overall amplitude. 

4. Variations in the overall speed of rotation will 
produce a corresponding variation in overall 
amplitude. 

5. At higher and increasing speeds, the friction between 
the slats and cloth creates a characteristic ‘whistling’ 
sound (an audible pitch) that ascends during the first 
part of the gesture and descends during the second 
half of the gesture. 
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Figure 3: Diagram of the two-part rotational gesture 
afforded by the acoustic wind machine in a clockwise 

motion, and the difference in the cloth tension on each side. 

 
To recreate this behavior in the digital domain, the control data 
for each slat position was first converted to signal rate, and then 
passed through an inertia model created with a 10ms delay and 
logarithmic filtering using slide~. 4  This data then passed 
through to the velocity parameter of each sdt.scraping~ (Table 
1), forming the trajectory of the ‘scrape’ for each slat. To add 
further variation to the resulting sound, the grain parameter to 
sdt.scraping~ was subtly modulated according to the position 
of each digital slat during rotation, with the values rising during 
the first half of the rotational gesture and falling during the 
second half, reflecting the angle of the slat in relation to the 
encompassing cloth. Acceleration data from the encoder was 
used to modulate the force parameter to sdt.scraping, 
increasing the force as the rotation accelerated. The overall 
amplitude envelope of the digital synthesis engine was 
controlled with velocity data from the encoder’s rotation, 
ensuring lower amplitudes at slower speeds. Changes in the 
encoder’s data stream were monitored in real time, allowing a 
line~ object to be triggered to stop and start the overall sound 
appropriately in time with the movement of the crank handle on 
the acoustic wind machine.  
 

2.2 Sound Model 
Parameters to the digital slat model were re-calibrated 
following the initial evaluation of the digital synthesis engine 
[8]. The revised settings are outlined in the tables below. These 
parameters were chosen to produce a sound that reflected the 
roughness of the acoustic wind machine sound, which is 
perceivably ‘noisy’ in operation, as accurately as possible.  

Table 1: Parameters to sdt.scraping~ 

Surface profile (a signal) noise~ 
Grain [density of micro-impacts] 0.080596, 

modulated by 
encoder data 

Velocity (m/s) Real-time optical 
encoder data 

Force (N) 0.546537, 
modulated by 
encoder data 

 

                                                                    
4 The inertia model was developed from code by jvkr on the 

Cycling ’74 forum (https://cycling74.com/forums/topic/line-
with-inertia/).    

Table 2: Parameters to sdt.inertial~ 

Mass of inertial object (Kg) 0.01 
Fragment size (to simulate crumpling) 1 
 

Table 3: Parameters to sdt.friction~ 

External rubbing force signal from 
sdt.scraping~ 

Bristle stiffness (evolution of mode 
lock-in) 

500. 

Bristle dissipation (sound bandwidth) 40. 
Viscosity (speed of timbre evolution 
and pitch) 

1.2037 

Amount of sliding noise (perceived 
surface roughness) 

0.605833 

Dynamic friction coefficient (high 
values reduce sound bandwidth) 

0.159724 

Static friction coefficient (smoothness 
of sound attack) 

0.5 (for Hemp cloth 
and Wood) 

Breakaway coefficient (transients of 
elasto-plastic state) 

0.174997 

Stribeck velocity (smoothness of sound 
attacks) 

0.103427 

Pickup index of object 1 (contact point) 0 
Pickup index of object 2 (contact point) 0 
 

Table 4: Parameters to sdt.modal~ 

Frequency factor 1 
Frequency of each mode (Hz) 380, 836, 1710 
Decay factor 0.005 
Decay of each mode (s) 0.8, 0.45, 0.09 
Pickup factor 2.2 
Pickup0_1 50 
Pickup0_2 100. 
Pickup0_3 80. 
Fragment size 1 
Active modes 3 
 
To reduce strain on the computer’s CPU, each digital slat 
model and its corresponding control signal was implemented 
within its own poly~ object, facilitating DSP muting when the 
slat passed out of range of the cloth. This also allowed for 
downsampling within poly~, which was implemented by a 
factor of 4, resulting in a much smoother operation of the SDT 
object configurations and an improved resulting sound. The 
digital synthesis model was expanded further to include a very simple 
model of the acoustic wind machine’s cloth, which is its main 
resonator. The sdt.modal~ object adds modal resonance to the 
friction model, but the role the cloth plays in dispersing the sound in 
the acoustic domain should also be taken into account. The friction 
sound created at each of the seven active slats (Figure 1) propagates 
through the rough cloth on either side of the central wooden cylinder. 
The cloth is a dispersive medium, so the speed of wave propagation 
through it is not the same at all frequencies [14]. In addition, the cloth 
has a slightly different tension on each side of the cylinder due to the 
way it is coupled to the a-frame (Figure 3).  The tight side of the 
cloth, which is coupled to a wooden pole ‘bridge’ pinned to the a-
frame, is similar to a bowed string, with the slatted cylinder ‘bowing’ 
the cloth during rotation. As such, a bidirectional digital waveguide 
model usually used to simulate string vibration in Karplus-Strong 
synthesis [6] was adapted for this work. A digital waveguide in series 
with a low-pass filter and an all-pass filter was used to simulate 
dispersion of the friction sound through the tight side of the cloth, 
allowing for some damping due to its coupling to the acoustic wind 
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machine’s ‘bridge.’ Dispersion through the freely hanging side of the 
cloth was modeled using the most basic method, without damping, of 
a delay line in series with an all-pass filter [14].  
 

3. EVALUATION 
To evaluate the effectiveness of the new real-time synthesis 
engine and sensor configuration, three distinct rotational 
gestures were performed while the acoustic and digital wind 
machines were simultaneously recorded. This procedure 
followed that of the initial analysis [8], with simple gestures 
chosen to give as complete a picture as possible of the of both 
systems in performance to facilitate their comparison:  

1. A single rotation.  
2. Five rotations to produce a continuous sound.  
3. Ten rotations that start at speed, but then diminish in 

energy.   
 
These gestures were repeatedly recorded, giving a total of 30 
examples for each. Representative audio clips were then chosen 
for analysis using the MIR Toolbox in Matlab [10].  
 

3.1 Results 
3.1.1 Amplitude Envelope 
In the following graphs, the acoustic sound is shown in blue 
and the digital sound is shown in red.  
 

 
Figure 4: Envelopes for 1 Rotation of the Acoustic and 

Digital Wind Machines 
 

 
Figure 5: Envelopes for 5 Rotations of the Acoustic and 

Digital Wind Machines 

 
 Figure 6: Envelopes for 10 Rotations (diminishing in 
energy) of the Acoustic and Digital Wind Machines 

 

3.1.2 Spectrum 

Figure 7: Spectrum of Acoustic Wind Machine 
 

Figure 8: Spectrum of Digital Wind Machine 
 

4. DISCUSSION 
The response of the new digital synthesis engine has greatly 
improved upon that of the initial system [8]. The previous 
latency issue has been almost eliminated, and the digital wind 
sound begins and ends appropriately. This is due to the tight 
mechanical coupling between the optical encoder and the 
acoustic wind machine, the increased speed of data transfer and 
the effective management of CPU implemented in Max/MSP.  
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Similarly, the amplitude envelope of the digital wind machine 
has improved. The system is now capable of some variability in 
performance due to the inertia model giving shape to the 
rotational control data from the optical encoder, and the 
modulation of the amplitude of the digital sound according to 
the velocity of rotation (Figure 6). The progress of the digital 
sound is now closer to that of its acoustic counterpart, and 
sounds like the output of a rotating machine when the 
performance gesture is regular and repetitive. The envelope will 
require some further calibration to ensure that the inertia model 
is not overly delaying the progress of the digital wind machine, 
particularly during repeated rotations (Figure 5).  
 
The spectrum of the digital synthesis engine is now closer to 
that of the acoustic wind machine. The digital sound is 
perceivably wind-like, but contains some of the same roughness 
of the acoustic sound created by the texture of the 
encompassing cloth. The digital spectrum does lack power at 
those higher frequencies that are responsible for the acoustic 
wind machine’s characteristic ‘whistling,’ which varies in pitch 
according to the speed of rotation. Further real-time modulation 
of parameters to the SDT objects will be investigated, as well 
as control over the delay time to the bidirectional cloth model, 
to brighten the digital sound and create the same characteristic 
‘whistling.’ Pitch control via changes in a digital waveguide’s delay 
time is a method informed by Karplus-Strong synthesis [6].  
 
This work will continue with perceptual testing in an 
experimental setting with participants. A listening test to 
compare the acoustic and digital wind sounds, as well as a 
study of the acoustic wind machine in operation as a sounding 
object and as a controller for the digital wind machine engine 
will be undertaken. The results of these experiments will 
inform further calibration of the digital system parameters, as 
well as the design of a crank controller with less tactile 
feedback to facilitate a purely digital performance, enabling an 
investigation into the perceived complexity of the acoustic 
wind machine in operation compared with a simpler digital 
interface affording the same rotational gesture [9]. The 
potential of a simple gesture of rotation to control a complex 
synthesis system will be further explored through the 
application of the digital wind machine’s mapping model to the 
performance of other digital sounds.   

 

5. CONCLUSION 
The current development of the design of a digital model of a 
theatre wind machine has been described, in addition to its 
comparison with the acoustic version on which it is based. 
Future work in this area, including perceptual testing of the 
system, was also outlined.   
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ABSTRACT
In this paper we present a discussion of the development of
hardware systems in collaboration with professional artists,
a context which presents both challenges and opportuni-
ties for researchers interested in the uses of technology in
artistic practice. The establishment of design specifications
within these contexts can be challenging, especially as they
are likely to change during the development process. In
order to assist in the consideration of the complete set of
design specifications, we identify seven aspects of hardware
design relevant to our applications: function, aesthetics,
support for artistic creation, system architecture, manufac-
turing, robustness, and reusability. Examples drawn from
our previous work are used to illustrate the characteristics
of interdependency and temporality, and form the basis of
case studies investigating support for artistic creation and
reusability. We argue that the consideration of these de-
sign aspects at appropriate times within the development
process may facilitate the ability of hardware systems to
support continued use in professional applications.

Author Keywords
Collaboration, Iterative Design, Design Principles

ACM Classification
H.5.5 [Information Interfaces and Presentation] Sound and
Music Computing–Systems, H.5.2 [Information Interfaces
and Presentation] User Interfaces—User-centered design.

1. INTRODUCTION
Many research questions which involve the e↵ects and im-
plications of the use of new technologies in artistic perfor-
mance require the use of novel hardware interfaces in real-
world performance contexts. As creators of such interfaces,
we are often asked to collaborate in research projects with
artists who are actively engaged with precisely such ques-
tions. Frequently, these artists bring with them years of
professional artistic experience, strong opinions on the use
of technology in performance, and commitments to public
presentations. As designers, collaboration in this context
can be extremely gratifying as our collaborators are heavily
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NIME’17, May 15-19, 2017, Aalborg University Copenhagen, Denmark.

invested in the success of the project and will invest the time
to gain a deep familiarity with our designs. However, bring-
ing such a collaboration to a successful conclusion brings
many challenges.

This paper presents some conclusions drawn from an on-
going research project aimed at discovering practices to fa-
cilitate the creation of new hardware performance systems
for professional artistic productions, typically within col-
laborative projects. As such, our discussion will assume
a distinction between the technology developers and the
artists/researchers involved in these projects, and will fo-
cus on the point of view of the developers. In practice, this
distinction is highly blurred as the research goals of the de-
velopers generally will go beyond the development of new
technology and the artists/researchers may also have an ac-
tive hand in development, and in other situations the artist
and developer may be situated in the same person. By sep-
arating the two in our discussion we seek to focus on the
challenges of technology development within this context
rather than engaging with specific artistic practices.

Our discussion will centre on the consideration of seven
aspects of the design of a hardware/software system, each
providing a di↵erent perspective on the system, and we
will illustrate characteristics of these aspects with example
drawn from our experience in three major research projects.
The first was the creation of the Prosthetic Instruments, a
family of interfaces designed to be worn by dancers in an
interactive dance performance [12]. The second was the cre-
ation of the Ilinx garment, a vibrotactile-enhanced garment
worn in an immersive multisensory art installation [13]. The
most recent is the ongoing development of the Vibropixels,
a reconfigurable and scalable tactile display for use in artis-
tic applications[11]. All of these projects have involved close
collaboration with a variety of artists and researchers from
di↵erent disciplines, and have collectively been used in pro-
fessional public performances in the EU, North America,
and Asia.

Reflecting on our experiences in these projects has led us
to the conceptions of the design process we present here.
Given the knowledge and interests of researchers in the
NIME community, collaborations within contexts like those
we discuss in this paper may be increasingly desirable. Our
hope is that our articulation of the various design aspects
will provide a resource for other researchers in the NIME
community who are interested in taking on the challenge of
developing hardware systems for professional artistic appli-
cations.

1.1 Definitions
Throughout this paper we will continually refer to our ‘artis-
tic collaborators’ and the artistic creation process. We do
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this as we collaborate with a wide range of artistic prac-
titioners, including music performers, composers, dancers,
choreographers, clothing designers, visual artists, and cre-
ators of interactive artworks. While the specific needs of
our collaborators vary widely, we find that the development
process we describe here is generally applicable to all of the
collaborations we have undertaken.
We also refer to the hardware components of the sys-

tem as ‘devices’ rather than interfaces or instruments as the
hardware’s function within the artwork may not be primar-
ily as an input device. In addition, while many hardware
systems in fact comprise a combination of hardware, device
firmware, and software, we will attempt to consistently re-
fer to the combination of all of the aspects as a ‘hardware
system’.

2. PREVIOUS WORK
To establish the background for the research described in
this paper this section presents a brief overview of method-
ologies and principles for music interface design, as well as
an exploration of two design approaches from other fields.

2.1 Music Interface Design
While many publications have addressed the design of mu-
sical interfaces, these have largely focused on what we de-
scribe below as being functional design. Overholt, for exam-
ple, proposes a Musical Interface Technology Design Space
which focuses on gesture, mapping, and expressiveness [16].
Marshall et. al discuss a di↵erent approach to design which
focuses on the evaluation of transducer technologies for spe-
cific musical tasks [15]. As functional design remains the
primary focus of research on new musical interface design,
publications such as these do not spend much time dis-
cussing the challenges of bringing such interfaces out of the
lab and into real-world performance contexts.

2.1.1 Perry Cook’s Principles

One set of publications which does provide such advice are
Perry Cook’s Principles for Computer Music Controllers
[6, 5]. In 2001, Cook proposed 13 principles sorted into
three groupings, “Human/Artistic Principles”, “Technologi-
cal Principles”, and “Other Principles”. In 2009, Cook ex-
panded these principles to expand upon the previous group-
ings as well as proposing a new grouping covering “Con-
troller (Re)Design”.
Cook bases his principles on his own extensive experience

as an interface designer and researcher, and describes them
as being opinions more than universal recommendations.
Coming from this perspective, his principles engage easily
with such diverse issues as artistic motivation, technologi-
cal implementation, and research methodology. As impor-
tantly, however, it reflects a longitudinal view of interface
design in the context of research, especially the 2009 pa-
per. Including observations from both his experience with
PLOrk as well as with the redesign of an accordion-inspired
controller, Cook discusses issues which are not often seen at
NIME, including the maintenance, redesign, and evolution
of an interface.

2.2 Approaches From Other Disciplines
Many research disciplines focus explicitly and implicitly on
design processes. While a full review of these various ap-
proaches are outside the scope of this paper, we want to
mention a few specific examples which have been influential
in our work.

2.2.1 Total Design

Stuart Pugh’s Total Design describes the overall process of
product design from market analysis to sales [17]. This ap-
proach to design as a holistic process matches with much of
our experience in creating technological systems in that the
design process incorporates more than just the conceptual
and functional design stages.

The main structure of the Total Design process is a six-
stage Design Core consisting of three primary sections – the
identification of the market & of user need; four iterative
stages consisting of defining the product design specifica-
tion, creating conceptual designs, creating detailed designs,
and manufacturing; and a final stage consisting of consid-
erations in the sales and marketing of the product.

The definition of a Product Design Specification (PDS) is
perhaps the most important part of the Total Design pro-
cess. Comprised of a comprehensive set of design require-
ments, the PDS should be comprehensive, detailed, and un-
ambiguous. Importantly, Pugh describes the PDS as being
a living document, one which will evolve over the course of
the design process. This is especially true during the central
stages of the design core, which consist of iterating through
the four central stages until all of the PDS is fully-defined
and met by the technical and detailed design. However,
Pugh argues that an insu�cient consideration of the first
and last stages of the design core can cause a product to
fail as readily as any other stage.

2.2.2 Software Design and Interactive Digital Art

Many interactive digital artworks have been created through
collaborations between artists and technology developers,
frequently supported by academic and artistic institutions
[3]. There have been several researchers who have writ-
ten about design issues within this context, largely focus-
ing on software design, in ways which have influenced our
own conception of the design process. Machin presents an
overview of the role of the software engineer within a collab-
orative artistic context, including a discussion of di↵erent
models of collaboration and the di�culty of defining accu-
rate specifications [14]. One key argument Machin makes
is that the successful use of a new technological system in
an artistic work will often depend upon the creation of an
interface which allows the artist to program the system. As
the material manifestation of a technological system can be
di�cult to specify and visualize, artists will often need to
go beyond specifying the sequencing of the system’s states
based on their initial conceptions. Instead, the creation of a
programming interface which is accessible to the artist can
allow them to freely explore the behaviours and capabilities
of the system in order to generate artistic materials.

Trifonova et. al provide another perspective through a
literature review of papers describing the creation of inter-
active artworks as well as papers describing software engi-
neering practices [18]. Focusing more explicitly on exist-
ing concepts drawn from software engineering, the paper
remarks again on the di�culty of establishing design re-
quirements, as well discussing system architecture, process
management, and testing, validation, and evaluation. One
observation they make is that maintenance and open source
software is not mentioned in any of their reviewed papers,
a lack of concern for the robustness and re-use of the sys-
tem that we are also concerned with, and which drive those
designs aspects we describe below.

3. DESIGN ASPECTS & SPECIFICATIONS
The definition of design specifications is a central part of
most design processes, and may also be referred to as iden-
tifying design requirements or creating a design brief. This
activity is so important that Cather et al. state “[t]he lack

437



of a complete and thorough written specification is now gen-
erally accepted as being one of the main reasons for design
failure” [4, p. 36]. In his description of Product Design
Specifications, Pugh specifies 32 elements which he argues
are necessary in a complete PDS [17, pp. 44-66]. While
some of these, such as shelf-life storage, competition, and
market constraint, may have little impact on applications in
our contexts, many of them are surprisingly pertinent, in-
cluding aesthetics, performance, shipping, installation, and
maintenance.
However they are conceptualized, design specifications

represent specific characteristics a device must possess in
order to successfully meet the device’s objectives. One of
the challenges in articulating specifications is their interde-
pendent nature, in that they often impact many di↵erent
aspects of the device’s design. This is especially confound-
ing as device specifications change frequently over the course
of development, necessitating a continuous re-evaluation of
the overall design. Working in collaboration with artists
poses a special challenge in this respect, as design specifica-
tions will often be vague in the beginning of the project, and
will often need to accommodate changes due to experience
gained during the artistic creation process.
Within the context of our own work we find it useful to

consider a simplified grouping of specifications, which we re-
fer to as design aspects. These aspects are related to Pugh’s
PDS, but speak directly to our applications of developing
hardware systems for professional artistic productions, and
each o↵ers a di↵erent perspective on the development and
performance of a system.

3.1 Design Aspects
In this section we will present an overview of seven design
aspects we have found to be relevant for our applications.
We stress here that these design aspects are not necessarily
mutually exclusive, and the di↵erentiations described here
are more to provide a way for designers to gain an overview
of the system rather than creating a complete technical de-
scription of a system.

3.1.1 Functional

Generally speaking, any new hardware device will be cre-
ated in order to provide some mechanical or electronic func-
tionality. As discussed above in section 2.1, this aspect is
the primary focus of most research in DMI design. While
this preeminence will be manifest throughout the design
process, focusing on functional design alone will not ensure
the success of the device in context.

3.1.2 Aesthetic

Aspects of the design that qualitatively a↵ect the experi-
ence of the user or audience. For a digital music interface
this might include its visual appearance, forms of gestural
interaction, and ergonomics. For a wearable device this will
include the fit and feel of the device.

3.1.3 System Architecture

The ways in which the system supports its functionality in
context. This includes both technical functionality, such as
communication protocols and power management, as well
as the system’s integration into the actual performance con-
text, which involves interaction with other systems used in
the production as well as the production sta↵.

3.1.4 Artistic Creation

The ability of the hardware system to support the artistic
creation process, both during the development process and
in the final design, discussed further in section 4.3.

3.1.5 Manufacturing

Many of the projects we are involved with require the cre-
ation of multiple copies of our devices, and therefore man-
ufacturing considerations play a key role in our design pro-
cess. However, no matter the scale of the project, the choice
of manufacturing techniques will impact many aspects of a
device’s final design, including the choice of materials, the
ability to reproduce designs precisely, and the time and cost
required for manufacturing.1

3.1.6 Robustness

Any professional artistic production will require a system
that is reliable enough to withstand its use in context, in-
cluding mechanical, electronic, and digital elements. Ro-
bustness in this context means: that the system is able to
function without failing; that it will continue to work with-
out failing over the course of its intended use; that mainte-
nance of the system is specified and within the capabilities
of the system’s users; and that provisions for accommodat-
ing potential failures have been made, typically through the
provision of backup devices.

3.1.7 Reusability

The use of the system in the initially proposed public pre-
sentations is of course a primary outcome, but considering
the e↵ort and expense which goes into developing systems
suitable for these applications it is also important to con-
sider how they can support other outcomes. We will discuss
this further in section 4.4.

4. DISCUSSION
In this section we will discuss case studies from our previous
work that illustrate characteristics of the design aspects.

4.1 Interdependencies
While the design aspects each have their own perspective, in
practice device specifications frequently interact with mul-
tiple aspects, and when considering changes in one specifi-
cation it can be helpful to consider ways in which they will
a↵ect the specifications of other aspects.

4.1.1 The Evolution of the Ribs

An example of this occurred during the design of the Ribs,
which are one of the Prosthetic Instruments. In their fi-
nal form, the Ribs consist of a set of three di↵erently sized
controllers which are able to be inserted into mounts on
a corset. Sensing on the Ribs consists of eight capacitive
touchpads along their length and an embedded 3-axis ac-
celerometer, and sensor data is streamed to a central com-
puter. Figure 1 shows the final design of the Ribs as worn
by a performer.

The basic sensing functionality of the Rib was defined
and implemented in the first functional prototype, which
consisted of a small acrylic form with copper tape serving
as touchpads. While these prototypes met the functional
specifications, for aesthetic reasons we moved to explor-
ing conductive plastic touchpads in order to allow for fully
translucent forms. Once the transparent Ribs were manu-
factured, though, we observed that the transparent forms
did not have as much of a visual impact as the copper-clad
Ribs had. Larger sizes of Ribs were constructed in order to
make them more visible from a distance.

The larger sizes, combined with the cantilevered design,
caused several mechanical issues. First, the longer a Rib
was the more it had a tendency to flex along its length as
the dancers moved. In addition, the extra weight of the
1For a more complete discussion of this see [12].
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Figure 1: Marjolaine Lambert plays a set of Ribs

worn by Sophie Breton. Delineations between ad-

jacent touchpads can be seen as vertical lines along

the Ribs’ length. Photo

c�Michael Slobodian.

Rib, as well as pressure exerted when its tip would contact
the floor, caused the acrylic forms to crack at the base. In
order to solve these problems, a multilayer, laminated con-
struction was designed, shown in figure 2, in order to create
a sti↵er, more robust form. Additionally, two of the layers
were constructed from polycarbonate plastic as a precau-
tion in case cracks occurred in the acrylic layers during a
performance.
This example shows how the specifications of the various

aspects interact: the functionality (capacitive sensing) sug-
gested appropriate materials (copper and conductive plas-
tic); changes in the aesthetic (larger transparent forms)
created issues with robustness and flex (due to the ma-
terial properties of acrylic); changes in the form to meet
robustness and sti↵ness specifications led to the need for
new manufacturing techniques (laminated layers of acrylic
and polycarbonate). We note these interdependencies may
pose problems, but they also o↵er opportunities for de-
sign improvements. In the case of the Ribs, we were quite
happy with the properties of the laminated construction
across many aspects, including functionality (mechanically
sti↵ but light form), aesthetics, robustness, and manufac-
turability (it proved to be e�cient to manufacture).

4.2 Temporality
Given their di↵erent perspectives, it is common for design
aspects to be highlighted at di↵erent stages of the develop-
ment process. Again in the case of the Ribs, the functional
design and system architecture supporting the sensing was
determined quite early, followed by the mechanical function-
ality, aesthetics, and manufacturing. While this sequence is
fairly common the precise ordering is likely to change from
project to project.
Occasionally, changes to certain specifications which are

made out of step with the overall design process may cause
problems. The lighting in the Prosthetic Instruments, for
example, was developed more as an afterthought (a time-
line of the Ribs’ development which depicts this is shown
in figure 3), and it wasn’t until meeting with the produc-
tion’s lighting designer that we fully committed to lighting
all of the instruments. Leading up to the performances, our
e↵orts were mostly directed towards manufacturing, and al-
though we worked on providing wireless control of the lights

Figure 2: The multiple layers which form the lami-

nated construction of the Rib.

to the lighting designer we were not able to implement it to
our satisfaction before the final rehearsals. In the end, we
set the lighting for the instruments to be permanently on
for the performances.

One of the goals of considering the design aspects is assist-
ing in consideration of all of the design aspects, even before
they become the primary focus of the design activity. Due
to the interdependent nature of the aspects, specifications
for manufacturing and reusability considerations may sug-
gest approaches to creating the functional design. Similarly,
considering the complete set of design aspects over the entire
development process may help to prevent the need for ex-
tensive redesigns, for example to modify the implementation
of functionality in order to satisfy robustness or reusability
specifications.

4.3 Support for the Artistic Creation Process
As the systems we create are typically developed in parallel
with the creation of artistic works by our collaborators, sup-
porting the artistic creation process goes beyond ensuring
that the final design meets certain specifications. Instead,
during the development process it is typical for us to pro-
vide prototypes with limited functionality, as the artistic
creation process often relies upon an exploration of the ma-
terial properties of the system [14]. When creating these
prototypes, we aim to meet the minimum set of specifica-
tions that will provide our collaborators with the materials
they need to complete their work. For example, in the cre-
ation of the Prosthetic Instruments, between workshops 2
& 3 we provided the choreographer and dancers with a full
set of instruments which were mechanically but not elec-
tronically functional, in order to allow them to work on
choreographic materials.

In addition, it is often necessary to provide software tools
to facilitate working with the system, which can range from
the creation of a user interface to the creation of an API,
depending on the knowledge and preferences of the artis-
tic collaborators. In our experience, the key considerations
in the creation of these tools are supporting our collabora-
tors’ preferred software environments, providing graphical
feedback regarding the e↵ect of parameter changes, and pro-
viding tools for working on the highest conceptual level of
the system while still enabling access to lower levels.2

2For a further discussion of these issues see our paper on
the development of the Vibropixels [11].
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Figure 3: A simplified timeline of the post-conceptual design development of the Ribs, depicting the late

attempts to implement wireless control of the lighting. The di↵erent activities are colour-coded according

to the design aspects they were most directly addressing.

4.4 Reusability
One of the goals of the design aspects is to help maintain
an awareness of all of the design goals, especially when the
di↵erent temporalities cause us to focus on certain aspects
at di↵erent stages. One aspect that we wish we had ad-
dressed more consistently is reusability. There are several
forms this can take – either reusing the system as is for
another project, modifying the system to be useable for
another project, developing a sub-system to be be useable
across di↵erent projects, or using and disseminating knowl-
edge gained during the design process.
The development of the Ilinx garment ([13, 10]) and the

Vibropixels ([11]) provide examples of how reusability con-
siderations can lead to di↵erent design outcomes. Both sys-
tems are wearable tactile displays intended to create full-
body tactile stimuli in immersive artistic installations; how-
ever, di↵erences in their design specifications, and particu-
larly their reusability specifications, led to very di↵erent
system architectures.

4.4.1 Reuse of the Ilinx garment

The Ilinx garment consists of a jacket and two leggings
which together are divided into five sections, one for each
limb and the torso, each with an actuator driver board and
six actuators sewn in a fixed configuration. The sections
communicate via Cat5 cables with a minicomputer, which
in turn communicates via WiFi with a central PC. Follow-
ing the initial public presentations using the garment, other
researchers in our lab have since used elements of the system
for other research projects, including a tactile metronome
system and the creation of tactile musical scores.
For the tactile metronome application, the system was

modified to distribute single-actuator signals to each of four
di↵erent performers [9, pp. 142-143]. To accomplish this, a
single driver board (encased in a 3D printed housing able to
be clipped to a belt) and actuator (attached to a resizable
strap) were provided to each performer. The driver boards
were also connected to a minicomputer in the same fashion
as the regular Ilinx garment system, although the minicom-
puter and PC do not communicate via WiFi but through a
wired Ethernet connection.
The Ilinx electronics have also been used for prototyping

a system for the creation of tactile musical scores [2]. Sim-
ilar to the Ilinx garment, this system uses actuators sewn
in fixed configurations – however, the final application de-
mands a di↵erent configuration of actuators and therefore
necessitates the manufacturing of new garments. Currently
the prototypes use the Ilinx electronics system as-is; how-
ever, the use of the minicomputer to coordinate with the

computer (along with the use of a single large battery in
the same location) is seen as undesirable. Ultimately, the
project is planning a redesign of the electronics system to
allow each garment section to have its own wireless trans-
mitter and battery.

While these examples illustrate di↵erent approaches to
successfully reusing the system, each required quite a bit
of customization, in particular due to the fixed actuator lo-
cations. Nonetheless, certain aspects of the system have
proven useful, notably the driver boards. In addition, the
redesign of the system for the tactile score application uti-
lizes many processes and subsystems developed during the
design of the Ilinx garment.

4.4.2 The Vibropixels

Our experience with the Ilinx garment led us to consider
ways of creating a tactile display system which could be
more easily reused for a variety of applications without sig-
nificant modifications. While also being a wearable tactile
display, the use of a di↵erent system architecture in the Vi-
bropixels facilitates their reuse to a much greater degree,
which was one of the primary design goals for the project.
To accomplish this, the Vibropixels are a modular system in
which each actuator location has its own wireless transceiver
and battery, removing the need for any wired connections
between actuators. This allows for a very flexible config-
uration, both in terms of location and number for a single
person, but also in terms of distribution of the system across
multiple people. The initial public presentation accommo-
dated 19 people wearing seven Vibropixels each. Other ap-
plications in development include an artwork accommodat-
ing 100 people wearing two Vibropixels each; a tactile game
consisting of 16 players; and a tactile metronome applica-
tion using a single Vibropixel. For each of these applications
no hardware modifications were necessary.

5. CONCLUSION
The design aspects discussed here were developed over the
course of research projects conducted in collaboration with
professional artists, and which were focused on creating sys-
tems suitable for professional artistic productions. As such,
they reflect our personal experience and conceptions of how
to structure our research and design activity. However, we
would argue that a consideration of these aspects can be
beneficial for many di↵erent research contexts within the
NIME community, and that interface designers who utilize
their interfaces in performance engage with these aspects at
some level, whether they consider them explicitly or not.
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The degree to which design specifications need to be for-
malized may be disputed, and certainly the approach pre-
sented in this paper is coming from the perspective of the
technology developer. However, the simplified set of design
aspects (as opposed to Pugh’s 32 elements) is intended to
focus only on those perspectives that will contribute most
directly to the ability of new devices to meet the challenges
of artistic contexts. From a practical standpoint, failure of
any of the design aspects (barring, perhaps, reusability)3

will make it much less likely for a new system to be used for
an extended period. This speaks directly to the frequently
made observation that new instruments and installations
frequently have a very short lifespan [7, 1, 8]. If contin-
ued use of a new interface has the potential to add to the
knowledge created by that interface’s construction (and we
would argue it does), then creating interfaces which support
continued use should be encouraged.
Finally, it is clear that the explicit consideration of the de-

sign aspects should be in proportion to the amount of time
invested in the design process.4 For work which will only
be shown within conference settings, or will only be used in
its creator’s own artistic practice, the formalization of de-
sign aspects presented here may not be relevant. However,
we believe that the NIME community would benefit from
the exploration of many interesting research questions (in-
cluding longitudinal use of new interfaces, creation of new
interfaces for professional artists, ensemble use of new in-
terfaces, etc.) which require the creation of systems which
do engage with the complete set of design aspects. It is our
hope that the discussion presented in this paper will encour-
age other researchers to take on the challenge of developing
such systems.
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ABSTRACT
This paper explores sonic microinteraction using muscle sens-
ing through the Myo armband. The first part presents re-
sults from a small series of experiments aimed at finding the
baseline micromotion and muscle activation data of peo-
ple being at rest or performing short/small actions. The
second part presents the prototype instrument MicroMyo,
built around the concept of making sound with little motion.
The instrument plays with the convention that inputting
more energy into an instrument results in more sound. Mi-
croMyo, on the other hand, is built so that the less you
move, the more it sounds. Our user study shows that while
such an “inverse instrument” may seem puzzling at first, it
also opens a space for interesting musical interactions.

Author Keywords
EMG, micromotion, biosignals, microinteraction

ACM Classification
H.5.5 [Information Interfaces and Presentation] Sound and
Music Computing, H.5.2 [User Interfaces] Input devices and
strategies.

1. INTRODUCTION
This paper is concerned with very small human motion, and
how we can use such micromotion in electronic instrument
design. We here use micromotion (typically shorter/smaller
than 10 mm/s) to denote human motion on the boundary
between the voluntary and involuntary. Consequently, sonic
microinteraction may be seen as the level of control between
the conscious and the unconscious [3]. While sonic microin-
teraction is common in music performance on acoustic in-
struments, there are fewer examples of the systematic usage
of micromotion in electronic instrument design.
The lack of micro-level control in many digital musical

instruments may be blamed on technological constraints,
but today’s interaction technologies are certainly capable
of detecting human micromotion [9]. Rather we believe
that there may be some self-imposed conceptual restric-
tions among digital musical instrument designers. It is also
a problem that we lack theories and methods for talking
about and using the micro-level systematically in digital
musical instruments.
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4.0 International License (CC BY 4.0). Copyright

remains with the author(s).

NIME’17, May 15-19, 2017, Aalborg University Copenhagen, Denmark.

Figure 1: The Myo armband with the sensor num-
bering according to Thalmic Labs.

In this paper we continue our exploration of human mi-
cromotion in general, and sonic microinteraction in particu-
lar. While our previous research, to a large extent, has been
based on motion capture data [3], this paper is focusing pri-
marily on surface muscle activity, using electromyography
(EMG) as the sensing method. Even though acquisition of
EMG has become widespread in recent years across a num-
ber of research fields, the cost, portability and accessibility
associated with existing systems limit their use in interac-
tive applications. Still, there are several examples of using
both motion and muscle activity signals for controlling elec-
tronics in general [11, 4, 5, 7], and also in musical interaction
[6, 1, 10, 8, 9]. Most of these examples, however, are based
on recognizing fairly large-scale motion sequences, actions
and gestures, and there are fewer studies that have focused
on micromotion.

We first present a set of experiments aimed at finding the
baseline muscle activity for human micromotion, in di↵er-
ent static and dynamic positions, using the Myo armband
from Thalmic labs Inc.1 This commercially available device
contains 8 EMG sensors, evenly spaced in a ring around the
arm of the user, as well as an inertial measurement unit con-
taining a 3D accelerometer and a 3D gyroscope (Figure 1).
Next we present the prototype instrument MicroMyo, and
evaluate its usefulness in musical interaction.

2. ANALYSING MICROMOTION AND
MICROACTIONS

This section describes two series of small experiments aimed
at (1) finding baseline data of micromotion and microac-
tions, (2) examining the precision with which the activity
from particular muscles is detected by Myo’s electrodes.

1
https://www.myo.com/
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2.1 Retrieving Data
Raw EMG and accelerometer data from multiple Myo arm-
bands was acquired through a program written in Process-
ing.2 Unitless muscle activation data from the Myo’s EMG
sensors (8 channels) was recorded and band-pass filtered
(zero phase shift, 4th-order Butterworth, 500 Hz low-pass,
10 Hz high-pass cut-o↵) and full-wave rectified to obtain
the envelope of the EMG signals. Similarly, recorded sig-
nals from the accelerometer were band-pass filtered (200 Hz
low-pass, 10 Hz high-pass cut-o↵) and full-wave rectified.

2.2 Procedure
2.2.1 Experiment 1

Data was gathered simultaneously from three female partic-
ipants, each wearing a Myo on the right arm. The position
of the Myo was consistent for all participants, at approxi-
mately 3/4 length of the forearm, with the LED logo (sensor
4, see Figure 1) placed on the dorsal aspect of the forearm.
Six 50-second experiments were conducted with the fol-

lowing scenarios (Figure 2): (a) standing still with arms
relaxed, hanging lateral, (b) sitting still on a chair with the
feet on the floor, and palms resting on the knees, (c) sitting
still, arms extended, held perpendicular pointing ventrally,
elbows flexed, (d) sitting still, fists clenched strenuously,
arms extended to the front of the body, (e) standing still,
slowly raising both arms to the full upward extension, (f)
sitting still, palms raised above the knees facing the ceiling,
fingertips rhythmically tapping against the tip of the thumb,
sequentially from index to little finger, at a frequency of ap-
proximately 2 taps/s.

Figure 2: Scenarios for Experiment 1 (from left to
right: a–f).

EMG and accelerometer data was recorded for 60 seconds
per experiment, and 50 seconds of the recorded data were
analysed to identify the baselines and ranges for the EMG
and accelerometer signals.

2.2.2 Experiment 2

Experiment 2 was aimed at analysing the consistency and
repeatability of the EMG data from a standardised Myo
position relative to a number of extrinsic muscles located
in the forearm. Data was gathered from two participants,
one male and one female. The positioning of the Myo on
the right forearms of the participants was based on specific
arm landmarks following the identification of the muscles
of interest from the literature [2]. With the wrist extended,
the location of the extensor digitorum was identified on the
top of the forearm of both participants and it was aligned
to sensor 1 as a reference muscle. The following sensors (2–
8) were aligned clockwise, in line with the manufacturer’s
numbering (Figure 3).

2
https://github.com/vicgos/Micromotion1/

Figure 3: Placement of the Myo for Experiment 2.

The experiment consisted of two main scenarios: (1) sit-
ting next to the table with the right arm resting on the
tabletop, (2) standing still with arms relaxed and parallel
to the axis of the body. In each scenario, six actions were
tested (Figure 4): (a) finger extension, (b) finger flexion,
(c) wrist flexion, (d) wrist extension, (e) ulnar deviation,
(f) radial deviation. Each action lasted for approximately
3 seconds and was repeated three times. Two recordings of
each action in both scenarios were analysed. EMG signals
from the Myo were assessed based on the placement of in-
dividual sensors relative to identified extrinsic arm muscles.

Figure 4: Scenarios for Experiment 2 (from left to
right: a–f).

The overall amount of muscle activity used throughout
each trial was determined by calculating the mean magni-
tude of the filtered EMG signals from the 8 channels.

2.3 Results
2.3.1 Experiment 1

Descriptive statistics from the filtered EMG signals were
used to characterize the baseline and ranges used for imple-
mentation in the prototype instrument (Table 1). Analysis
of variance was performed on the EMG data and showed
no statistically significant di↵erences between means across
participants (p < 0.005).

Table 1: EMG results (mean, standard deviation
and maximum values) for three participants across
all tasks in Experiment 1 (unitless values).

Task Mean Std Max
FingerTip 0.64 0.68 5.44
Fist 0.71 0.64 4.72
Raising Arms 0.17 0.23 1.60
Sitting Arms Extended 0.20 0.25 1.38
Sitting Still 0.08 0.07 0.41
Standing Still 0.05 0.02 0.19

Data from the accelerometers was shown to be less sensi-
tive to the selected types of actions, with unclear patterns
across tasks and participants. However, the EMG data re-
veals activation patterns related to the type of task, with
‘standing still’ and ‘sitting still’ having a consistently lower
magnitude of muscle activation signals when compared to
the ‘fist’ and ‘raising arms’ activities (Figure 5).
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Figure 5: Filtered EMG (unitless activation) and
accelerometer (g) curves from participant A. Left:
‘raising arms’ task. Right: ‘standing still’ task.

2.3.2 Experiment 2

A two-sample t-test was used to estimate di↵erences be-
tween the averaged EMG samples extracted from both par-
ticipants in all scenarios. No significant di↵erences were
observed between participants across tasks. Analysis of
variance was used to assess statistically significant di↵er-
ences between EMG channels across tasks (p < 0.005), with
results showing statistically significant di↵erences for both
‘Wrist Extension’ conditions (Table 2).

Table 2: p-values from ANOVA for all tasks.
Task F p-value
Finger Extension/Standing 6.57 0.0082
Finger Extension/Table 5.05 0.0182
Finger Flexion/Standing 3.53 0.0489
Finger Flexion/Table 2.34 0.1281
Radial Deviation/Standing 1.10 0.4448
Radial Deviation/Table 4.93 0.0197
Ulnar Deviation/Standing 0.57 0.7647
Ulnar Deviation/Table 2.52 0.1098
Wrist Extension/Standing 26.85 <0.001
Wrist Extension/Table 18.60 0.0002
Wrist Flexion/Standing 2.81 0.0856
Wrist Flexion/Table 5.34 0.0156

In order to identify di↵erences between specific pairs of
means, a multiple comparison test was conducted for all
tasks. Results from the multiple comparison of means show
that sensors 1 and 8 had statistically significant larger mus-
cle activation magnitudes in tasks involving flexion and ex-
tension. ‘Ulnar deviation’ and ‘radial deviation’ tasks, how-
ever, had small di↵erences across sensors, as shown by the
high p-values observed from ANOVA (Table 2, Figure 6).

3. THE MICROMYO PROTOTYPE
INSTRUMENT

3.1 Conceptual idea
The conceptual idea of MicroMyo has been to develop an
instrument that “forces” the user to slow down and explore
one’s own micromotion and muscle activity. To achieve this,
we have focused on creating mappings that explicitly dis-
courage large-sized actions. As such, MicroMyo is quite dif-
ferent from “normal” instruments in which motion and/or
force is applied to produce sound. Here it is the oppo-
site; motion will e↵ectively silence the instrument, while
sound will gradually appear when the user comes to rest.
This helps the user to focus on detailed sound-modification
through muscle activation, as well as through some e↵ects
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Figure 6: Multiple comparison of means. Mean
EMG and confidence interval for significant di↵er-
ences. Top: ‘ulnar deviation’ (standing). Bottom:
‘wrist extension’ (standing).

controlled by (slow) arm rotation and lifting. While the
instrument is sensitive enough for solo performance, the
current mappings are mainly targeted at installation us-
age, during which people will be able to create interesting
sounds in a short amount of time.

3.2 Implementation
MicroMyo is developed in Max,3 using the third-party ex-
ternal myo for interfacing with the armbands.4 The patch
is currently set up for the use of four Myos at the same
time, which seems to be the maximum number of devices
we can connect to one computer (MacBook) without too
many connection problems.

An overview of the mappings are shown in Table 3. Each
Myo controls an individual sound engine, built around an
oscillator bank (oscbank⇠). The timbre is controlled with
muscle activation, mapping data from the eight EMG sen-
sors to the amplitudes of the eight sound partials. Since all
the EMG signals have a similar range, we scale the values by
a decreasing constant (1.0–0.2) for each partial, to secure a
well-balanced tone. The amplitude of the sound is inversely
controlled by the quantity of motion, so that larger quan-
tities of motion generate smaller sound amplitudes. The
quantity of motion is calculated as the first derivative of
the magnitude of the accelerometer data. The pitch of the
tone (F0) is controlled by arm rotation, while moving the
arm up/down will modify a subtle reverb e↵ect.

All of the control elements in the sound engines have
switches between continuous and discrete mappings (im-
plemented with speedlim) on the incoming control signals.
This allows for switching from (a) full continuous control of
all parameters, to (b) a discrete and sequencer-based sound
control. We have deliberately not implemented any possi-

3
https://github.com/alexarje/MicroMyo/

4
https://github.com/JulesFrancoise/myo-for-max/
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Table 3: Mappings from action to sound
Sound e↵ect Motion/force Sensor
Timbre Muscle tension EMG (individual)
Amplitude Arm motion (inverse) Accel. (XYZ)
Pitch Arm rotation Accel. (Y axis)
Reverb Arm lift Gyro (Z axis)

bility to switch between these modes during performance,
as we do not want the instrument to “change” in opera-
tion. Rather, the di↵erent modes allow for reconfiguring the
setup for di↵erent types of users. The continuous mode is
probably more interesting for experienced performers, while
the discrete modes sound more “popular” and would fit a
younger installation audience better.

3.3 Testing and Evaluation
The instrument has been tested by individuals as well as in
small groups. We have tried di↵erent types of speaker se-
tups, ranging from individual speakers for each performer to
using spherical speakers (Figure 7). The latter has worked
particularly well when performing in groups, since it creates
a visual and sonic focal point, while at the same time allows
for each performer to get localised sound.

Figure 7: Group improvisation with MicroMyos.

Testing has shown that the current mappings are con-
sistent and reproducible. Di↵erent performers are able to
put on the armbands and get full control over the instru-
ment within seconds, without any type of calibration. For-
tunately, both the temporal and spatial sensitivity of the
armbands are high enough to achieve microinteraction, and
all users have commented on the feeling of being in control
of the sound production and modification. While we first
thought that users would find it odd to control sound pro-
duction by not moving, this has actually not been a prob-
lem. Rather, users have commented that exactly this fea-
ture is what makes the instrument interesting to play with.

4. CONCLUSIONS AND FUTURE WORK
The paper has shown the Myo armband’s potential as a
controller for sonic microinteraction. The results from the
baseline experiments provide developers with a basic un-
derstanding of the Myo’s raw signals extracted from stan-
dardised sensor placements, and show the potential use of
simultaneous acquisition from multiple armbands.
The prototype instrument MicroMyo is built around the

idea of “inverse” sound-producing actions, that is, the less
you move the more sound you create. This may seem odd at
first, but has proven to be exciting to work with musically.
It also forces the user to slow down and focus on using
muscle activation to control the sound.

There are numerous elements to improve in future ver-
sions of the instrument, including:

• further characterization of Myo’s signals, using data
from larger samples and in-depth comparison between
sitting and standing conditions

• extending the setup to include more than four per-
formers

• developing more (advanced) interaction modes
• more systematic musical exploration and testing
• more performances and installations

Nevertheless, MicroMyo has still proven that playing with
very little may create exciting musical interaction.
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ABSTRACT
Stride is a language tailored for designing new digital musi-
cal instruments and interfaces. Stride enables designers to
fine tune the sound and the interactivity of the instruments
they wish to create. Stride code provides a high-level de-
scription of processes in a platform agnostic manner. The
syntax used to define these processes can also be used to
define low-level signal processing algorithms.
Unlike other domain-specific languages for sound synthe-

sis and audio processing, Stride can generate optimized code
that can run on any supported hardware platform. The gen-
erated code can be compiled to run on a full featured op-
erating system or bare metal on embedded devices. Stride
goes further and enables a designer to consolidate various
supported hardware and software platforms, define the com-
munication between them, and target them as a single het-
erogeneous system.

Author Keywords
Stride, Domain-Specific Language, Declarative, Reactive,
Interaction Design, Code Generation, Sound Synthesis, Dig-
ital Signal Processing

ACM Classification
D.3.2 [Programming Languages] Language Classifications—
Very high-level languages, D.3.3 [Programming Languages]
Language Constructs and Features—Frameworks, D.3.4 [
Programming Languages] Processors—Code generation

1. INTRODUCTION
The development of new electronic musical instruments of-
ten requires a mix of software and hardware. Stride[6], a
domain-specific programming language for real-time sound
synthesis, processing, and interaction design, abstracts hard-
ware and software architectures, simplifying the process of
software/hardware integration while giving the user control
over the code generation process. These abstractions are
defined in Stride systems which represent the inner work-
ings of the target hardware and software, exposing them in
a simple and consistent manner across platforms.
Stride enables its user to declare the frequency at which

Stride expressions are evaluated and provide the user with
the ability to control and fine tune the quality of the sounds
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they seek. Stride also enables its user to control where ex-
pressions get evaluated and computed. This type of control
is essential to optimizing code running on a resource con-
strained system such as a microcontroller. A user of Stride
can also design interaction using Stride Reaction, an ab-
straction to handle asynchronous events.

Because of Stride’s ability to abstract hardware, hetero-
geneous systems can be defined and consolidated under a
single Stride system. This is achieved by abstracting the
communication between the hardware and software plat-
forms encompassing the heterogeneous system. In other
words, di↵erent pieces of hardware (e.g. Arduino, Rasp-
berry Pi, Desktop, etc.) can be grouped together to appear
within Stride as a single system, as the communication be-
tween the devices is handled internally by Stride according
to the system definition.

The Stride language is part of the Stride environment
which also encompasses the Stride integrated development
environment (Stride IDE), an intermediate code generator,
and a target code generator.

2. STRIDE
In the following sections we present the Stride language, the
Stride environment, and Stride systems.

2.1 The Stride Language
Although Stride is a textual language inheriting concepts
from Unit Generator languages like Csound[1], SuperCol-
lider[2] and ChucK[7], its basic construct is the streaming
operator � which makes it conceptually similar to dataflow
languages like Pure Data[5] and Max1 (see Code 1). Stride
is not a dynamic unit generator graph manager, but rather a
code generator like Faust[4]. Additionally, Stride is designed
to facilitate both low-level signal processing algorithms and
high-level constructs, like granular synthesis and frequency
domain processing, using the same syntax.

Oscillator(frequency: 440) >> Level(gain:
0.2) >> AudioOut;

Code 1: Basic Stride code showing the stream

operator

Stride is designed around the declarative and dataflow
paradigms. The language only has two constructs: block
declarations and stream expressions. Stride allows both
push (reactive) and pull programming, achieved by control-
ling the rate of the signal block, which is the fundamen-
tal building block of the language. Stride borrows some
of the best features of other programming languages like
multichannel expansion, single operator interfacing, multi-
ple control rates, and per sample processing. Stride is also
a self documenting language.
1https://cycling74.com/products/max
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2.2 The Stride Environment
The Stride language has been implemented as part of a
full Stride environment that includes an integrated devel-
opment environment (IDE), a parser and a set of platform
files that allow building and deploying on specific hardware
platforms. When Stride code is compiled, an intermediary
representation of code in the form of an abstract syntax
tree (AST) is processed and passed to a set of code gen-
erator scripts. The resulting code is finally compiled (or
cross-compiled) and deployed to hardware.
Stride is designed with embedded hardware in mind, so it

can be an alternative to software tools targeting audio pro-
cessing and interaction on embedded devices like Bela[3],
Axoloti2, and the OWL[8]. The main advantage of Stride
is that it is platform agnostic, and can be easily ported to
work on these devices. Because Stride is a programming
language, it is not restricted by a fixed number of build-
ing blocks or objects and can be used to perform low-level
functions with native speed.

2.3 Stride Systems
A System in Stride is a set of domains with their associated
software and hardware platforms. For example, a simple
embedded audio development board based on a microcon-
troller with a network peripheral can be presented to Stride
as three domains: the Audio domain, the Computation do-
main and the Network domain. Signals and processing will
be assigned to one of these domains and the code will be run
appropriately. The Audio domain, a synchronous domain,
has a fixed rate set by the digital to analog converter (DAC)
clock and will constantly compute as the DAC requires sam-
ples. The Network domain is asynchronous and has no rate,
therefore it reacts and processes data only when a message
from the network is received. The Computation domain
is an immediate domain, that is, computation will happen
as quickly as possible within the domain, but depending
on the complexity and the amount of computation required
the duration will vary. The Computation domain can be
used to compute changes in parameters resulting from mes-
sages received through the Network domain. The computed
parameters can then be asynchronously passed to the Au-
dio Domain when ready. All these domains belong to the
same platform, so the code will be generated for the board’s
microcontroller and deployed accordingly. The system also
defines the relationships between these domains and their
corresponding processing priority on the hardware. In this
scenario, the Audio domain will have the highest priority,
followed by the Network domain and then the Computation
domain.
The Stride system exposes the inner workings of a target

computer and its peripherals to the user in an abstracted
form. Stride does not only abstract the hardware but also
the software architecture used to organize various processes.
For example, the relationship between an audio callback
and a network listener thread/interrupt. These abstractions
grant the user full control of the underlying system without
having to know the implementation details.
A noteworthy advantage of a Stride system is in its ability

to expose hardware interrupts. An Interrupt domain o↵ered
by a such a system can be associated with digital input pins
configured by the user to operate in interrupt mode. This
allows the user to design a highly reactive system which
responds to external change immediately. This is in contrast
to polling a digital pin at a quasi synchronous rate.
A Stride system also enables the user to synchronize in-

puts and outputs from various peripherals to achieve the

2http://www.axoloti.com/

desired response. Values generated by an analog to digital
converter (ADC) running at a predefined rate connected to
a sensor can be read in the Audio domain and allow for true
sample-accurate synchronization with an external event.

3. MUSICAL INSTRUMENT DESIGN ON
EMBEDDED HARDWARE

The design of a new musical instrument with a physical in-
terface and whose sound is generated by an embedded com-
puter requires multidisciplinary knowledge and deep under-
standing of complex hardware systems to achieve the de-
sired means of interaction, acoustic quality, and the required
response.

Stride was designed with these requirements in mind, to
allow the designer to quickly model their instrument and
fine tune it to achieve the artistic results they seek without
having to delve deep into the complex world of programming
embedded systems.

3.1 Rates and Domains
Typically, for a digital musical instrument, interactions by
the player are captured through sensors. Sensors are either
sampled periodically (e.g. potentiometer) or monitored for
asynchronous events (e.g. button). The instrument might
also be designed to receive or send messages over a physical
communication layer (e.g. MIDI, OSC[9], etc.). Periodi-
cally sampled data are processed and assigned to control
various parameters of the synthesized sounds by an embed-
ded computer. Asynchronous events captured by sensors
are used to start, stop, or re-trigger various elements of the
sound generation process, while messages are used to con-
trol parameters, trigger events, or do both simultaneously.

Stride abstracts the hardware input and output periph-
erals and enables the designer to configure their proper-
ties. Stride also allows the designer to choose how often
to process periodic signals by setting the rate of these sig-
nals and choose where to perform computations e↵ected by
these changes through domain assignments. Code 2 demon-
strates how a sensor connected to control input 1 of a target
hardware platform is used to adjust the frequency of a sine
oscillator and how an event on digital input 1 is used to
reset the oscillator. The output of the oscillator is routed
to audio outputs 1 and 2 of the target hardware platform.

signal FrequencyValue {
default: 440.0
rate: 2048
domain: ControlDomain

}

signal OscillatorOutput {
default: 0.0
rate: AudioRate
domain: AudioDomain

}

trigger Reset {}

ControlIn [1]
Map (

minimum: 55.0
maximum: 880.0

)
>> FrequencyValue;

DigitalIn [1] >> Reset;

Oscillator (
type: ’Sine’
frequency: FrequencyValue
reset: Reset

)
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>> OscillatorOutput;

OscillatorOutput >> AudioOut [1:2];

Code 2: Controlling the frequency and resetting the

phase of an oscillator

In Code 2 two signal blocks and a trigger block are de-
clared followed by four stream expressions. The two signals
are called FrequencyValue and OscillatorOutput. Frequen-
cyValue has a rate of 2048Hz and gets computed in the
ControlDomain. OscillatorOutput3 runs at AudioRate, a
constant, which represents the default audio sampling rate
of the AudioDomain domain where the signal is computed.
The declared trigger is called Reset. In the following stream
expressions, blocks are connected to each other to build a
processing graph using the stream operator �. Oscillator is
a module block. It encapsulates blocks and stream expres-
sions which in turn define the module’s processing graph.
Properties of external blocks, such as rates and domains,
become accessible to the module when these blocks are con-
nected to it. In turn the module uses this information to
declare the rates and domains of signals it encapsulates.
Since FrequencyValue is computed in the ControlDomain,
all blocks inside the Oscillator module associated with the
frequency property of the module also get computed in the
ControlDomain. The phase increment of the Oscillator is
one of those values. The phase increment is assigned to
the ControlDomain and is set to compute at 2048Hz. The
rate at which the FrequencyValue and phase increment are
updated are not tied to the rate of the ADC. When con-
trol input 1 is connected to FrequencyValue a rate change
takes place. This change is defined by the system being tar-
geted. The phase of the Oscillator gets its rate and domain
assignment from the block connected to the output of the
Oscillator, which is OscillatorOutput and is assigned to Au-
dioDomain and computes at AudioRate. The domain sep-
aration promotes optimization of the audio callback func-
tion represented by the AudioDomain domain. Because of
these particular domain assignments to FrequencyValue and
OscillatorOutput the phase is computed per audio sample
while the phase increment is only computed 2048 times per
second outside the audio callback and passed to it asyn-
chronously. The rate at which the phase increment is com-
puted can have a significant e↵ect on the output quality of
the generated sound. If it is set too low, it will result in
a ‘zipper’ e↵ect and setting it high will result in excessive
computations. The designer has the choice to balance these
rates to achieve the desired sound quality and response they
seek.
The Control Rate has been an important feature of Music-

N languages (and successors like Pure Data) that allows
running computation at a lower rate to save computation
cycles. In these systems, the control rate is considered a
di↵erent “type” that can not be mixed with regular audio
signals, and unit generators must be programmed to han-
dle them specifically, since control rate signals are typically
scalar values while audio signals are vectors. In Stride each
signal has its own rate at which it is processed, and when
it is connected to a di↵erent rate, automatic up or down-
sampling occurs4.

3The declaration of the OscillatorOutput signal is not re-
quired. It is added to clarify the oscillator is being run at
audio rate in the audio domain.
4The specifics of this default sample rate conversion are un-
defined and determined by the system. It is typically the
simplest strategy, and more sophisticated forms of conver-
sion are o↵ered as specific functions.

3.2 Reactions
Asynchronous events are handled in Stride through an ab-
straction called Reaction. Reactions are invoked through
triggers which are activated when asynchronous events are
detected. Reactions can be configured to self terminate and
re-arm when certain criteria are met or terminated by other
asynchronous events. Code 3 demonstrates a simple reac-
tion to start and stop a stream when changes are detected
on digital inputs 1 and 2 of a target hardware platform.
The stream connects the audio inputs on the target hard-
ware platform to the audio outputs.

trigger Stop {}

reaction Stream {
terminate: Stop
streams: AudioIn >> AudioOut;

}

DigitalIn [1] >> Stream ();
DigitalIn [2] >> Stop;

Code 3: A reaction to start and stop a stream

In Code 3 a trigger called Stop is declared followed by a
reaction block declaration called Stream. In the following
two stream expressions digital input 1 of the target hard-
ware platform is connected to the Stream reaction while
digital input 2 is connected to the Stop trigger. A rising
edge (default behavior) detected on digital pins 1 and 2
triggers the Stream reaction and activates the Stop trigger
respectively.

4. HETEROGENEOUS SYSTEMS
In Stride, a heterogeneous system can be built from phys-
ically separate hardware platforms. This feature enables
consolidating multiple supported hardware and software plat-
forms under one system. The system can then be targeted
as a single unit. To create a heterogeneous system in Stride,
the communication between the separate hardware plat-
forms needs to be defined and abstracted.

Imagine a scenario where a digital musical instrument
requires a high number of ADC inputs to capture informa-
tion from various sensors and has a computation intensive
audio synthesis graph that requires a dedicated processor.
If Stride supports an embedded development board called
ADC Board with a high number of ADC inputs with an
I2C interface and another board called DSP Board capable
of performing extensive computations with an I2C interface
and two audio output channels, they can be consolidated
to form a new system. By abstracting the communication
between the two boards in Stride over the I2C interface the
user only needs to make the physical connection between
the two boards. Stride will handle generating the code to
enable the communication between the boards and call the
appropriate toolchain and programmers to deploy the re-
sulting firmware on each board.

signal FrequencyValues [12] {
default: 440.0
rate: ADC_Board :: ControlRate
domain: ADC_Board :: ControlDomain

}

signal OscillatorOutput {
default: 0.0
rate: DSP_Board :: AudioRate
domain: DSP_Board :: AudioDomain

}

ADC_Board :: ControlIn [1:12]
>> Map (
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minimum: 20.0
maximum: 20000.0

)
>> FrequencyValues;

Oscillator (
type: ’Sine’
frequency: FrequencyValues

)
>> Mix()
>> OscillatorOutput
>> DSP_Board :: AudioOut [1:2];

Code 4: Additive synthesis on a heterogeneous

system

In Code 4 a signal block bundle called FrequencyValues
is first declared. The signal bundle has 12 channels and is
assigned a rate and a domain defined in the ADC Board
platform. The declaration is followed by a second signal
block declaration called OscillatorOutput which is assigned
a rate and a domain defined by the DSP Board platform.
In the following stream expression the ADC inputs are read
and mapped on the ADC Board and assigned to Frequen-
cyValues. The interaction between the two platforms oc-
curs in the following stream expression, where the output
of 12 oscillators (multi-channel expansion because of the 12
channles in FrequencyValues) are mixed and streamed to
OscillatorOutput. Since the phase increment of the Os-
cillator module is computed in the domain of the block
connected to the frequency property, in this example the
phase increment gets commuted on the ADC Board and is
asynchronously communicated to the DSP Board where the
phase of the oscillators is being computed.
If the phase increments of the oscillators need to be com-

puted on the DSP Board rather than the ADC Board, the
declaration of a second signal block bundle and the assign-
ment of its domain to one available on the DSP Board plat-
form achieves that. Code 5 shows the incremental changes
made to Code 4 to achieve this result.

...

signal ReceivedValues [12] {
default: 440.0
rate: DSP_Board :: ControlRate
domain: DSP_Board :: ControlDomain

}

...

FrequencyValues >> ReceivedValues;

...

Oscillator (
type: ’Sine’
frequency: ReceivedValues

)
>> Mix()
>> OscillatorOutput
>> DSP_Board :: AudioOut [1:2];

Code 5: Switching domains on a heterogeneous

system

In Code 5, in the declaration of the ReceivedValues sig-
nal block bundle, its rate and domain are assigned to Con-
trolRate rate and ControlDomain of the DSP Board plat-
form. In the following stream expression the information
is asynchronously exchanged between the two boards over
the I2C interface from FrequencyValues to ReceivedValues.
The phase increment of the oscillators is now computed in
the ControlDomain of the DSP Board platform and is asyn-

chronously passed to the AudioDomain of the DSP Board
platform asychronously where the phase is being computed
at AudioRate.

Stride also allows creating synchronous signal groups. If
in Code 5 we wished to updated the phase increment of
the 12 oscillators synchronously, the ReceivedValues signal
block bundle can be assigned to a synchronous signal group.

5. CONCLUSIONS
In this paper we have presented Stride, a language tailored
for designing new digital musical instruments and interfaces.
With its capabilities to target embedded systems by gener-
ating optimized code for each target, it makes it an ideal
choice for designers to design and fine tune the sound and
the interactivity of the instruments they seek to create.

Stride’s capability to consolidate various hardware plat-
forms into a single platform o↵ers a unique advantage to
designers, enabling them to focus on the instrument design
rather than focusing on maintain code and tools for various
platforms.
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ABSTRACT
We present here GeKiPe, a gestural interface for musical ex-
pression, combining images and sounds, generated and con-
trolled in real time by a performer. GeKiPe is developed as
part of a creation project, exploring the control of virtual in-
struments through the analysis of gestures specific to instru-
mentalists, and to percussionists in particular. GeKiPe was
used for the creation of a collaborative stage performance
(Sculpt), in which the musician and their movements are
captured by di↵erent methods (infrared Kinect cameras and
gesture-sensors on controller gloves). The use of GeKiPe as
an alternate sound and image controller allowed us to com-
bine body movement, musical gestures and audiovisual ex-
pressions to create challenging collaborative performances.

Author Keywords
audiovisual performance, motion capture, gesture recogni-
tion, gestural control, gloves, visualization, spatialization

ACM Classification
H.5.1 [Multimedia information systems], H.5.2 [User Inter-
faces], H.5.5 [Sound and Music Computing]

1. INTRODUCTION
Most musical activities (e.g. performance, conducting, danc-
ing) involve body movements or gestures. Musical gestures
can be studied based on their spatial aspects, functional
aspects, their use in performances (as communication or
control tools), or for metaphoric artistic purposes. The re-
cent advancements in computing, electronics and sensors
technologies resulted in growing interests in new musical in-
terface designs, allowing researchers and artists to address
questions about movement and gestures in a musical con-
text. Musical gestures can be interpreted as the intersection
between observable actions and mental images [4]. They can
be studied at various levels, ranging from the purely func-
tional to the purely symbolic, whether we consider them as
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Figure 1: GeKiPe (Geste, Kinect, Percussion).

e↵ective (sound producing), accompanying (supporting the
e↵ective gesture) or for more figurative cues [3]. An analo-
gous definition is suggested by [8] who state that a ”gesture
is a movement or change in state that becomes marked as
significant by an agent. [...] For a movement or sound to
be(come) gesture, it must be taken intentionally by an inter-
preter, who may or may not be involved in the actual sound
production of a performance, in such a manner as to donate
it with the trappings of human significance.” In other words,
musical gestures should be meaningful and carry significant
information (communication, control, metaphoric).

The GeKiPe (Geste, Kinect, Percussions) interface was
developed in 2015 as a creation and research project whose
main interest is the exploration and the control of virtual in-
struments based on the analysis of gestures, specific to per-
cussionists. Built as an interdisciplinary approach involving
professional players, composers, music programmers and vi-
sual artists, GeKiPe aims at concrete musical and audiovi-
sual applications, with special attention on sound, visual,
and gesture qualities. The GeKiPe project was initiated
with the objective of improving musician’s gesture quality
and fineness. Our approach is to achieve this through con-
tinuous fine-tuned controls and sound synthesis, rather than
using the traditional ”on/o↵” system in which sounds are
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mostly triggered by recognized gestures.

The proposed interface allows the performer to trigger
sounds and images during performances, and further con-
trol them by their body movements and gestures, which
are captured by Kinect cameras and sensors. Using their
whole body as a musical instrument, performers can draw
spatial trajectories that translate as a visual and auditory
poetic composition on a virtual stage (Figure 1). Di↵er-
ent composers are invited to write original compositions us-
ing GeKiPe, impacting its development according to their
needs. Research and creation are closely intertwined all
along the collaborative process. In particular, research ef-
forts are being directed towards several fields of expertise
essential to artistic and musical expression: the control of
gesture components by the performer, the relationship be-
tween gesture and sound synthesis, the technological devel-
opment of the interface, data integration and visual design.
In this paper we describe how GeKiPe was developed and
its recent applications (e.g. performance, education and
musical notation).

2. ARCHITECTURE AND DESIGN
2.1 Motion capture and gesture recognition
The way our system combines two motion capture tech-
niques allows for precise spatial detection, with a minimum
latency: an infrared Kinect camera (v.2) provides abso-
lute positions (skeletal tracking) and hand glove controllers
(R-IoT sensors, Figure 2), sense accelerations, kicks, incli-
nations, orientation movements and relative angles of the
hands (i.e. yaw, pitch and roll). The R-IoT module em-
beds a ST Microelectronics 9 axis sensor with 3 accelerom-
eters, 3 gyroscopes and 3 magnetometers, all 16 bit preci-
sion. The data is sent wirelessly (WiFi) to the audio and
video processing interfaces using the OSC protocol. The
core of the board is a Texas Instrument WiFi module with
a 32 bit Cortex ARM processor that executes the program
and deals with the Ethernet / WAN stack. It is compat-
ible with TI’s Code Composer and with Energia, a port
of the Arduino environment for TI processors (see links).
All analysis are carried out directly within the module, the
gestural data being received directly from OSC. The use of
the glove controllers enabled us to acquire additional mo-
tion details and helped improve several dynamic aspects of
the performances. Gestural data are processed by di↵erent
algorithms, for either audio or visual purposes. They can
be dynamically configured or personalised according to the
compositions.

Programming all the gestural analysis directly into the
RiOT sensor allows for a better temporal precision com-
pared to Wireless system. For example, the directionality
of the di↵erent gestures is recognized instantly within the
sensor module, and data is directly sent into the programs
that process incoming information in order to create map-
pings in Antescofo (see Sound Mapping section). The joint
positions (from now on, body data) and the images recorded
by the Kinect camera are mapped into the physical space
and then used in di↵erent scenic contexts depending on the
audiovisual compositions (Figure 6).

As a template for performance, we produced a dataset
of gestures based on the movements executed by percus-
sionist on di↵erent instruments such as drums, drum kit,
kettledrum, keyboards, digital percussions, accessories (tri-
angle, hit cymbals, claves, castanets). Additionally, ges-
tures were recorded using di↵erent hand strikes (rebound,

Figure 2: Architecture overview of GeKiPe

blocked, brushed, shaken) as well as di↵erent fingers’ posi-
tions (straight, folded, virtual stick gripping).

2.2 Calibration of the performance area
Six virtual zones are delimited for the performer: right, cen-
ter, left, and each one distributed in downstage and upstage
(Figure 3, lower panel). Three sound control parameters can
be mapped on the axes x, y and z, such as height, intensity,
e↵ects or panoramics. The performance area is divided in
18 cubes and two di↵erent coordinate systems were used
(Figure 3, upper panel): a standard one for computer com-
munication (e.g. 331, 121) and a second simplified one, for
the performer, based on three planes (A, B, C) and contain-
ing six cubes each (e.g. C3, B1).
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Figure 3: Performance area calibration.

3. INTEGRATION
3.1 Sound mapping
MaxMSP, SuperCollider and Antescofo were used to gather
and centralize data coming from the sensors. We also set up
a broadcast for constant transmission of data flow. Di↵erent
types of sound generators were created (additive and sub-
stractive synthesis, granular, modulators, phase vocoder,
rhythmic patterns) and mapped live with the Kinect device
and the sensors based on gesture data from the performer,
controlling in a continuous manner the di↵erent sound pa-
rameters such as height, modulation, panoramic, dynamics,
speed of treatments and e↵ects.

Position and movement parameters were captured by the
glove controllers and the Kinect camera (Figure 4A), sent
via OSC directly to Antescofo, allowing for a dynamic map-
ping. An example of instantiation for specific gestures is
shown on Figure 4B. The sound mappings were done ei-
ther for synthesis (SuperCollider, continuous control) in
the ”Hypersphere” composition, or for activation of sound
events/e↵ects (MaxMSP, discrete control) in ”Le Silence”
composition, whether if the composition was fully genera-
tive, or mostly based on triggering recorded sounds and live
e↵ects. In this latter case, sound events are triggered by
specific gestures and Antescofo only allows event n+1 to be
triggered if the gesture associated to event n has been cap-
tured (Figure 4C).

The advantage of using a text-based programming lan-
guage such as Antescofo allows events to be dynamically
created and destroyed during the performance. This lan-
guage allows the instantiation of di↵erent types of processes,
such as continuous controls or rhythmic patterns, and the
interpretation of gestural data in order to establish dy-
namic mappings along the performance. Those mappings
may vary according to time, musical sequences, gestural in-
formation, or be modified in real time by the programmer
(improvisation).

RIoT 9 axes wireless 
sensors :

accelerations, kicks, 
inclination, orientation 

movement and relative 
angles of hands (yaw, 

pitch and roll) 

osc

Antescofo Language:
dynamic mapping

and control

SuperCollider
Dynamic Audio synthesis

osc

MaxMsp

Kinect v2
provides x, y z 

absolute position of 
body 
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Gesture 1
(kick L)
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(R position 

R_5A)

Gesture 3
(kick R)

Gesture
(kick L)

Gesture sequences (performer) 

electronic gesture scoreGesture 1
(kick L)
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R_5A)

Gesture 3
(kick R)

Gesture 4
(L position 

L_5B)
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(L position 

L_5B)

X

Event 1 Event 2 Event 3 Event 4 antescofo 
event sequencer

A
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////From kinect

oscrecv L_x 11125 "/L_x" $L_x
oscrecv L_y 11125 "/L_y" $L_y
oscrecv L_z 11125 "/L_z" $L_z

oscrecv R_x 11125 "/R_x" $R_x
oscrecv R_y 11125 "/R_y" $R_y
oscrecv R_z 11125 "/R_z" $R_z

////From sensors

oscrecv R_perc 87653 "/R_perc" $R_perc
oscrecv L_perc 87653 "/L_perc" $L_perc
oscrecv R_perc_dir 87653 "/R_perc_dir" $R_perc_dir_plano, $R_perc_dir
oscrecv L_perc_dir 87653 "/L_perc_dir" $L_perc_dir_plano, $L_perc_dir
oscrecv R_intensity 87653 "/R_intensity" $R_intensity
oscrecv L_intensity 87653 "/L_intensity" $L_intensity
oscrecv R_mov 87653 "/R_mov" $R_mov
oscrecv L_mov 87653 "/L_mov" $L_mov
oscrecv R_mov_dir 87653 "/R_mov_dir" $R_mov_dir_plano, $R_mov_dir
oscrecv L_mov_dir 87653 "/L_mov_dir" $L_mov_dir_plano, $L_mov_dir
oscrecv R_rota_trill 87653 "/R_rota_trill" $R_rota_trill
oscrecv L_rota_trill 87653 "/L_rota_trill" $L_rota_trill
oscrecv R_incli_front 87653 "/R_incli_front" $R_incli_front
oscrecv L_incli_front 87653 "/L_incli_front" $L_incli_front
oscrecv R_incli_lateral 87653 "/R_incli_lateral" $R_incli_lateral
oscrecv L_incli_lateral 87653 "/L_incli_lateral" $L_incli_lateral
oscrecv R_incli_horiz 87653 "/R_incli_horiz" $R_incli_horiz
oscrecv L_incli_horiz 87653 "/L_incli_horiz" $L_incli_horiz
oscrecv R_energie 87653 "/R_energie" $R_energie
oscrecv L_energie 87653 "/L_energie" $L_energie
oscrecv R_accel 87653 "/R_accel" $R_accel_x, $R_accel_y, $R_accel_z
oscrecv L_accel 87653 "/L_accel" $L_accel_x, $L_accel_y, $L_accel_z

B

Figure 4: Audio System Integration.
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Figure 5: Example of an audio synthesis and map-

ping programmed in Antescofo. Antescofo instantiates
an audio synthesis in SuperCollider and creates the con-
nections and mappings between the sensors/Kinect (motion
capture of the left hand) at a certain point in the score.

This dynamic mapping method was used in the composi-
tion ”Hypersphere”, comprising 28 sequences, where up to
15 di↵erent mappings can coexist. In the first sequence, for
example, an additive synthesis (200 Hz, 333 Hz, 427 Hz, 616
Hz, 757 Hz) is generated by SuperCollider. A few mappings
were set as follows: 1) inclination of the left hand captured
by the controlling gloves : frequency modulation, 2) motion
on the x-axis by the left hand, sensed by the kinect : sound
spatialization (panoramics), 3) motion on the Z axis by the
left hand, sensed by the kinect : amplitude modulation,
4) movement on the Y axis by the left hand, captured by
the kinect : transposition. When entering the second se-
quence, a new additive synthesis sound is generated within
SuperCollider (676 Hz, 783 Hz, 898 Hz, 1033 Hz, 1245 Hz),
and new mappings are added to control this new synthesis
source, which are then controlled by the right hand, in a
similar fashion to the previously described mappings (Fig-
ure 5).

The audio parameters mapped to the gestures can there-
fore change as the performance progresses in a written (com-
posed) or improvised manner, since mappings can be cre-
ated and deleted on the fly. Antescofo also allows to record a
series of movements (sequences of gestural data) to generate
new materials and sound layers or to control new transfor-
mations later in the performance. This process can be an
integral part of the composition (previously configured) or
be used in real-time (improvisation). This recorded data
can then be used to create accelerandos, rallentandos, and
generate all kinds of time stretching based on previously
recorded gestural data. Antescofo o↵ers the possibility of
timing events and the actions relative to the tempo, as in
a classical score. This allows for a gradual scaling in real
time, and smoother tempo changes. This way, the composer
can associate actions to certain events, in absolute time or
relative to the tempo, group actions together, define timing
behaviors, structure groups hierarchically or in parallel [13].

Our system allows to create a dynamic sequencing of the
musical events, directly in the score of Antescofo, accord-
ing to the gestural score written by the composer. In these
events, we write directly the processing chains and sound

Figure 6: Motion capture and image mapping.

syntheses as well as the mappings that will control the syn-
theses directly from the kinect and RiOT sensors (see exam-
ple in situ in supplementary figure). The advantage of such
a system using Antescofo, over block-diagram languages like
Max, is that you no longer need to patch in a static environ-
ment to define mappings, you can describe them directly in
the Antescofo score which is dynamic. Antescofo serves as
a general control at all stages of the composition and allows
the connection of the data between them and to realize the
mapping between the gestural captured data and the sounds
and generative processes of the musical composition.

3.2 Image and video mapping
The visual rendering engine has been programmed with the
open source framework openFrameworks. Part of the en-
gine is a fluid simulation realized by calculating a vector
field representing the forces in action using movement anal-
ysis over multiple captured images (optical flow technique).
The behavior of this vector field was programmed according
to di↵erent parameters sets such as density, gravity or per-
turbations and di↵erent versions were elaborated in order
to serve the artistic purpose of the performances.

The captured video images can be used as well as raw
visual input and can be a↵ected by di↵erent visual e↵ects
(e.g. motion blur, time blur, delay). At the same time
these images are vectorised (OpenCv library), used for the
recognition of contours in the image, for example the per-
former’s body. These vector image data can then be used
for algorithmic treatment (perlin noise) for deformation of
the initial image.

A data bu↵er is used to record each frame into a data
set containing image vector and movement data, in order
to read previously recorded data later in the performance.

453



Figure 7: Scuplt performances. Placed at the center
of the system, the performer represents a link between the
technological tool, the artwork and the audience.

Three players can access the bu↵er, and produce either a
direct visual output, or data output for parameter map-
ping. A routing matrix allows to map any incoming data
(sensors data, sound analysis, bu↵er data) to any of the im-
age rendering parameters (e.g. fluid behavior, visual e↵ects,
algorithmic treatments), permitting dynamic data routing.
Parameter and mapping data can be stored in presets. By
using multiple presets a sequence can be built, in which the
parameters can be interpolated from one preset to another,
very handy for fluid live applications.

4. APPLICATIONS
4.1 SCULPT Performance
SCULPT is a one-hour multimedia show, mixing music,
video and performance, comprising two performances : ”Le
Silence”by Alexander Vert and ”Hypersphere”by José Miguel
Fernández (Figure 7). The video is produced by Thomas
Köppel, together with both composers and the performer,
for the sake of a common writing and poetry. This way,
the composers, the visual artist and the percussionist have
worked together to produce the show. The audience sees
the lead interpreter, Philippe Spiesser, play invisible percus-
sions by drawing trajectories in a three-dimensional space,
with his body, his hands and legs. Sounds and images
triggered by these trajectories can be further modulated
throughout the performance.

In ”Hypersphere”, uniquely based on generative sound
processes, Philippe Spiesser produces all the images and

Figure 8: Score transcriptions. Le Silence, 3rd and 5th
movements (top and bottom, respectively).

sounds, and modifies them by his movements in real time
through algorithms designed by the programmers. Visual
intensity of the projected images is in correlation with sound
volume, depicting a real interaction between image and sound.
In ”Le Silence”, a more traditional piece, the performer can
also improvise through calibrated moves, but he primar-
ily triggers, nearly 400 fixed pre-existing sounds, which he
learned and memorized during the elaboration of the per-
formance.

4.2 Score transcription
We elaborated a lexical-based writing system, in reference
to standard musical notation. We tried to transcribe mu-
sical gestures over time durations in order to facilitate col-
laboration with written scores, that can be read and played
by other interprets (Figure 8). Besides specific gestures be-
longing to the percussionist’s repertoire, works by Thierry
de Mey (”Hands”, ”Musique de Tables”, ”Light Music”) on
that topic also served as an essential frame to create our
lexicon of musical gestures [7].

4.3 Educational workshops
Along with the research and creation processes, GeKiPe
allows a cultural and educational approach, relying on in-
terdisciplinary aspects: musical, visual, choreographic and
technologic. GeKiPe workshops have enabled students to
relate body motion with programmable sound and music
events, in a visual environment scalable as well (Figure 9).
On an educational level, GeKiPe allows for some initiation
to performing arts through diverse artistic practices: music
(sound recording and editing), dance (improvised or guided
choreography), visual art (in relation to sound or motion).
Direct listening, encouraged by the device form, triggers
spontaneously in the students a gestural process. The ex-
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Figure 9: Workshops with GeKiPe and students.

Haute Ecole de Musique de Genève, Institut Jaques Dal-
croze.

perimental aspect and the similarities of the approaches
used in sound, image and motion design make it possible
to build bridges between various art forms (dance, plas-
tic and graphic arts, music, video). By using interactive
scenarios leading students to control specific parameters,
GeKiPe proved to promote a better understanding of the
principles underlying musical and visual composition, and
be a powerful educational tool both on artistic and techno-
logical standpoints or directly as a medium for learning and
teaching.

5. RELATED WORKS
Motion capture and gesture recognition are active fields of
research. There are various methods using optical [10], me-
chanical or magnetic caption [11]. The use of controllers,
and more recently glove controllers, have grown in the re-
cent years as well [5], giving rise to an increasing number
of applications. Findings in gesture recognition and track-
ing can be applied to a variety of promising topics such as
human-computer interaction, gesture to sound mapping [6],
musical creation [1], audiovisual performances [9]. In par-
ticular, gesture recognition specific to percussionists have
been studied by [2] and [12].

6. CONCLUSIONS AND PERSPECTIVES
GeKiPe is receptive to structural changes. Users should
be able to define new gestures and associate them with
their own or pre-defined software functions. We hope to
suggest new forms of writing, performing and experienc-
ing music, while being accessible to all audience. We work
in close collaboration with di↵erent composers and artists,
mutually sharing their expertise and helping make GeKiPe
evolve through original collaborative audio-visual perfor-
mances. It’s important for us that the process require exi-
gent work and relies on new forms of musical expressivity,
illustrated by gesture virtuosity from skilled performers. We
aim currently at introducing a more important choreograph-
ical component, enabling a version for multiple performers
in real time, strengthen the sound and image associations
and develop their interactions through an image sonification
process.
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ABSTRACT
Many musical instruments exhibit an inherent latency or
delayed auditory feedback (DAF) between actuator activa-
tion and the occurrence of sound. We investigated how
DAF (73ms and 250ms) a↵ects musically trained (MT) and
non-musically trained (NMT) people’s ability to synchro-
nize the audible strum of an actuated guitar to a metronome
at 60bpm and 120bpm. The long DAF matched a sub-
division of the overall tempo. We compared their perfor-
mance using two di↵erent input devices with feedback be-
fore or on activation. While 250ms DAF hardly a↵ected
musically trained participants, non-musically trained par-
ticipants’ performance declined substantially both in mean
synchronization error and its spread. Neither tempo nor
input devices a↵ected performance.

Author Keywords
Latency, compensation, music, guitar, assistive technology

ACM Classification
H.5.5 [Information Interfaces and Presentation] Sound and
Music Computing H.5.2 [Information Interfaces and Presen-
tation] User Interfaces — Prototyping

1. INTRODUCTION
Delayed auditory feedback (DAF) between activation of con-
trols and production of sound can be disruptive, and reduce
expressiveness and synchronization performance. DAF in-
creases synchronization errors but musicians can use sub-
divisions of the overall tempo to reduce synchronization
errors. Regardless of musical training, slow tempos re-
duce synchronization performance with an increased bias to
tap before the beat. Studies conducted until now have fo-
cused mostly on how DAF a↵ects musically trained people.
The synchronization performance of people with no musical
training under DAF and at di↵erent tempos is unknown. It
is also unclear whether actuator feedback can help to cope
with DAF. This is particularly important for assistive in-
terfaces for musical expression (aIMEs), which often incur
additional latencies, e.g. from filtering or verifying gestures

Licensed under a Creative Commons Attribution

4.0 International License (CC BY 4.0). Copyright

remains with the author(s).

NIME’17, May 15-19, 2017, Aalborg University Copenhagen, Denmark.

to improve accessibility, and are used by people with less
musical training, e.g. in musical therapy.

2. BACKGROUND
Many instruments exhibit an inherent latency or delayed au-
ditory feedback (DAF) between actuator activation and the
occurrence of sound. For example, by moderating velocity
a pianist can manipulate the latency by pressing (activat-
ing) a piano key to the audible onset of a soft note by as as
much as 100ms [2]. While some musicians can detect laten-
cies as low as 7-10ms [5], people tapping along to a beat on
average have a tendency to tap before the actual beat. This
anticipation bias amounts to around 50ms for non-musically
trained people and about 14ms for musically trained people
[1]. This bias, however, does not a↵ect the ability to keep
a continuous and steady beat. Highly skilled musicians can
deviate from inter-tap intervals as little as 4ms [11]. In-
creased DAF can lead to note errors (sequencing of notes),
prolonged play time, erratic changes in key stroke veloc-
ity, and errors in inter-hand coordination. This disruption
increases with delay and its e↵ect peaks at 200ms, after
which it decreases again [5, 9]. DAF can degrade the per-
ceived quality of an instrument [6]. Pfordresher and Palmer
showed that DAF disruption in a rhythmical sequence using
professional pianists could be lowered if the DAF was close
to a subdivision of the overall tempo [9].

The average flutter, i.e. the di↵erences between adjacent
Inter-Onset-Intervals (IOI), of the hits by a professional
percussionist playing along to a metronome ranged between
10 and 40ms or between 2-8% of the associated tempo in
relative terms [4], suggesting that tempo moderated antici-
pation bias. Takano defined synchronization error (SE) as
the di↵erence between the point in time from a metronome
beat and the activation of a note [12].

Asynchronies of 50ms or more between di↵erent orches-
tra members are common already from the spatial arrange-
ments, e.g. a distance of 10 meters adds 30ms due to the
speed of sound [10].

Interfaces for musical expression (IMEs) can provide pri-
mary feedback such as visual, auditive (instrument noise),
tactile, and kinesthetic or secondary feedback (the gener-
ated sound). Bongers described passive feedback as the feed-
back produced by the physical characteristics of the system
(clicking noise of a button etc.) or as active feedback pro-
duced in response to a certain gesture [3].

3. STUDY
The test investigated how precisely musically trained (MT)
(regardless of instrument) and non-musically trained (NMT)
people could synchronize the audible strum of the actuated
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guitar [7] to a metronome given either a small (73ms) in-
herent system delay (from triggering the input device to
sound) or a large delay of 250ms. We compared two foot
pedals providing di↵erent haptic feedback to investigate if
earlier haptic pre-activation feedback could help the partic-
ipants to better synchronize the strum to the metronome
beat.

3.1 The Strumming Device
The aIME used was the Actuated Guitar [7], which is an
o↵-the-shelf electrical guitar (Epiphone SG) fitted with a
strumming device operated by a foot pedal for improved
accessibility. The strumming device was made from a mo-
torised mixing desk fader positioned above the bridge pickup
(see Figure 1) to drive a glued-on pick across the strings.
Foam stoppers at each end of the fader shortened the dis-
tance the pick had to travel, lowering latency and reducing
noise when the pick hit the end of the fader. An Arduino
controlled motor managed the speed and direction of the
pick. Two di↵erent foot pedals activated a strum of all
strings. The first consisted of a momentary button mounted
in a plastic housing, which raised the button 5.5cm above
the ground. The button provided haptic feedback (resis-
tance) from the time it was first touched to when it was
fully depressed taking typically around 30ms. The second
input device, made from a force sensitive resistor (FSR)
taped flush to a surface board, only provided haptic feed-
back when the foot hit the wooden backboard, see Figure 2.

3.2 Data Logging
The momentary button, FSR and metronome were all con-
nected to their own separate Arduino to avoid increasing the
computations on the Arduino in the guitar and thereby in-
creasing the latency of the guitar strum. An Adafruit Data
Logging Shield with a built in clock and SD-card reader
logged timestamps, metronome, sensor, and button data
with millisecond precision. These components were built
into the casing that held the momentary button.

Figure 1: The motorised fader mounted above the

bridge pickup. Gray foam stoppers on each side

reduced noise and the pick’s travel distance.

A custom-built Arduino-based metronome generated pri-
mary beats at 2.1kHz and the supporting beats at 1.7kHz
with a buzzer at either 60bpm or 120bpm. It provided no
visual indication of the beat. Each high beat was sent to
the data logger that allowed for the computation of synchro-
nization errors between the generated beats and the push

Figure 2: A momentary button in a plastic cas-

ing containing the data logger (left) and a force

sensitive resistor button mounted flush on a board

(right) to trigger strums

.

data from the two input devices.
Using a 240 frames per second GoPro camera we deter-

mined a 45ms system latency between activation of the mo-
mentary button and the plectrum picking the first string
and 73ms for the pick to reach the last string. For more
precise alignment and verification of activations a camera
recorded an LED that lit up when the button closed the
circuit. The participants had no access to this visual feed-
back.

At both 60bpm and 120bpm, 250ms was the subdivision
closest to Finney and Pfordresher’s most disruptive delay
(200ms). To yield a 250ms delay between activation and
strum the Arduino controlling the motor added 177ms to
the system’s inherent 73ms delay.

3.3 Participants
We recruited twelve participants (n=12, age= 39.9 years,
from 16 to 65 years old, four women) - three from cam-
pus and nine without ties to higher education. Half of the
participants had at least five years of musical training or
experience from paid tuition or regular band practice - re-
ferred to as musically trained (MT) - the other half had
no musical training or experience - referred to as as non-
musically trained (NMT). All participants wore flat soled
shoes. Guitar play experience was not required as the par-
ticipants merely strummed through foot activations and did
not ’play’ the guitar, e.g. fretting chords.

3.4 Procedure
The test participants were divided into two groups, each of
which consisted of three participants with musical training
and three without musical training. The first group played
at a tempo of 60bpm and the second at a tempo of 120bpm
- the between subjects factor. Each participant played in
four conditions of both delays (73ms, 250ms) combined with
each input device (momentary button, FSR) as within sub-
ject factors. The orders of the input device and delay were
counterbalanced. At 60bpm the participants played four
minutes and at 120bpm two minutes at each condition to
ensure that each participant got the same amount of train-
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ing, i.e. the number of times they triggered the input device.
We observed, video recorded, timed, and helped change

input devices and delays during each session. Before start-
ing in each condition, the participants were allowed a few
strums on the input device. The delay condition was not
disclosed to the participants, who had to adapt their timing
to synchronize to the metronome beat in each condition.
For each participant and condition we computed the me-

dian synchronization error (SE) - the time di↵erence be-
tween the audible strum (derived from the activation times
tamp plus the system latency) and the metronome beat.
Negative values indicate strums before and positive values
indicate strums after the metronome beat. We computed
the SE spread as the di↵erence between the third and the
first quartile of the synchronization errors. The partici-
pants’ median synchronization errors and synchronization
error spreads - our dependent variables - were subjected to
four-way ANOVA tests with delay and input type as within
and musical training and tempo as between subject factors.

4. RESULTS
We found a significant main e↵ect for delay, F(1, 36)=26.7,
p⌧0.001, and an interaction between musical training and
delay, F(1, 36)=27.3, p⌧0.001 on synchronization error.
While the mean synchronization error of musically trained

participants was close to constant, irrespective of delay, the
non-musically trained participants’ mean synchronization
error increased from �8.5ms for short (73ms) to 51ms for
long (250ms) delay, see Figure 3.

Figure 3: The mean synchronization error of mu-

sically trained (MT) and non-musically trained

(NMT) participants (N=6+6) by delay including

0.95 confidence interval error bars.

Similarly, the ANOVA test of the spread of the partic-
ipants’ synchronization error found the same e↵ects - for
delay, F(1, 36)=21.7, p⌧0.001, and the interaction (see Fig-
ure 4) between musical training and delay, F(1, 36)=10.6,
p=0.002. While musically trained participants had an in-
creased synchronization spread from 44ms to 55ms, this dif-
ference was not significant according to a t-test (t(5)=0.71,
p=0.51). In comparison to the low delay, the high delay al-
most doubled the mean spread of the synchronization error
(from 73ms to 137ms) of the non-musically trained partici-
pants. The density plots in Figure 5 for 60bpm, momentary
button, 73ms and 250ms delay illustrate the bigger spread
for the non-musically trained participants.
For tempo we found no e↵ect on the mean synchroniza-

tion error but the ANOVA on its spread bordered signif-

Figure 4: The mean spread of synchronization er-

rors of musically trained (MT) and non-musically

trained (NMT) participants (N=6+6) by delay in-

cluding 0.95 confidence interval error bars.

icance F(1, 36)=3.57, p=0.067. At 120bpm the spread of
synchronization errors was larger (88ms) than at 60bpm
(67ms). Neither on synchronization error nor on its spread
did we find significant e↵ects for input type. Regarding in-
put devices all participants mentioned the lack of primary
feedback (haptic, visual, auditive) [8] when using the FSR,
which made correct positioning of the foot di�cult. This
lack of feedback prompted them to bend down and lift their
foot to use the eyes for guidance. Three users lost the posi-
tion during the test and struggled to quickly find the resting
position again before continuing the test.

Moreover, seven participants (all male) with bigger feet
initially needed some time to find a comfortable foot po-
sition on the enclosure with the momentary button as the
physical dimensions in height and length of the casing con-
taining the momentary button made it di�cult to quickly
find a good pivot position. Four participants found that the
passive feedback [3] (clicking sound) from the momentary
button distracted them from focusing on the metronome.
The height of the momentary button, combined with the
short length of the housing, made it impossible to rest the
heel on the floor while pushing the button, which forced the
participants to position their foot on the edge of the hous-
ing to get a good pivot point. That caused some starting
issues, but after a few minutes it was not an issue. Four
participants (mixed) complained that it was di�cult to fo-
cus on the metronome as some felt it was drifting, others
locked on to an o↵-beat, and some felt the passive feedback
from the momentary button was distracting.

5. DISCUSSION
Figure 3 shows that NMT participants performed better
(with smaller synchronization errors) than MT participants
with the short delay (73ms). At first glance this seems to
contradict that musicians tend to have smaller synchroniza-
tion errors (in the form of a small negative anticipation bias)
compared to non-musically trained. However, remember
that the synchronization error was computed as the distance
from the strumming of the last string to the metronome
beat. If we computed the synchronization error from the
first string (45ms) the mean synchronization error would
be -36ms for NMT and -10ms for MT. These values are a
lot closer to what previous research has found [1, 4]. This
shows that the participants were, in fact, trying to synchro-
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Figure 5: Density plots of six participants playing

at 60bpm using the momentary button. Participant

(1-3) non-musically trained and participant (4-6)

musically trained with 73ms delay (top) and 250ms

delay (bottom).

nize to the beginning of the strum and could factor in the
system delay (45ms to first string). The results indicate MT
participants were not a↵ected by the large delay, but NMT
participants’ synchronization error was increased by 60ms.
While the NMT’s mean synchronization error of 50ms seems
low, as these are common in musical performances [10], the
actual spread of their synchronization errors at 250ms DAF
was rather large (138ms) (see Figure 4 and 5), which shows
that NMT participants were struggling to reliably synchro-
nize to the beat. The MT participants performed equally
well under both delays with a small increase in spread, sug-
gesting that they could time their activations consistently,
una↵ected by the 250ms DAF. Asked about their strategy
for coping with the long DAF, two MT participants explic-
itly mentioned recognising hitting the subdivision of the
beat in this setting - in line with Pfordresher’s findings.
The two tempos used in our study did not a↵ect synchro-
nization error spread substantially (11ms di↵erence), but
the trend was in the opposite direction of previous findings
by Dahl [4]. Her participants, however, did not play along
to a metronome, played at faster tempo, and experienced
no DAF. Future research needs to address this further.
While the input devices had some notable di↵erences and

participants struggled to a small degree with them, this

did not a↵ect the participants’ performance. They per-
formed equally well using the momentary button and the
FSR to control the strumming. The qualitative feedback
highlighted confusions stemming from the auditory pre–
activation feedback that might have negated the tactile feed-
back benefits of the momentary button before activation.

6. CONCLUSION
Delayed auditory feedback has detrimental e↵ects on syn-
chronization performance of non-musically trained people.
Unlike for musically trained people this cannot be overcome
by increasing system delays to subdivisions of the overall
tempo. When building assistive instruments for rehabili-
tation purposes designers should strive to minimize system
latency. While our healthy participants’ synchronization
performance did not benefit from an input device with pre-
activation feedback, this might not hold in musical ther-
apy due to other benefits these controls provide. Musically
trained people can be subjected to longer DAF if they are
close to subdivisions of the overall tempo, which implies
that aIMEs should allow for adjusting activation latency.
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ABSTRACT
This paper introduces an audio synthesis library written in
C with “object oriented” programming principles in mind.
We call it OOPS: Object-Oriented Programming for Sound,
or, “Oops, it’s not quite Object-Oriented Programming in
C.” The library consists of several UGens (audio compo-
nents) and a framework to manage these components. The
design emphases of the library are e�ciency and organiza-
tional simplicity, with particular attention to the needs of
embedded systems audio development.
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1. INTRODUCTION
In our lab, we’ve moved toward creating instruments that
revolve around embedded audio synthesis. As opposed to
developing general purpose controllers for sound synthesis
software on multimedia computers, embedded audio syn-
thesis allows us to create instruments that have distinctive
and long-lasting identities. We avoid maintenance issues
associated with connection to personal computers, such as
updates to the operating system and changes in USB data
transfer protocols.
One way to achieve embedded audio synthesis is to use

embedded Linux computers, such as the Raspberry Pi [13]
or the BeagleBoneBlack [1]. While these embedded com-
puters allow designers to develop using C/C++, as well
as higher-level music-specific languages like Supercollider
[9] and PureData [12], these platforms come with longer
startup times, less direct access to low-level peripherals like
SPI and I2C, and the weight of an operating system. One
example of an ingenious system to address many of these
concerns is the Bela[10], which takes advantage of the ex-
tensive features of the BeagleBoneBlack, but uses Xenomai
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RT Linux1 to make audio and analog/digital input process-
ing the highest priority (even above the operating system).
For many researchers, installation artists, and instrument
builders, this solution meets their needs.

If the developer’s goal is to a↵ordably build attractive
sound installations and standalone electronic musical in-
struments, the aforementioned embedded computers aren’t
always suitable. They are expensive and, depending on
the physical design specifications of an application, some-
what bulky. Embedded Linux computers have compara-
tively high current demands, and have little control over
power consumption. Furthermore, they generally rely on
3rd-party hardware, which may cause issues if the project
has commercialization goals.

We opt instead to use 32-bit microcontrollers, such as
the STM32F7 [14]. These microcontrollers are small, inex-
pensive, and low-power. They run “bare-metal,” indepen-
dent of an operating system, using only interrupts to con-
trol program flow. 32-bit ARM microcontrollers have begun
to approach the processing power that was previously only
available through the use of dedicated DSP ICs. They en-
able very low latency and deterministic run-time control
while providing enough overhead for useful audio calcula-
tion. While we use a custom-designed board in our lab
(a minimal design with nothing but a microcontroller, an
audio codec, and a voltage regulator), there are a↵ordable
development kits for these microcontrollers that include au-
dio codecs for input and output2. An example of a use case
where this solution is the best option is a sound art project
we are developing that involves hiding tiny audio circuit
boards in birdhouses that need to run indefinitely on solar
power, while occasionally doing complex audio tasks. Using
32-bit microcontrollers has allowed us to control the current
consumption and still have the necessary processing power
available when needed.

While developing various embedded audio projects us-
ing ARM platforms like the STM32F7, we found ourselves
frequently rewriting basic audio synthesis code. We deter-
mined that a single repository of portable and e�cient code,
low-level and general enough to meet the needs of all of our
projects, would ease development. We began work on our
audio synthesis library, OOPS, in the fall of 2016.

https://github.com/mulshine/OOPS

1.1 Why another audio library, and why in
C?

C and assembly are the primary languages for embedded de-
velopment. Most existing libraries, frameworks, and drivers
1Xenomai’s home page, https://xenomai.org/
2ST Microelectronic’s STM32f7 Discovery provides I/O
audio codecs as well as interfacing compatibility with
the Arduino: http://www.st.com/en/evaluation-tools/
32f746gdiscovery.html.
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for microcontrollers are written in C. Despite a few strong
arguments encouraging the transition to C++ in the embed-
ded realm3, we set out to write our pseudo-object oriented
library in C. On one hand, this was because we already had a
sizable C codebase. On the other hand, our projects do not
require the higher-level class structures and subclassing ca-
pabilities provided by C++, which we were concerned could
slow performance. In a recent performance evaluation, we
verified our concerns, at least for our specific compiler and
embedded environment.See “Case Studies and Performance
Evaluation” section for more information.
Moreover, no C/C++ audio synthesis library exists that

is both well-suited for microcontroller-specific needs and
general enough to be used on many microcontroller plat-
forms. Some of the most popular C++ audio synthesis
frameworks, like STK by Perry Cook and Gary Scavone [5]
and CSL (CREATE Signal Library) by the researchers at
UCSB [11], are tailored towards use on personal computers.
They provide features such as debug logging and rely heav-
ily on stdlib and dynamic memory allocation, which are not
well-suited for or supported by most embedded platforms.
TeensyAudio [15] by Paul Sto↵regen is a complete audio li-
brary for a microcontroller platform; however, it is designed
and optimized for a specific board, the Teensy [16]. The ex-
isting C options did not meet our needs for similar reasons
(e.g. dependence on memory allocation). Axoloti [18] pro-
vides a C repository of code for embedded audio synthesis,
but it is designed specifically for STM32f4. We aimed to
produce an easily reconfigurable library that would suit the
needs of more than one platform.

1.2 What it is
OOPS is a collection of pseudo-classes and functions written
in C. It includes audio components that function similarly
to traditional UGens, as introduced by the MUSIC-N lan-
guages of Max Mathews [8]. OOPS provides various oscil-
lators, filters, envelopes, waveshapers, reverbs, delays, and
other basic utilities (midi-to-frequency conversion, clipping,
etc.). The DSP implementations are derived from a variety
of sources. Many of these algorithms are collected from the
Music-DSP mailing list archives and discussions or ported
from STK, while some are original. Lookup table optimiza-
tions are preferred over computationally intensive routines.
However, a near-future aim for OOPS is to provide both
accurate (less e�cient) and e�cient (less accurate) versions
of most components in the library. The OOPS audio library
is structured for ease and flexibility of use, with the needs
of embedded developers in mind.
Included in the OOPS repository are the OOPS library

itself, a Python script for the quick creation of lookup tables
(wtgenerator.py), and the source for an audio plugin devel-
oped using the JUCE framework [17]. The plugin features
an easily reconfigurable UI of sliders, buttons, and menus,
and provides the basic structural skeleton for writing audio
synthesis code using OOPS.

1.3 What it is not
OOPS is not a music-specific programming language, like
Supercollider [9] or ChucK [19]. Unlike some of the clos-
est relatives of OOPS (JSyn [3], Common Lisp Music [7],
CSound [2], RTCMix [6]), OOPS does not provide any high-
level functionality for managing an audio stream or connect-
ing UGens together in a DSP chain. OOPS does not include
a scheduler. It is assumed that the user has a system in
place with an audio callback that happens per frame and

3See Saks and Associates’ founder Dan Saks’ keynote pre-
sentation, C++ for embedded C Programmers: http://
www.dansaks.com/talks/ESC-205.pdf.

another “process audio” function that runs the per-sample
processing. This is reasonable to assume in the embedded
environment, and frameworks like JUCE provide for this
functionality on more complex computers running standard
operating systems. The standard embedded audio appli-
cation relies on a powerful MCU with one or more fast
clocks. A clock is divided down to audio sample rate to
generate callbacks for the developer to perform signal pro-
cessing, sometimes involving audio input from an ADC, and
fill an output bu↵er. The output bu↵er’s data is periodi-
cally funneled to a DAC. Every architecture accomplishes
this basic configuration di↵erently. It would be very di�-
cult to create a C audio library for embedded development
that could manage this particular kind of configuration for
every embedded project, and OOPS does not attempt to
provide this functionality.

2. THE LIBRARY
In the following section, we provide a description of the
features and structure of the library.

2.1 Library Structure
The library consists of a set of audio components. A com-
ponent is a self-named type-defined structure and a set of
functions that initialize and act on that structure. The
structure definitions live in OOPSCore.h, while the APIs
provided for each component live in appropriately named
header and source file pairs. For example, the API and
implementation for the tCycle (sine oscillator) component
lives alongside the tSawtooth, tNoise, and various other os-
cillator components in OOPSOscillator.h/c.

Every component has an initialization and “tick” func-
tion. The initialization function returns an instance of the
component. The tick function performs the actual sample-
by-sample signal processing or generation. The other func-
tions provide read and/or write access to parameters of the
audio component (frequency, resonance, filter coe�cients,
gain, and more). These functions, along with the tick func-
tion, require as their first argument a pointer to an instance
of the appropriate component structure.
Oscillators Filters Utilities Other
tPhasor tOnePole tRamp tPluck
tCycle tTwoPole tEnvelope tStifKarp
tSawtooth tOneZero tEnvelopeFollower t808Snare
tTriangle tTwoZero tCompressor t808BDTom
tSquare tPoleZero tDelay t808Cowbell
tNeuron tBiQuad tDelayL t808Hihat

tSVF tDelayA
tSVFE tPRCRev
tHighpass tNRev

2.2 The OOPS Core
OOPS.h is the only file the user should need to directly in-
clude in their project to begin using the full feature set of
the OOPS library. In it lives a brief API for initializaion
of OOPS and preprocessor includes for compilation of the
needed OOPS components. At the core of OOPS is a type-
defined struct (called OOPS), which indexes memory for the
user-provided sample rate, inverse sample rate, and random
number generating function pointer. It is required that the
user provides their own random number generating function
[0.0f, 1.0f) because the rand/randf function in C’s standard
math library is not supported by every embedded architec-
ture. The OOPS core also contains registries (arrays) for
instances of each type of OOPS component. Components
refer to the OOPS core for calculations based on the sample
rate and random numbers for noise generation. An impor-
tant feature of the OOPS core registry is its ability to call
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component-specific functions on all instances of each com-
ponent during run-time. The OOPS library takes advantage
of this ability to allow run-time changes to the global sample
rate.

2.3 Static Allocation and Memory
One challenge embedded audio developers face relates to
memory/storage and memory allocation. Most embedded
architectures come with hardware-defined memory limita-
tions that are puny compared to the average personal com-
puter. Moreover, many architectures discourage or don’t
fully support the use of the C standard library memory
allocation functions malloc(), calloc(), and free(), so dy-
namic memory allocation is di�cult or impossible. With the
OOPS library, we wanted to address these concerns by mak-
ing static allocation of any number of high level audio com-
ponents simple and easily reconfigurable. To meet the needs
of our own embedded applications, we eschew dynamic al-
location of components altogether, opting for compile-time
static/automatic allocation. This should be advantageous
for most embedded developers.
Any number of user-defined OOPS components are stat-

ically allocated as arrays of components in the OOPS core
structure (see OOPSCore.h). The authors provide a mem-
ory configuration file (OOPSMemConfig.h), which contains
a set of preprocessor macros. Each macro is related to a spe-
cific component and defines the number of instances of the
component to be statically allocated before run-time. If the
developer is facing memory restrictions due to hardware, or
would like to use more of a particular component in his/her
application, s/he may conveniently redefine these macros.
If for whatever reason the allocation limit is reached during
run-time, new instances of the overloaded component will
not be initialized and thus will behave in undefined ways or
not work at all.

2.4 Usage
To begin using OOPS, the developer should add the library
source to their project and include OOPS.h in a convenient
header file. The OOPS core needs to be initialized with
a call to OOPSInit(), which takes as arguments the de-
sired system sample rate and a pointer to a random num-
ber generating function. Developers using OOPS should
create pointers to audio components and assign to them
the return value of their associated initialization functions.
At that point, they may begin setting parameters of their
components and ticking them to process and refill the au-
dio bu↵er in the main audio callback. Developers should
remember to define the appropriate number of instances of
each component in OOPSMemConfig.h if they are facing
memory restrictions or need more of a certain component.
See the OOPS repository README.md for more details on
usage.

3. CASE STUDIES AND PERFORMANCE
EVALUATION

We have used OOPS in a variety of embedded projects de-
signed by the second author, all with great success: the
Drumbox, an electronic drum circuit, which uses an STM32f4
microcontroler; the Genera, a generic testing/experimentation
board for audio synthesis or processing, which uses an STM32f7
microcontroller; and the MantaMate, a digital controller to
CV Eurorack module, which uses an AVR32UC3a micro-
controller. Both the Drumbox and Genera feature audio
signal pathways built only with OOPS components. The
MantaMate does not perform any audio synthesis but rather
relies on handy OOPS utilities, notably several instances

of tRamp, a basic ramping tool. In all of these projects,
each using di↵erent microcontrollers and distinct develop-
ment environments (Keil uVision 5 or Atmel Studio 7.0),
OOPS was easy to integrate and work with. We found our-
selves spending much more time making musical decisions
about our instruments’ sound, usability, and appearance
and much less time writing and re-writing basic audio code
from scratch.

We have also used OOPS in the software domain to de-
velop unique audio plug-ins using the JUCE framework and
XCode. In particular, we have developed a neuron model
algorithm synthesis plugin and an 808 percussion plugin,
both of which have been or will be used in performance by
the Princeton Laptop Orchestra.

Figure 1: The Genera embedded synthesis engine in

Eurorack synthesizer format, front and back view

We have created some test patches to evaluate the ef-
ficiency of the library. With a bu↵er size of 512 at 48K
sample rate, we can produce up to 34 OOPS sine waves
or 16 bandlimited sawtooth waves at once, each with fre-
quency controlled in real-time via analog input. We have
been able to run some interesting waveguide physical mod-
els on the hardware, although given the limited CPU speed
(216MHz for the STM32f7), we run into performance limi-
tations with more complex models. There is room for im-
provement, particularly if we add support for the CMSIS
DSP library of accelerated commands (which would take
advantage of SIMD capabilities, but would be contrary to
our platform-independence goal), or if we create fixed-point
16-bit versions of our functions. These are both on our list
of planned future work.

Many of the design decisions in the library development
were influenced by how the Keil compiler for ARM handled
the various possibilities for the code structure. For example,
we decided to favor fewer function calls over greater encap-
sulation after noticing that the compiler tended to produce
slower code when more function calls were used. In our most
recent tests, we evaluated the performance of basic OOPS
components against functionally identical C++, inline-C,
and OOPS-alt4 versions of the components on the Genera
board described above. We performed the same tests with
two Keil compiler settings: one with -C, -C99 and –CPP
flags, and the other with only -C and -C99. The table be-
low presents the performance of OOPS, OOPS-alternative,
C++ and inline-C implementations of the same audio task.
In each case, the task is to compute and fill a bu↵er with

4An OOPS component with pointers to the functions in its
API embedded as members of the component struct. This is
closer to object-oriented and C++ programming, but adds
a function call.
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512 samples of a 220Hz band-limited sawtooth oscillator.
The tests were performed by setting a pin high at the start
of every bu↵er frame, setting it low once all 512 samples
were computed, and measuring how long that pin stayed
high during each frame with a Salaea Logic 8 analyzer. The
values presented below are averaged over approximately ten
of these measurements.

CPP (ms) Not CPP (ms)
OOPS 0.7702 0.7610
OOPS-alt 0.7703 0.7617
Inline-C 0.8744 0.8746
C++ 0.8107 n/a

4. CONCLUSIONS AND FUTURE WORK
There are two main areas for improvement that we intend
to explore in the future. First is the need for more au-
dio processing functions. There are several common areas
of synthesis, such as granular techniques and FFT e↵ects,
that are not yet represented in the library. We would also
like to include more unusual and experimental sound meth-
ods, such as Xenakis’s stochastic methods [20] or those de-
scribed in Nick Collins’s “Errant Sound Synthesis” papers
[4]. The second area for improvement is in the e�ciency of
the functions, especially for embedded platforms. Since our
primary use cases are ARM Cortex M-series MCUs such
as the STM32 series, we intend to build in functionality
that takes advantage of the MAC and SIMD capabilities of
those processors when they are targeted. Vectorization of
data, rather than use of a sample-by-sample tick function,
would increase e�ciency and take advantage of the available
ARM optimizations. We are currently exploring how to in-
corporate these changes while maintaining the simplicity of
the library’s API. Our current plan is to create additional
functions that operate on arrays of data rather than single-
sample inputs. This might necessitate the creation of a
UGen connection scheme to organize which operations may
be done in parallel, but that would add significant complex-
ity to the library.
Another area of future development will be the creation

of lower and higher resolution versions of the objects. In or-
der to take advantage of the single-precision floating-point
unit (FPU) in the STM32f MCUs, we chose to use single
precision floats throughout (defined as float literals, e.g.
20.0f) and pass data between functions as floats. There
are situations in which using doubles would be necessary
for acceptable precision, but the STK-style solution of a
MY FLOAT define would create additional casting that
could slow the execution time. In the other direction, many
of the hardware-specific optimization possibilities of STM32f
MCUs can only take advantage of 16-bit fixed point val-
ues (such as computing two 16-bit values within a single
32-bit register), so there are e�ciency gains to having 16-
bit fixed point versions of functions available. When us-
ing 16-bit fixed-point computations, sending data between
functions as floats becomes a performance bottleneck, since
each component must handle the conversion before and af-
ter performing its operation. The design goal of a simple,
clean library is somewhat at odds with the desire for flex-
ible control of the performance/accuracy continuum. We
intend to eventually include multiple resolution versions of
each component, but we still need to determine how to han-
dle input-output standards in that case.
There are several projects in our lab that use the OOPS

audio synthesis library, and we have so far found it very
useful. We believe that this library also could be useful to
researchers and designers beyond our own lab, so we hope
others will take advantage of this work. We especially be-
lieve it will be of interest to designers of custom instruments

and installations who, like us, are interested in achieving
more complex audio synthesis tasks on embedded proces-
sors without the use of an OS. We would be excited to see
others contribute to the library and expand the range of
UGens it contains.
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ABSTRACT 
“Climb!” is a musical composition that combines the ideas of a 
classical virtuoso piece and a computer game. We present a 
case study of the composition process and realization of 
“Climb!”, written for Disklavier and a digital interactive 
engine, which was co-developed together with the musical 
score. Specifically, the engine combines a system for 
recognising and responding to musical trigger phrases along 
with a dynamic digital score renderer. This tool chain allows 
for the composer’s original scoring to include notational 
elements such as trigger phrases to be automatically extracted 
to auto-configure the engine for live performance. We reflect 
holistically on the development process to date and highlight 
the emerging challenges and opportunities. For example, this 
includes the potential for further developing the workflow 
around the scoring process and the ways in which support for 
musical triggers has shaped the compositional approach. 
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Composition, musical codes, score, music information retrieval. 
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1. INTRODUCTION  
In this paper we describe the composition and technical 
realisation of “Climb!”, a non-linear musical work for 
Disklavier and electronics by Maria Kallionpää.  This charts an 
ongoing collaboration between the composer and two research 
institutions to develop an interactive system to support this 
composition.  
 Computers can have a profound impact on music composition 
and performance, the works of Iannis Xenakis (1922-2001), 
Karlheinz Stockhausen (1928-2007), Pierre Boulez (1925-
2016), and their many other contemporaries are illustrative 
examples of this. Techniques dependent on electronics and 
computers such as sound synthesis, algorithmic composition, 
the realization of stochastic arrangements and score following 
have been widely explored, as witnessed by the almost 
unlimited variety of interactive systems seen in contemporary 
performance. However, composers’ and performers’ wishing to 
engage in such musical works must invest significant time and 
resources in becoming ‘computer-literate’ or alternatively share 
their artistic vision with technically-minded collaborators, both 
of which may present barriers to use. 
 A key aim in our collaborative development of “Climb!” is to 

take steps to lower some of the technical barriers that can limit 
composers’ and performers’ use of computers in their musical 
practice. The interactive engine and supporting tools and 
processes that we are developing seek to provide a flexible but 
usable combination of features and capabilities. Specifically, 
they include an interactive real-time score and support for non-
linear compositions that respond directly to the performer’s 
playing. We begin by positioning our work against related work 
in this area. We then describe the specific requirements of the 
composition and our technical response to these, and chart the 
parallel process of scoring and system development. We 
highlight the key challenges arising and opportunities 
encountered. We conclude with some further challenges. 

2. Related Work 
2.1 Performance Interactions and Systems 
The work in this paper is positioned in contemporary music 
composition and performance, which often incorporates a 
mixture of human and computer performers, and the 
exploration of electroacoustic, stochastic and open forms. 
When such works also include a computer accompaniment the 
“live” system resembles “an invisible chamber music partner” 
[1] and, just like a human performer, an electronic system is 
equally susceptible to making mistakes [2].  
 Dannenberg et al. [3] observes two forms of interaction with 
computers in live performance, namely autonomy and 
synchronization. Our interest lies in the intersection of these 
forms, where the performer sets in motion and then interacts 
with actions that the system runs. Many such works employ 
score following systems, which are numerous [4]–[6]. They 
aim to synchronize the electronic accompaniment with the 
human performer. Score following systems can be challenging 
for  both the performer and the listener, being prone to error, 
which can disrupt synchronization [6]. Our interest is not to use 
score following in performances of “Climb!”, but rather 
employ other methods of computer listening less reliant on 
continuous synchronization between performer and system. 
 Electronic or electroacoustic repertoire may require the 
performer to manage other activities other than just playing 
their instrument, such as controlling facets of the system. A 
range of contrasting solutions have previously been employed, 
from the use of motion sensors to enable hands free control of 
“physical [or virtual] knobs, sliders and switches” to more 
mundane solutions, such as foot pedals, or moving to the next 
setup in the piece by pressing the space bar of a laptop [8].   

2.2 Real-time Score Display  
Printed scores are inherently problematic when the performed 
music is non-linear in structure. Unsurprisingly, the integration 
of new technologies into the field of music performance has 
driven the exploration of similarly interactive solutions for the 
display of scores. Winkler outlines a set of characteristics for 
their application [8], stating they need to be “generated in real-
time”; “projected directly onto a computer screen”; that ‘the 
musicians can interactively influence the evolution of the 
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piece”; and finally “that each performance creates only one 
possible version of many”. Winkler also distinguishes between 
a control score (real-time feedback on system state) and a 
playing score (i.e. traditional notation) [8]. Winkler’s 
characteristics of real-time score application neatly describe our 
composer’s compositional intent. 
 Hope and Vickery [9] classify real-time scores into four 
types: ‘the scrolling score’, where the notation is rendered in 
time under a fixed playhead; the ‘permutative score’, where 
discreet musical fragments can be displayed in open 
arrangements; the ‘transformative score’, where an already 
displayed score can be transformed in real-time; and finally the 
‘generative score’, which is constructed in real-time.  
 There are numerous systems and approaches for creating and 
rendering real-time scores, one such example can found in 
InScore [10] an interactive score viewer whose rendering 
actions are driven by OSC messages. In addition to displaying 
standard western notation, InScore “extends the traditional 
music score to arbitrary heterogeneous graphic objects”[10]. 
For instance this might include rendering graphical elements 
such as the coloured highlighting of specific measures. 
 The “Climb!” composition is constructed around a series of 
musical fragments designed to be navigated through in a 
variety of directions, which suggests a primarily permutative 
approach, although with transformative elements where key 
phrases in the score can be dynamically highlighted.   

2.3 Structuring Music Information 
While music is typically delivered in a linear rendition, its rich 
conceptual structure can be viewed as hyperstructures which 
can encode branching compositions and incorporate other 
multimedia elements and annotations [11]. Earlier systems 
expressed relationships anchored to surface level 
representations: music is typically anchored to a timeline 
expressed in milliseconds, beat instances, or MIDI clock ticks, 
or to a sequence of (pitch-derived) chroma features e.g. [12]; 
digitized images of musical notations are referenced by spatial 
coordinates describing relevant regions, perhaps obtained via 
Optical Music Recognition [13].  
 The Synchronized Multimedia Integration Language1 (SMIL) 
provides a means of specifying hypermedia linking structures, 
including grouping of elements and temporal ordering but 
requires the use of coordinated timelines ultimately expressed 
in terms of milliseconds. The commonly used MIDI format 
encodes pitch sequences, durations, and other control 
information, but is impoverished from a musicological 
standpoint; for example it cannot represent simple structural 
features, such as repeats or jump instructions, or note stem 
directions, beams, slurs, and other aspects of musical notation. 
MusicXML [14] can handle all these features but is 
predominantly designed to support score rendering consistency 
across different software tools, and consequently valuable 
musicological information is omitted [16]. 
 The Music Encoding Initiative (MEI) [16] provides an 
alternative XML schema with a focus on capturing the 
semantics of musical content. This enables the clean separation 
of content from presentation [17] and provides a rich, cohesive, 
and detailed representation of musical structure in which 
identifiers can be assigned to notational elements at any level of 
the musical hierarchy. The Verovio2 renderer generates 
beautiful engravings of the musical score, closely mirroring the 
MEI input structure. It also perpetuates the identifiers in the 
MEI into its SVG output such that each visual element is 
universally addressable.  
                                                                    
1 https://www.w3.org/TR/REC-smil/ 
2 http://www.verovio.org/index.xhtml 

3. Design 
We now describe “Climb!” from the perspective of the 
composer and the audience. In the subsequent sections we will 
consider its technical realisation.  

3.1 Composer’s Vision 
From the composer’s perspective “Climb!” explores how best 
to maximise the capabilities of both the performer and their 
musical instrument. The goal was to contribute to the ongoing 
development of contemporary piano repertoire by creating an 
innovative virtuoso composition that could offer new 
perspectives both for the concert audience and for the 
musicians who play it. The original intention was to design a 
system, an interactive ‘music engine’, that could be used in the 
context of various compositions. This would then provide a 
means of multiplying the performer´s instrumental skills by 
providing them access to technical possibilities that would not 
be achievable by a human performer on a regular concert 
instrument (including, for example, faster tempi, changing the 
tuning in the middle of the performance, playing multiple 
octave ranges simultaneously, or one performer playing “a 
duet” by him/herself). Furthermore, the composer also wanted 
to challenge the concept of ‘form’ in a classical composition, 
which is why they decided to compose this piece in the form of 
a game. This approach references the tradition of musical dice 
games in the works of C.P.E. Bach and W.A. Mozart or John 
Cage’s compositions based on chess play.  

3.2 Performance Elements 
“Climb!” is written for a Disklavier grand piano and 
electronics. The Disklavier is played by both a human 
performer and at times automatically, alongside the pianist, as 
driven by a MIDI input. Electronics here denotes digital signal 
processing effects (e.g. filtering, reverberation, delay) applied 
to the Disklavier’s audio signal. Accompanying projected 
visuals complete the range of media envisaged for the work. A 
key purpose of the supporting visuals is to give the audience a 
view into the interactive nature of the performance, something 
that may be otherwise hidden within the system.  
 The stage setup consists of the piano, with two microphones 
capturing its sound. This is routed through an audio interface 
into the ‘music engine’ laptop. MIDI in and out is also routed 
between the Disklavier and the system laptop. The traditional 
printed score is replaced with a tablet or second display 
attached to the system laptop showing the real-time score. This 
is connected to a foot pedal that actions the next page of the 
score. The decision to place control of digital page turns over to 
the pianist means they can control the timing of turns within the 
performance of continuous musical passages and transitions 
between sections, where a pause may be placed (commonplace 
practice between movements of a piano concerto). Visuals are 
displayed on a large screen behind the piano and performer.  

3.3 Open [game] form 
“Climb!” uses an open form, designed so that the performer´s 
real-time actions define the progression through a branching 
compositional structure (see Figure 1). This describes the game 
like approach to the work: a demanding climb up a mountain 
where the pianist is faced with a number of challenges that 
steer the trajectory of their climb. “Climb!” consists of three 
‘macro compositions’ each of them symbolizing a path leading 
from ‘Basecamp’ to the ‘Summit’ (i.e. Path A, Path B, Path C). 
These ‘paths’ contain a number of ‘events’ (i.e. micro 
compositions, see Figure 1) that may branch to other paths 
depending on how the performer meets their particular 
challenges. These challenges are realized as specifically scored 
musical material that is technically demanding for the pianist, 
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such as phrases, sequences or rhythms. If played correctly the 
pianist will remain on course, continuing along the same path, 
but if articulated inaccurately the system will then steer the 
pianist over to another path.  

 
Figure 1: Branching structure of “Climb!” 

 All the micro-compositions are fully scored for both the 
pianist and automated Disklavier using traditional western 
notation, with the exception of occasional requests stated in the 
score for improvised, or semi-improvised musical statements. 

3.4 Example Interactions 
By way of an example, we now offer a walk-through 
description of a series of composed performance interactions 
from “Climb!”. Each performance commences at ‘Basecamp’ 
(see Figure 1). At the end of this micro-composition the 
performer is presented with a choice of one of three alternative 
endings to play. Their choice will determine which path they 
commence their climb along (e.g. ending 1 = Path A or Ending 
2 = Path B). The musical material in these endings, as is the 
case with key phrases in the other micro-compositions have an 
extra-musical functionality. Specifically they are codes that 
when played by the pianist trigger subsequent interactions, such 
as determining the next micro-composition along the path, or 
triggering of a Disklavier accompaniment, or changing the 
audio effects or cueing visual images. 
 If, for example, the performer chooses Ending 2 and performs 
it accurately the system (music engine) will queue up the next 
micro-composition, in this case ‘Event 1b – The Stones’ (see 
Figure 1). The performer initiates the start of ‘The Stones’ by 
advancing the score via the foot pedal. This triggers an 
automated Disklavier accompaniment. In the ‘The Stones’ our 
climber is faced with falling stones on the mountainside. This 
event finds the pianist dodging a flurry of phrases performed 
automatically by the Disklavier, and the audio signal is treated 
with a digital delay effect to mimic the rattling sound of the 
falling stones. Towards the end of ‘The Stones’ the performer 
is again presented with another musical challenge, which also 
functions as a musical code. If performed accurately they will 
then progress to the next micro-composition along that path 
entitled ‘Path B’ (Figure 1). Alternatively, if they fail the 
challenge with an inaccurate performance of the musical code 
they branch off to ‘Event 1c – Echo’. 
 An additional interaction comes in the form of variable 
weather conditions experienced by the climber as represented 
by audio effects (i.e. MAX/MSP patch). Although partially 
random, there are also controlled by the software system so that 
some effects can only occur at certain stages of the piece.  

 These examples illustrate the nature of the interactions 
contained in a “Climb!’ performance. Given the open form and 
elements of indeterminacy (i.e. branching structure and random 
weather conditions) it is anticipated that each performance of 
“Climb!” will deliver a unique reading. 

4. Implementation 
We now present the technical realisation of “Climb!” and 
specifically the interactive engine that has been created to 
support it. The architecture of the system is shown in figure 2, 
and integrates and extends a combination of bespoke and 
established software. The key software components are: 
Muzicodes [18], which recognises and responds to the musical 
trigger phrases played on the Disklavier and coordinates the 
entire runtime engine; MELD, which handles and renders the 
dynamic digital score; and MAX/MSP, which implements the 
audio effects and sequences the Disklavier parts. These are 
described in more detail below.  

 
Figure 2: The “Climb!” runtime engine 

4.1 Muzicodes 
Muzicodes is a research system that enables composers and 
performers to bestow musical gestures (e.g. melodies, rhythms, 
or combination of both) with an extra-musical functionality, 
namely to trigger a range of media interactions. A previous 
version of the software is charted in [19], which provides a 
system overview.  
  The Muzicodes approach is distinct from Score Following in 
that it does not seek continuous synchronization between 
performer and system. Rather Muzicodes listens for pre-defined 
musical statements, or musical gestures, we refer to as ‘codes’. 
These codes can be defined as pitch strings (i.e. melody), a 
group of delays between onsets (i.e. rhythms), by velocity or a 
combination there of. Thus, musical motifs embedded within 
the score can be identified as codes and then mapped to actions 
that function as triggers for other performance media. This 
approach can offer a great deal of flexibility for the 
composer/performer. For example, the presentation of codes 
can be performed at will, as there is no reliance on keeping to a 
fixed sequence of events or time code. Furthermore, codes can 
be absolute or, by using Regular Expressions (RegEx), ‘loose’ 
and flexible. RegEx characters can permit matching for ranges 
of notes or repetitions or any inputted pitch or delay, thus 
enabling a performer to extemporize around them. Finally, 
conditional matching enables codes to become active under 
prescribed conditions, for instance deactivated after first 
presentation, or only active after other preceding codes have 
been ‘heard’. 
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 Muzicodes can work with either audio or MIDI as input. The 
latter is used in this instance as the Disklavier outputs all 
keyboard interactions as MIDI events. MIDI provides a clean 
signal for the system as it bypasses the feature extraction step. 
Once a code is heard and any pre-conditions are fulfilled they 
are then mapped to ‘actions’. These can be MIDI, OSC, URL 
or text based messages outputted to other software or hardware.  

4.2 MELD 
The next core functionality required for “Climb!” is that of a 
real-time score renderer. For this purpose we turned to another 
piece of research software, the Music Encoding and Linked 
Data (MELD) framework. The hierarchy of musical structure 
encoded by an MEI version of the score provides a semantic 
spine, through which elements of musical notation or 
aggregations thereof – for instance, groupings of individual 
notes and measures – are associated and annotated using Web 
Annotations4. This enables MELD to associate information 
with specific elements of the music regardless of performance 
characteristics (e.g. tempo, structural decisions) or layout 
decisions (e.g. page size, number of systems per page).  
 MELD stores this information as a set of dynamically 
updated RDF triples, external to the MEI source; then combines 
the two on-demand in a web-based renderer, augmenting the 
SVG score view produced by the Verovio renderer with custom 
presentation or actions. The RDF triples encode semantic 
annotations targeting notation element URIs. Action handlers 
corresponding to each semantic tag are modularly defined, for 
example to display the name of the next fragment in the queue 
or to instruct Verovio to render the MEI corresponding to the 
next segment. The rendering state is tracked using MELD 
RESTful API, which also ensures that actions such as rendering 
a new MEI source only occur at the appropriate time and that 
refreshing the web-browser does not “break” the performance.  
 Provenance information is generated during the creation of 
each annotation, and on its actioning by the renderer. This 
captures MELD’s ‘perspective’, allowing us to determine the 
sequence of actions performed. We can use this information to 
generate real-time or post-hoc descriptions of the performance, 
which can be shared with the audience and performer.   
 The digital score view contains two views in alignment with 
Winkler [8], i.e. the playing score (MELD view) and a control 
score (Muzicodes view). The former displays the traditional 
western notation including the Disklavier part (where 
appropriate). The latter displays the state of the Muzicodes 
system: the incoming stream of note events, candidate codes 
which, when performed, are progressively highlighted in red 
and a preview/action window that display actioned codes. 
However work is also in progress to integrate the control 
information directly into the playing score, for example 
dynamically highlighting triggered codes.  

4.3 Other Components 
The well-known commercial product MAX/MSP provides 
supporting capabilities to the interactive engine. A simple patch 
loads the Disklavier parts exported from the score and plays 
(sequences) these when triggered by Muzicodes over an 
internal MIDI connection. The treatment of audio effects on the 
Disklavier are realized by a second MAX/MSP patch hosting a 
number of Virtual Studio Technology (VST) effect plugins 
(using the vst~ object). This patch is also controlled by MIDI 
messages from Muzicodes that define the routing of the audio 
signal through the VST’s. The projected visuals are intended to 
show animated sequences, although to date system tests have 

                                                                    
4 https://www.w3.org/ns/oa 

used static images. This display is directly controlled by 
Muzicodes (using its “channel” system [18]). 

5. Challenges and Solutions 
Having presented the overall implementation of the interactive 
engine that supports “Climb!”, we now consider some of the 
key challenges that have emerged during development and how 
they have been addressed. 

5.1 System Integration 
The first challenge was to achieve an effective integration of 
the main technical elements, in particular Muzicodes and 
MELD: the two systems need to coordinate closely throughout 
a performance. While Muzicodes was capable of issuing a 
range of actions in response to the recognition of performed 
codes it lacked any other form of control input. So we extended 
Muzicodes with a ‘Controls’ section that permits for actions in 
Muzicodes to be associated with other inputs including buttons, 
MIDI control messages and most importantly HTTP requests. 
We also extended the range of actions available in Muzicodes 
to include the ability to make HTTP requests to other software.  
 Using these new HTTP interfaces we were able to integrate 
and synchronise the operation of Muzicodes and MELD. 
Specifically, MELD is responsible for displaying the digital 
score, and it informs Muzicodes (over HTTP) each time the 
performer advances the display to a new micro-composition. 
Meanwhile, Muzicodes is responsible for detecting the musical 
codes or trigger phrases and responding appropriately. In 
particular Muzicodes informs MELD (again over HTTP) when 
a new micro-composition should be queued as the next 
fragment to display. The Muzicodes system also acts as a 
bridge between the foot pedal and MELD, responding to pedal 
presses by sending a page-turn annotation to MELD. 
 These extensions to Muzicodes have begun to expand its role 
beyond a music recognition system to one of a performance 
management system, capable of integrating other diverse sub-
systems.  

5.2 System Expressiveness 
One of the key functions of this integrated system is the 
triggering of actions to control “Climb!’s” various media 
elements: the real-time interactive score display, automated 
Disklavier accompaniment, routing of the audio signal through 
digital signal processing and the synchronisation of visuals to 
transitions between micro-compositions. These actions need to 
respond to a number of competing considerations, namely to 
compliment performance aesthetics, bestow system control to 
both the performer and system in different circumstances, and 
present a real-time view on the system state, across a number of 
linked sub-systems. This required careful thought and 
development so that in the performance system each musical 
code or change of score can trigger any or all of the following 
actions, initiated by Muzicodes: 
• Queuing of the next appropriate score fragment in MELD. 
• Asking MELD to highlight measures in the score in order 

to give real-time feedback to the performer as to whether 
the corresponding Muzicode has been triggered.  

• Starting an automated Disklavier accompaniment (MAX 
patch 1).  

• Triggering a specific (predefined or random) audio effect 
in MAX Patch 2.  

• Switching the visual display to a new image or animation 
(specified via a URL). 

The development process also revealed a number of other 
extensions to Muzicodes’ functionality required to realise the 
composition as envisioned. In addition to the general support 
for integration described above, it was also necessary to 
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introduce delayed actions in Muzicodes. Previously actions 
were performed as soon as a code was recognized. Thus 
composers and performers, when defining codes, had to 
balance the needs of the music and the placement of the codes 
against the desired moment of initiation of any resultant action. 
By introducing a function to queue future actions (i.e. to delay 
actions by a certain number of seconds), the composer has 
more flexibility about where codes can be embedded within the 
music. Note that this is effective when timings can be 
prescribed and are consistent across multiple performances, but 
less effective if this is uncertain. In the context of “Climb!” 
those micro-compositions with Disklavier accompaniments 
(driven by MIDI files) are fixed and therefore consistent in 
tempo and duration, thus appropriate for delayed actions.  
 In addition to delayed actions, support for randomized actions 
has also been added. This was in response to the requirement 
for random ‘weather conditions’ manifest by particular choices 
of effect processing in MAX, so that each micro-composition 
can trigger one of several possible effects at random.  

5.3 Scoring and Annotation 
The composition of “Climb!” has for the most part taken place 
independently from the rest of team. Periodically the composer 
presents new fragments and these are integrated into the music 
engine. One theme of discussion has revolved around score 
markings and annotations, specifically how to notate the codes 
and other interactions beyond the piano keyboard. To this end, 
the Disklavier has been notated on a separate staff, in keeping 
with traditional practices. Codes are marked in two ways. First, 
they are placed on an ossia, a breakout staff that appears above 
or below the piano part in the score. Traditionally, ossias are 
used to notate an alternative passage that can be played, or to 
assist a performer in navigating their score after a period of rest 
by indicating other currently playing instrument lines. Our 
composer has adopted this engraving practice to draw attention 
to the location of codes. Secondly, text has been used to 
provide performance instructions (e.g. for ‘loose’ or semi-
improvised codes) and subsequent actions. These ossias are 
only present in the full score, and as such they speak to the 
composer, technician and the performer in rehearsal. They do 
not appear in the real-time score used in a performance setting, 
due in part to limited display space on the performer’s screen. 
 Some of the audio effects have also been marked in the full 
score. As with the above example, existing traditional score 
markings have been re-purposed for this task, such as using 
‘hairpins’ (normally used to express dynamics) to indicate the 
fade in and out of audio effects. To clarify the function of the 
marking the composer has again used accompanying text 
descriptions. When scoring new or novel musical interactions 
contemporary composers typically repurpose existing 
markings, rather than invent new ones. 
 Our composer’s approach to the nature of codes embedded 
within the musical material has taken on a notable relevance. In 
principle these codes do not need to be musically remarkable, 
and can be indistinct to the human ear as long as they are 
recognised by the system. Nonetheless, the composer aligned 
the extra-musical codes with the principle musical themes of 
the work, describing their function as the ‘keys’ by which the 
piece is structured. While this is an artistic decision, as opposed 
to one of necessity, it highlights how the Muzicodes approach 
has promoted interdependency between the composition of 
music and composition of interaction; specifically Muzicodes 
has become a defining element of the compositional process.  

5.4 Score Encoding and Rendering 
Generating the version of the score for use in MELD presented 
a number of challenges, specifically the conversion from 

Sibelius to MEI. With no native MEI export, an available third-
party plugin created MEI files with many errors (sometimes 
doubling note events and omitting many markings). We 
compared these to musicXML encodings from Sibelius which 
demonstrated a number of improvements. We discovered that 
opening and re-exporting these as musicXML files in 
MuseScore2 improved matters. These were then converted to 
MEI, however further manual editing was still required to 
rectify outstanding errors. This highlights a current challenge 
for this and other such systems using the MELD approach, and 
consequently represents an area for future work.  

5.5 Workflow of Composition and 
Performance 
To date the collaborative realisation of “Climb!” has spanned a 
7 month period including a number of focused development 
sessions. Here we reflect on the process or workflow that has 
been developed to support composition and performance. 
Figure 3 illustrates an integrated workflow of three distinct 
stages: composition and production, performance and post-
performance. Central to these stages is notation and annotation. 
 The composition process is undertaken directly to a digital 
score (i.e. in Avid Sibelius). Once codes are identified in the 
score these are then added to the “Climb!” Muzicodes 
experience (the file that contains all of the configuration 
parameters for Muzicodes, such as codes, conditional matching 
and actions). This is not necessarily a one-way process: the 
needs of the extra-musical functionality of the codes can push 
back on the creative decisions the composer makes. The 
creation or configuration of other performance media, such as 
the audio effects (DSP) and visuals also come into play here. 

 
Figure 3: “Climb!” Music Engine Workflow 

 Once scored, the notation is then converted into MEI for 
MELD to use in the real-time rendering of score fragments. 
The Disklavier parts in the score are also exported as MIDI 
files to be sequenced by MAX Patch 1 (see Figure 3). The 
performance stage is as described in section 4 and above.  
 MELD also maintains a complete record of the history of the 
dynamic score, allowing us to determine, for instance, the exact 
time at which a Muzicode was triggered and when the next 
piece of the composition was determined and subsequently 
transitioned to. This information can be captured for every 
performance of “Climb!” allowing each individual performance 
to be documented and compared. 
 Part of our ongoing intention is to make it easier for the 
composer/performer to set up and configure the complete 
performance system, especially valuable when a performance is 
being reproduced by a different set of performers or when a 
work is being adapted or modified. To this end we have created 
an initial software tool to semi-automate the configuration 
process. “Climb!” is a large-scale composition comprising 
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about 20 different micro-compositions, each with its own 
musical code(s), accompaniment, visuals and choice of effects. 
We have defined a simple Excel spreadsheet in which all of 
these performance options can be specified. If the score is 
changed or the settings for a micro-composition are modified 
then the system can re-process the score MEI files, the 
spreadsheet and the previous Muzicodes experience file to 
create a new experience file with the correct codes, conditions 
and actions. This tool also auto-generates all of the specific 
controls and actions needed to link Muzicodes and MELD.  

6. CONCLUSIONS 
The integration of Muzicodes and MELD has created an 
interactive performance system capable of supporting a broad 
range of performance interactions linked to a dynamic score. 
This is successfully supporting the composition and 
performance of “Climb!”, whose musical challenges, branching 
structure and stochastic elements draw inspiration from 
computer games. Our long-term aim is to lower some of the 
technical barriers to the integration of technologies in such 
interactive performance works. This clearly references a wide 
spectrum of tailoring and the work charted here represents an 
initial exploration of a single mid-point example. We have 
begun to develop additional software tools to support and 
automate mechanical elements of the process of setting up and 
configuring the software system. These permit for some 
authoring and re-configuration outside of the software’s 
‘code’. There is still more to be done about extracting further 
detail from the score, where the composer’s annotations can 
auto-configure other system interactions. Furthermore, our 
MAX/MSP patches require significant handcrafting, which, 
given our aim, raises a question as to whether and how one 
might automate this process. Our vision is that a future version 
of the system will be able to operate entirely from the 
composer’s score notations together with a suitably structured 
form of programme note, requiring minimal technical expertise.  
 There are three further related challenges that are brought to 
the fore by compositions such as “Climb!” which we are now 
beginning to address. First, it is relatively difficult to rehearse a 
piece such as this. Disklavier pianos (like many other unusual 
musical instruments and interfaces) are not universally 
available. Consequently initial testing of the system was done 
using a MIDI keyboard which can mimic the sound of the auto-
accompaniment but not the mechanical and visual aspect of 
keys being depressed. But even with this adjustment it can be 
quite difficult and time-consuming to set up the performance 
system, especially on a new computer. Second, it is relatively 
difficult to perform the piece, for essentially the same reasons. 
Dobrian and Koppelman [19] observe that it is commonplace in 
contemporary performances, especially those that employ novel 
music systems and interfaces for performers to have limited 
time to get to grips with the instrument, with a direct impact on 
performance virtuosity. Furthermore, if problems crop up with 
the hardware or software then trouble-shooting typically 
requires a high level of familiarity and expertise. Third, it is 
relatively difficult to record a performance in all of its richness, 
for example including the score notations and visual elements 
in addition to the sound. And where such multi-faceted 
recordings are created they are difficult to pass on, view, 
interpret or analyse. We envisage that a set of related Digital 
Music Objects (DMOs) could be defined that encapsulate the 
diverse aspects of such a composition and/or its performances. 
Associated software tools could then scaffold and at least 
partially automate configuring, controlling, recording, 
repurposing and reproducing such performances. We are using 
the performances of “Climb!” to motivate, inform and drive the 
initial development of such tools. 
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ABSTRACT 
New digital musical instruments are difficult for organologists to deal 
with, due to their heterogeneous origins, interdisciplinary science, 
and fluid, open-ended nature. NIMEs are studied from a range of 
disciplines, such as musicology, engineering, human-computer 
interaction, psychology, design, and performance studies. Attempts 
to continue traditional organology classifications for electronic and 
digital instruments have been made, but with unsatisfactory results. 
This paper raises the problem of tree-like classifications of digital 
instruments, proposing an alternative approach: musical organics.  
 Musical organics is a philosophical attempt to tackle the problems 
inherent in the organological classification of digital instruments. 
Shifting the emphasis from hand-coded classification to information 
retrieval supported search and clustering, an open and distributed 
system that anyone can contribute to is proposed. In order to show 
how such a system could incorporate third-party additions, the paper 
also presents an organological ontogenesis of three innovative 
musical instruments: the saxophone, the Minimoog, and the 
Reactable. This micro-analysis of innovation in the field of musical 
instruments can help forming a framework for the study of how 
instruments are adopted in musical culture. 
 
Author Keywords 
Organology, musical organics, classification, NIME, digital musical 
instruments, ontogenesis, innovation. 
 
ACM Classification 
H.5.5 Sound and Music Computing. 

1.! INTRODUCTION 
As a research field, NIME is characterised by a plethora of design 
approaches, hardware, and software technologies. Formed of an 
interdisciplinary research community with divergent end-goals, the 
diversity of aims, objectives, methods, and outcomes is striking. 
Ranging from expressive interfaces, to musicological concerns, novel 
sensor technologies, and artificial creativity, the research presented is 
heterogeneous, distinct, and original. 
 The design of digital instruments is very different from the making 
of acoustic instruments, due to the bespoke traditions and production 
environments of the disciplines mentioned above, but notably also 
because of the heightened epistemic dimension inscribed in the 
materiality of digital systems [25]. These new materialities are often 
hardware and software technologies manufactured for purposes other 
than music. Without having to support established traditions and 
relationships between the instrument maker and the performer or 
composer, new digital musical instruments often develop at the speed 
of the computer’s technical culture, as opposed to the slower 
evolution of more culturally engrained acoustic instrument design.  

 Examples of the new materials used in digital instruments include: 
buttons, knobs, sliders, ribbons, accelerometers, photocells, infrared 
sensors, web-cameras, motion capture systems, 3D range cameras, 
and various biosensors. These are for embodied control, but the 
sensorial scope can also be extracorporeal, for example using GPS 
satellites, network data, or social media activity in sonification. These 
are materials with particular agencies as they are interwoven into 
complex techno-cultural structures, often borrowed from utilization 
contexts that are not related to music at all, for example gaming, 
sports, web design, military, etc. 
 A large part of the technical expertise in the making of new 
musical instruments is therefore not necessarily related to music, but 
rather human-machine ergonomic factors. The digital luthier [19] 
applies a new type of knowledge required to build, test, perform, 
analyze, and understand the new instruments. This does not involve 
the tacit skills of the artisanal master-to-disciple relationship, but 
rather the know-how gained from reading manuals and technical 
specs, understanding code libraries and APIs. The applied knowledge 
and techniques might originate in product design, human-computer 
interaction, computer games, web design, ergonomics, science 
fiction, and even virtuosic sports, such as skateboarding or karate.  
 Traditional classification schemes for musical instruments have 
analysed their material nature, sound, and performer activity. With 
digital instruments, classification has proven difficult, due to the 
heterogeneous material nature, the complexity of sound generation, 
the fluidity of the instruments, and so on. A new analytical approach 
is required that engages with the repository of digital instruments 
from a multiplicity of perspectives: materials (e.g., plastic, metal, 
glass, fibre, cloth); sensors (e.g., ultrasound, CMOS, bend, 
potentiometers); sound (e.g., physical models, FM, subtractive, 
concatenative, granular, sampling); mapping (e.g., one-to-one, one-
to-many, many-to-one, convergent, learned, evolutionary, stochastic); 
gestures (e.g., wave, hit, stroke, pluck, shake, strike, bow, blow); 
reuse of proprioceptive skills (such as the trained playing of 
keyboard, strings, wind, and percussion); manufacturer (e.g., of 
sensors, chips, motors), and many more, including cultural context, 
musical style, and other areas that have been, or indeed will be, called 
for as extensions to existing organological classifications. 
 This paper engages with NIME organology. After a brief survey of 
historical instrumental classifications and recent attempts dealing 
with digital instruments, the concept of musical organics1 is proposed 
as an approach that might benefit the organology of new digital 
instruments. Musical organics is not a classification system designed 
for spatial considerations (how to organize instruments in a museum) 
or outlining chapters of a printed book: it is a philosophical study 
raising some ontological issues of classifying digital instruments, 
and, in so doing, proposing an information-architectural space whose 

                                                                    
1 The term ‘organics’ here references an early work in organology, 

Adolph Bernhard Marx’s 3rd section of Allgemeine Musiklehre, 
(1839, e. 1853), where ‘Organik’ is translated as ‘Musical Organics.’ 
It also relates to Deleuze and Guattari’s concept of the rhizome. 
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representation can be dynamically generated, depending on the 
research interests and perspective of the user. Musical organics is an 
open system that supports third party organological additions (or 
plugins). To exemplify this, the paper gives an example of such a 
plugin, addressing the ontogenetic analysis of musical instruments. 

2.! ORGANOLOGICAL CLASSIFICATIONS 
All musical cultures create systems for analyzing and grouping their 
instruments. These systems sort them into categories that are 
meaningful for the particular culture [20]. Cultural values differ: what 
might be meaningful in one culture might be of little interest in 
another, and we often find that extra-instrumental concerns, such as 
mythology, tradition, societal structure, cosmology, or religious 
function, contribute to or constitute the principles of categorization.  
 Organologists have presented a plethora of useful approaches to 
sorting and classifying musical instruments. The organizational 
principles typically relate to the material substance of the instrument 
and its vibrational function, as exemplified in the classical Indian 
Nāṭyaśāstra system, the museum classification of Mahillon in 1880, 
and the system designed by Hornbostel and Sachs in 1914 [17]. 
 The Hornbostel-Sachs system has become the most universally 
accepted classification, and, albeit imperfect, it has been widely used 
in organological and musicological literature, as well as in museum 
collections. This is where we find the well-known division of musical 
instruments into membranophones, idiophones, chordophones, and 
aerophones. The system enables a tracing down to the unique 
features of individual instruments, through logical divisions at each 
level. For example, the numerical denominator of 111.242.222 would 
refer to sets of hanging bells with internal strikers (1 = idiophone; 11 
= struck idiophone; 111 = idiophones struck directly; 111.2 = 
percussion idiophones; 111.24 = percussion vessels; 111.242 = bells; 
111.242.2 = sets of bells; 111.242.22 = sets of suspended bells; 
111.242.222 = sets of clapper bells). Other twentieth century systems 
range from Dräger’s [9] method of microtaxonomical organology 
that added cluster variables to instrument descriptions, through 
Elschek and Stockman’s work on upward typology of musical 
instruments [11] to Herbert Heyde’s [14], ‘natural system,’ focusing 
on instrumental evolution, conceptualized via a complex analysis of 
instrumental classes at various abstraction levels. 

 
Figure 1. The upper levels of the H/S classification. 
In 1940, Sachs introduced the electrophone category as a response to 
new musical materialities including oscillators, filters, pickups, and 
amplifiers. The electrophone category is divided into instruments 
with electronic action (51), electromechanical action (52), and 
electroacoustic action (53). At the time, this addition was a sufficient 
plasterwork, but with the advent of digital technologies and diverse 
mappable controllers, the fix has long since collapsed. Bakan et al. 
[1] address the problems of the electrophone category by proposing 
considerable additions to the H/S system. They suggest a rethinking 
where electric and amplified instruments are returned back to their 
acoustic siblings (where the electric guitar is a subcategory of the 
chordophone guitar, but with a +E at the end, or: 321.322-E). Here 

the electrophone category is used exclusively for instruments that 
generate sounds electronically as opposed to amplified acoustics.  
 The Hornbostel-Sachs system has been subject to improvements: 
Birley and Myers [3] have recently published a revision of the 
classification that has been taken into use by the MIMO consortium 
(Musical Instruments Museums Online. See www.mimo-
international.com). Considering how widely used the system is, this 
is a welcome and timely project, as the update makes it more 
inclusive of non-Western instruments, and, in particular, expanding 
the electrophone category. Weisser and Quanten also attend to the 
problems of the H/S system, providing two alterations: the first 
introducing timbre modifiers as important organological concerns; 
the second adding a modular syntax to the electrophone category 
(represented by symbols such as +, *, and =). Having proposed some 
solutions to the problems of the electrophone category, the authors 
come to the conclusion that perhaps a more holistic framework 
should be devised, moving away from tree-like classifications. 
 Recent studies in organology tend to broaden the scope of the field, 
often emphasizing the cultural context of musical instruments 
[27][6], lived organology based on stories, historical meanings and 
relationship with the sacred [16], or the ‘social life’ of musical 
instruments [2]. Widening the analytic context, Tresch and Dolan 
[31] conduct a study comparing scientific and musical instruments, 
introducing an organological classification based on ethics. 

3.! NIME CLASSIFICATIONS 
There is a clear demand for establishing organizational principles for 
new digital instruments. Such a system would enable inventors to 
share knowledge [26][27], performers would benefit from a stronger 
recognition of their musical context, musicologists would gain the 
necessary terminology to analyze and reference developments in the 
field, and composers would acquire a resource to understand the 
instrumentation principles of these new technologies. In the light of 
the heterogeneous materiality and design approaches of digital 
instruments discussed above, we might ask whether it would make 
sense to introduce yet another category to the H/S system – the 
digiphone – to address their arbitrary and semi-material nature? The 
answer is likely to be negative, primarily for two reasons: tree-like 
classifications cannot cope with complex materials, and we can now 
greatly benefit from modern information retrieval technologies.  
 However, we need to engage in organological analysis before 
attempting any classificatory work, since lacking an ontological 
structure there is nothing to mine. Here we find plenty of useful 
work, for example Cance et al. [5] who ask what instrumentality 
means in new instruments. They apply cognitive linguistic research 
to the field, analyzing both English and French discourse, concluding 
that instruments are not defined as such from being hardware devices 
or software, but rather qualify as such as a consequence of their 
interaction with users. Sarah Hardjowirogo [13] further explores the 
construction of instrumental identity, presenting seven criteria that are 
potentials for something to be a musical instrument: 1) Sound 
production, 2) intention/ purpose, 3) Learnability/ virtuosity, 4) 
Playability/ control/ immediacy/ agency/ interaction, 5) Expressivity/ 
effort/ corporeality, 6) ‘immaterial features’/ Cultural Embeddedness, 
7) Audience perception/ liveness.  
 Sergi Jordà [19] raises issues about the conceptual frameworks we 
need when analyzing new digital instruments. Jordà introduces 
validating criteria such as playability, progression, and learnability. 
Birnbaum et al. [4] introduce a visual representation of a dimension 
space of digital musical devices. Their analytic categories are: 
required expertise, musical control, feedback modalities, degrees of 
freedom, inter-actors, distribution in space, and role of sound. Their 
approach was phenomenological, focusing on the embodied 
performer, and Magnusson [24] developed a related analytical tool 
engaging with the epistemological nature of digital instruments: how 
theory is inscribed in the build of new instruments, and how users 
engage with this embedded theory. The analytic categories in the 
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epistemic dimension space are: expressive constraints, autonomy, 
music theory, explorability, required foreknowledge, improvisation, 
generality, and creative-simulation.  
 In a 2006 NIME paper, Kvifte and Jensenius [21] propose a 
terminology for describing instruments. They point out that the level 
of details differs according to the roles of a listener, a performer, or a 
constructor (instrument builder). The parameters to be analyzed 
include gestural, technical, and musical parameters, all depending on 
the level of specificity. In 2006, Magnusson and Hurtado conducted a 
survey they reported on at NIME 2007 [22]. This survey probed into 
practitioners’ conceptions of acoustic, electric and digital instruments, 
as an organological study, but not aiming at a classificatory scheme. 
In 2010, Paine [27] presented an attempt towards a taxonomy of 
interfaces for electronic music, based upon a survey created as part of 
the TIEM (Taxonomy of Interfaces for Electronic Music 
performance) project. The questionnaire had the following sections: 
1) General description, 2) design objectives, 3) physical design, 4) 
parameter space, 5) performance practice, and 6) classification. 
 Finally, in 2016, key NIME researchers [26] ran a workshop called 
NIMEhub, focusing on how to archive and share instrument designs. 
Their proposed database would be beneficial for designers and 
instrument makers, as knowledge could be shared between 
practitioners, successes and mistakes, facilitating collaboration, 
archiving older designs for possible reuse, reducing duplication 
efforts, promoting easier fabrication, detailed documentation, and 
supporting the reproducibility of studies. This is clearly a beneficial 
project for the field, but the authors acknowledge the problem of 
classification when creating the database for such a repository. One 
such database is currently in development MuzHack (muzhack.com), 
but its focus is on embedded hardware only, currently ignoring 
controllers and software instruments.  

4.! MUSICAL ORGANICS 
Hornbostel and Sachs, as well as other organologists have described 
how tree-like classifications cannot be fully coherent and functional 
for traditional acoustic instruments, and in the analysis of digital 
instruments they break completely. The approach proposed here 
under the name of musical organics is not a new classification 
system, but a heterarchical, rhizomatic method of analysing, 
classifying, and representing instruments. A hypothetical technical 
system, it is presented here as a methodology of looking: of re-
searching, investigating, querying, probing; of comparing and re-
contextualising; of explaining transitions and transductions in the 
evolution and design of instruments [23]. This system could easily 
support earlier descriptive organologies of downward classifications, 
as well as Heyde’s interpretive organologies that ask ‘why and how’ 
questions, offer explanations, and put the queries into historical and 
musicological contexts [15].  
 To classify is first to decide what we deem as relevant to our 
current interests and here we enter the field of ontology. Although it 
is a millennia old philosophical domain, computer scientists have 
applied a slightly different approach to ontology, in the attempt to 
transcribe and represent the physical world as digital objects that are 
typically stored in database systems [18]. Computational systems 
allow us to define and store data in what DeLanda defines as a ‘flat 
ontology’ [7]. It would be problematic to manage this type of an 
ontology in traditional classification schemes, but less so in systems 
that make use of databases that can be dynamically probed, resulting 
in machine generated constellations of presentation. Such ad-hoc 
classification is what Wolfgang Ernst has defined as informatized 
organization of knowledge: 

What is being digitally “excavated” by the computer is a 
number of information patterns which human perception 
perceives as “text”, “sound” or “images”. Contrary to traditional 
semantic research hermeneutics, an active, audio-visual, coded 
archive will no longer list text, sound and image sequences 
according to their authors, subjects, and metadata only. Instead, 

algorithmically driven digital data networks will allow verbo-
audio-visual sequences to be systematized according to 
genuinely signal-parametric notions (mediatic rather than 
narrative topoi), revealing new insights into their informative 
qualities and operative aesthetics [12]. 

 The musical organics system needs to be fluid and flexible in 
design, respecting Deleuze and Guattari’s statement that the rhizome 
‘is open and connectable in all of its dimensions; it is detachable, 
reversible, susceptible to constant modification’ [8]. It would support 
all media types (e.g., text, sound, images, video), as modern machine 
learning techniques can search and analyse materials beyond text. 
What is produced by a probe into the musical organics system would 
be a representation of objects, relations, qualities, quantities, 
metaphors, imaginaries, all serving the unique user query. These 
presentations are not built by hand, but pulled out of the results of an 
extensive search that applies machine learning for clustering and 
classification. The results can subsequently be presented in diverse 
visualization clients. With today’s potential of information retrieval 
and machine learning, we can analyse, compare, connect, and 
synthesize data in larger spatial domains and at faster speeds than 
conceivable before, often significantly outperforming humans. 
 The system structure resulting from a musical organics approach to 
classification would suggest a threefold system: 1) a system of search 
that applies computational linguistics and machine learning in 
registered databases as well as online search engines; 2) an open API, 
where users can contribute an organology and register it as a database 
with the search system. The API will support standards of the 
semantic web, allowing for probes to be returned in commonly used 
data interchange formats (e.g, JSON or XML); 3) the representational 
engine that presents the search results. These can develop over time, 
with changing currents in aesthetics and media technologies, 
especially in terms of information display. The primary reason for 
suggesting that a clear separation is set between the data stored and 
how it is parsed and presented, is that the source data does not change 
(except for growing), but our methods of probing into the database 
will benefit from new information retrieval techniques and systems 
of data representation, for example applying new augmented or 
virtual reality technologies which are certain to improve over time.  
 The mentioned ad-hoc representation of big data is the topic of 
recent research in information display. Johanna Drucker has written 
extensively about this in her work on graphesis, which is the study of 
the visual production of knowledge: 

 [G]raphesis is concerned with the creation of methods of 
interpretation that are generative and iterative, capable of 
producing new knowledge through the aesthetic provocation 
of graphical expressions [10]. 

 Similarly, at the Institute for Research and Innovation, Stiegler and 
colleagues have engaged in practical research in data manipulation 
and representation. In recent work, Stiegler also applies the term 
organology, but always with the prefix ‘general’, aimed to signify 
how technologies become extended organs, instruments for 
performance and thought, as well as social activities:   

the thinking of grammatization calls for a general organology, 
that is, a theory of the articulation of bodily organs (brain, hand, 
eyes, touch, tongue, genital organs, viscera, neuro-vegetative 
system, etc.), artificial organs (tools, instruments and technical 
supports of grammatization) and social organs (human 
groupings … social systems in general).’ [30]. 

 If the musical organics classification system is dynamic, open and 
flexible, it could indeed engage with the three levels of Stiegler’s 
general organology, where organologists would incorporate the study 
of bodily organs in music making, in particular learning, 
proprioception, kinaesthetic, collaboration, skills, virtuosity. They 
would clearly also study artificial organs, the musical prosthetics: our 
instruments. This is what traditional organology has focussed on, but 
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this organology would include broader technological contexts such as 
phonographic, notational, and ergonomic technologies. Finally, the 
musical organics would include social organs: the modes through 
which we collaborate, communicate, share, and enjoy music. 

5.! ONTOGENETIC ANALYSIS OF NIMES 
The diversity of approaches to the analysis and classification enabled 
by musical organics are practically infinite. In an open and flexible 
system, specialists can contribute their expert knowledge by adding 
analytic approaches to the system. To provide an example of such a 
plugin, we present a preliminary analysis of the ontogenesis of 
musical instruments, here asking: what are the conditions that form 
the innovation processes of a musical instrument? Who is the 
inventor? What materials are used? Where does the invention take 
place? In response to which problems? How is the invention brought 
to users or the “market place”? What kind of resistance are the 
inventors met with? How is the instrument received by the general 
public? These are questions that can typically be extracted from 
histories of musical instruments and their makers. These categories 
are not exhaustive or fixed. 
 This section presents three instruments whose history of origins is 
relatively well known. In this ontogenesis, we look at commonalities 
and differences in their development, demonstrating in a table items 
that would link to a further in-depth analysis of historical facts, 
something that does not fit the size of this paper. This addition to the 
system would combine textual description, in a more extensive form 
than below, as well as more details of the classificatory categories 
represented in the tables in the following sections. 

5.1! The saxophone 
Working in his father’s workshop on improving the bass clarinet, 
Adolphe Sax (1814-94) was interested in the clarinet’s shortcomings, 
resulting in the saxophone. Sax presented the new instrument at the 
Brussels Exhibition in 1841, visited by an aide of the French king, 
Louis-Philippe, who decided to use the saxophone for military band 
use. Sax moved to Paris, where he met composer Hector Berlioz, 
who became interested in the expressivity of the saxophone. Soon 
after, funding was secured to establish the Adolphe Sax Musical 
Instrument Factory. The attention Sax was receiving engendered 
enmity from other Parisian instrument makers, mostly due to the 
popularity of the Sax, not mitigated by the fact that Sax had patented 
the saxophone, making it impossible for other manufacturers to make 
similar instruments. Sax was not affected much by this turbulence, 
but after the revolution in 1848, his fortune dwindled with the king’s 
exile and the revoking of the military band instrumentation. 

Table 3. Selected ontogenetic categories of the saxophone 
Instrument The saxophone 
Inventor Adolphe Sax 
Opposition L’Association générale des ouvriers en instruments de 

musique 
Adopter Berlioz, Military bands, Debussy – later jazz 
Marketer Sax 
Innovation 
strategies 

Publishing house for music written for the sax. Teaching the 
instrument at the Paris conservatory. 

Time 60 years to establish 
Networks 2-3 first degree networks (providers of materials) 
Team size 1 
Rationale Overblow at octave. Stronger sound. The voice. 
Nonhuman 
actors 

Clarinets, tools, concert halls, marching bands. 

Patents Whole instrument 
Public 
awareness 

Word of mouth 

 The saxophone has various ancestors, such as the alto fagotto, but it 
is not clear how much Sax was influenced by these instruments. The 
changes the saxophone has undergone since its invention are well 
documented and its design is now very different from its conception. 
The question of the “origin” of the saxophone thus branches out into 

further genealogical and phylogenetic investigations of older musical 
instruments, as well as later refinements and changes in design. 
 The innovation of an invention (of establishing it as part of social 
practice) is often harder than the work behind the invention itself. Sax 
realized this and was eager to teach at the Paris Conservatory, even 
offering to teach without salary when his saxophone class was 
discontinued after the Revolution. Sax also set up a publishing house 
which published over 200 works for the saxophone, many of which 
were written by famous contemporary composers. 

5.2! The Minimoog 
Bob Moog began working on electronic sound instruments in his 
father’s amateur radio workshop. Like Sax, Moog spent his youth in 
this workshop, developing radios, one-note organs, playing with 
oscillators, and eventually building a replica of the Theremin. Moog 
studied electrical engineering at Columbia University, starting the 
same year (1957) as the RCA Mark II synthesizer was installed in the 
Columbia-Princeton Electronic Music Center, but he never saw the 
RCA synthesizer, as it was occupied by composers of a musical 
culture alien to Moog, such as Vladimir Ussachevsky and Milton 
Babbitt. In 1961, Moog began selling Theremin kits for $50, the 
business grew, and two years later he founded the R.A. Moog Co. 

Table 1. Selected ontogenetic categories of the Minimoog 
Instrument The Minimoog 
Inventor Bill Hemsath 
Opposition Bob Moog; Musicians’ Union (AFM); Buchla; 

Ussachevsky; Babbit 
Adopter Sun-Ra; Keith Emmerson; Wendy Carlos 
Marketer Van Koevering 
Innovation 
strategies 

Electronic music evenings with concerts and hands-on 
sessions. Collaboration with musicians. 

Time 30 years to become established 
Networks 2-3 first degree networks (providers of materials) 
Team size 3 
Rationale Interest in new sounds, Joy of exploring electronics 
Nonhuman 
actors 

Oscillators, electronics, labs, amateur culture, technoculture. 

Patents Filters 
Public 
awareness 

Print and broadcasting media. Eventually music in radio. 

 Much of Moog’s improvements of his technology resulted from 
discussions and collaboration with users and composer friends. 
Composer Herb Deutsch inspired the design of voltage-controlled 
pitch. This led to the idea that the output of one oscillator (low 
frequency oscillator, or LFO) could become pitch or amplitude input 
into the next one. Moog’s designs were not particularly “original” as 
there were instruments and synthesizers already built, and well 
documented, such as the work of German inventor Harald Bode. 
However, his unique approach was the close relationship he had with 
composers and musicians and how quickly he responded to their 
requests. From Wendy Carlos, Moog got the idea of implementing 
touch-sensitive keyboards, portamento control, and filter banks. For 
example, equipping the synthesizer with a discrete keyboard was a 
decision Moog took after encouragement from his collaborators, and 
was much criticized by other synth makers, such as Don Buchla. 
 The Moog Modular was too large and unstable to serve as a stage 
instrument. A Moog employee, Bill Hemsath, had been working on a 
more compact synthesizer where the patch-cords were hidden away 
(thus called the “integrated synthesizer”). Moog was not interested in 
the idea. However, the company was having financial difficulties and 
during one of Moog’s business trips, the engineering team decided on 
the production of the Minimoog (Model D). Moog was initially not 
happy with the item, but changed his mind when it started selling. 
David Van Koevering embarked on a sales tour around music stores 
all over the States. That was not easy as the market was highly 
resistant to these new instruments. Finally, his strategy was to ask 
musicians to enter instrument shops and ask if they had Moog 
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synthesizers. Pinch and Trocco [28] state that the market for sound 
synthesizers was created by manufacturing the demand. 

5.3! The Reactable 
 The Reactable was developed by a core team at the Pompeu Fabra 
University in Barcelona. It took ideas of the interactive table into the 
domain of music, and through the design came up with many 
interesting solutions, such as deciding upon a round table such that it 
would minimize player power structure and who was in control. It 
builds on modular synth ideologies, thus continuing directly work 
that Moog was also doing. The complexity of the materials used in 
the Reactable – projectors, cameras, shape recognition libraries, 
sound libraries, communication protocols, etc. – meant that the 
university was an ideal environment for the development of the 
project. The complexity of the project required an interdisciplinary 
team with diverse musical, programming, and engineering skills. 
 The Reactable visually represents the internals of a synthesizer. 
Apart from the obvious play and educational value of this interface 
(where people frequently spread around the table and play together 
on the instrument), it provides us with an interesting hybrid of the 
physical and the virtual. Physical objects are used to represent the 
digital oscillators, effects, and filters. The Reactable combines, in a 
powerful way, ideas from various directions into a unique user-
interface. From the Moog modular it gets the idea of modular 
patching; from various TUI (Tangible User Interfaces) projects, it 
derives the camera vision system and idea of physical blocks to 
represent virtual objects; from Pure Data it got the power of its sound 
engine, allowing for the dynamic patching of oscillators, filters and 
other effects; OpenGL techniques for drawing sound take care of 
visualising the patchwork; and finally from the fields HCI and 
CSCW (Computer Supported Cooperative Work) they derive the 
decision to have a circular table in order to erase power structures and 
allow for ad-hoc organization of work. All this is combined together 
with highly effective interface design, usability design, and 
sophisticated sound and graphics. 

Table 1. Selected ontogenetic categories of the Reactable 
Instrument The Reactable 
Inventor Team at Pompeu Fabra 
Opposition Some Catalan media were critical at first 
Adopter Björk 
Marketer Sergi Jordà 
Innovation 
strategies 

The release of reacTV source-code, the use of YouTube and 
social media for marketing purposes. 

Time 5 years to become stablished 
Networks 100 primary networks  
Team size 5-10 
Rationale Physicality in virtual instruments. Synth visualization 
Nonhuman 
actors 

Projectors, cameras, real-time video libraries, software 
protocols, sound synthesis software, etc. 

Patents none 
Public 
awareness 

YouTube, project website, social media, festivals and media 
appearances 

 The Reactable has been presented in academic conferences, such 
as NIME, ICMC, and Linux Audio; in art festivals, such as Ars 
Electronica, Transmediale; and the startup company behind the 
technology hired two musicians to tour the world and perform with 
the instrument. In a similar manner to Van Koevering’s innovation of 
the Moog synthesizer, the advertisements in the media for Reactable 
performances focus on the instrument itself and not the musician 
playing it: the market is being created. The Reactable has also its 
power-adopter (an early user of the technology with high social 
capital), namely Björk who used the instrument in her 2007 world 
tour. Similarly to how Moog could follow Emerson, Lake and 
Palmer’s touring schedule by noting the location of the music stores 
phoning in to order Moogs, Jordà (personal communication) has 
reported on how the Reactable team was able to follow Björk’s Volta 
tour, studying how the instrument was used via her fans’ YouTube 

uploads. Before Björk’s tour, the Reactable had about eight thousand 
visitors on its YouTube page, but suddenly there were millions. 

5.4! Discussion 
The musical organics system would support this type of comparative 
research. Firstly, through information retrieval techniques of scraping 
the web, secondly, by means of enabling researchers to present their 
own organology plugins for the system; and thirdly, by allowing 
users to add metatags – a folksonomy – to the system and thus 
contribute their findings. The ontogenesis view, here presented, 
would not work well in the tree-structure representation of musical 
classification, but it suits well for database approaches. Furthermore, 
the openness of the system would enable other researchers or 
inventors to contribute their research or instruments to the system. 
 The comparison of the origins of these three objects of music 
technology, reveals that they have much in common. All of them 
were created by enthusiastic inventors responding to limitations 
identified in existing instruments or practices. However, equally 
important was the instrument maker’s joy of invention: of bottom-up 
development using the materials at hand, following the inherent 
technical potential. All of the inventors were relatively young – in 
their 20s or 30s. All had to deal with certain initial inertia or criticism, 
overcoming that through a process of innovation that required certain 
market and social engagement skills. All of the instruments had key 
“power-adopters” who boosted public interest and thus helped in 
creating the market. For Sax, Berlioz’s comments, the military bands, 
and the saxophone classes in the Paris Conservatoire were important 
to create the demand. In a different media context, Moog was happy 
if print and broadcasting media reported on the use of the Minimoog, 
thus creating the demand, and the reputation of the Reactable spread 
around the world with the link-ranking structure of YouTube and the 
social networking of blogs, open source communities, and maker 
communities impressed by the technology.  
 There are many differences as well, especially in terms of 
materials, technique, and design. In the case of Adolphe Sax, he was 
working with physical materials, learning from his father, and 
developing the instrument without precise scientific knowledge of its 
functionality. Bob Moog’s practice was different: his materiality was 
that of electronics, where the objects are impregnated with scientific 
understanding, and there are specs, schematic diagrams, and manuals 
available for each of the items used. There is an increased logic of 
calculation, science and engineering. The Reactable team come from 
a very different situation: the “workshop” is in the form of offices in a 
university department with desks and computer monitors. Their 
materials are many: tabletop made of glass, projector, camera, 
physical cubes, designed “fiducial” shapes, amplifiers, speakers and 
computers. Behind this surface lie audio programming languages, 
shape recognition systems, motion tracking libraries, sound 
visualization systems, mapping engines between gestural recognition 
(cubes and/or fingers), and dedicated sound engines. 
 From an actor-network perspective, Sax ‘enrolled’ perhaps ten 
first-order networks in his instruments, Moog’s scope would be in the 
hundreds, and the Reactable team (considerably larger than the teams 
of Sax or Moog) might speculatively enroll (if we follow the 
exponential curve) ten thousand networks. The dependencies, or 
what can be seen as a first-order or second-order network, are blurry 
and vague. The fact is that there is a drastic increase in complexity, 
which means that the inventors necessarily have to rely on 
blackboxes (or enclosed technological objects whose functionality is 
hidden unless opened up). Moog might not question the oscillator 
until it malfunctions and the Reactable team would not question the 
shape recognition library they used until it proved insufficient. All the 
systems used in the Reactable originate from techno-scientific 
knowledge. There are relatively few physical material properties at 
play (although of course at the machine level we find matter) 
compared with the symbolic code that constitutes its internal (and 
symbolic) machinery. The inventors are knowledgeable about digital 
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signal processing, sound physics, audio synthesis, gesture 
recognition, human-machine interaction, and the culture of musical 
performance. In general, it is a non-tacit knowledge of symbolic 
systems in the form of code; how the systems work and interact with 
each other. The concept of virtuosity is therefore transformed 
according to which type of instrument the performer is operating. 
 There is a large number of factors and events that led to the 
innovations of the Sax, the Minimoog and the Reactable. The success 
of an invention depends on factors such as social context, access to 
materials and workshops, and outward mentality required in the 
innovation process. A clear direction of conceptual and material 
energies, being at the right time and place, a dose of luck and an 
awareness of the importance of innovation, and public relations, all 
combine resulting in an instrument with longevity and popularity. 
 There is no room here for discussing the expressive parameter axis 
of each of the above instruments. We could attempt to fit them into 
top-down classification trees, or decide to map them to newer 
classifications (e.g., Spiegel, Dolan, Hardjowirogo, Birnbaum et al, 
Magnusson, Paine). Such approaches could be part of the new 
musical organics methodologies. However, the point here was to 
demonstrate an example of how a particular organological 
description, that of instrumental ontogenesis, could be written as a 
resource plugin for the system. This does not mean that the author of 
the plugin will write the same for all the instruments found in typical 
organology classifications: the idea is not to be comprehensive, firstly 
because it is practically impossible, but it might also not be needed in 
many cases. For example, an analytic parameter such as a ‘mapping 
model’ might be relevant in the analysis of a digital musical 
instrument, but less relevant for describing the harp or the cello. 

6.! CONCLUSION 
This paper has presented an approach to thinking about modern 
organological classification of musical instruments, both acoustic and 
digital. A comprehensive all-encompassing system is not seen as a 
suitable approach, but this paper has suggested a move towards a 
more organic, bottom-up, and collaborative approach. For this to 
work in praxis as an evolving and developing organology, a system 
for database registration, an API, and an interface system would have 
to be built. The technical specifications are outside the remit of this 
paper, but it would serve well for a larger research project, for 
example, in collaboration with institutions that engage with cultural 
preservation, such as the Europeana project (www.europeana.eu). 
 A rhizomatic system like musical organics is clearly bound to be 
heterarchical in its organization, taking its collaborative principles 
from open source projects such as those we find applied on Github or 
Wikipedia, and we do now find examples of such collaborations by 
communities that cross institutions, organizations, and businesses. 
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ABSTRACT 
We propose an approach to insert physical objects in audio digital 
signal processing chains, filtering the sound with the acoustic impulse 
response of any solid measured in real-time. We model physical 
objects as a linear time-invariant system, which is used as an audio 
filter. By interacting with the object or with the measuring hardware 
we can dynamically modify the characteristics of the filter. The 
impulse response is obtained correlating a noise signal injected in the 
object through an acoustic actuator with the signal received from an 
acoustic sensor placed on the object. We also present an efficient 
multichannel implementation of the system, which enables further 
creative applications beyond audio filtering, including tangible signal 
patching and sound spatialization. 
 
Author Keywords 
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ACM Classification 
H.5.5 [Information Interfaces and Presentation] Sound and Music 
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1. INTRODUCTION 
In digital signal processing, filters allow changing, reducing or 
enhancing temporal and spectral characteristics of signals. In digital 
musical instruments and interactive computer music systems, filters 
are used to implement a wide range of audio effects, from equalizers 
to reverberators. A digital filtering structure can deliver significantly 
different alterations of the input signal, and this depends only on the 
selected filter coefficients. A single structure can selectively remove 
frequency components or insert delayed replicas of the input signal. 
The relationship between filter coefficients and the resulting sonic 
effect is not intuitive. Indeed several algorithms has been proposed to 
compute the set of coefficients from functional specifications of the 
filter [1]. In musical performance and composition, filters are 
manipulated to produce dynamic timbral and spatial variation of the 
sound. Due to the electrical (analogue or digital) nature, the filtering 
process is abstract and intangible when compared to the physicality 
of acoustic resonators and instruments. 
 Physical spaces are used as audio filters, such as in Alvin Lucier's 
piece "I am sitting in a room". When we convolve a signal with the 
impulse response of a room we virtually place the sound source in 
that specific physical environment. This is equivalent to propagating 
the sound through the room from a speaker to a microphone, which 
picks up direct sound and reflections (i.e. reverberation). This 
approach has severe practical limitations, such as the colocation with 
the preforming space and audio feedback loops, when aiming to 
measure or modify the room response in real-time for providing 
interaction wit the digital musical system. 

 Here we propose a similar approach to filter audio signals with the 
response of solid objects, which represent tangible elements that we 
insert as linear filters in the audio digital signal processing chain. 
Audio filtering can be achieved by propagating acoustic waves 
through a solid by the mean of electromechanical acoustic 
transducers. Assuming that these components are transparent, the 
sonic response depends on material and shape of the object, as well 
as on the positioning of the transducers. Manipulating the object is 
possible to vary these features, within physical constraints, 
determining a different response, hence a different audio signal 
alteration. However this approach, other than requiring digital-to-
analog and analog-to-digital conversion, presents detrimental 
shortcomings for the interactive use in musical contexts. Firstly the 
transducer that senses the filtered sound and the loudspeakers that 
reproduce it can determine an unstable feedback loop. Secondly, the 
manipulation of object and transducers generates undesired 
vibrations throughout the system, with frequency and energy content 
in the audible range, adding noise bursts to the filtered audio signal. 
 In our method the physical object is fed with a continuous acoustic 
stimulus used only for the instantaneous and continuous estimation of 
its impulse response, which samples represent the coefficients of the 
filter that we use to process another sound source. This approach 
does not present feedback loops because stimulus and filter input are 
uncorrelated. Moreover in this way we also achieve robustness 
against noise bursts generated by tangible interaction with the 
filtering object. The rest of this paper is organized as follows: related 
works are reviewed in the next subsection; Sections 2 discusses the 
modeling of physical objects as digital filters and the technique used 
to estimate the response; in Section 3 we present the implementation 
of a proof-of-concept prototype; possible applications are considered 
in Section 4, followed by discussion and future work in 5. 

1.1 Related Works 
Tangible physical objects augmented with acoustic sensors and 
actuators have been used in conjunction with computational 
algorithms for interaction between human and computers. Previous 
works have explored this approach for musical instruments, musical 
controllers, as well as for general-purpose interfaces. The induction 
of audible-range mechanical vibrations in the body acoustic musical 
instruments has been proposed and explored to provide novel form of 
intuitive and tangible computer music interaction [2]. The 
electromechanical transducers installed on actuated musical 
instruments enable the superposition of computer-generated sounds 
radiated through the same instrument body, equipped with contact 
microphones for a closed loop control [3]. Vibration sensing and 
stroke recognition throughout an interfacing physical object has been 
proposed to overcome the limitation of location-oriented striking of 
drum-oriented musical controllers [4]. The tangible acoustic 
interfaces technique described in [5] turns solids of arbitrary shape in 
interactive objects by detecting the contact position using source 
location and acoustic imaging. 
 Acoustic and vibration principles have been used also for general-
purpose interfaces not explicitly designed for musical purposes. The 
Acoustruments [6] are inexpensive and passive plastic extensions for 
smartphones that add tangible functionalities to handheld devices, 
using only the existing device’s microphone. A similar strategy, not 
restricted to smartphones and based on strike vibration sensing, has 
been proposed in Lamello [7]. Vibration speaker and a piezoelectric 
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microphone are paired as a single sensor in [8] and proposed an 
generic hardware configuration for implement interactive objects 
with touch capability, supporting the recognition of different 
gestures. The frequency shift of air-borne inaudible acoustic waves 
determined by hand reflection is used in [9] to detect gesture, 
leveraging speakers and microphones already embedded in most 
consumer devices. 

2. MODELING AND ESTIMATION 
For the aim of this work, we model solid objects as a causal Linear 
and Time-Invariant (LTI) system. This implies that acoustic waves 
travelling through the physical object between two arbitrary locations 
can only be delayed and attenuated. All frequency components at the 
output must be present at the input too. Each component presents its 
individual delay and attenuation (or gain). With this assumption we 
are ignoring the parametric array, which is a nonlinear propagation 
transduction mechanism generating narrow and nearly side lobe-free 
beams of low frequency components, through the mixing and 
interaction of high frequency waves, effectively overcoming the 
diffraction limit associated with linear acoustics [10]. This 
determines the production of harmonics and mixed tones not present 
in the original sound. The advantage of LTI modeling is the 
availability of computational methods to estimate the system 
response, and to compute the output of a known system given an 
arbitrary input. 
 To filter an audio signal with a physical object modeled as a LTI, 
we need to estimate its Impulse Response (IR), and then perform the 
linear convolution between the incoming signal and the IR. This is 
equivalent to letting the sound through the solid, overcoming the 
limitations of a direct acoustic filtering as discussed in the 
introduction. In the next sections we detail the method to estimate the 
IR of an LTI and the limitations of the measurement setup. 

2.1 LTI System Identification 
In the time-discrete domain, the output of an LTI system !(!) is the 
linear convolution between the input !(!) and the IR of the system 
ℎ(!). To estimate ℎ(!) we use the property of the correlation 
sequence and LTI systems in (1), that equates the cross correlation 
between output and input !!! !  to the input autocorrelation !!! !  
convolved with the IR. In (1) ! represents the lag parameter or 
independent variable of the correlation sequence. 
 

!!" ! = !!! ! ∗ ℎ(!) (1) 

 
 The autocorrelation sequence of zero-mean white noise with a 
spectral density that is equally distributed across the whole frequency 
range is equal to its variance !! when the lag ! is zero, and it is and 
null elsewhere (i.e. equal to !!!(!)). Therefore, feeding the LTI 
system with white noise, the cross-correlation !!" !  is exactly the IR 
scaled by the noise variance as in equation (2) and illustrated in 
Figure 1. 
 

!!" ! = !(!)
!

!!!!
! ! − ! = !!! ! ∗ ℎ ! = !!ℎ !  (2) 

 
 This method is impractical because, as shown in (2), the 
crosscorrelation has to be computed over an infinite number of 
samples. However to get an accurate estimation of ℎ(!) is sufficient 
to compute the correlation on a finite number of samples, and 
average the ℎ(!) over multiple measurements. The considered 
number of samples must be at least equal or greater than the IR 
length. An advantage of this approach is that the estimated ℎ(!) 
represent a Finite Impulse Response (FIR) filter that will  determine 
any stability problem when used to filter an audio signal, since it only 
presents zeros and no poles. 

 
Figure 1: LTI system identification via correlation analysis. 
 

2.2 Impulse Response Measurement Setup 
The signals !(!) and !(!) in Figure 1 represent output and input of 
the computation environment executing the correlation analysis that 
estimate ℎ(!). Everything in the between contribute to the overall 
measured ℎ(!), not only the physical filtering object. In Figure 2 we 
provide a detailed breakdown of the typical components of the 
unknown LTI of Figure 1.  
 

 

Figure 2: Breakdown of components contributing to the 
measured impulse response. 

 
 The !(!) zero-mean white noise generated from the computer-
based computation environment goes through: the operating system 
layers down to the I/O drivers, the digital-to-analog converter of the 
sound card, an amplifier, and finally the actuator transducing the 
signal into an acoustic wave injected into the physical solid object. 
Then it follows a complementary chain of components: the 
transducer that senses the filtered acoustic vibration on the object, a 
stage of signal conditioning and pre-amplification, the analog-to-
digital converter, and the I/O driver that provides the samples of 
!(!) to the computation environment for the correlation analysis. 
 If all components of the measurement in Figure 2 are transparent 
(i.e. no delay, flat magnitude response, linear phase), the estimated 
ℎ(!) exactly corresponds to the IR of the filtering object. This is an 
unlikely scenario, especially when using consumer-grade devices. 
Software application for real-time audio digital signal processing 
generally works with buffers of samples. The operating system and 
I/O drivers use buffering as well. This introduces a delay for each 
buffer in the chain equal to the number of samples in the buffer 
multiplied by the sampling period. Another significant source of 
delay is in the sigma-delta analog-to-digital converters, featured in all 
audio-grade ADC. These include a decimation FIR filter with 
approximately 40 to 60 taps, which contribute to delay the signal by a 
number sampling periods identical to number of taps. Delta-sigma 
modulators can be used in digital-to-analog converter as well, 
although this is less common, contributing with an additional delay 
due to the presence of an interpolating FIR filter. The 
electromagnetic moving coil in the actuating transducer determines 
another delay (range of microseconds and often negligible), which is 
proportional to the size of the driver. 
 Regarding the frequency response of the components in Figure 2, 
actuator and sensor have the greatest impact in coloring the signal. 
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The contribution of the other components is generally negligible. The 
actuator and sensor that we use, as most of loudspeakers and 
microphones, do not present a flat magnitude response in the audible 
frequency range. Delay and frequency response should be 
compensated, especially the latter, when trying to estimate the ℎ(!) 
of the physical object that we use as an audio digital filter. In our 
implementation we do not estimate the overall delay and frequency 
response from the documentation of the devices, but we measure 
these on the closed measuring loop by installing the sensor directly 
on the actuator. In theory, it is sufficient to include another pre-
whitening filter in the measuring chain that compensates for the 
uneven frequency response. 
 In the ideal scenario with transparent devices and no filtering 
object, !(!) is a zero-mean white noise signal as !(!). We measure 
the whiteness ! of !(!) as in (3), where ! is the length of the 
signal. This quantity is zero for white noise signal of infinite length. 
In our implementation we measure and display ! for both !(!) and 
!(!) to facilitate the tuning of the pre-whitening filter that aims at 
reducing the non-ideality of the measuring loop. 
 

! = !!! ! !
!!

!!!!
+ !!! ! !

!

!!!
!!! 0 ! (3) 

 

3. PROOF OF CONCEPT PROTOTYPE 
3.1 Hardware Configuration 
For the implementation of a proof of concept prototype we used the 
following setup. For the soundcard we selected a Behringer UMC 
404 soundcard, which provides 4 channels analog-to-digital and 4 
channels digital-to-analog conversion, and it includes 4 microphone 
preamplifiers. We use large piezoelectric sensor or Korg CM-200 
contact microphone as acoustic transducers. For the amplifier, we 
selected a class D based on the Maxim MAX9744. For the acoustic 
actuators we use surface transducers of two different sizes: the LB07, 
with a nominal power of 5 W and diameter of 44 mm, and the LB16 
with a nominal power of 3 W and diameter of 30.5 mm. These are 
shown in Figure 3. Both have 4 Ω impedance and nominal frequency 
response between 100 Hz and 15 kHz. 
 

 
Figure 3: LB07 (left) and LB16 (right) surface transducers. 
 
Using the hardware described above, we measured the loop delay 
and frequency response without including any physical filtering 
object, placing the sensor on the surface transducer. As a 
computational platform we used Max/MSP running on OSX 10.12. 
We measured a delay of approximately 350 samples with a sampling 
rate of 48 kHz and I/O vector size (buffer size) of 32 samples, which 
is the lowest supported by the UMC 404. This delay is equivalent to 
7.2 ms, but can be reduced to approximately 3.6 ms when increasing 
the sampling rate to 192 kHz, as the overall delay in number of 
samples is almost constant, but the minimum supported buffer size 
grows to 64. Using the LB16 we observer slightly lower delay (few 
samples), due to its smaller size. However the delay of the impulse 
response estimation loop is not critical because it determines only a 
time shift in the measured IR of the physical object. The time shift 

can be removed detecting the attack of the impulse response, and 
eliminating the preceding samples. However we have to ensure that 
the length of the signal we use for the correlation analysis is greater 
than the IR of the physical object plus the measuring loop delay. 
 The frequency response of the measuring loop using the LB07 and 
LB16 with the piezoelectric sensors and CM-200 are shown in 
Figure 4 and it is evident that these are far from being transparent, 
contributing to color the signal and the measured ℎ(!). When using 
the piezoelectric sensor, the LB07 provides a better response at the 
lower end of the frequency spectrum, due to the larger size of the 
driver. However, both transducers are relatively small and have a 
weak response below 200 Hz. The response using the LB16 appears 
more uniformly distributed across the audible spectrum, but it is more 
irregular than the LB07, hence it is more challenging to compensate 
it using the cascade of basic filters, such as biquads. We prefer this 
approach rather than a higher order FIR compensating the whole 
measuring loop response due to the weak response and high 
harmonic distortion of transducers at low and high frequencies. 
According to the documentation, the piezoelectric sensors have a 
resonance at 1300 ± 500 Hz and 4000 ± 500 Hz. The latter one is 
clearly visible in both top spectrums in Figure 4, while the peaks at 
300 Hz and 400 Hz are due to resonances in the body of the LB07 
and LB16. With the CM-200 we obtain a better response at low 
frequencies, but more peaks and valleys across the audible frequency 
range, which makes challenging a compensation using basic filters. 
In all cases the response at frequencies above 5 kHz is poor.  

 

 

Figure 4: Frequency response of the measuring loop with 
the LB07 and LB16 paired with piezo sensor and CM-200. 

 

3.2 Software Implementation 
We implemented a Max/MSP application1 to estimate the impulse 
response and use it to filter arbitrary sound sources. It provides 
                                                                    
1 http://stefanofasciani.com/padf.html 
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features to tune the system and to explore the creative musical 
application of the proposed approach. The computation of correlation 
and linear convolution (FIR filtering) are performed in the frequency 
domain to reduce the computational complexity, enabling multiple 
channels to efficiently run in parallel, also when using long filters (up 
to 4096 taps). In Figure 5 we show a simplified functional diagram of 
the signal processing for each channel that we implemented in the 
Max/MSP application. The graphical user interface is shown in 
Figure 6. Here we discuss the key features we provide to users. The 
system supports mono and stereo mode. In stereo mode we 
simultaneously estimate two ℎ(!), and these are used to filter the left 
and right output channels of the source. It is possible to use two 
transducers to sense acoustic vibration from the physical object in 
different locations, or to include also another actuator, filtering each 
channels with a different objects or different regions of a larger one. 
 The FFT size ranges from 512 to 4096 and it determines the length 
of the signal for the correlation analysis, therefore also the ℎ(!) 
length. This parameter and the sampling rate have a drastic impact to 
the filter estimation. Autocorrelation and whiteness measurement, as 
in (3), are visualized for one output and one input channel. These 
respectively represent the white noise !(!) propagated by the 
actuator and the !(!) captured by the sensor. Autocorrelation and 
whiteness measurement help to manually tune the pre-whitening 
biquad filter, which can be extended to a cascade of biquad filters. 
 For a more accurate estimation of ℎ(!) we use the running 
average on a number of consecutive measurements set by users. 
However this determines a slower system response, hence users have 
to find their optimal tradeoff. Moreover users can the further smooth 
the impulse response using a single pole low-pass filter (logarithmic 

sliding). The estimated ℎ(!) are displayed on screen together with 
their spectrums. Different signals can be routed to the main audio 
output: the filtered sound, the original sound source, or the IR for 
debugging purposes or for other sonic creative applications. Finally, 
we included an option to freeze the filters, taking a snapshot of the 
ℎ(!), which are cropped and stored in buffers, as visible in the 
bottom part of Figure 6. These static buffers can be read at variable 
rates (forward or backward) set by users to expand the sonic potential 
of our implementation. 

 

 
Figure 5: Simplified functional diagram of the signal 

processing for a single channel. 
 

 

 
Figure 6: Graphical user interface of the Max/MSP system implementation. 

 

4. APPLICATIONS 
The approach we described in this paper allow to process audio 
signals with a tangible solid objects. The sonic result depends on the 
physical features of the object, such as material, size and shape. 
There are two ways for users to interact with the filtering system, 
hence to ways to modify the estimated object response. It is possible 
to alter the propagation of the acoustic vibration through the medium 
handling the physical object, for instance applying pressure or 

tapping the object in those regions between actuator and sensor. The 
density and the stiffness of the solid have a significant impact on the 
result of this approach. As expected, when interacting with thin and 
flexible surfaces we obtain wider filtering variations. We obtained 
interesting results when using object with internal cavities as physical 
filters (e.g. boxes), because these combine thin flexible surfaces, such 
as carton, plastic, or metal, with internal resonating chambers. The 
object mixture of air-borne and structure-borne vibrations provides 
interesting responses. A second way of tangible interaction is 
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achieved moving sensor and actuators. The piezoelectric sensor and 
CM-200 have a high sensitivity and should not be handled while 
estimating the response. This can be moved offline only, and while 
the system is running it should be stick to a fixed position. Instead, 
the surface transducers can be freely and gradually moved to 
different position, determining continuous variations in the filter 
response. Moreover, users can apply vertical pressure to increase the 
energy transfer to the object, which determines an increase of the IR 
energy. With both actuators we used in this study we did not 
experience degrades in acoustic transduction during tangible 
interaction. 
 When lifting the surface transducer from object, the estimated 
ℎ(!) has all samples equal to zero, and therefore the resulting filter 
does not output any signal. This is equivalent to interrupting a signal 
path or opening a circuit. The path is restored when placing back the 
surface transducer. Therefore this approach can be used to signal 
patching and routing using physical objects. Our implementation 
already supports such application, and it can be scaled up to work 
with a higher number of channels, sensors and actuators. 
 Audio spatialization is also possible using our prototype. When 
using a single transducer, two sensors on the same object, and 
measuring the IRs of the independent filters applied to the left and 
right output channels, we obtain also a panning effect. The IR related 
to the sensor closer to the transducer has higher energy. The scenario 
is inverted when moving the transducer towards the other sensor. 
Since the energy of the impulse response is proportional to the 
loudness at the output of the filter, moving the transducer between 
two sensors we obtain linear panning. We extended this approach 
implementing also a system for quadraphonic spatialization, working 
with four piezoelectric sensors, four filters and four output channels. 
In Figure 7 we show an example of four sensors fixed at the corners 
of a small blackboard, representing a small-scale version of a 
rectangular room with four speakers located at the corners. Panning is 
determined by the position of the surface transducer moved by the 
user. The impulse responses of the four independent filters, one for 
each output channel, are also visible in the figure. 
 

 
Figure 7: Quadraphonic panning and filtering application. 

 

5. DISCUSSION AND FUTURE WORK 
We presented a method and a proof of concept prototype to use 
physical objects as digital filters to process audio signals. Our 
approach allows users to touch and manipulate the filtering object 
without degrading the filtering process or generating noise bursts to 
the filtered sound. We introduced possible musical applications 
providing tangible interaction with computer-based digital audio 
processing systems. The white noise we inject into the physical 
object can be heard in the proximity of the system. The noise level is 
controllable and the minimum level depends on material and size of 

the filtering object. However, in musical context this side effect is 
negligible because the white noise is masked by the loudspeakers’ 
sound or is eventually noticeable by the performer only. 
 Future work addressing limitation of the current implementation 
could provide significant usability improvements. The time to 
estimate an accurate impulse response of the physical object can be 
reduced using longer and overlapping signals for the correlation 
analysis, but this will increase the computational complexity of the 
system. The transparency of the current IR measuring loop presents 
plenty of room for improvement. A significant delay reduction can 
be achieved using an I/O device with drivers supporting smaller 
buffer size, and conversion analog-to-digital or digital-to-analog not 
based on sigma-delta modulators. In our proof of concept hardware 
we used low cost and small size sensors and actuators and we 
discussed their detrimental effect on the frequency response of the 
measuring loop. Automatic compensation techniques or adaptive 
filtering could provide a significant improvement in the estimation of 
the object response, as well using of sensor and actuator with a wider 
and transparent frequency response. 
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ABSTRACT
Distributed music as a performance practice has seen signif-
icant growth over the past decade. This paper surveys the
development of the genre, documenting important prece-
dents, peripheral influences, and core works. We addition-
ally discuss common modes of implementation in the genre
and contrast these approaches and their motivations.
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1. INTRODUCTION
”Announcers at every modern-day concert com-
mand us to turn o↵ our cell phones, but what
Cagean aesthetic possibilities might we discover
in leaving them on?”

So rings Golan Levin in the artist’s statement for Dial-
tones: A Telesymphony (2001) [11], a foundational compo-
sition in the emerging genre of distributed music: music
that performs an audience’s electronic devices as a unified
instrument or invites their participation as an impromptu
electronic ensemble. This is a question that he and others
have begun to answer through dozens of performances and
compositions worldwide, in a variety of modes and models,
but all originating from a common condition: the average
concert hall now contains hundreds of latent speakers, re-
siding in the pockets of virtually every audience member.
Yet this performance genre lacks a collected history; most

existing overviews list only a few works, and do not give a
comprehensive image of the emergence of the genre. While
mobile, networked, and social computing have defined the
last decade, the history of this genre precedes the smart-
phone, with roots stretching back over 40 years. In this
survey, we look closely at two foundational works in the
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genre—Jose Maceda’s Ugnayan (1974) and Golan Levin et
al’s Dialtones: A Telesymphony (2001)—and additionally
document over a dozen performances which contributed to
the genre between 1990 and 2016.

1.1 Ingredients for a Genre
The projection of music from within an audience can be
found in many traditional formats, such as the church in
which the whole audience sings, or the drum circle in which
every listener participates. The current refocusing on au-
dience involvement occurs at the confluence of several 20th
century developments: electronic broadcast technologies pro-
vide new modes of distributing sound; and multichannel
speaker arrays have established a paradigm for placing many
individual electronic sound sources around an audience. A
further contribution comes from the rise of participatory
art as a genre in the 1950s and 1960s, when artists such
as Allan Kaprow and Fluxus integrated the audience into
their Happenings. By distributing performance instructions
to the audience and considering them participatory agents,
Fluxus and other artists established a framework through
which an audience can help generate an artwork. As part
of this movement, Laurie Anderson created an early exam-
ple of a distributed sonic artwork when she performed Car
Horn Symphony (1969), conducting an audience at a drive-
in theater in New Hampshire to sound their car horns in a
collaborative concert.

2. FOUNDATIONS: UGNAYAN
Filipino professor Jose Maceda’s (1917-2004) acoustic and
electronic works for masses of participants o↵er perhaps the
most substantial framework for distributed music perfor-
mance, a framework which has been replicated by many con-
temporary composers. Among his masterpieces, Ugnayan
(1974), for a mass of participants with individual radio re-
ceivers, may be his most influential work. Broadcast on all
37 active radio frequencies in the city of Manila, the work
encouraged residents of the city to take their radios out into
the streets and turn them up, in order to create a collabo-
rative sound collage across the city. Promoted as part of a
government agenda to demonstrate the unity of the coun-
try, the work also holds a complicated relationship with the
political environment of its era.

2.0.1 The Landscape Maceda Inherits: Creative Ra-

diophony in the 1950s-70s

Repurposing handheld radio receivers as instruments was
becoming common in the years preceding Ugnayan. John
Cage’s compositions Imaginary Landscape No. 4 (1951),
Speech (1955), and Radio Music (1956) were composed for
ensembles of radios (up to 12), using the volume dial and
tuning dial of the radio as instrumental controls. 15 years
later, Karlheinz Stockhausen’s rigorous approach to the ra-
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dio instrument yielded Kurzwellen (1968), Spiral (1968),
Pole (1970), and Expo (1970), works in which ensembles of
performers use radios to receive and transform sound us-
ing the radio receiver’s a↵ordances. In 1970, one of Stock-
hausen’s performances ofKurzwellen occurred on the Beethoven
centennial, a time at which most radio stations were broad-
casting Beethoven—a first hint at the idea of using these
devices to perform a coordinated collection of sounds.[16]

2.1 Precursor: Cassette 100
Maceda’s compositional practice originated from avant-garde
approaches to native Filipino instruments and ethnomu-
sicological research, but evolved towards the use of elec-
tronic devices and musique concrete in the 1950s, a decade
in which he witnessed Varese’s multichannel spectacle Po-
eme Electronique at the 1958 World’s Fair in Brussels, and
worked with Pierre Schae↵er in his studio in Paris.
Maceda’s adoption of portable handheld devices is first

evident in his composition Cassette 100 (1971), in which 100
performers hold tape players streaming musique concrete
while moving around the concert venue in choreographed
patterns. Cassette 100 is formative for the genre of dis-
tributed music, as it harnesses a mass of handheld devices
as a collective musical instrument, albeit devices which are
held by performers rather than the audience.

2.2 Composition
Maceda composed Ugnayan in the tradition of musique con-
crete, and as an extension of it. He created 20 tapes of 51
minutes each, each tape intended to be broadcast on one
of 37 radio channels in the city of Manila. The tapes con-
tain an elaborate composition for traditional Filipino in-
struments, making use of recent developments in metric
complexity and non-functional harmony (Fig. 2). Maceda
aimed to avoid patterns or functional pitch relationships, in-
stead creating ”atmospheres, waves, clouds, fogs... blocks,
screens and windows of sound” through the dispersal of
sound among so many uncontrolled speakers.[14]
Maceda’s assistant Ramón Santos notes how Maceda used

the unique format as a compositional mechanism:

Instead of reprocessing and reshaping these sounds
electronically in a studio, Maceda utilized the
human energies and the physical space of town
plazas and parks to reprocess the sounds in semi-
improvised dispersion schemes. [14]

In other words, Maceda used distribution and participation,
rather than the studio, as a means to compose musique con-
crete, to transform objet sonores into music. Santos contin-
ues that this created:

... a musical experience in which audience, per-
formers, participants, space, and sounds play
equal roles in both the compositional, experien-
tial and re-creative processes. [14]

The title of Ugnayan translates to ”Interlinking”, and has
many meanings within the piece, including the interplay of
dispersed sound events, and the involvement of the audi-
ence within the work, as well as the linking of community
members through social interactions, of music with the sur-
rounding environment, and of traditional instruments with
modern technologies.

Figure 1: Jose Maceda (left) at one of 150 loca-
tions for the premiere of Ugnayan. Image courtesy
of Ramón Santos.

Figure 2: Ugnayan score excerpt. Image courtesy of
Ramón Santos.

2.3 Performance and Legacy
Ugnayan was realized across Manila from 6-7 pm on New
Year’s Day of 1974 (Fig. 1). Santos writes, ”People were
instructed to participate and enjoy the event; e.g. mov-
ing around and listening to the atmospheric changes in the
entire sonic environment.” [14] This reflects a casual and
exploratory listening format in common with many current
distributed music concerts.

Maceda’s assistant Ramón Santos and composer Chris
Brown note, too, that the performance was in many ways
a failure. It was successful as a political stunt, but lacked
considerable participation from the public, and those who
did participate had mixed responses to the music due to its
avant-garde compositional ideas which clashed with popular
musical tastes. [2]

However, in performing Ugnayan once, Maceda estab-
lished a formal precedent for the use of an audience’s elec-
tronic devices as a speaker array. In addition, the perfor-
mance contributed to redefining the role of the composer
in the latter half of the 20th century. Santos writes that
Maceda ”assigned the primary catalytic role to the people
as partly sharing in the creative process, as performers, and
as the audience.” [14] Maceda’s uncommon ability to com-
mandeer all stations of a radio, and to organize the actions
of an entire town through government propaganda, were
crucial to the creation of Ugnayan, which stands as a tow-
ering precedent for the genre of distributed music.

2
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3. DISTRIBUTED INTERVENTIONS: 1990-
2010

Twenty years after Ugnayan, several artists began to ex-
plore the collective creative potential of electronic devices
of various kinds, demonstrating a variety of di↵erent path-
ways into distributed music.

3.1 Heath Bunting, Cybercafe (1994)
UK-based artist Heath Bunting’s Cybercafe: Kings Cross
Phone-In was a guerilla performance that turned the pay
phones in London’s Kings Cross train station into a sound
collage. Publicizing the phone numbers of several dozen
Kings Cross payphones via his website, Bunting instructed
anyone to, at 6 PM on August 4, 1994:

(1) call no./nos. and let the phone ring a short
while and then hang up (2) call these nos. in
some kind of pattern (3) call and have a chat
with an expectant or unexpectant person (4) go
to Kings X station watch public reaction/answer
the phones and chat (5) do something di↵er-
ent.[3]

Bunting seems to comment on the new age of networked
media: that traditional paradigms of one-way communica-
tion (such as a payphone, which normally calls outward)
were disintegrating. He takes a one-way communications
medium and interacts with it, setting a precedent for cur-
rent distributed music paradigms in which a performer sends
messages to an audience’s mobile phone and turns it into a
remote instrument.

3.2 The Flaming Lips, Parking Lot Experi-
ments and Boom Box Experiments (1996)

In 1996, the American rock band The Flaming Lips, based
in Oklahoma City, performed a series of collaborative sound
experiments with collections of car stereos and battery-operated
tape players. In the first series, called Parking Lot Exper-
iments, singer Wayne Coyne created 30 individual audio
tapes and handed them out to audience members gathered
at the parking garage of an Oklahoma City mall. Audience
members played the tapes simultaneously on 30 car stereos.
Later that year, the group coordinated events in which au-
dience members brought battery-operated tape players to
play distributed tapes—events known as Boom Box Exper-
iments. At the first event, in San Francisco, 100 audience
members participated by adjusting their volume knobs in
response to Coyne’s conducting. The audio content for both
events involved highly independent tapes played simultane-
ously, similar to the model espoused by John Cage.

3.3 Chris Brown and Guillermo Galindo,
Transmission (2002-9)

In the 2000s, Chris Brown and Guillermo Galindo designed
their own distributed radio performances in the spirit of
Jose Maceda, whose work Chris Brown has championed and
helped document. In a series of Transmission performances
including in Mexico City (Fig. 3), Newfoundland, and San
Francisco, Brown and Galindo used homemade low-power
FM transmitters to distribute music over four radio chan-
nels. Audience members were instructed to bring radios to
the event, and were given the same performative role that
Maceda gave to his audience—to freely explore specific ra-
dio frequencies. Like Maceda’s Ugnayan, events took place
outdoors, in public areas of the city. Sound was broadcast
to and received by the audience, resulting in the composi-
tion emanating from the radios of the audience and mixing
with the city’s environment.

Figure 3: Chris Brown performing Transmission:
Naranja in Mexico City, 2002. Image courtesy of
Chris Brown.

4. FOUNDATIONS: DIALTONES
The first years of the 21st century saw a surge in phone
art amid the widespread adoption of mobile phones. The
ringtone became an objet sonore in artworks such as Tele-
phony (2000) by Thomson and Craighead—in which 42 mo-
bile phones placed in a gallery in London were called by
viewers and call each other—and Peter Hrubesch’s Handy-
wolke (2001) in which 1200 mobile phones in a glass dome
ring in response to crowd motion and calls from viewers.

In this context, an ambitious concert was imagined by
Golan Levin, Gregory Shakar, and Scott Gibbons: a con-
cert in which all sound would be made by mobile phones,
primarily the mobile phones of the audience. Dialtones:
A Telesymphony (2001) created ”a chorus of organized so-
cial sound” by placing custom ringtones on the audience’s
mobile phones, and calling them from the stage. [11] Rather
than the political sentiment ofUgnayan, Dialtones was purely
a technological spectacle, a proof of concept of the musical
potentials of a new technology.

4.1 Motivations
The Dialtones performance arose from a variety of motiva-
tions expressed by the creators, including: the opportunity
posed by the mobile phone’s sudden ubiquity; the intention
to illustrate wireless social space; and the intention to treat
the ringtone as a found object in the tradition of media art.

4.1.1 Accessibility

In an interview about Dialtones, Levin describes how the
ubiquity of the mobile phone enabled the work:

Everyone is already carrying enough musical equip-
ment in their pocket to participate in an orches-
tral ensemble. All you have to do is show up
with your instrument, and it’s your phone. [11]

The composers saw the opportunity to coordinate our pocket
musical devices into a new type of mass electronic orches-
tra. By placing custom ringtone melodies on the audience’s
phones, the composers were able to emphasize the synthe-
sis capabilities and musical possibilities of these common
devices.

4.1.2 Social Space

Dialtones illustrated the wireless networks that surround us
daily. As the artist statement for Dialtones states:
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By placing every participant at the center of
a massive cluster of distributed speakers, Dial-
tones makes the ether of cellular space viscerally
perceptible... Everyone has such an individual
relationship with their handset, and to suddenly
think that you’re part of a larger network of peo-
ple... is something that is the case, but is rarely
perceived. [11]

Dialtones can be understood as a sonification of our soci-
ety’s wireless networks, and as a reaction against the isola-
tion of personal devices.

4.1.3 Dialtones As Media Art

Finally, Dialtones is a fetishization of the ringtone. The
ringtone, in its unique sound and style, is used as a found
object.

The ringing of mobile phones—ordinarily, the
noise of business, of untimely interruptions, of
humans enslaved to technology—is transformed
into a sound of deliberate expression. [11]

While a work like Dialtones appears to be a new and novel
event, it can be equally evaluated as an application of Mod-
ernist concepts to the present, such as: Laszlo Moholy-
Nagy’s philosophy of repurposing communications media
for creative production; the Futurist’s use of materials and
sounds of daily life; and the notion of instrument invention
as a way of accessing new musical forms.

4.2 Composition
Dialtones is structured as a concerto, a logical format for a
piece which addresses the situated opposition of an on-stage
performer and an audience chorus. The composers write:

The goal of Dialtones’ three-part structure is
to introduce the contrasting aesthetic possibil-
ities of virtuosic real-time cellphone performance
(”mobile phone jockeying”) on the one hand, with
coordinated-ensemble handheld-music on the other.
[11]

The first section exposes the ”orchestra”—the audience—
through a series of sparse, humorous rings among the au-
dience, then grows to a sustained musical interplay across
audience phones. The second section introduces Scott Gib-
bons as a soloing ”phone jockey”on stage, manually activat-
ing the ringtones of a handful of mobile phones which are
amplified. The third section joins soloist and audience, as
the performance ”builds to a remarkable crescendo in which
nearly two hundred mobile phones peal simultaneously.” [11]
LikeUgnayan, the composers describe working with ”sound-

textures”rather than precise rhythms and melodies, no doubt
a result of the lack of precise timing when coordinating so
many devices.[11]

4.3 Performance and Legacy
Performed at Ars Electronica in Graz, Austria in 2001, Dial-
tones saw nightly audiences of about 200 participants. The
composers set up a kiosk in the lobby of the concert hall
to download custom ringtones onto the phones of incoming
audience members in order to control the musical content
of the concert (about two thirds of those downloads were
reportedly successful).[11] The composers exerted further
control over the performance by giving each audience mem-
ber a specific seat in the hall, therefore enabling precise
management of the spatial distribution of sound in the au-
dience during performance (Fig. 4). The venue featured a

Figure 4: The Dialtones program, including seating
location and custom ringtone score. Image courtesy
of Golan Levin.

sophisticated visualization system wherein lights shone on
audience members as they were being called, and a large
mirror reflected a top-down view of the audience back to
itself.

While Dialtones is the most commonly attributed precur-
sor to modern distributed music, it contrasts starkly with
Ugnayan in many respects. Dialtones’ tight control over
seating is rarely seen in contemporary distributed music,
while Maceda’s encouragement that the audience casually
explore and participate in the work is a more common ex-
perience. The sound content of Dialtones is limited, due to
the inflexible timbre of the ringtones of that era, whereas
Ugnayan was able to broadcast richer musical content. A
final distinction is that the Dialtones audience is passive,
whereas Ugnayan’s is actively interacting with the radio as
a musical interface.

However, Dialtones codifies many aspects of the genre:
harnessing the ubiquitous mobile phone as a sound synthe-
sizer, and using a network to coordinate a variety of sound
events across a concert audience. Levin’s core assertion that
”[the mobile phone’s] potential as an ingredient of art has
been largely overlooked,” [11] however tongue-in-cheek, has
proved prophetic for a generation of mobile musicians and
for the genre of distributed music.

5. EMERGENCE OF A GENRE:
DISTRIBUTED MUSIC

Since the release of the iPhone in 2007, distributed music
has transformed into a more flexible genre and coalesced
around certain modes of implementation. The audio syn-
thesis capabilities of the smartphone allow for richer, more
diverse sound events, and the internet as a coordinator
allows for more sophisticated communication schemes be-
tween performers and individual audience devices. Concerts
have also become more feasible; most concertgoers already
have the requisite materials in their pocket, rather than
needing to show up with a special radio or stereo. Perfor-
mances worldwide from 2010 to 2016 illustrate the prolif-
eration of distributed music and its evolution from native
mobile app instruments to networked web audio systems.
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Figure 5: JODI’s ZYX mobile app, distributing
body gestures to viewers in a gallery. Image cour-
tesy of JODI.

5.1 Native Mobile Apps
From 2012-2014, projects by OK GO, Dan Deacon, Sang
Won Lee, and Xavier Garcia distributed mobile music apps
to their audiences to foster participation. Similar ideas were
already being explored in mobile music, most notably by
the Stanford Mobile Phone Orchestra whose 2010 concert
focused on audience participation through distributed inter-
faces [12]. The strategy of interface distribution infiltrated
visual art of the era as well, such as in the art collective
JODI’s ZYX app (2012) which instructs its users to per-
form body gestures, turning an art gallery into a surreal
dance (Fig. 5). It is clear that ideas of mass participa-
tion were percolating in the years following the advent of
the smartphone. Here, we focus on attempts to use this
capability to generate sound from within the audience.

OK GO and NPR, Needing/Getting (2012)
Perhaps the first event to use an audience’s smartphones as
a collective instrument, the Los Angeles-based rock band
OK GO collaborated with National Public Radio to cre-
ate an audience participation segment as part of a live film
broadcast of the radio show ”This American Life.” The app
gave each audience member three buttons, each an impulse
for one of three notes. The audience was grouped into
four colors—each group with a di↵erent set of three notes—
therefore achieving twelve di↵erent notes in all. The audi-
ence followed a scrolling score onscreen that directed them
how to play with beginner-friendly symbols. Fascinatingly,
the band chose to play along as a bell choir—another en-
semble in which each player is responsible for only a hand-
ful of notes, which, played in hocket, are part of a larger
melody created by the ensemble. Broadcast to 300 theaters
across America on May 10, 2012, this led to 300 di↵erent
distributed concerts occurring at the same time.

Dan Deacon, America (2012)
During the same year, Keith Lea at Wham City Lights de-
veloped a standalone mobile app to accompany Baltimore
electronic musician Dan Deacon’s America album tour. Pri-
marily a lightshow app, the app was advertised to also cre-
ate a sonic accompaniment to the music performed. The
app used an ultrasonic audio impulse to synchronize phones
to within 0.06 seconds. 1 The first concert occurred in Des
Moines, Iowa, on July 7, 2012 and the band proceeded to
perform with the app in over 50 other performances.

Sang Won Lee, Echobo (2012)
Sang Won Lee’s Echobo [10] [9] is a mobile instrument that
is designed to be played by untrained audience members.
In performances, audience members download the mobile

1
http://offli.ne

app which lets them play piano notes through a graphical
interface. The cloud of audience notes creates a background
texture while an electronic musician and acoustic musician
perform on stage.

Xavier Garcia, Belzebuth (2014)
Xavier Garcia’s Belzebuth (2014), a 13-minute perfor-

mance with the participation of the audience, was com-
missioned by Grame as part of their SmartFaust concert
series featuring apps developed with the Faust language. In
the Belzebuth app, the audience uses gesture, rather than a
touch interface, to create sound, and are guided through a
series of gestures by a conductor. The audience downloads
the app beforehand through the web. Garcia notes how par-
ticipation can change a viewer’s experience and help them
understand the act of musical composition: ”getting on the
side of doing, [the audience] will experience a new audio
sound as material, texture etc.” [6] therefore giving the au-
dience insight into the compositional process.

5.2 Web Audio
Since the adoption of theWeb Audio API 2 in mobile browsers
in 2014-2015, and in tandem with open-source technologies
developed within the Node.js framework, a number of dis-
tributed music performances have occurred which use web-
sites as remotely-controlled audio synthesizers. While live
audio streaming to audience devices is not yet a reality, per-
formers can send small packets of control data to the audi-
ence in order to control web audio synthesis on the client-
side. As Thomas Dolby—an early adopter of web-based
audio—joked: you cannot send a cake through a phone line,
but you can send the recipe if you’ve got flour, milk, and
eggs on the other end.[4] Performances in this modality led
to a series of entirely distributed concerts at the 2015 and
2016 Web Audio Conferences at IRCAM and Georgia Tech.

Tim Shaw and Sébastien Piquemal, Fields (2014)
One of the earliest distributed music performances to use
web audio as a sound engine, Fields [15] premiered at the
CTM (Club Transmediale) Festival on January 2014 in Berlin.
In the work, all audience members with smartphones opened
a mobile website containing a web audio engine. One per-
former sent control messages via WebSockets to create mu-
sic in the audience’s browsers (Fig. 6), while another per-
former played a Pure Data patch through speakers on stage.
These two soundscapes combined into a landscape of natu-
ral sounds emanating from within the audience.

IRCAM, CoSiMa and Collective Soundchecks (2014)
In a series of events and demos called Collective Sound-
checks, beginning in May 2014, IRCAM’s CoSiMa group
explores many di↵erent modalities of collaborative perfor-
mance using smartphones, inspired by the confluence of the
smartphone’s ubiquity, multimodal sensors, real-time audio-
visual processing, and web standards. [13] In the composi-
tionDrops by Norbert Schnell and Sébastien Robaszkiewicz,
melodic fragments played by individual audience members
are sent from phone to phone and resynthesized, creating
an echo e↵ect and motivic relationships across the audience.
The group leads several initiatives to expand the capabili-
ties of distributed music, such as achieving precise synchro-
nization of musical events across phones. [8] Collaborative
Soundchecks continue to be performed at events worldwide.

Ben Houge and Javier Sanchez The Tomb of the
Grammarian Lysias (2014)
The Tomb of the Grammarian Lysias, for voice and audi-

2
https://webaudio.github.io/web-audio-api/
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Figure 6: Audience smartphones make sound dur-
ing a performance of Tim Shaw and Sébastien
Piquemal’s Fields. Image courtesy of Tim Shaw.

ence mobile devices, deploys live audio recordings in real
time to audience phones. As a vocalist sings the titular
Greek poem, samples of the singer’s voice are recorded and
transmitted asynchronously to audience devices, where they
play in a dispersed cloud. Houge notes how the performance
correlates to the ritual gathering described in the poem, as
well as the poem’s description of wandering through a vast
archive. [7] Houge also mentions that he aims ”to accept
the sound of the phone and timing inaccuracies as an asset
and build those attributes into the composition.”

Web Audio Conference (2015-2016)
The first Web Audio Conference, held at IRCAM in Jan-
uary, 2015, featured a concert consisting solely of distributed
music performances using web audio technologies. The fol-
lowing works were performed: Ben Houge, The Tomb of
the Grammarian Lysias (2014); Sébastien Robaszkiewicz
and Norbert Schnell, Drops (2014); Jesse Allison, Traver-
sal (2015); Kita Toshihiro, Smartphone Jam Session with
Audience (2015); Ben Taylor, Pearl River (2015); and
Tim Shaw and Sébastien Piquemal, Fields (2014).
The 2016 conference featured a distributed music concert

of the following works: Ben Houge, Ornithological Blog
Poem (2016); Andrey Bundin, Concert for Smartphones
(2015); William Walker and Brian Belet, Cross-Town
Tra�c 2.0 (2016); Sang Won Lee and Antonio de Car-
valho Jr, Crowd in Cloud (2016); Nihar Madhavan and
Je↵ Snyder, Constellation (2015).

6. CONCLUSIONS
Distributed music arose not from the smartphone, but from
a common interest across many practices to harness every-
day electronic devices as distributed sound agents. Com-
posers distributed music by: broadcasting sound over radio,
handing out cassette tapes, downloading ringtones, sharing
musical mobile apps, and sending live control messages to
web audio engines in mobile web browsers. In each of these
instances, composers arrived at distributed music by explor-
ing the a↵ordances of everyday technology.
This history conveys not one modality of performance,

but a diverse array of practices. Divergent choices among
these works include: whether the audience should partici-
pate in musical decisions, or be a passive receiver; whether
the timing inaccuracies of latency should be adopted as part
of the medium, or eliminated; whether to discern the loca-
tion of each audience member or not; and whether the audi-
ence’s devices should provide an accompaniment for stage
sound or be the sole source of music. Regardless of in-
dividual perspectives among these choices, the worldwide
emergence of this genre indicates that, beyond its novelty,
it o↵ers a substantial new mode of musical expression.
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ABSTRACT
Robotically Augmented Electric Guitar is a novel robotic
guitar that establishes shared control between human per-
formers and mechanical actuators. Unlike other mecha-
tronic guitar instruments that perform pre-programmed mu-
sic automatically, this guitar allows the human and actua-
tors to produce sounds jointly; there exists a distributed
control between the human and robotic components. The
interaction allows human performers to have full control
over the melodic, harmonic, and expressive elements of the
instrument while mechanical actuators excite and dampen
the string with a rhythmic pattern. Guitarists can still ac-
cess the fretboard without the physical interference of a
mechatronic system, so they can play melodies and chords
as well as perform bends, slides, vibrato, and other expres-
sive techniques. Leveraging the capabilities of mechani-
cal actuators, the mechanized hammers can output com-
plex rhythms and speeds not attainable by humans. Fur-
thermore, the rhythmic patterns can be algorithmically or
stochastically generated by the hammer, which supports
real-time interactive improvising.

Author Keywords
NIME, musical applications of robotics, augmented instru-
ment, actuated instrument, electric guitar

ACM Classification
H.5.5 [Information Interfaces and Presentation] Sound and
Music Computing, J.5 [Arts and Humanities] Performing
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1. INTRODUCTION
Robotic musicianship is situated between two primary re-
search areas — musical mechatronics and machine musi-
cianship. Musical mechatronics focuses on sound produc-
tion through mechanical means while machine musician-
ship develops algorithms for music perception, composition,
performance, and theory [1]. Integrating between these
two areas, researchers in the field of robotic musicianship
design robots with musical intelligence that can algorith-
mically generate music in an e↵ort expand and enhance
the creativity and expression of their human co-players.
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4.0 International License (CC BY 4.0). Copyright

remains with the author(s).

NIME’17, May 15-19, 2017, Aalborg University Copenhagen, Denmark.

The Robotically Augmented Electric Guitar (RAEG) is de-
signed to incorporate elements from mechatronic instru-
ments and robotic musicianship, exploring the interaction
that is situated between playing a passive instrument and
performing with a robotic musician. Unlike other mecha-
tronic guitars, RAEG allows a human performer to have
full control over the melodic, harmonic, and expressive ele-
ments of the instrument, while collaborating and interact-
ing with the mechanized hammer to produce the sound.
Human guitarists can still access the fretboard without the
physical interference of a mechanical system, and can play
melodies and chords as well as perform bends, slides, vi-
brato, and other expressive techniques while the mechani-
cal actuators excite and dampen the string with a rhythmic
pattern. While leveraging the complex and fast movement
of actuators, the expressivity of performing the guitar is re-
tained. Much like how robotic musician’s output can result
in an inspiring real-time interaction, algorithmically gener-
ated rhythmic patterns played by mechanized portion of the
RAEG can influence and surprise the performer.

2. RELATED WORKS
In the field of mechatronic instrument design, researchers
have developed a number of mechanically actuated guitars,
such as GuitarBot by LEMUR [4]. Most of these mecha-
tronic guitars utilize a DC motor with plectrums for excit-
ing the string. A few of these projects, like GuitarBot,
consist of a sliding pitch shifter that manipulates pitch.
Another commonality between these related instruments is
that they play music automatically without any human in-
terference. For example, GuitarBot is controlled via MIDI
for performing live; performance is pre-programmed and au-
tomatic. On the other hand, previous work in robotic mu-
sicianship includes robots that perform alongside humans.
Weinberg’s Shimon, an anthropomorphic robot, improvises
on a marimba in response to a human performer’s input
while the robot’s output influences the performer [1]. Utiliz-
ing complex algorithms, the generated musical phrases are
designed to inspire human creativity. In the middle ground
between mechatronic instruments and robot musicians are
robotic instruments with shared control. Much like Logan-
Greene’s Brainstem Cello1, in which a mechanical system
manipulates pitch or dampen strings in real time as a hu-
man performs on a cello, robotically augmented instruments
allow a human performer and robotic mechanisms to share
control of the sound production [1]. Gurevich and She�eld
explored this field by designing a non-traditional instrument
that is mechanically augmented and establishes distributed
control [2, 3]. Both instrument designers investigate shared
control between human and mechanized motion within a
single instrument; their behaviors are influenced by each

1http://zownts.com/brainstem.html
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other in this dynamic system. RAEG further explores the
field of shared control by incorporating robotics into an elec-
tric guitar to promote the interaction of actuators and a
human which then jointly produce sounds.

Figure 1: a) Full instrument, b) Damper, c) Ham-
mer

3. DESIGN APPROACH
The design of RAEG retains the shape and size of a conven-
tional electric guitar with enough space next to the bridge
for picking and strumming. The instrument contains six
motorized hammers that hit the string while the guitarist
manipulates pitch and other parameters on the fret. A ma-
jor advantage of integrating mechanical components into
a musical system is the ability to output musical phrases
that are di�cult or impossible to physically produce as a
human performer. Mechanical sound production capabil-
ities can allow musicians to explore speed, rhythm, har-
monic, melodic, and timbre controls not attainable by hu-
mans alone [1]. A servo motor was chosen to support these
functionalities, since unlike motorized plectrum in Guitar-
Bot and other mechatronic guitars, it can also support dy-
namic and timbre manipulation. The starting position of
the hammer can a↵ect the dynamics. In order to explore
timbral variations, the amount of damping can be con-
trolled, which could a↵ect the timbre similar to the palm
mute technique. In addition, servos led to the motorized
hammer design, which produces “hammering” sounds that
are di�cult for human to produce, especially on multiple
strings simultaneously. Furthermore, larger size and move-
ment of the hammers provide a better visual cue for the
players and audiences. The prototype of this robotic guitar
was designed to be simple in order to create an intuitive in-
teraction. The software was also designed to be intuitive so
that the user can input rhythmic patterns with ease. The
simple design for both hardware and software is crucial for
experimenting with the instrument for all users.

3.1 Hardware Design
The guitar body houses six motorized hammers and six mo-
torized dampers, controlled by an Arduino MEGA. A servo
motor is used to mechanically move a 3D printed hammer to
hit the strings. In order to enhance playing speed, a small
servo with low torque but high speed was chosen. Similar to
GuitarBot, RAEG contains electro-mechanical dampers for
each string. The dampers are implemented in the design to
make sure that all the notes are pronounced cleanly, espe-
cially when playing fast. This also allows for playing short
notes, which are di�cult to be performed by a human, while
the amount of dampening can a↵ect the dynamic and tim-
bre.

3.2 Software Design
Max/MSP is used to program the patterns of hammer move-
ments. The current design of the software consists of six se-
quencers that allow a 16th note rhythmic patterns for each
string to be inputted by users, who can easily click on the
sequencers to input patterns in real time. Other parame-
ters include BPM and activation time between the hammer
and damper. In order to incorporate the crucial element
of robotic musicians, users can decide to let the computer
generate rhythmic patterns instead.

4. MODES OF INTERACTION
One of the main interaction modes allows the hammers to
perform a rhythmic pattern while the human guitarist is
fretting a bassline or chord-progression with the left hand
and melody with the right hand. By leveraging the al-
gorithmic nature of musical robots, patterns can be pro-
duced stochastically or algorithmically. Due to these vary-
ing rhythmic patterns, music with the same progression and
melody sounds di↵erent each time it is performed. Also, the
patterns can be generated in a way that a human would not
normally play or is too complex to execute. Furthermore,
advanced users can explore rhythmic patterns that are hu-
manly impossible to execute. For example, one hammer
can perform a triplet, another hammer play a quintuplet,
and another hammer play a 16th note pattern. While a
seasoned finger-style player could perform this with enough
practice, this system can immediately output this pattern
and also at a much faster speed than humanly possible. As
for composing and improvising with the instrument, mu-
sicians can input a pattern, let the hammers play it, and
start fretting to come up with chords and melodies. They
can also decide to let the computer generate a pattern and
then perform along with generated patterns. The software
allows users to choose if a new algorithmic pattern will be
generated every measure, every two measures, or every four
measures.

5. FUTURE WORK
In order to better compose, perform, and improvise with
RAEG, a custom foot-pedal will be designed. This pedal
will be used to trigger various patterns, change the mode
of interaction, and turn on/o↵ the system. Furthermore, a
responsive feature will be added to the instrument. Because
the guitarist can choose to pick and strum the strings, the
rhythm performed by the human can a↵ect how the robotic
components generate rhythm.
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ABSTRACT 
Ben Neill will demonstrate the mutantrumpet, a hybrid electro-
acoustic instrument. The capabilities of the mutantrumpet are 
designed to erase the boundaries between acoustic and 
electronic musical creation and performance. It is both an 
expanded acoustic instrument and an electronic controller 
capable of interacting with audio and video simultaneously. 
The demonstration will explore the multi-faceted possibilities 
that are offered by the mutantrumpet in several brief, wide 
ranging musical examples composed and improvised by Neill.  
Interactive video performance techniques and collaborations 
will be integrated into the excerpts. The aesthetics of live 
intermedia performance will be discussed along with a 
technical overview of the interface and associated software 
applications Junxion and RoSa from STEIM, Amsterdam. 
Reflections on the development of a virtuosic performance 
technique with a hybrid instrument and influences from 
collaborators Robert Moog, David Behrman, Ralph Abraham, 
DJ Spooky and others will be included in the presentation. 
 
Author Keywords 
NIME, mutantrumpet, augmented instrument, hyper-instrument 
 
ACM Classification 
H.5.2 [User Interfaces] Ergonomics, interaction styles, theory and 
methods, H.5.5 [Information Interfaces and Presentation] Sound and 
Music Computing. 
 

1. INTRODUCTION AND HISTORY 
The mutantrumpet is a hybrid electro-acoustic instrument that 
has seen 30 years of development and a wide range of musical 
applications. It was originally designed as an expanded acoustic 
instrument combining three trumpets and a trombone with 
analog electronics built for Neill by Robert Moog. In 1992, 
while in residency at STEIM (Studio for Electro-Instrumental 
Music) in Amsterdam, Neill made the mutantrumpet fully 
computer interactive. In 2008 he created a new version of his 
instrument during another residency at STEIM, and has 
continued its development there during residencies in 2014 and 
2016.  

2. CURRENT TECHNOLOGIES 
The current mutantrumpet has two normal B flat trumpet bells, 
two sets of valves, and one piccolo trumpet bell that is attached 
to a trombone slide, making glissandi possible. The extra set of 
valves controls switching between the three bells, and different 
mutes are used to give each bell a distinctive timbral quality. 
Half valving makes timbral shifts reminiscent of electronic 
filtering possible, and a quartertone valve enables microtonal 
performance. The acoustic trumpet sound is converted to MIDI 

data via a pickup in the mouthpiece connected to a pitch to 
MIDI converter that generates note, controllers in the form of 
potentiometers and a fader. On top of the instrument, right next  
to the second set of valves, are two joysticks with X/Y axis 
controls. Another potentiometer is mounted on the first valve 
slide, located on the other side of the velocity, volume and 
aftertouch information. The current mutantrumpet incorporates 
a STEIM Junxion board, mounted under a plate of clear Lexan 
plastic. There are eight momentary switches on the Lexan 
panel, as well as four continuous MIDI instrument body. 
STEIM’s Junxion software maps the controllers on the board to 
a variety of routings.  Many different configurations can be 
created in Junxion, including tables which shape the response 
curves of the controllers. A clip-on microphone is attached to 
the bottom bell, making the acoustic sounds of the instrument 
available for processing.  All MIDI notes are generated by the 
mouthpiece pickup, which helps to minimize feedback or 
glitching of the Pitch to MIDI device.  Software applications 
frequently used include Junxion, LiSaXC (the STEIM live 
sampling program), Ableton Live, Jack Router, and numerous 
audio plugins. Resolume is used for the live video interaction. 
 
As Neill performs, the acoustic sounds of the mutantrumpet are 
sampled in real time using LiSa XC or RoSa. The sampling 
process is triggered by switches on the instrument. One switch 
initiates replacing the sample buffer, another overdubs the 
sound to the existing recorded audio. The samples are then 
played back either through Neill’s played MIDI notes or by 
Ableton Live, whose MIDI sequences can control the playback 
of LiSa XC and RoSa. Neill modifies the samples in real time 
as they are played back using the instrument’s continuous 
MIDI/OSC controllers. Parameters that are modulated include 
filtering, length and start points of the samples, granular 
synthesis, duration, pitch, and dynamics. The output of LiSa 
XC or Rosa is connected to an audio track in Ableton Live 
through Jack Router, making the live sampled sounds available 
for further processing using plugins in Live. The live sampled 
sounds are directly connected with the acoustic performance 
and make up the primary melodic and harmonic structure in the 
music. The emphasis is on real time transformation of the 
acoustic sounds into complex sonorities and textures. 
 
The mutantrumpet’s controllers are also mapped to video 
parameters using Resolume, a video performance software 
application.  The choices of mapping create a true synthesis of 
the two media in performance. For instance, filter frequency is 
often mapped to the same controller as image brightness or 
color, creating a perceptible connection between the audio and 
visual dimensions. The joysticks, which are frequently used for 
pitch control of live sampling, are mapped to tables that outline 
the harmonic series; this overtone mapping is also applied to 
the visual parameters, resulting in audio/visual harmonics and 
scales similar to those described by John Whitney.[1] The 
audio of the mutantrumpet, its directly played synthesizers in 
Live, and its live sampled sounds are all used to animate the 
visual material. The visual feedback can help the! audience to 
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perceive the interactivity of the performance. [2] Still images 
are often used as the basis for the visual presentation; their 
processing and animation is controlled in real time to maximize 
the perceptibility of the interactivity and the relationship 
between sound and image. 
 

!
        Figure 1. The current version of the mutantrumpet 

3. COMPOSITION, IMPROVISATION AND 
VIRTUOSITY IN PERFORMANCE WITH 
NEW INSTRUMENTS 
Neill has always conceived the mutantrumpet as a vehicle for 
his compositional ideas and approaches as opposed to being 
primarily a design project; the instrument is inseparable from 
its musical applications. As discussed in a recent Leonardo 
article by Johnston and Ferguson, “We need to consider fully 
the reciprocal relationship between the new instrument and 
creative practice, not just how well it supports existing 
practices, which are implicitly assumed to be static.” [3] Since 
“real-time operation is in fact better suited to performance and 
improvisation than to genuine composition,” [4] over time Neill 
has incorporated more improvisation into his performances. By 
populating pre-composed rhythmic and harmonic structures 
with spontaneous musical material played acoustically, a 
dialogue is created between the acoustic and electronic 
elements of each piece. The multi-timbral quality of the 
mutantrumpet’s acoustic sound adds to the complexity of the 
sonic exchange. The emergent melodic and harmonic patterns 
that unfold from the improvisational process often become 
primary material in the compositions. Jordà [5] and Keith [6] 
have both discussed the importance of improvisational 
approaches in performance with new instruments. In his book 

Media Ecologies Fuller and Melina describe the process of 
interactive performance with media systems: 
 
“The only way to find things out about what happens when 
complex objects such as media systems interact is to carry out 
such interactions – it has to be done live, with no control 
sample.” [7] 
 
“Multiplicity is induced by two processes: the instantiation of 
particular compositional elements and the establishment of 
transversal relations between them. The media ecology is 
synthesized by the broke-up combination of parts.” [8]!
 
The demonstration will embody these principles and will also 
include a discussion of virtuosity on a hybrid instrument and 
issues that arise with new design and implementation. 
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    Figure 2. Ben Neill performing on the mutantrumpet.  
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ABSTRACT 
This paper/poster describes the development of an experimental 
listening game called Locus Sono; a 3D audio puzzle game 
where listening and exploration are the key forms of 
interaction.  The game was developed by a motivation to create 
an interactive audio environment in which sound is the key to 
solving in-game puzzles.  This work is a prototype for a larger 
planned work and illustrates a first step in a more complex 
audio gaming scenario, which will also be partially described in 
this short paper. 
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NIME, sound installation, audio gaming, video game music, video 
game sound 
 
ACM Classification 
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1. INTRODUCTION 
In the past 20 years, video games have really come into their own as 
a medium, and have become an extremely effective site for all kinds 
of experiences.  With the continuing increase of processing power in 
modern computing, as well as the proliferation of affordable game 
engines such as Unreal and Unity, more and more people are getting 
involved in game development [1].  This has resulted in an extremely 
healthy indie game movement, as well as a new site for media artists 
to explore the creation of interactive artwork.  However, the function 
of audio and music in games is still primarily relegated to traditional 
roles of providing sound effects, dialog, and dramatic music scoring 
to provide emotive accompaniment to game play [2]. Most games 
have not effectively incorporated developments in full-sphere 3D 
audio, procedurally generated sound, and the use of audio as a major 
game mechanic [3][4]. 
 In the field of electroacoustic music, there has been strong interest 
in 3D audio since at least the 1970s [5], through the practice of 
multichannel diffusion (live mixing for surround systems), 
ambisonics (full-sphere surround sound), and binaural/transaural 
audio (3D sound through stereo systems).  As well, generative music 
(algorithmic composition in real time) has also been a major site for 
research and creation in the field of computer music [6][7][8].  Yet 
these explorations have been explored only minimally in video 
games. 
 As more and more games enter the realm of virtual reality through 
products such as the Oculus Rift, Playstation VR, and other game 
system ad-ons, the equivalent audio systems for VR are finally being 
explored.  One big advantage for composers and sound artists is that 
these developments can translate to an increase in audiences for 
meaningful 3D audio experiences.  This has always been a barrier for 
composers and sound artists who wish to bring their multichannel 
creations to consumers, since there has never been a wide adoption of 

home surround systems for music listening.  Current research 
suggests that with the rise of Internet streaming services, most music 
consumers now listen to music on their computers with the built-in 
speakers or headphones [9][10]. However, it seems that many 
gamers do utilize surround systems for gaming at home, even though 
there are very few titles that take full advantage of these systems [3].  
Furthermore, the use of VR sets and good quality headphones means 
that interactive binaural audio, in conjunction with head tracking, has 
huge potential in these gaming environments. 
 As an artist who has worked with interactivity in many ways, I’ve 
looked for ways to pull listeners into environments that are alive and 
responsive to them in some way.  But motivation is a difficult 
problem to overcome in these situations.  In the gallery context, for 
example, the normative flow of visitors through the space severely 
limits the kinds of interactions that can be achieved, and the time 
commitment to develop into something meaningful. 
 Games, on the other hand, inherently invite the experiencer to 
commit time, upon explaining the rules, and the player becomes 
motivated by achieving the goal(s) set out by the rules of the game.  
In that context, what if sound was the primary form of interaction?  
What kinds of musical and sonic experiences can be created in that 
environment?  How might 3D audio enhance that experience?  What 
about field recording and soundscape composition?  How could 
games enhance our understanding of our changing soundscape? 
 

2. AUDIO GAMING 
In 2005, the music video game genre exploded with the release of 
Guitar Hero (Harmonix Music Systems 2011), spawning a subgenre 
of games in which players engage with pre-composed musical pieces 
by performing actions that engage specifically with the music’s 
structure and content (usually rhythm). Particularly in Japan, this 
genre of games has led to a resurgence of arcade culture, where 
games like MaiMai (Sega 2012) and Taiko: Drum Master (Bandai 
Namco Games 2001) are extremely popular, some of which have 
also been ported to home console systems (Hashi 2013). Many of 
these games are essentially a kind of rhythmic karaoke, where the 
challenge is to effectively simulate some portion of the music 
through player interaction.  For example, Pulse (Cipher Prime 
Studios 2011), a tablet-based game, requires you to tap rotating spots 
on circles that radiate from the center of the screen in time to the 
music. 
 More recently, games like Proteus (Kanaga et al. 2013), a so-called 
open world video game, encourage the player to explore the 
aesthetics of the game, which is procedurally generated.  In this 
game, the music is tied to the same procedurally generated functions 
as the graphics, creating a tightly coordinated, always changing score.  
As a genre, open world games have created another unique space for 
sound work, particularly as they have emerged in the MMO 
(massively multiplayer online) gaming universe. 
 The exciting rise of so-called audio games is also quite compelling.  
Blindside (Rasmussen and Astolfi 2012), for example, is an audio 
adventure game set in a 3D audio environment, where you must 
navigate in darkness using only audio cues.  In another example, 
Fract OSC (Phosfiend Systems 2014), the puzzles themselves are 
musical, and they unlock larger musical streams in the game.  
Ultimately, this game becomes a fully functional digital audio 
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workstation in which players can create their own musical 
compositions. 
 As these new genres of games show, the role of sound in games is 
expanding, and the duality between sound effects and music has been 
called into question [10][11]. While it is still common practice to 
separate out these roles, particularly in larger game studios, many 
game developers have become much more sensitive to the need to 
rethink that relationship. One great example of this is the game 
Limbo (Playdead 2010), with sound created by electroacoustic 
composer Martin Stig Andersen.  The award-winning sound design 
contained no “music” per se, but rather, contained quiet and 
beautifully composed textures based on field recordings and other 
non-musical sounds [13]. 
 It is within this climate that I have wondered about the possibilities 
of sound-centric games, or of interactive sound pieces, which have a 
game flowing through them.   What kinds of interactions are possible 
here, and how might the motivation of game play be leveraged for 
meaningful compositional development?  Would a game be a good 
location for a multichannel, generative composition? 

3. LOCUS SONO 
Locus Sono is a first-person audio puzzle game, created in the 
game engine Unity 3D.  The game demonstrates a simple audio 
game mechanic that involves locating sonic “sweet spots” in an 
otherwise silent soundscape. In looking at various game 
engines, Unity 3D seemed well positioned as a platform for 
experimentation, since its audio engine is relatively decent, and 
it offers cross platform support. The audio engine sports some 
basic 3D sound features like Doppler, and is able to handle 
multiple streams of audio. It is particularly strong at handling 
multiple looping files, even relatively long files (several 
minutes each). It is easy to access parameters like panning, 
volume changes, and playback speed of sound files, all of 
which can be linked to player actions.  In addition, there have 
also been some successful attempts to expand upon Unity 3D’s 
audio engine, including both OSC-based solutions and more 
recent attempts at embedding Pure Data (libpd) into Unity 3D 
(Patrick Sebastien’s libpd4unity, for example). 
 In learning Unity 3D, which took some time, I concentrated 
on open 3D landscapes, placing looping sounds in various 
places with fixed boundaries, to see how effective it was to 
walk into these pools of sound.  It was easy and effective to 
program, for example, the players distance from the center of 
the sound and map that to volume.   
 Eventually I developed a kind of “tri-zone” concept, where 
three sounds are placed separately, but overlapping at a specific 
location.  The player has to find that sweet spot – listening for 
three sounds together.  This was relatively easy to set up and 
worked effectively, depending on the sounds used, and 
suggested ideas for composition.  Each tri-zone is a site for a 
composing in distinct layers, but spread out, with a small 
intersection point that the player must find by ear. Further, 
upon arriving in the tri-zone, the player “records” the tri-zone, 
activating a physical structure in the center of the zone.  This 
activation results in sound layers moving closer to the player, 
and drawing in other sounds as well.  In short: the player 
locates the tri-zone, activates it, and the composition “blooms.” 
 Locus Sono is a playable computer game (Mac, Windows, 
Linux) with 5 levels illustrating various forms of the tri-zone 
concept.  The player unlocks new levels by discovering all of 
the tri-zone areas in the current level.  The ultimate goal is to 
find the “Listening Room,” which is basically a final end 
experience that is a kind of audio fun house, with lots of sounds 
including several audio compositions.  
  

The game can be downloaded here: 
  

http://www.scott-smallwood.com/games/locussono/ 
  

4. REFLECTIONS AND FUTURE WORK 
Locus Sono is a first step toward an exploration of the 
possibilities of sound in 3D space, both in terms of 
compositional challenges and using audio as a major 
component of puzzle solving.  The next step is to move away 
from looping sound files exclusively, and to instead have some 
elements of procedurally generated sound as well. This would 
give access to compositional changes based on player action.  
For example, perhaps the player not only has to find the tri-
zone, but upon locating it, must then manipulate the sounds 
themselves to bring them into “tune,” so to speak.  Maybe they 
are slightly off pitch, or out of sync. 
 There are many ideas here, and prototyping is currently being 
done in Max/MSP and Pure Data. I am currently working on 
porting one of these ideas into Unity 3D via libpd.  Although 
I’m just scratching the surface, I feel that gaming offers real 
potential for meaningful sonic interactions, and opens up new 
audiences for interactive multichannel, multilayered 
compositions. 
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ABSTRACT 
2017 marks the 40th anniversary of the Rubik’s Cube (under its 
original name the Magic Cube). This paper-demonstration describes 
explorations of the cube as a performance controller for music. The 
pattern of colors on a face of the cube is detected via USB video 
camera and supplemented by EMG data from the performer to model 
the performer’s interaction with the cube. This system was trialed in a 
variety of audio scenarios and deployed in the composition “Rubik’s 
Study No. 1”, a work based on solving the cube with audible 
connections to 1980’s pop culture. The cube was found to be an 
engaging musical controller, with further potential to be explored.  
  
Author Keywords 
Tangible User Interfaces, Rubik’s Cube, Myo Armband 
 
ACM Classification 
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1. INTRODUCTION 
The Rubik’s Cube (Figure 1) is a popular 3D puzzle invented in the 
1970s by Erno Rubik [9].  The standard cube has a 3 x 3 grid of 
squares on each face, while all faces can rotate freely. When solved, 
each face displays a single color, usually white/yellow, blue/green 
and red/orange on opposite faces. Despite ~43 x 1018 permutations, 
any state can be solved in <21 moves [9]. Typically solving uses 
more moves, but “speed cubers” can still do so in a few seconds [12]. 
 Our enquiry into cube-as-controller derived from the fact that the 
cube is a highly tactile object inviting user interaction, it has a large 
number of states, it can embody user skill in its manipulation, while 
basic moves are simple to learn, and, not least, it is fun to play with. 
 

 
Figure 1. The Rubik's Cube puzzle  

2. RELATED WORK 
2.1 Tangible User Interfaces 
The manipulation of physical objects to control digital 
information is described as a tangible user interface, a well-
known music example being the Reactable [3], where the 
manipulation of fiducial marker cubes and discs (and finger 
touch) on a circular back-projected surface allows the user(s) to 
assemble, configure and control a real-time software modular 

synthesizer. Its open source tracking, reacTIVision, has been 
used by others in music [11] and non-music [2] examples, 
while related Rotor software allows an iPad to be used with 
tangible “rotor controllers”. Similarly, but in general 
computing, Microsoft’s PixelSense tables supported object 
recognition and tracking on the screen, ideas at least partly 
carried forward to their Surface Studio’s interactive “dial”.  
 

2.2 Computer Vision and Rubik’s Cube 
A number of published student projects can capture the current 
state of a cube to use with solving algorithms, e.g. [1, 5, 7].  
 Robot solvers can achieve sub-second results [4], but fix the 
cube’s position relative to the camera(s), so their reading code 
is likely not ideal for human performers.  
 

2.3 Rubik’s Cube and Music 
Hakan Libdo [6] used up to 16 pre-prepared 4 x 4 cubes as a 
sequencer grid (time, pitch axes), colors indicating instrument 
parts. It is similar to Candy Synth by the same artist, and other 
tangible sequencers. Whilst a fun application, it is not 
altogether clear how using the cube is advantageous. We were 
keen to explore the cube more as an instrumental controller, 
although this is clearly just one musical possibility. 
 

3. CUBE EXPLORATION 
3.1 System 
Karpathy’s tracking code [5] was modified to transmit face colors via 
OSC to Max/MSP and then mapped to the six cube colors using 
Euclidean distance (in HSL color space) relative to the calibrated 
mean for each face. This is then mapped to audio parameters.  
 We determined that tracking performer-cube interaction would be 
important. We decided upon performer sensing, since we wished to 
use an unmodified cube and didn’t want to limit cube movement to 
within camera shot. A Leap Motion optical hand-tracker was 
confused by the cube and so a Myo Armband [8] was tried, 
collecting motion and EMG (electromyograph) data from the 
forearm. The Myo moved little when “cubing”, but EMG data was a 
good predictor for cube activity, as values varied with finger 
pressure. A Max external was developed to access EMG data. 
 

 
Figure 2. Cube Instrument 
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3.2 Practical set-up 
The most reliable cube detection was achieved by mounting a USB 
camera above a table and placing the cube on the table surface to be 
read (figure 2 above) This also allowed the performer to easily rotate 
the cube or change to different faces while preserving tracking, and 
also decide when the cube is to be read. The cube can be read from 
below a transparent surface (Reactable-style) to minimize hand 
occlusion, but we wanted the performer and computer to see the 
same cube face. Prior to performance, the system is calibrated by 
showing completed faces and indicating the corresponding colors. 

3.3 Audio Parameters 
The Rubik’s cube has many permutations and it is not simple to put 
the cube in a specific arbitrary state. Hence the mapping of cube to 
musical parameters is less clear than where the user can easily reach 
any of the possible states of the device, such as a joystick or rotary 
encoder. We tested various ideas (included in the demonstration). 
 The cube in its unsolved state presents six possible semi-random 
patterns for use, and while solving, order is gradually built up, 
typically layer-by-layer. In addition, most solutions have moments of 
disrupting the order temporarily before returning to a more ordered 
state again. This flow between order and chaos suggested that the 
cube could useful for gradual evolutionary control over processes, 
e.g. parameters of granular synthesis, where the balance of order and 
randomness are associated with the synthesis method itself.  
 The discrete nature of the patterns, together with difficulty of direct 
construction of a specific complex pattern, suggested that the cube 
could be used for choosing elements from sets, where the potential 
combinations provide interesting musical results, but the precise 
combination itself is not so compositionally important, allowing for 
discovery/variation during performance, not directly under the 
performer’s control – e.g. selection of notes from chords, 
interpolation of presets, or choice of loops or rhythmic combinations. 
 A further standard use of the cube is for the creation of specific 
ordered patterns such as spots (face centers a different color), chess 
board, vertical stripes, diagonal stripe, etc. These are easily 
repeatable and can be taken to another pattern in a few moves. These 
can be used to select particular sounds, presets, phrases, or effects, 
and the cube considered as a set of reconfigurable fiducial markers. 

4. Rubik’s Study No. 1 
The principal compositional preoccupation in devising Rubik’s 
Cube Study No. 1 was to find strategies to clearly connect the 
music to processes involved in solving the puzzle. Following a 
text-based score, the performer is asked to try to solve the cube 
but at certain points place the cube on a table and experiment 
with the sounds produced. The piece explores three sonic areas: 
 a) Casio VL-1 percussion loop, played when the performer is 
neither rotating the cube faces nor displaying a face to the 
camera. This might be considered kitsch ‘thinking’ music. 
 b) Granular synthesis of cube sounds, played when the 
performer is trying to solve the cube. Grain parameters are 
modified by EMG data to create a clear synergy between the 
performer’s actions and resulting granulated sonority.  
 c) FM synth chords, played when the cube is on the table. 
Each color is assigned a nine-note extended chord with clear 
tonal center (C, Gb, D, G#, E, Bb), which combine to form a 
whole-tone scale. A scrambled cube will likely create dissonant 
and unstable sonorities, the pitches changing with rotation, 
while a solved face a rotation-invariant stable tonal chord.  
 Both (a) and (b) outlined above capture normal elements 
associated with solving a Rubik’s cube but (c) requires the 
performer to pause in their pursuit of completing the cube. 
There is an element of artifice required, but the reward for the 
performer (and listener) is to ‘hear’ the faces of the cube. 
 As the cube is solved the original dissonant musical 
sonorities move towards a sense of resolution, with the 

successful completion of the puzzle leading to a clear sense of 
tonal arrival and, therefore, closure for both the performer and 
audience1. A clear sense of trajectory is created through the 
transformation of the materials. 
 The overall duration and changes in musical material (e.g. 
pitch, granulation, sonority) are connected closely to how the 
performer solves the cube and their particular ‘cubing’ abilities. 
For example, the duration of a Rubik’s cube champion would 
be rather short but would create some exciting granulation 
textures in the process. Similarly, a more measured or hesitant 
approach would result in the exploration of a wider range of 
different pitch sonorities. Both are equally valid performances. 
 Another important issue in developing the work was to 
playfully but purposefully rejoice in nostalgia for the 1980s. 
The Rubik’s cube is a treasure passed down from the 80s as are 
the FM synthesiser and Casio VL-Tone drums used. 

5. CONCLUSIONS 
The Rubik’s cube is an interesting object to explore as a music 
controller. While naturally lending itself to ideas of order and 
randomness, the seemingly endless reconfigurations in a small, easily 
manipulated cube offer both stochastic and predefined control 
options while providing interesting gestural elements for performer 
and audience. In further work we plan to develop additional audio 
control mappings, less invasive activity capture and to explore 
temporal synchronization between cube and system response. 
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ABSTRACT
MicroJam is a mobile app for sharing tiny touch-screen per-
formances. Mobile applications that streamline creativity
and social interaction have enabled a very broad audience
to develop their own creative practices. While these apps
have been very successful in visual arts (particularly photog-
raphy), the idea of social music-making has not had such
a broad impact. MicroJam includes several novel perfor-
mance concepts intended to engage the casual music maker
and inspired by current trends in social creativity support
tools. Touch-screen performances are limited to five sec-
onds, instrument settings are posed as sonic “filters”, and
past performances are arranged as a timeline with replies
and layers. These features of MicroJam encourage users not
only to perform music more frequently, but to engage with
others in impromptu ensemble music making.

Author Keywords
mobile music, touchscreen, social computing, ensemble

ACM Classification
H.5.5. [Information Interfaces and Presentation] Sound and
Music Computing — Systems, H.5.3. [Information Inter-
faces and Presentation] Group and Organization Interfaces
— Asynchronous Interaction

1. INTRODUCTION
MicroJam is a touch-screen app designed to encourage en-

semble interactions among users who are separated in space
and time. Much as forum posts and tweets can have replies,
so might musical performances. In MicroJam, users per-
form short performances on the touchscreen, up to a max-
imum time of five seconds, which are uploaded automati-
cally. Other users’ apps automatically download their friends
performances, to which they can listen and reply. The in-
terface for MicroJam emphasises frequent creation of short
performances and direct connection between touch-screen
interaction and sound. The layering of replies and perfor-
mances allows ensemble performances to be accrued over
time, enabling distributed and asynchronous collaborative
creativity. In this demo, MicroJam is presented a working

Licensed under a Creative Commons Attribution

4.0 International License (CC BY 4.0). Copyright

remains with the author(s).

NIME’17, May 15-19, 2017, Aalborg University Copenhagen, Denmark.

prototype1. We aim to explore possibilities for ensemble in-
teraction in a mobile music DMI and the creative space of
tiny touch-screen musical performances.

Figure 1: MicroJam is an app for recording and

sharing very short touch-screen performances.

1.1 Jamming through space and time
Ensemble performances generally take place in the place,
and at the same time, for all performers in the group. This
is most often the case for ensemble NIME performances
that occur in the concert hall, studio, or pub stage. HCI
frameworks for cooperative work systems do address the
collaboration across space and time [4]. What could such
systems look like for musical performances? Can performers
derive some of positive aspects of ensemble performances by
collaborating asynchronously?

Mobile devices are a prime candidate for asynchronous
and distributed ensemble performances as users tend to
carry these wherever they go. Mobile device ensembles have
been extensively explored [6, 3, 5] although these have usu-
ally focussed on co-located and synchronous performances.
Smule’s apps such as Ocarina [7], Magic Piano, and Sing
Karaoke notably connected remote users. Ocarina intro-
duced the concept of a “world stage” where users could lis-
ten and rate performances by other users and Sing Karaoke
allows users to record di↵erent layers of pop songs creating
asynchronous band demos.

While Sing Karaoke is limited to pre-arranged pop songs,
many musical possibilities are ruled out by this restriction;
in particular, new interface designs not modelled on existing
instruments could be distributed and tested by ensembles of
remote users. Such users may find hidden a↵ordances of this
online medium and expand the possibilities of mobile music

1The source code for MicroJam is available at: http://
doi.org/10.5281/zenodo.322364
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Figure 2: MicroJam’s list screen showing previously

recorded jams. Each can be selected for playback

or recording a reply.

performance. MicroJam is posed as an app platform for
exploring mobile, distributed, and asynchronous co-creative
systems.

2. DESIGN
The present version of MicroJam is an iOS app written in
Swift with web backend provided by Apple CloudKit. The
main screen consists of a list of performances (see Figure 2)
downloaded from other app users. These can be selected,
played back, and used as the basis for reply performances.
New performances can be created by selecting the “+”

symbol. The jamming screen (Figure 3) then appears, al-
lowing the user to record a new performance. A number of
sound schemes can be selected for the performance. As of
writing, these consist of a simple theremin-like sound, a key-
board sound, a Karplus-Strong modelled string sound, and
a drum set. Refinements in the mapping from touch-screen
to synthesised sounds is ongoing to provide a variety of ex-
pressive options for users. During performance, touchscreen
interactions are visualised similarly to a simple “paint” app.
This visual trace of the performance is used to represent
the jam on the list screen. As seen in Figure 3, initial tests
suggest that users enjoy creative cross-over between visual
doodling and musical performance.
While the current prototype only supports one reply, fur-

ther enhancements aim to support multiple replies leading
to threads of continually evolving ensemble performances.

2.1 Tiny Musical Performance
In MicroJam, a musical performance is defined to be five
seconds of interaction in the square touch screen area seen
in Figure 3. In this five seconds, users may tap, swipe, swirl,
and otherwise interact in any way in the touch-screen area.
Touchscreen data is simultaneously recorded, mapped to
synthesised sounds, and visualised. After the performance,
a list of the touch-screen interactions is stored on the web
service (CloudKit). This recording can also be exported
as a CSV file for later analysis. MicroJam performances
recorded so far result in CSV files of about 5kB in size so
uploading is possible even on very slow connections.

3. RESEARCH GOALS
MicroJam is intended to be used as a research tool to ex-
amine the potential for ensemble performance in everyday

Figure 3: The MicroJam recording screen; 5-second

long performances encourage a fast cycle of record-

ing, listening, and replies.

smartphone music interaction. Research goals include de-
veloping a large corpus of tiny musical performances and de-
veloping methods for generating these automatically based
on the styles of individual users. Future investigations in
this app will focus on the potential to predict [1] reactions
from a user’s friends and implement improvising and ac-
companying algorithms [2] that emulate an ensemble per-
formance experience in real-time.
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ABSTRACT 
The AEVE provides for a brain-computer-interface (BCI) 
controlled audiovisual experience, presented through a virtual 
reality head-mounted display (VRHMD). We have developed an 
audiovisual art piece where progression through 3 sections and 1 
extra section occurs using an “Attention” value derived from the 
Electroencephalography (EEG) data. The only interaction in this 
work is perspective that is participant’s view, and the EEG data. 
However, we believe the simple interaction amplifies the 
participant’s feeling of immersion. Through the narrative of the 
work and the simple interaction, we attempt to connect some 
concepts such as audiovisual experience, virtual reality (VR), BCI, 
grid, consciousness, memory, universe, etc. in a minimal way. 
 
Author Keywords 
Audiovisual, Brain-computer-interface, Electroencephalography, 
Virtual reality head-mounted display 
 
ACM Classification 
J.5 [Computer Applications] ARTS AND HUMANITIES --- Fine 
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Graphics and Realism --- Virtual Reality.  
 

1. INTRODUCTION 
Generally, audiovisual expression means a fusion expression 
between sound and visual, or a visual presentation of sound and 
music, such as visual music. Furthermore, interactive audiovisual 
expression means audiovisual expression with interactive 
technology or media, such as motion sensors, an EMG, or EEG, etc. 
We have long been fascinated by interactive audiovisual expression 
and the relationship between sound, visual and media technology 
[2, 3, 4, 5].  

2. BACKGROUND 
Because the VR platforms for consumers, such as Oculus Rift, 
HTC Vive, and SONY PlayStation VR were released in 2016, 2016 
is called “The Year of VR.” Using VR for audiovisual mechanisms  
isn’t novel. However, integrating recent VRHMD, interactive 
media, development environments for VR contents, such as Unity 
and Unreal Engine, etc. may enhance the manner of experience 
and expression of interactive audiovisuals. 

3. IMPLEMENTATION 
3.1 Hardware 
We have created an interactive audiovisual art work named AEVE 
using VRHMD and EEG. The participant of the AEVE is going to 
wear the VRHMD which consists of Samsung Galaxy S7, Gear VR 

with an EEG attached, and noise-canceling headphones (see Figure 
1, 2). We use MindWave Mobile as an EEG, which can measure 
the degree of “Attention” and “Meditation.” The AEVE uses the 
"Attention” value to move in the VR space. 

 
 

Figure 1. The VRHMD with an EEG attached  
and noise-canceling headphones 

 
Figure 2. The participant wearing the AEVE system 

The way of using the “Attention” value to perform actions in VR 
space is related to prior systems. NeuroSky Brainwave Visualizer 2 
[6] is the application software for the MindWave Mobile EEG 
headset, in which a user with the headset can burn and explode a 
barrel by increasing his/her “Attention” value. Such a simple neuro-
feedback method is used as a simple BCI method in many art 
works. Judith Amores et al. [1] proposed in the PsychicVR, a proof 
of concept model system that integrates the artistic expression of a 
psychic power, the mindfulness practice, BCI using EEG, and VR. 
In the system, a player can float in the VR space by increasing the 
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“Attention” value. We believe that the simple BCI method gives 
the participant more immersion. 

3.2 Content 
The implementation of the software of the AEVE is used Unity. The 
AEVE runs approximately 9 minutes and has 3 sections and 1 extra 
section. In the first section, firstly, the participant is going to see an 
object like a white plane in front of the participant. Then, when the 
“Attention” value derived from the participant’s brain wave 
exceeds the threshold, grid objects that are parts of the object like 
the white plane are going to spread out with the rising of the pitch 
of the sound (see Figure 3). The sound is similar to “Sho” that is a 
traditional Japanese wind instrument. Then the participant is going 
to perceive spatial perception of the VR space. This section also 
functions as a training section for using EEG. 
 

 
Figure 3. The first section 

 

 
 

Figure 4. The second section 

 
Figure 5. The third section 

In the second and third section (see Figure 4, 5), when the 
“Attention” value exceeds the threshold, the participant is going to 
move forward. Then the participant is going to interact with 
sounding objects. Those sounds and graphics are designed as 
metaphors of memories and experiences of life. The participant can 
see the values of “Attention,” “Meditation,” and “Raw” in the panel 
on the left side of the screen. In the third section, concrete sounds 
are played back when the participant goes through grid objects (see 

Figure 5). The section doesn’t have the EEG panel. The concrete 
sounds were sampled by us at many sites and venues such as a 
station, room, park, shop, school, etc. We also used free samples 
downloaded from the internet. After the third section, the screen is 
going to have a black out, and then have the extra section. In the 
extra section, the participant is in a room where the producer of the 
art piece is in the middle of wearing the same VRHMD that the 
participant is wearing (see Figure 6). We prepared this section for 
speculative thinking about what the real world is, and what you are. 
 

 
Figure 6. The extra section 

4. OUTLOOK 
The interaction of the AEVE uses a simple BCI method; however, 
we believe the simple interaction amplifies the participant’s feeling 
of immersion.  Through the composition, we attempt to connect 
some concepts such as audiovisual experience VR, BCI, grid, 
consciousness, memory, universe, etc. in a minimal way. We 
believe that this art piece is not only a novel experience but also 
shows many possibilities of audiovisual expression and 
performance. For the next step of this work, we expect that 
elements and concepts of the work will strongly connect. For 
example, by developing more interaction between sounds and BCI 
makes a new audiovisual experience possible. However, we should 
think deeply about the relationship among these elements.  
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ABSTRACT
The Arcontinuo is an electronic musical instrument designed
from a perspective based in the study of their potential
users and their interaction with existing musical interfaces.
Arcontinuo aims to change the way electronic music is per-
formed, as it is capable of incorporating natural and er-
gonomic human gestures, allowing the musician to engage
with the instrument and as a result, enhance the connec-
tion with the audience. Arcontinuo challenges the notion of
what a musical gesture is and goes against traditional ways
of performing music, by proposing a concept that we call
smart playing mapping, as a way of achieving a better and
more meaningful performance.

Author Keywords
Arcontinuo, New interfaces for musical expression, haptic,
sensors

ACM Classification
H.5.5 [Information Interfaces and Presentation] Sound and
Music Computing, H.5.2 [Information Interfaces and Pre-
sentation] User Interfaces—Haptic I/O.

1. INTRODUCTION
The Arcontinuo

1 is an electronic musical instrument that
was conceived with the intention of overcoming some of the
di�culties of other instruments that have failed in getting
a consistent place in the musical scene. Its creation was
based on a model founded in concepts of interaction design
research and narrative identity [1].
This need for a radical innovation in the way electronic

musical instruments are designed and conceived has been
the motivation to develop our research, consolidating a mul-
tidisciplinary team of designers, engineers and musicians
who over the last seven years has been working on this
new electronic musical controller/instrument. It is impor-
tant to note that our research and development process has
been guided by an epistemological disciplinary approach
and methodology, focused in the subject-object interaction
[2], in order to understand meanings as useful drivers to
define both the shape and the technology of the product.

1
http://www.arcontinuo.com
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2. FEATURES
We have developed an electronic musical instrument capa-
ble of incorporating natural human gestures, allowing the
musician to engage with the instrument and as a result,
enhance the connection with the audience. Electronic mu-
sic today, is being played through interfaces made of a se-
ries of knobs, faders and other kinds of buttons that don’t
necessarily allow for the interpreter to create an expressive
person-instrument interaction, nor use natural movements
to create their musical inspiration in a continuous way. We
believe that this interaction amplifies the engagement of the
audience with the performance.

The Arcontinuo is an electronic musical instrument that
belongs to the controller category. It contains a curved sur-
face which is posed/strapped over the shoulders and allows
for an ergonomic coupling with the user. The surface is 3D,
resilient, elastic and continuous, allowing for fluid execu-
tion. Arcontinuo has 3 axes which are fully programmable
(x,y,z), allowing the fingers to move along the surface to
execute the music, where z is the pressure axis. This key
factor enhances the dynamic range and gives versatility and
musical expressiveness to the instrument. We are currently
on our third prototype iteration, and we hope to reach a
market-ready version of the instrument in the short time.

3. PROTOTYPES
We have conducted an iterative validation process, which
begun with the first functional prototype (Arcontinuo 416).
This instrument is described in some detail in [1]. As shown
in figure 1, this first version was made of wood with a curved
execution surface covered by polyester. This version com-
municated with a computer using a serial connector (RS-
232) and all the data processing was done by an Arduino
micro-processor.

Figure 1: First prototype, Arcontinuo 416, made

out of wood and polyester.

After a hardware and software redesign stage, we con-
structed a second functional prototype (Arcontinuo 520),
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as seen in figure 2. This version is made of aluminum and
covered with a sandwich of silicon and lycra. This version
had two ways of connecting to a computer, by a standard
USB connector, but also via a wireless ethernet connection.
The software runs on a Raspberry Pi computer. In a similar
fashion as with the first prototype, all the data processing
was done by a PIC micro-processor.

Figure 2: Second prototype, Arcontinuo 520, made

of aluminum, silicone and lycra.

We are now in the final stages of producing the third
prototype (Arcontinuo 1512), shown in figure 3. In this
version, the complete instrument is covered by polyester
and the skeleton is 3D printed. All the electronic processing
in this version is considerably faster, as it is built using
FPGAs instead of micro-processors. This version will allow
for wireless, MIDI and standard USB connections. Also, the
sensing technology has been improved, allowing for much
accurate finger recognition algorithms.

Figure 3: Third prototype, Arcontinuo 1512, 3D

printed and covered by polyester.

One important aspect we have paid considerable atten-
tion since the second prototype, are the variety of perfor-
mance options that this surface allows for. Figure 4 displays
all five possible performance modes of the instrument.
For a full account of the design process, we refer the

reader to [2].

Figure 4: Performance modes of the instrument.

4. MAPPING
It is not a trivial task to decide how to play a continuous
3D surface. Many questions arises when you are confronted
with this situation, such as: Do we still need to consider the
concept of key?, What is a musical event?, or What is the
relationship between finger’s gestures and musical events?

After several years of research, we have decided to let
the user define how he interacts with the instrument. This
means that the whole instrument surface is adjustable and
customizable based on the user’s needs. We called this ap-
proach smart playing mapping, which allows each user, us-
ing some of our software tools, to adapt and decide how the
surface of the instrument is best performed 2.

For example, the Arcontinuo can be used as a gesture
controller, where the musician triggers certain actions based
on how he interacts with the 3D surface. But at the same
time, it can also be performed in much more similar ways
as traditional interfaces, such as the keyboard or a guitar,
are played.
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ABSTRACT 
Kalimbo is an extended kalimba, built from repurposed materials and 
fitted with sensors that enable it to function as a reductionist control 
interface through physical gestures and capacitive sensing.  The work 
demonstrates an attempt to apply theories and techniques from visual 
collage art to the concept of musical performance ecologies. The 
body of the instrument emerged from material-led making, and the 
disparate elements of a particular musical performance ecology 
(acoustic instrument, audio effects, samples, synthesis and controls) 
are juxtaposed and unified into one coherent whole. As such, 
Kalimbo demonstrates how visual arts, in particular collage, can 
inform the design and creation of new musical instruments, interfaces 
and streamlined performance ecologies. 
Author Keywords 
NIME, extended instrument, controller, collage, kalimba, thumb 
piano, reductionist, minimal  
ACM Classification 
H.5.5 [Information Interfaces and Presentation] Sound and Music 
Computing. 

1. INTRODUCTION 
Kalimbo is an amplified thumb piano, extended with an Arduino1, an 
accelerometer and a capacitive sensor. These enable it to act as a 
control interface that is reductionist in design (with no knobs or 
sliders etc. to interrupt the surface aesthetic) but wide-ranging in its 
potential control applications, actuated through physical gestures and 
touch. The work employs the collage techniques of visual artist 
Eduardo Paolozzi to develop Bowers’ [1] concept of Performance 
Ecologies: disparate elements of an ecology are combined into one 
instrument/controller (built from the ‘ephemera of everyday life’ [6]), 
which allows the player to trigger, abstract, juxtapose and manipulate 
fragments of live, synthesised and sampled audio into a constantly 
shifting audio-collage. 

2. RELATED WORK 
Mainsbridge and Beilharz [5] have shown how gestural control 
interfaces can afford performers ‘sole responsibility 
over…signal processing,’ embracing rather than limiting 
physical movements.  
 Digital Musical Instruments such as Rémi Dury’s Karlax2 
demonstrate how accelerometers can be effectively used in 
gestural control systems while addressing the ‘split between 
interface and sound engine’ that Magnusson [4] identified as 
problematic in electronic music performance.   
 The versatility of capactive sensor-based control systems has 
been explored by many members of the NIME community, 
including Gerhard and Park in their IIA project [3]. 

                                                                    
1 Arduino / https://www.arduino.cc/  
2 Rémi Dury / Da Fact: http://www.dafact.com 

 Amongst others, Bowers et al [2] have explored approaches 
to control interfaces that are reductionist in design, yet wide-
reaching in scope of possible concurrent control applications.  
Meng Qi3 has developed several kalimbas with built-in 
hardware audio effects and controls.  
 Kalimbo builds on these concepts, using accelerometer and 
capacitive sensor data to create a flexibly-mapped, reductionist 
control interface combined with a traditional acoustic 
instrument. A collage-based approach  is employed in unifying 
disparate elements of a musical performance ecology, thereby 
addressing the problematic interface/sound engine split 
identified by Magnusson.  

3. INSTRUMENT DESIGN 
The instrument body was designed and built using collage-
based, material-led techniques, repurposing parts with a 
complementary aesthetic that were either found or obtained 
cheaply from builder’s merchants. 
 

 
Figure 1. Kalimbo and sensor system in progress. 

3.1 Instrument Body 
The chrome-finished bicycle spokes that became the tines of the 
instrument informed the aesthetic of the rest of the build; the 
resonating body is a steel sandwich tin, mounted with three steel 
cupboard door handles that form a sturdy adjustable bridge. 

3.2 Sensors and Electronics 
A humbucker guitar pickup provides a clean amplified signal from 
the tines. This was deemed preferable to a contact microphone as it 
eliminated unwanted thuds and scraping noises created by the 
players’ hands in contact with the instrument body.   
 An Arduino mounted inside the body of the instrument is 
connected to a 3-axis accelerometer and a capacitive sensing wire, 
attached to the insulated upper bridge of the instrument in such a way 
that the exposed outer faces act as touch-sensitive triggers or controls. 
                                                                    
3 Meng Qi / https://www.mengqimusic.com/ 
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Figure 2. Insulated capacitive-sensing bridge (left). 

3.3 External Connections 
The instrument’s magnetic pickup links to an audio interface via a 
1/4" jack socket and instrument cable. Sensor data is sent as OSC 
messages from the Arduino to a laptop through a USB 2.0 cable.  
For the purposes of this performance project, a Korg NanoKontrol is 
used for additional control of audio outputs and delay lines. 

4. Playing the Instrument 
The instrument is played like a standard thumb piano, holding the 
body between both hands and plucking the tuned tines with the 
thumbs. Actuating the sensors by moving the instrument throughout 
360 degrees and touching the capacitive sensing bridge does not 
compromise this playing position, providing a wide range of gestural 
control applications with minimal interference to surface aesthetic 
and playability. Unique affordances of this collage-based approach 
are revealed as the player navigates archives of found-sounds, 
fragmenting and juxtaposing them to construct ever-shifting beats 
and soundscapes. In keeping with collage, the instrument promotes 
an exploratory, finding-through-making approach to improvisation. 

4.1 Software and Control 
OSC messages from the Arduino are unpacked within a Pure Data 
patch, using the OSCuino4 library to separate the data into one stream 
for each axis of movement (x,y and z) and one for the capacitive 
sensing bridge. These in turn are converted into midi triggers and 
controls for versatile mapping in Mainstage5. The most commonly 
used controls are as follows: 
-The capacitive sensor acts as a midi control and note-on message. 
-Tilting front-to-back manipulates another midi control. 
-Tilting left-to-right manipulates three midi controls (centre-left, 
centre-right and left-right) and triggers several ranges of midi notes 
(multiple octaves of pentatonic notes in tune with the physical 
instrument and a chromatic range to trigger drums or percussion). 
 Within Mainstage, several sound sets are made up of 3 
channels/elements each; a midi synthesiser or tonal sampler channel, 
a drum or percussion-based sampler channel and an audio channel 
for the thumb piano pickup and/or other external sound sources. Each 
channel has a dedicated delay line and NanoKontrol assignments for 
volume, delay send, delay feedback and delay time. 
 Multi-mapping of midi controls allows for complex musical 
gestures to be performed through simple movements; in one instance, 
a midi synthesizer is triggered across a pentatonic scale by tilting the 
instrument left and right. Tilting forwards opens a low-pass filter and 
increases vibrato amount and rate. Touching the capacitive-sensing 
bridge sends the output to a multi-tap delay pitched up one octave. As 
such, synthesizer pitch, filter, vibrato and effects can all be 
manipulated separately or together through a range of simple 
movements that do not hinder playing of the physical instrument.  

5. CHALLENGES AND LESSONS 
Due to the close proximity of the magnetic pickup, Arduino and 
sensors, digital interference with the audio channel proved difficult to 

                                                                    
4 OSCuino / https://github.com/tambien/oscuino  
5 Mainstage / http://www.apple.com/lae/mainstage/  

eliminate entirely. A piezo in place of the humbucker solves the 
problem, but results in increased body noise. However, this could be 
embraced to harness the percussive potential of the instrument. 
 Controlling volume levels and delays requires one hand to be 
removed from the main instrument to manipulate the NanoKontrol. 
All sensor controls can still be easily manipulated with one hand but 
playing the tines is difficult when doing so. A more elegant solution 
would be to incorporate slider and button controls into the body of 
the instrument at the players’ fingertips. 
 This particular setup is based upon a pentatonic tuning within one 
key. While this is complementary to the tuning of the physical 
instrument, it does limit the potential of harmonic variation. 

6. FUTURE WORK 
Subsequent incarnations of Kalimbo will address the above issues 
and explore different objects and materials for the instrument. Bridge 
mechanisms are also being developed to enable easier tuning of tines. 
Mainstage mappings, sounds and samples for the project are also 
being developed, although an entirely embedded system (based in 
Pure Data, running on an internal single-board computer) could be 
beneficial in developing and streamlining the concept. 
 The OSC data transmitted from the Arduino is far richer than the 0-
127 range of midi used in this instance. I am exploring further 
potential creative uses of this within Pure Data. For example, I found 
that multiple capacitive sensors in one instrument interact to give 
pleasantly unpredictable results, vastly increasing ranges of data as 
multiple sensors are touched at once. Control patches exploiting these 
characteristics will augment Kalimbo’s control capabilities. 
 Kalimbo’s simple sensor-based controls, in conjunction with a 
contact microphone, could be developed into a stand-alone ‘extender’ 
to furnish any instrument with gestural and touch-sensitive controls. 
Alternatively, the controls could be developed independently into an 
ergonomically designed minimal interface with multiple applications. 
 Future work will further interrogate affordances of collage-based 
approaches to performance; assembly of performance ecologies 
made from disparate materials and performance tools will become a 
vital performative act in itself, enhancing performance narrative and 
providing audiences a legibility of form. Combined with Kalimbo 
and other sensor-based controls, this will enable an approach in 
which a unique ecology is formed within each performance.  

7. REFERENCES 
[1] J. Bowers: Improvising Machines - Ethnographically 

Informed Design for Improvised Electro-Acoustic 
Music. Norwich: University of East Anglia, 2002. 

[2] J. Bowers et al, “One knob to rule them all: reductionist 
interfaces for expansionist research,” in Proceedings of the 
international conference on new interfaces for musical 
expression, Brisbane, Australia, 2016, pp. 433-438.  

[3] D. Gerhard and B. Park, “Instant Instrument Anywhere: a 
self-contained capacitive synthesizer,” in Proceedings of 
the international conference on new interfaces for musical 
expression, Ann Arbor, Michigan, 2012. 

[4] T. Magnusson. Designing constraints: Composing and 
performing with digital musical systems. Computer Music 
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8. Appendices  
Video abstract / https://www.youtube.com/watch?v=zyJFihBKXrE  
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ABSTRACT
This demonstration introduces the Stride programming lan-
guage, the Stride IDE, and the Saturn M7 embedded au-
dio development board. Stride is a declarative and reac-
tive domain specific programming language for real-time
sound synthesis, processing, and interaction design. The
Stride IDE is a cross-platform integrated development en-
vironment for Stride. Saturn M7 is an embedded audio
development board by Okra Engineering, designed around
an ARMR� CortexR�-M7 processor based microcontroller.
It targets high-end multi-channel audio processing and syn-
thesis with very low latency and power consumption. The
microcontroller has a rich set of audio and communication
peripherals, capable of performing complex real-time DSP
tasks with double precision floating point accuracy.
This demonstration will showcase specific features of the

Stride language, which facilitates the design of new inter-
active musical instruments. The Stride IDE will be used to
compose Stride code and generate code for the Saturn M7
board. The various hardware capabilities of the Saturn M7
board will also be presented.

Author Keywords
Stride, Stride IDE, Saturn M7, Domain Specific Language,
Declarative, Reactive, Interaction Design, Embedded, Mi-
crocontroller, Real-time, Digital Signal Processing

ACM Classification
C.3 Special-purpose and Application-Based Systems—Real-
time and embedded systems, D.2.11 [Software Engineering]
Software Architectures—Languages, H.5.5 [Information In-
terfaces and Presentation] Sound and Music Computing—
Signal analysis, synthesis, and processing.

1. INTRODUCTION
During this demonstration we will present new software and
hardware tools for designing new interactive musical instru-
ments. We will introduce a domain specific programming
language called Stride[1] and its dedicated integrated devel-

Licensed under a Creative Commons Attribution

4.0 International License (CC BY 4.0). Copyright

remains with the author(s).
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opment environment called Stride IDE. We will use Stride
to generate code for an embedded audio development board
called Saturn M7 designed by Okra Engineering1.

2. THE STRIDE LANGUAGE
Stride2 is a programming language for real-time sound syn-
thesis, processing, and interaction design. Stride abstracts
hardware resources and separates semantics from implemen-
tation. A wide range of computation devices can be targeted
such as microcontrollers, system-on-chips, general purpose
computers, and heterogeneous systems. Stride prompts the
generation of highly optimized target code by allowing the
user to control the frequency and location of computations.

3. STRIDE INTEGRATED DEVELOPMENT
ENVIRONMENT

The Stride IDE is a cross-platform (Windows, Linux, OS
X/macOS) integrated development environment for com-
posing Stride code. The Stride IDE is built on the Qt3 cross-
platform application framework. Some of the features of the
Stride IDE are: code highlighting, code auto-completion,
code tooltips, error highlighting, on the fly documentation
rendering, and a general purpose console.

The Stride IDE can be downloaded at:

http://stride.audio/downloads/

4. SATURN M7 EMBEDDED AUDIO DEVEL-
OPMENT BOARD

The Saturn M7 is an embedded audio development board
by Okra Engineering. The board is designed around a
STM32F74 series microcontroller by STMicroelectronics5.
The microcontroller has an ARMR� CortexR�-M7 processor,
running at 216 MHz. The board measures 78 by 110mm.

The board has been designed specifically for use with the
Stride programming language and it can serve as a platform
for the development of interactive musical instruments.

4.1 The Board
The Saturn M7 board is designed around the STM32F769
microcontroller. The processor has a double precision float-
ing point unit, 2 Mbytes of embedded Flash memory, and

1
http://okra.engineering

2
http://stride.audio

3
http://www.qt.io

4
http://www.st.com/en/microcontrollers/

stm32f7-series.html

5
http://www.st.com
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512 Kbytes of universal data memory. Key features of the
board are:

• 16 Mbit of fast SRAM with 10ns access time

• 512 Mbit of Flash over a QUAD SPI interface

• High Speed OTG (Device/Host) USB over an external
PHY transceiver

• Full Speed OTG (Device/Host) USB

• 10/100 BASE-T Ethernet with Precision Time Proto-
col (PTP)

• MIPI-DSI display interface

• Three dedicated Serial Audio Interface (SAI) data chan-
nels6 with a master clock output

• Four S/PDIF inputs and S/PDIF outputs available on
the SAI data channels

• Two half duplex I2S peripherals with a master clock
output

• One SPI port with hardware controlled chip select,
three I2C ports, and three UART ports

• SWD/SWO interface for programming and debugging

Figure 1: Saturn M7 by Okra Engineering

The board has a high performance Delta Sigma CODEC
(32bit, 192KHz, 108dB S/N) with 2 channels of input and
2 channels of output. The inputs can be captured at 16,
20, 24, and 32 bit resolution at up to 192KHz, while output
resolutions of 16, 24, and 32 bit at 192KHz are supported.
The CODEC has high resolution filters for superior audio
quality featuring short group delays.
The board also has 4 omni-directional MEMSmicrophones

with an acoustic overload point of 120dB SPL, a 61dB
signal-to-noise ratio, and -26dB FS sensitivity. The micro-
phones respond to frequencies between 20Hz and 10KHz.
They have a flat response between 100Hz and 5KHz (±1dB).
The board has a stereo class-AB headphone amplifier ca-

pable of driving 60mW into a 16 Ohm load. It also has a
stereo class-D audio amplifier capable of driving 2.1W per
channel into a 4 Ohm load. Both amplifiers are connected
to the CODEC’s output.
The board comes with a low jitter, 8 channel config-

urable clock synthesizer. It drives the audio peripherals
and CODEC.
Clocks on multiple Saturn M7 boards can be synchronized

down to 8ns over Ethernet through PTP.

6A fourth channel is shared with the QUAD SPI peripheral

The board has a 60 pin high speed header to interface
with a TFT display with touch screen capability over MIPI-
DSI. It also has a 96 pin header, which exposes the many
digital and analog I/O pins and peripherals of the micro-
controller.

The board can be powered over any of the USB ports,
through a DC barrel connector, or a lithium-ion battery.

An on-board programmer and debugger is available through
a USB interface, which can also be configured as a virtual
COM port. The board can also interface with external pro-
grammers and debuggers.

5. BOARD COMPARISON
The Saturn M7’s DSP performance compares favorably to
the Axoloti7 and Owl Digital8 due to its processor’s type
(CortexR�-M7 vs -M4) and speed. The Saturn M7 performs
floating point computations with double precision compared
to single precision on the Axoloti and Owl Digital. Like the
Owl Digital, the Saturn M7 has an external fast SRAM to
perform memory-intensive algorithms.

Unlike the BELA9, a cape for the BeagleBone Black10,
Saturn M7 is a standalone board. The number of analog
I/O channels on the Saturn M7 can match and exceed those
of the BELA by adding a dedicated daughter board. The
Saturn M7 can support up to 32 channels of audio over SAI.

The audio CODEC on the Saturn M7 outperforms those
found on these competing boards. It can also support a
multi-touch TFT LCD screen.

6. DEMONSTRATION
During the demonstration we will show and discuss the fol-
lowing implementations:

• Matrix mixer with gain control: This highlights Stride’s
multi-channel and parallel statement capabilities.

• Waveform generator with amplitude and frequency
modulation: Demonstrates reactive control in the Stride
language

• Subtractive synthesizer: Shows how to build more
complex signal graphs in Stride

• Vocoder: Demonstrates frequency domain processing
within the Stride language

7. CONCLUSION
With this demonstration, we presented the synergy between
the Stride programming language, the Stride IDE, and the
Saturn M7 embedded audio development board to design
new interactive musical instruments.
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ABSTRACT
In this paper, we present JamSketch, a real-time improvisa-
tion support system which automatically generates melodies
according to melodic outlines drawn by the users. The sys-
tem generates the improvised melodies based on (1) an out-
line sketched by the user using a mouse or a touch screen,
(2) a genetic algorithm based on a dataset of existing mu-
sic pieces as well as musical knowledge, and (3) an expres-
sive performance model for timing and dynamic transfor-
mations. The aim of the system is to allow people with no
prior musical knowledge to be able to enjoy playing music
by improvising melodies in real time.

Author Keywords
Improvisation, melodic outline, melody creation

ACM Classification
H.5.5 [Information Interfaces and Presentation] Sound and
Music Computing

1. INTRODUCTION
Improvisation is one of the most enjoyable forms of mu-
sic performance in which musicians create music compo-
sitions in real time combining communication of emotions,
instrumental technique and spontaneous response to others.
There have thus been attempts to support improvisation by
unskilled players using computing technologies [1, 2, 6, 7].

In this paper we present JamSketch, a real-time improvi-
sation support system which automatically generates melodies
according to melodic outlines drawn by the users. We de-
veloped a melody editing system that creates a melody ac-
cording to a melodic outline drawn by the user [9]. Once the
user draws a melodic outline, the system creates a melody
according to the outline. Given the intuitive nature of draw-
ing, several drawing-based systems have been proposed to
allow people with no prior music knowledge to specify their
musical ideas [3, 4, 8]. However, these systems do not create
melodies in real time, so they are not unsuitable for sup-
porting of real-time improvisation. Our system is able to
generate expressive improvised melodies in real time given
an outline drawn by the user.

2. SYSTEM OVERVIEW
A screenshot of our system is shown in Figure 1. Once the
system is launched, a piano-roll interface is displayed on the

Licensed under a Creative Commons Attribution
4.0 International License (CC BY 4.0). Copyright
remains with the author(s).

NIME’17, May 15-19, 2017, Aalborg University Copenhagen, Denmark.

Figure 1: A piano roll with the melodic outline
drawn by the user (blue) and the corresponding
melody generated by the system (orange)

screen. During the playback of an accompaniment (given by
a MIDI file with a chord transcription), the user can draw a
melodic outline on the piano-roll screen by using the com-
puter mouse or touch pad as an input device. The melody
is created individually for each measure. Once the mouse
coursor enters the region of measure m and then moves out
from that region (or the mouse button is released there), the
creation of a melody for measurem starts. After the melody
is created, the most likely expression parameters (the onset,
duration, and energy for each note) are estimated. Gener-
ation of melody and expression parameters in the current
implementation takes approximately 0.5 s and 0.2 s. Thus,
users are required to draw their melodic outlines one bar in
advance.

2.1 Drawing Melodic Outline
During the playback of the accompaniment, the user draws
a melodic outline {y(t)} on the piano-roll screen. Here,
y(t) represents the pitch of the outline at time t. The time
resolution is an eighth-note triplet.

2.2 Determining Rhythm of Melody
When the mouse cursor moves out from measure m in the
piano roll (i.e. it moves to measure m+1) or the mouse but-
ton is released, melody generation for measure m iniciates.

First, the rhythm (i.e., the melody notes’ durations) is
determined. The key idea is to generate a note onset at time
points of high-variability of y(t). This is achieved through
the following steps:

1. A set of note onset candidates, R, is defined. Each
element of R is a 12-dimensional binary vector, where
1 stands for an onset and 0 stands for a non-onset.
For example, (1, 0, 0, 0, 0, 0, 1, 0, 0, 0, 0, 0) represents a
sequence of two half notes.

2. We decide a tentative rhythm R′ from {y(t)}. The i-th
element of R′, denoted by R′(i), is defined as follows:

R′(i) =

!
1 (|y(tm+i)− y(tm+i−1)| > δ)
0 (otherwise)
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where tm is the start time of m, and δ is a threshold.
3. We search for the closest candidate to R′, that is,

R̂ = argmin
Rk∈R

||Rk −R′||.

2.3 Determining Pitches
For each of the 1-value elements in R̂, the pitch (MIDI note
number) is detemined. Let L be the number of 1-value
elements in R̂. What should be determined here is N =
(n0, · · · , nL−1), where ni is a MIDI note number.

To determine these pitches, we use a genetic algorithm
(GA), in which N = (n0, · · · , nL−1) is regarded as a chro-
mosome. To achieve a quick melody creation, the optimiza-
tion through GA is limited to 0.5 s.

2.3.1 Initializing chromosomes
Melodies taken from a melody corpus are memorized as a
prefix tree. Initial chromosomes (sequences of note num-
bers) are generated by randomly proceeding in this prefix
tree from the root.

2.3.2 Calculating fitness function
The fitness function assigns higher values to melodies which:

• are similar to the melodic outline,
• have similar characteristics to the melodies in the melody

corpus,
• are not dissonant with respect to the accompaniment,
• are not too monotonous.

We therefore define the fitness function F (N) as follows:

F (N) = w0 sim(N) + w1 seq1(N) + w2 seq2(N)

+w3 harm(N) + w4 ent(N),

where

• sim(N): Similarity to outline

sim(N) = −
L−1"

i=0

(ni − y(ti))
2 ,

in which ti is the onset time of note ni.

• seq1(N): Pitch bigram probability

seq1(N) =
L−1"

i=1

logP (ni | ni−1).

• seq2(N): Interval (pitch-motion) bigram probability

seq2(N) =
L−1"

i=2

logP (ni − ni−1 | ni−1 − ni−2).

• harm(N): Conditional probability for given chords

harm(N) =
L−1"

i=0

logP (ni | ci, bi),

in which ci is the chord name at time ti, and bi is the
metrical position at ti (bi ∈ {head, on-beat, off-beat}).
We consider bi because the acceptability of out-of-
scale notes depends on their metrical positions.

• ent(N): Entropy

ent(N) = −(H(N)−Hmean − ε)2,

in which H(N) is the entropy of {n0, · · · , nL−1}, and
Hmean is the averaged entropy calculated from a melody
corpus. Above, ε is usually zero, but setting this to
more than zero will result in more complex melodies.

Above, P (ni | ni−1), P (ni−ni−1 | ni−1−ni−2), P (ni | ci, bi),
and Hmean are learned from a corpus, while w0, · · · , w4 and
ε are manually set.

2.4 Estimating Expression Parameters
The expression parameters, that is, the onset deviation, du-
ration ratio, and energy (velocity) ratio for each note are
estimated with Giraldo’s method [5]. Here, we use the k-
nearest neighbor estimator. The upper and lower bounds,
if necessary, can be given to each parameter.

3. IMPLEMENTATION AND TRIAL
We implemented this system on a touch-screen laptop PC.
As a melody corpus, we used 53 melodies with the tonality
of Blues taken from Weimar Jazz Database1. We used a
12-bar blues chord progression in the key of C, i.e.,

| C7 F7 C7 C7 F7 F7 C7 C7 G7 F7 C7 G7 |.
Preliminary tests of our system have been very positive.

Users were satisfied with the usability of the system and
with the quality of their improvisations, which clearly con-
tained characteristics of blues melodies, e.g. melodies make
use of notes such as E♭, G♭, and B♭ in the key of C. In
the future we plan to conduct a formal perceptual test to
evaluate the performance of the proposed system.

4. CONCLUSION
In this paper, we proposed an improvisation support sys-
tem, JamSketch, in which the user can enjoy improvisation
just by drawing a melodic outline. Melodies are generated
in real time based on a genetic algorithm according to an
outline drawn by the user and are expressively performed.
Future work includes evaluations of both the user experi-
ence and the qualities of generated melodies as well as fur-
ther improvements with a larger-scale melody corpus.
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ABSTRACT
We present an attachment for the bass guitar which allows
MIDI-controlled actuated fretting. This instrument adap-
tation is presented as a potential method of augmenting the
bass guitar for those with upper-limb disabilities. Following
a survey of 48 bassists, we found that timbral and dynamic
features related to the plucking hand were most important
to the survey respondents. We designed an actuated fretting
mechanism to replace the role of the fretting hand in order
to preserve plucking hand techniques. We conducted a per-
formance study in which experienced bassists performed an
accompaniment to a backing track with the adapted bass.
This highlighted ways in which adapting a fretted string
instrument in this way impacts plucking hand technique.

Author Keywords
Accessibility, one-handed instruments, robotic instruments,
bass guitar

ACM Classification
K.4.2 [Computers and Society] Social Issues – Assistive tech-
nologies for persons with disabilities H.5.5 [Information In-
terfaces and Presentation] Sound and Music Computing

1. INTRODUCTION
The majority of traditional western musical instruments are
designed to be played with both hands. Even for instru-
ments such as the piano which can be played one-handed,
the written repertoire generally requires two-handed play-
ing. This is clearly prohibitive to musicians with upper-limb
disabilities who wish to participate in music performance
with a traditional instrument.
In collaboration with the One-Handed Musical Instru-

ment (OHMI) Trust1, we designed a prototype adaptation
for the bass guitar which allows mechanical fretting of the
strings via foot control, leaving the plucking hand available
for string excitation. Here we present our design, based on
similar work and the results of a player survey, followed by
the results of a performance study with the bass.

1
http://www.ohmi.org.uk/

Licensed under a Creative Commons Attribution

4.0 International License (CC BY 4.0). Copyright

remains with the author(s).

NIME’17, May 15-19, 2017, Aalborg University Copenhagen, Denmark.

2. BACKGROUND
Larsen presents a review of existing accessible musical in-
struments [4]. Of these, one in particular is related to one-
handed playing, being the Actuated Guitar [3]. Other ac-
cessible guitar instruments include the guitarMasheen [6],
a fully-actuated acoustic guitar with an iPad interface, and
the KellyCaster2, designed by John Kelly and members of
Drake Music. The OHMI Trust present winners of their an-
nual one-handed instrument design competition, featuring
many examples of accessible and adapted instruments1.

Kapur’s review of musical robotics discusses projects which
involve mechanical approaches to fretting and plucking [2].

3. PLAYER SURVEY
We conducted an online survey of 48 bassists in order to
discover what players felt were the most important aspects
of bass guitar playing. We asked participants to rank ten
di↵erent performance elements in terms of their importance
to playing bass. The respondents’ emphasis on elements
related to the plucking hand (rhythmic accuracy, rhythm
choice, dynamics, plucking hand articulation) suggests that
for bass guitar, much of the expression of the instrument
comes from the plucking hand. This was echoed by one
respondent’s comment that ‘you could do so much simply
by sticking to the [root notes] and di↵ering where, how and
how hard you play the notes’. Details of the survey, the
instrument and performance study will be available in a
forthcoming paper [1].

4. ACTUATED FRETTING MECHANISM
The results from our survey suggested that preserving the
role of the plucking hand would also preserve the most im-
portant aspects of bass playing. We opted to replace the
fretting hand with an actuated fretting mechanism, and
transfer note selection to the feet via a MIDI controller.
Our fretting mechanism consists of a series of clamps which
attach to either side of the neck, and hold six pull-type
solenoid motors perpendicular to the fretboard. This is a
prototype design using a limited number of frets to test our
concept. The solenoid plungers are attached to the tip of
the fretting arms, which are fixed onto a threaded metal
rod on the opposite side of the neck, acting as a hinge. A
spring return at the base returns the fretting arms to the
rest height once the solenoid is deactivated. Figure 1 shows
a schematic of the design.

We used the Bela platform [5] to drive the solenoid motors
and to communicate with the MIDI controller. The Arturia
Beatstep’s3 grid layout allows notes to be mapped similar

2
http://www.drakemusic.org/our-work/

research-development/artist-led-projects/

john-kelly-the-kellycaster/

3
https://www.arturia.com/beatstep/overview
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Figure 1: Final neck clamp design

Figure 2: Mapping layout for Arturia Beatstep

to the layout of a fretboard, with columns for fret position,
and rows for strings. This is based on Norman’s ‘natural
mapping’ approach [7]. Figure 2 shows the mapping lay-
out we used. We added a reversed layout for a left-handed
player who took part in the study.
We measured the system for latency by placing a piezo

sensor underneath the contact with the fretting arm and
another taped to the corresponding pad on the controller.
We then measured the delay between the piezo’s voltage
change onsets when the button was pressed, using a digital
oscilloscope. Over ten recordings, we recorded an average
latency of around 54 ms.

5. PERFORMANCE STUDY
Our performance study featured six bassists, who were in-
structed to compose and rehearse an accompaniment to an
eight-bar backing track, for a minimum of two hours, spread
over three weeks. Once the participants had finished prepar-
ing their accompaniment, we recorded audio and video of
their performances. They then filled in a questionnaire de-
tailing their responses to the instrument’s usability and how
they felt it had a↵ected their technique.
A key finding was the way in which participants responded

to the lack of fretting-hand muting functionality. With two
hands, the strings can be muted with the fretting hand fol-
lowing string skipping or to shorten the notes for staccato
playing, by gently touching the strings to stop vibration.
This is impossible with our fretting system due to the bi-
nary nature of the solenoid motors. We noticed that the
four performers who used a finger-picking style all used their
plucking hand to perform these functional mutes, resulting
in an adaptation of their plucking hand technique. Of these,
one of the participants gave a particularly notable perfor-
mance, appearing to have gained su�cient control over this
extended technique after two hours of rehearsal. Another
participant used an alternate approach: consistent palm-

muted plucking with a plectrum. This was an interesting
example of a performer using a fairly typical bass playing
technique as a response to the limitations of the system.

The questionnaire highlighted players’ subjective responses
to the system. Most participants pointed out the di�culty
in using the feet for such a precise task, but two commented
that the interface was intuitive to use. Participants were in-
vited to discuss the extent to which common bass techniques
were possible with the adapted bass. Most agreed that ges-
tures such as string bends, slides and dead notes were impos-
sible with the system. There was disagreement between par-
ticipants on the possibility of achieving hammer-ons. Two
stated that hammer-ons were easy or intuitive to achieve,
whereas another said they were possible but not controlled,
and another commented that they were impossible to play.
This is perhaps a function of terminology: the idiosyncratic
attack and amplitude of the mechanical hammer-on is quite
distinct from a typical hammer-on with the hand. This
could also be a function of the system latency: 54 ms might
be tolerable when using the fretting system for note selec-
tion, but less so when used for note onset during mechanical
hammer-ons. This agrees with Wessel and Wright’s quoted
10 ms upper limit for latency tolerance in DMIs [8].

6. CONCLUSION
Our prototype bass guitar adaptation and subsequent study
highlighted ways in which musicians adapt their technique
when the role of a particular hand is transferred to an al-
ternate limb in this way. The user study also highlighted
successes and limitations of this approach, which we hope
will inform future accessible string instrument adaptations.
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ABSTRACT

Feedboxes are interactive sound objects that generate rhythmic and

harmonic patterns. Their purpose is to create intuitive tools for live

improvisation,  without  the  need  for  using  computer  with  midi

controller or fixed playback. Their only means of communication is

sound - they "listen" with the microphone and "speak" with the

speaker, thus interaction with Feedboxes is very similar to playing

with real musicians. The boxes could be used together with any

instrument, or on their own – in this case they create a feedback loop

by listening and responding to each other, creating ever-changing

rhythmic structures. 

Feedboxes react to incoming sounds in simple, predefined manner.

Yet, when used together, their behaviour may become quite complex.

Each of two boxes has its own sound and set of simple rules.

Author Keywords
NIME, Generative music, Physical  computing,  Interactive device,

Feedboxes, PdDroidParty, Pure Data.

ACM Classification
Applied computing - Sound and music computing, Human-centered

computing - Sound-based input / output

1. INTRODUCTION

In  a  search  for  intuitive  ways  of  creating  improvised  electronic

music, I was looking for a solution to free the musicians from the

constraints of typical laptot setup, which would be a laptop, midi

controller and PA system. This situation creates a metaphor, in which

an  interface  for  interaction  (i.e.  the  actual  physical  actions,  like

turning knobs and pressing pads) is detatched from sound generating

device  (the  computer)  and  the  sound  source  (PA).  Additionally,

performers' eyes are often focused not on the interface (which would

be natural in case of traditional instrument), but on the computer

screen. This situation is very different from the familiar experience of

using an acoustic instrument, where the interface, sound generating

device  and sound source are  the same object.  Also,  most  often

musicians use multiple virtual instruments (or one istrument with

many sounds or tracks) in one computer, which further complicates

the process.

This is a problem not only from the point of view of the performer,

but also for audience members – there is no clear correlation between

the observed action and the music that is heard.

One of the possible solutions is to create a separate device for each

virtual  instrument,  and  to  combine  all  of  the  above  functions

(interface, sound generating and sound projection) in one device.

 This solution is the basis of Feedboxes. Additionally, Feedboxes are

“autonomous” devices, which means thei're not controlled directly,

but rather they act in a way an improvising musician does – they

respond to incoming sound by generating another sounds on their

own. Apart from simple user interface, used for setting up basic

parameters  (sensitivity,  threshold,  decay  etc.)  the  interaction  is

executed  with  sound itself  and  by changing  respective  physical

positions of Feedboxes.

2. TECHNICAL DETAILS

Each of two Feedboxes comprises of simple Android smartphone

(Telefunken Sierra) which runs custom Pure Data patch with the help

of PdDroidParty [1] – an application written by Chris Mccormick,

based on libpd library. PdDroidParty is a kind of wrapper app, which

makes it easy to run Pd Vanilla patches on any Android device after

slight modification.  

The smartphone is mounted inside a small wooden box, together

with  small  battery-powered  speaker  and  gooseneck  microphone.

With fully charged batteries, the box is wireless and can be handled

freely.

Each of two boxes runs a different Pure Data patch, with different

sounds and different ways of reacting to incoming sounds:

2.1. Rhythm box 

Rhythm box generates semi-random beat, the complexity of which

depends on the volume of incoming audio signal. There are two

variables that could be changed with varying volume of incoming

sound: 

– Density  of  the  beat,  which  is  achieved  by  switching

between eight available preprogrammed three-track eight-

note sequences. First sequence contains no notes, second

Figure 1. Feedboxes
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contains only basic half-note beat, and so on, up to eighth

sequence which is a dense beat.

– Pitch of samples

2.2. String box

String box generates plucked or strummed 4-note chords (made with

Karplus-Strong synthesis)  based on short,  percussive sounds (i.e.

clapping, beat generated by Rhythm box). Quieter sounds pluck all

notes at once, louder sounds strum one note after another. Playing or

singing long notes (longer than a second) allows for changing the

harmonic content of the chord. The sound appears with certain delay,

which can be adjusted to one bar length of the rhythm box – this way

Feedboxes can play together in the same tempo.

3. SCENARIOS FOR INTERACTION

3.1 Feedboxes on their own
As stated earlier, Feedboxes are controlled with sound. Thus, they

can also interact with each other by the means of sound – they only

need initial trigger (for example clapping, which usually will trigger

the String box, or some longer sound, which would rather trigger

Rhythm box). The boxes need to be situated in a way that they could

listen to one another, with the microphone of one box close to the

speaker of the other box  (fig. 2)

When one of the boxes starts to play, the other one is triggered by its

sounds and also starts to play. The relative positions of the boxes

change the volume of sound captured by the microphones, thus the

response of the boxes changes. The closer the mic, the denser the

beat or louder the chords/strums,  and vice versa.  When a stable

configuration  is found,  boxes  may be left  on their own to play

slightly variating structures.

3.2 Feedboxes with another instrument or 

voice
    Feedboxes  might  be  also  situated  “in  series”  with  another

instrument, played by live musician: (fig.3)

In this configuration, Feedboxes play only when there is a sound

coming from the live instrument (for example trumpet). When a

melodic instrument is used, the preferred order would be: instrument

→ Rhythm box → String box.  With percussive instrument  (for

example xylophone), the order would be: instrument –> String box

→ Rhythm box. 

This  configuration  allows  free  form  improvisation  for  the

instrumentalist, with interactive accompaniment by the boxes. With

melodic  instrument,  it's  also possible to change  notes  played  by

String box during the performance, by playing longer notes (more

than 1 second). The live istrument should be then directed more

towards the microphone of String box (percussive sounds of Rhythm

box could interrupt the process of setting up new chordal notes.

4. CONCLUSION
Feedboxes, still being a new project (completed in december 2016),

have  been  tested  and  proved  to  be  a  responsive  tool  for

improvisation. They were outlined in an article written by Peter Kirn

for Create Digital Music blog [2]. Most of all, they're a lot of fun to

play  with,  which  was  one  of  intended  outcomes.  Typical

performance scenarios involving digital technology, such as playing

with fixed playback, or controlling the software with midi controllers,

are  somehow  detaching  from  the  very  act  of  creating  music,

especially for musicians that feel at home with their instruments of

choice.  Feedboxes  provide  a  way  of  intuitive  interaction  with

digitally generated sounds, which follow the musician, at the same

time providing some harmonic or rhythmic constraints in a similar

fashion  that  live  improvising  musicians  would.  Thus  Feedboxes

provide an alternative way of using digital technology in the context

of improvised music.
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6. Appendix
Video documentation of  Feedboxes: https://vimeo.com/195930695  

Feedboxes on authors' website: 

http://krzysztofcybulski.com/feedboxes.html  

Figure 3. Feedboxes with another instrument (trumpet)

Figure 2. Feedboxes in a feedback loop
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ABSTRACT 
This paper describes the design and implementation of an 
augmented reality (AR) piano learning tool that uses a 
Microsoft HoloLens and a MIDI-over-Bluetooth-enabled 
electric piano. The tool presents a unique visual interface—a 
“mirror key overlay” approach—fitted for the AR environment, 
and opens up the possibility of on-instrument learning 
experiences. The curriculum focuses on teaching improvisation 
in blues, rock, jazz and classical genres. Users at the piano 
engage with interactive lessons, watch virtual hand 
demonstrations, see and hear example improvisations, and play 
their own solos and accompaniment along with AR-projected 
virtual musicians. The tool aims to be entertaining yet also 
effective in teaching core musical concepts. 
 
Author Keywords 
Augmented reality, Microsoft HoloLens, transformational 
games, music learning, improvisation 
 
ACM Classification 
Human-centered computing~Mixed / augmented reality, 
Applied computing~Sound and music computing,  
Applied computing~Interactive learning environments     
 

1. INTRODUCTION 
The majority of computer-aided piano education tools use a 
screen-based display to convey information to the user [1, 2]. 
Other systems use hardware-based indicators—such as 
embedded LED key lights [3]—to guide users to the intended 
keys to play. There are problems with both of these approaches. 
 Traditional screen-based learning tools require users to 
visually transfer information from the device or screen to apply 
on the actual instrument. Hardware-based learning tools 
provide more direct guidance, but user engagement is 
diminished due to its limited display capabilities. 
 As a solution, augmented reality (AR) technology provides 
an ideal piano-learning environment. By projecting information 
onto the instrument, an AR system can create more direct 
interactions for the user [4], removing the need to transfer 
information from a separate screen. With its ability to project 
virtual objects into the user’s visual perspective [5], it creates a 
new space to explore additional user-engagement activities and 
learning possibilities, beyond what existing screen-based or 
hardware tools can achieve.  

2. RELATED WORK 
A number of piano-learning applications already exist in the 
field. The Piano Tutor, developed by Dannenberg et al. (1990) 
[6], was one of the early implementations. Among its features 
is a grading mechanism that evaluates aspects of a user’s 
performance and identifies mistakes such as accuracy of pitch, 
timing and dynamics. As an intelligent system, it reports these 

errors and provides user guidance to correct mistakes. A MIDI 
interface is used for such detection. The project established the 
foundation for other commercial music education systems that 
followed, such as Yousician [1] and others, which use screen-
based displays. There are even other systems, like The ONE 
Smart Piano [3], that share similar lesson methodologies, but 
use hardware in place of the screen-based displays.  

A recent system implemented by Chow et al. (2013) [4] goes 
further by utilizing AR as their display technology. It follows 
previous AR piano learning initiatives such as AR Piano Tutor 
(Barakonyi 2005) [7] and Piano AR (Huang 2011) [8] and uses 
a MIDI interface and an optical marker for tracking the position 
of the real piano. 

Rocksmith [9] by Ubisoft, emerged from a family of products 
that combine game mechanics with music learning. Its system 
uses a MIDI-enabled guitar to communicate the notes and 
chords the user should play. 
 

 
Figure 1: The rock showcase demonstration (Mixed reality 
capture shot) 
 

3. DESIGN 
The core of the Music Everywhere experience is a scaffolded 
curriculum, designed primarily to develop instrument 
familiarity, train pianistic skills, and provide immersion and 
engagement. 
 Lessons direct users to work with their hands apart at first, 
isolating for right hand improvisation and left hand 
accompaniment. Further, the user’s focus is limited to only a 
few notes, gradually adding new ones as the lessons progress. 
 Throughout each step of the curriculum, users are guided 
through improvisation examples, demonstrated both aurally and 
visually. Focus is placed on encouraging correct play rather 
than highlighting mistakes made, and reinforcing aspects of 
melodic development, variation, rhythmic phrasing and other 
musical strategies. Users learn concepts and techniques via 
interactive lessons and rehearse their skills in practice sessions 
with the virtual musicians. 
 To accomplish these learning objectives, the following 
features were designed and applied.  
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3.1 Bluetooth-over-MIDI Connection 
To facilitate communication between the HoloLens and the 
electric piano, a MIDI-over-Bluetooth protocol is employed. 
Music Everywhere’s I/O module uses the Universal Windows 
Platform (UWP) MIDI support API, through which 
bidirectional key events can be detected, sent and received, 
allowing the HoloLens to know when a piano key is pressed—
along with the associated velocities and durations—and/or the 
electric piano to know when a piano key should be triggered 
automatically. 

3.2 Visual User Interface (UI) Design: Mirror 
Key Overlays 
 

 
Figure 2:  Different type of overlays – Precision overlay 
indicators (left), Improvisation overlay indicators (right) 
 
Augmented reality “mirror key” overlays are positioned 
perpendicularly to the physical keys, providing unobstructed 
visual instruction, while connecting directly to the indicated 
keys. Additionally, their location encourages proper eye-
positioning, directing the user’s focus above the keys during 
play. This counteracts the tendency to drift one’s gaze 
downward. In the mirror key system, there are two distinct 
types of UI overlays: 
 
•  Precision overlay indicators guide users to play 

individual notes, at specific timings and durations, all with 
the proper fingerings. This is useful and effective when the 
objective is to teach the user a particular melodic line. 

 
•  Improvisation overlay indicators highlight a range of 

notes that will sound harmonious when played along with 
chords in a given progression. As the background chords 
change, the note ranges shift to match. 

3.3 Virtual Musicians 
During the Music Everywhere lessons, guests play alongside 
animated, virtual musicians in blues, jazz, rock and classical 
ensembles. In addition to providing enhanced visual 
engagement, their inclusion in the AR space offers several 
important experiential benefits. 
 
•  Genre theming informs users about the style of music they    

will play without the need for lengthy instructional 
exposition. 

 
•  Synchronization between the music and visually-

represented musicians simulates the real experience of 
playing with others. 

 
•  Users learn the correct context in which to use 

improvisation and, alternatively, accompaniment skills. 

3.4 Additional Features 
• Animated Hand: In order to demonstrate correct hand 

positioning and more advanced playing techniques, a 3D 
virtual hand is introduced into the AR space. Users can 

observe the demonstrations or place their hands directly 
within the projection during play to follow along. A hand 
recording pipeline was implemented to capture the 
performance of a real pianist. A Leap Motion hand 
tracking device was used, in conjunction with a custom-
built glass casing to overcome Leap Motion’s capture 
errors. Further, we developed a key frame animation 
system to edit and improve loss and inaccuracies 
commonly obtained during the hand data capture process. 

 
• Lesson Builder: A development framework was deployed 

to ensure the creation of engaging lesson content. The 
lesson builder includes multiple component nodes (e.g. 
key highlighting, virtual musician spawning, audio clip 
playback, etc.) and provides a graphical user interface 
(GUI) editor for non-technical designers to build and 
iterate lesson sequences.  

 
• Score Reader: The system can import and parse any 

musical score from the notation software, Sibelius, via 
the MusicXML format. Once score data is loaded, all 
lesson components can access the imported music. For 
example, an animation node can sync a virtual musician’s 
movements to the notes contained in the player’s musical 
score, coordinating with the particular sound files for 
their parts. As well, the piano “mirror key” overlays are 
driven by data from an imported Sibelius score. 
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ABSTRACT

Song Kernel is a chord-and-note harmonizing musical input interface applicable to electronic instruments in 

both hardware and software format. It enables to play chords and melodies while visualizing harmonic 

functions of chords within a scale of western music in one single static pattern. It provides amateur musicians, 

as well as people with no experience in playing music, a graphic and intuitive way to play songs, manage 

harmonic structures and identify composition patterns. 

Keywords: harmony, chord wheel, keyboard, information visualization, interactive learning environment

INTERFACE CONCEPT AND DESIGN

Many centuries ago, keyboard and frets allowed musicians to play several precisely-pitched notes at the same 

time with one hand. Today’s technology could allow musicians to play chords according to their harmonic 

function with few buttons. More than thirty years ago, several music-instrument manufacturers implemented 

mechanisms such as Single Finger Accompaniment or Automatic Bass Chord System to harmonize sequences

with one or two fingers using a piano-keyboard interface. However, such interface provides no clue about 

harmonic functions and relations between chords. There are apps that allow playing chords of a scale, such as 

Chordion or Navichord. They can be used to learn what the seven diatonic chords of a scale are, but they 

cannot be used as real-time instruments neither provide harmonic information about how some chords can be 

replaced by others with notes out of the scale.

 Interface for major scale (in C)                                                    Interface for minor scale (in A)
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Song Kernel’s interface shows three concentric circles of buttons. An array of possible chords for any major or 

minor scale (chosen with the external circle representing the 12 notes of equal-tempered scale) is displayed, 

including not only the 7 diatonic triad chords (the internal circle of seven white buttons), but also and most 

importantly, those chords that are not part of the scale but can be used deriving mainly from modal interchange

and melodic scale, represented in the middle circle of black buttons. Buttons can be pressed individually to play

triads or combined to play tetrads or other less common combinations of notes. Thus, chords of almost any 

song can be played with one or two fingers on an interface that organizes harmonic functions by position and 

colors: green for tonic, yellow for sub-dominants and red for dominants, plus the circle of 5ths indicated by 

arrows. 

Apart from the circle of chords it features two keyboards that control monophonic synthesizers, used to play 

melodies. They can be played by a different user that the one controlling the chords: One scale-based 

keyboard in the fashion of a traditional 7/5 layout, transposed as to assign the notes of the chosen scale to 

white keys and another chord-based keyboard in a 3/4/5 array that plays notes according to the chord being 

played at the moment.

Goals: That amateur musicians (and also those with composition training) be able to visualize all the options of 

chords for their compositions, while learners be able to identify patterns of composition easily after playing 

some of their favorite songs on an interface that provides immediate visualization of harmonic analysis.

MUSICAL APPLICATIONS

This interface could be applied to any electronic instrument or midi controller. To be used both for real-time 

playing as well as for song sketches. It could easily synchronize the playing of several users. Besides being a 

powerful tool for musicians of any level, it can have applications in gaming and music therapy.

PRESENTATION HISTORY

Firstly I made cardboard jigs to show students the use of scales and chords. In 2013 we made a prototype 

using arduino. In 2015 we developed a basic version for iPad. It has been tested with people with no 

experience whatsoever with instruments who found joy in being able to play some of their favorite songs for the

first time. Despite receiving very good feedback, financing for educative projects is very scarce in Argentina.

Prototype of arduino-based midi controller (2013)

ENVISIONED INTERACTION

An arduino-controlled button set, based on the 2013 prototype, featuring also the two keyboards for melodies, 

controlling a sequencer, a synthesizer or software via MIDI. Public will be able to interact either freely - only 

following simple instructions on a sign - or playing some well-known songs.
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